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A B S T R A C T 

This paper examines alternative option pricing models used to forecast electricity prices in 

Alberta. Specifically, we derive and empirically test the lognormal price model and the 

log price one-factor mean reverting model. It is found that, due to the limiting 

assumptions of the two models, they both fail to predict accurately the price of electricity. 

In addition, it is also found that, a comparison of the predictive power of the two models is 

difficult due to the conflicting results obtained from the empirical tests. Although these 

two models are very successful at forecasting stock prices, they are not adequate to forecast 

electricity prices due to the lack of liquidity in the Alberta electricity market. 
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C H A P T E R 1: I N T R O D U C T I O N 

1 

This thesis addresses the issue of pricing options of electricity in the Alberta market. 

Specifically, this study explores the modern theories of option pricing models and the 

empirical techniques used to estimate and test these models. We will study in detail two 

simple models mainly used to price options in the stock market: the lognormal price model 

and the one-factor mean reverting log price model. In the course of this study we will 

evaluate the feasibility of adapting these models to price energy options. 

The introduction will continue as follows. In section 1.1 we will examine the motivation 

for this study. We follow this discussion in section 1.2 by providing a brief outline of the 

study. Finally, we conclude this chapter in section 1.3 by outlining the objectives of the 

study. 

1.1 Motivation for the Study 

The primary motivation for this study is to build forecasting models of electricity prices 

based on the methods used to model financial options. There is a great deal of literature on 

the topic, yet there are no studies that present the methodology of option pricing using a 

novice approach as it relates to the Alberta electricity market. Throughout this thesis we 

will attempt to develop a comprehensive procedure to provide the reader with a step-by-

step description of how option-pricing models are developed, estimated, tested and used in 

energy markets. Many practitioners using these models neglect to understand fully the 

theoretical concepts of stochastic processes as they apply to the modeling of options. This 

thesis will serve as an introductory guide to readers who have not been introduced to the 
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complexity of this issue in the past. Although we will make some simplifying assumptions 

in the process, which we will discuss in chapter 2, this thesis will hopefully intrigue its 

readers to pursue the study of option-pricing models and build on the concepts that have 

been introduced here. 

1.2 Outline of the Study 

We follow this introductory chapter by introducing the background theory of options 

pricing. We will discuss the concepts of stochastic processes, assumptions about the 

stochastic nature of electricity options and the mathematical foundations for building the 

lognormal price and mean reverting models. These concepts are important for deriving not 

only the models in this study, but for any type of option-pricing model in general. Using 

the theory we introduce in chapter 2, we will derive and mathematically solve both models 

in this study. We will also discover that there are no strict guidelines to solving stochastic 

differential equations. We will use a powerful mathematical tool called Tto's Lemma' to 

solve the lognormal price model. To solve the mean reverting model we need to apply 

more resourceful methods using stochastic calculus. Following the derivation of the 

models we will present in chapter 3 some possible techniques to use for estimating the 

parameters of the two models in this study. We will look at the maximum likelihood 

method, linear regression analysis, autoregressive processes and stationarity in time series 

data. In chapter 4 we will use the estimation techniques to solve for specific form 

solutions for the parameters of the two models. Specifically, we will use maximum 

likelihood to derive parameter solutions for the lognormal price model and an 

autoregressive of order one process for the mean reverting model. 
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Once we isolate specific form solutions to the models, we can estimate the parameters for 

the two models. However, before we can proceed, we will need to study the concept of 

seasonality in the data. We will then discuss in chapter 5 the issue of seasonality and how 

it applies directly to electricity markets, as these markets are very sensitive to seasonal 

fluctuations. We will discuss the potential problems that may arise from using data with 

strong seasonal effects. In addition, we will also outline specific procedures for testing for 

the presence of seasonality and how data can be empirically adjusted to resolve this 

problem. Upon adjusting the data for seasonality, we can begin the parameter estimations 

for both models. Once we obtain specific values for the parameters of the models we need 

to simulate prices and test for the predictive power of the models. In chapter 6 we discuss 

the topic of simulations and propose several tests for the accuracy of the models in 

forecasting prices. We will study the method of distribution analysis and discuss several 

goodness-of-fit tests. These tests will allow us to compare the predicted price distributions 

from the simulations of each model to the actual historic price. In chapter 7 we present the 

results from the seasonality adjustment methods and tabulate the results from the parameter 

estimations. We continue the empirical analysis in chapter 8 with the presentation of the 

price simulation results. In order to compare the accuracy of the two models in this study, 

we will forecast the price of electricity 30 days in advance for every hour during the time 

period of the study. The price distributions we obtain using the two models will then be 

compared to the actual price distributions. We will then perform the tests introduced in 

chapter 6 for verifying the predictive power of the two models. 

We conclude this thesis in chapter 9 with a discussion of the results from the data analysis 

in chapters 7 & 8. We will draw conclusions regarding the level of accuracy of each 
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model in predicting the price of electricity in Alberta. We will also discuss potential 

problems associated with the unrealistic assumptions of the two models in this study. 

Based on these discussions we will propose new models that are more suited for pricing 

electricity options and provide the reader with ideas for new areas of research related to this 

topic. 

1.3 Objectives of the Study 

A specific objective of this thesis is to take two simple models currently used to price stock 

options and adjust them for usage in the electricity market. The two models we will 

consider are the lognormal price model and the one-factor mean reverting log price model. 

These models rely on some restrictive assumptions, like constant volatility in the price. 

This is not a realistic assumption, especially in the Alberta electricity market. However, 

this does not preclude us from using these models as long as we realize their shortcomings. 

The two models we will study are very popular for the simple fact that they are easy to 

estimate and implement. In a competitive setting, companies require quick and easy 

models to price options. More complicated models will provide better results, but only at 

the expense of more time to develop and run. 

The second objective of this thesis is to identify potential problems associated with the 

limiting assumptions of the models in this study. This knowledge will help us in 

developing new models for further research. As the Alberta electricity market evolves, 

static models may prove to be poor predictors of electricity prices. By the end of this study 

we hope to introduce the reader to more dynamic models and new areas in option pricing 

for possible research in the future. 
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1.4 Summary of Findings 

Both the lognormal price model and the one-factor mean reverting model, which we study 

in this thesis, perform better at predicting prices in markets where liquidity exists.1 In the 

liquid stock market, we can forecast stock prices using the two models in this study with a 

high degree of accuracy. In contrast, when we attempt to forecast electricity prices in 

Alberta using these models, we expect less accurate results due to the lack of liquidity in 

this market. The newly deregulated Alberta electricity market is continuously evolving 

and is, therefore, subject to a great deal of uncertainty. This uncertainty in the market 

leads to more volatile prices of electricity and a lower degree of market liquidity. The 

results we obtained from this study confirm that neither model is adequate enough for 

predicting Alberta's electricity price. These results were based on two types of tests: 

distribution analysis and goodness of fit tests. When we compared a 30-day predicted 

price distribution to the actual historic price path distribution, we discovered that neither 

model performed well in this market. However, using the first four moments of the plotted 

distributions, we concluded that the lognormal price model more closely predicted the spot 

price than the mean reverting model. The results from the goodness of fit tests were not as 

conclusive. The autocorrelation test and the Quantile plot favoured the mean reverting 

model. On the other hand, the R2 test supported the lognormal price model as being a 

better predictor of the actual spot price. Thus, we cannot make any legitimate conclusions 

about which model we should use to predict electricity prices in Alberta. Given that the 

major objective of this thesis was to serve as a general guide to the financial modeling of 

1 Market liquidity is the degree to which a particular contract such as a call option is traded and reflects actual 
market pricing. The greater the market liquidity, the greater one's confidence in the market price 
information, and the greater is the flow of deals in the marketplace (Pilipovic, 2000). 



electricity prices, the inconclusive results we obtained should not be of major concern to 

the reader. 
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C H A P T E R 2: B A C K G R O U N D T H E O R Y 

2.1 Introduction 

Option pricing has been a hot topic in Finance since the early seventies when Fisher Black 

and Myron Scholes made a major breakthrough with their famous 'Black-Scholes' model.2 

This model has had a tremendous influence on financial modeling and engineering over the 

past two decades. It has also changed the way traders price and hedge options (Hull 2000, 

p.237). However, due to the restrictive assumptions of the Black-Scholes model 

(discussed later in this chapter), financial engineers have developed new and more 

sophisticated models to price call options3. 

Some new types of call option pricing models include (i) the stochastic-interest-rate option 

models of Merton (1973) and Amin and Jarrow (1992); (ii) the jump-diffusion/pure jump 

models of Bates (1991), Madan and Chang (1996), Merton (1976), and Elliott, Sick, and 

Stein (2000)4; (iii) the Markovian models of Rubinstein (1994) and Ait-Sahalia and Lo 

(1996); (iv) the stochastic volatility models of Heston (1993), Hull and White (1987), and 

Wiggins (1987); (v) the consumption-based intertemporal capital asset pricing model of 

Jagannathan (1985); (vi) the stochastic-volatility jump-diffusion models of Bates (1996), 

and Scott (1997); (vii) the spark-spread equilibrium model of Routledge, Seppi, and Spatt 

2 See F. Black and M. Scholes (1973); and Merton (1973). 
3 A call option gives its purchaser the right, but not the obligation, to buy the option-underlying asset at some 
future point in time at the option's strike price. In contrast, a put option gives the purchaser the right to sell 
the asset at some future point in time. 
4 Elliott, Sick and Stein (2000), attempt to model movements in the Alberta electricity market price by 
incorporating the stylized features of the market. They observe that the Alberta electricity price undergoes 
sudden jumps. They attribute these jumps to supply shocks as large generators in the system come off-line 
and go on-line in a partially predictable manner. The model the authors propose treats the number of large 
generators on line as a discrete state Markov process. 
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(2001); (viii) and the two-factor mean-reverting model of Pilipovic (1998). This list is 

comprehensive but not exhaustive of all possible models currently used to price call 

options. The author of this thesis is primarily concerned with the pricing models of energy 

options, particularly electricity options. 

Choosing among the many different pricing models can be overwhelming. Every model 

used for energy options has to make two basic assumptions: the underlying price process 

(the distributional assumption) and the market price of factor risks. For example, the 

underlying price can follow either a continuous-time or a discrete-time process. Possible 

continuous-time processes include, Markov or non-Markov, diffusion or non-diffusion, a 

Poisson or non-Poisson jump process, a mixture of jump and diffusion components with or 

without stochastic volatility and with or without random jumps, mean reverting, or simply 

lognormal. By changing the assumptions of the model, we can attempt to emulate actual 

market supply and demand conditions. Even the most sophisticated model will be 

erroneous in its predictive power of actual electricity market conditions. However, we can 

still use financial modeling to predict electricity prices with a high degree of accuracy. 

Bakshi, Cao, and Chen (1997) phrase it best: 

"Ultimately, it is a choice among misspecified models, made perhaps on (i) which is 

the least misspecified? and (ii) which results in the lowest pricing errors?" 

In Section 2.2 we will study in detail two models that have been suggested in the literature 

to model the Alberta electricity market: 

1. A simple lognormal price model 
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2. A one-factor mean-reverting model, based on the Ornstein-Uhlenbeck model5 

Sections 2.2 - 2.4 in this chapter will be dedicated to deriving and solving both models, 

beginning with the lognormal price model. Later, in chapter 4, we will discuss the 

empirical methods we will use to estimate the parameters of the models using time-series 

analysis. 

2.2 The Lognormal Price Model 

The lognormal price model, also known as the 'Black-Scholes model,'6 is a very popular 

model for pricing call options, particularly in nonenergy markets. It is relatively simple to 

derive and easy to implement. Black and Scholes derived this model to price call options 

of stocks on major exchanges. The model uses a simple Vanilla European call option7, 

which does not allow for early exercise and has the following restrictive assumptions: 

• The asset price is a lognormal discrete time process 

• The risk-free interest rate r and the asset volatility a are known functions of time 

over the life of the option 

• There are no transaction costs associated with hedging a portfolio 

• The underlying asset pays no dividends during the life of the option 

• There are no arbitrage opportunities 

• Trading of the underlying asset takes place continuously 

5SeePilipovic(1998) 
5 See Black & Scholes (1973). 
7 A Vanilla call option gives the holder the right to buy an underlying asset on or before maturity date, T, for a 
strike price, K. A European option allows for the exercise of the option only on maturity date. In 
comparison, American options can be exercised on or before maturity date. 
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A lognormal price is one that behaves such that the price return, which is the percentage 

change in the price, is normally distributed. Normally distributed price returns imply that 

the percentage change in price over a time period is centered on some value, called the 

drift. The drift represents the expected price return. The distribution around the drift is 

symmetric. Therefore, the price return has an equal chance of being positive as it does of 

being negative when the drift is zero. Figure 2.1 illustrates the density function of a 

normally distributed variable x, centered at zero. 

Figure 2.1 - Normal Density Function 

Density 

Variable X 

Lognormally distributed prices are characterized by normally distributed price returns. 

When the price return is normally distributed, the actual prices are guaranteed never to be 

negative. This is an important characteristic we need to impose when modeling market 

prices of any kind. A noticeable characteristic of a lognormal distribution is a positive 

skew8. Figure 2.2 illustrates the density function of a lognormally distributed variable x. 

A positive skew refers to a distribution that is skewed to the right. 
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Figure 2.2 - Lognormal Density Function 

Density 

: n r c s ^ | 3 ^ !? : ? 

Variable X 

The lognormal price model uses a Geometric Brownian Motion process represented by the 

stochastic differential equation (2-1). The concept of G B M was originally used in physics 

to describe a particle that is subject to a large number of small molecular shocks. We w i l l 

treat the return or the change in the log price as a Markov process. A Markov process is a 

special type of stochastic process where only the current value of a variable is relevant for 

predicting the future, i.e. the process has no memory. The following depicts the stochastic 

differential equation we will use to solve the lognormal price model: 

dS,= MS,dt + oS,dZ, (2-1) 

where, St = spot price 

t = time of observation 

u = the drift term 

a = volatility of the price 

Z = Brownian Motion 

The change in price over time interval dt is denoted by dSt and is made up of two 

components. The first component, nS,dt, is the drift or deterministic term. The second 
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component, aStdZ,, is the random, or stochastic, contribution to the change in the spot price. 

Theoretically, dZ is a normally distributed random variable with a mean of zero, and a 

standard deviation dt: 

d Z~N(0,dt) 

STD{dZt) = 4dt 

(2-2) 

(2-3) 

Under the assumption that the spot price of electricity is lognormal in this model, we use 

the stochastic differential equation (2-1) to solve for the spot price as a function of its 

model parameters. In order to solve for the spot price, we start by defining a new variable, 

Gt, as the natural log of the price: 

G, =ln(5,) (2-4) The 

next step is to apply Ito's Lemma to the new variable, Gt. From Ito's Lemma, it follows 

that the process characterized by a function G, of S and / is: 

dG 
( d G _ d G 1 d 2 G 

dS^ dt 2 dS2 

d G 
dt + oSdZ 

dS 

(2-5) 

We calculate the partial derivatives of (2-5) to be: 

dG=_j_ 

ds~ s 

d 2 G 

dS2 

dG 

dt 
0 

It follows from equation (2-5) that the process followed by Gt is 

dG, = 

dG, = 

- j u S - - \ a 2 S 2 
2 S2 

> 1 
d t + — a S d Z , 

s 

( a 2 ^ 

M~~2 
v 

dt + odZ, (2-6) 

9 Ito's formula is also known as the "change of variables formula." For an in-depth look at the derivation and 
implementation of Ito's Lemma, see Dempster & Pliska (1997), pp. 26-28. 



Because n and a are constant, equation (2-6) indicates that Gt follows a generalized Wiener 

process. It has a constant drift term /u - 0^/2 and a constant variance rate o2. Given an 

expression for dGt, (2-6), we first solve for the variable Gt, and from this solution we can 

calculate the solution for the spot price at time T contingent on the spot price at time t: 

dG(t) = 
( 

dt + odZ(t) 

J 

2 V 

j d G ( t ) = m j d t + j o d Z i t ) 

) 

G ( T ) - G ( t ) 

G(T) = G(t) + 

a 
2 \ 

/ 

"'I 
I 
) 

( T - t ) + <j[Z(T)-Z(t)] 

( T - t ) + a Z ( T ) - a Z ( t ) (2-7) 

Equation (2-7) provides us with a solution for the new variable Gt. We now derive a 

solution for the spot price: 

Recall: Gt = \n(S,) 

In S(7) = In S(f) + ( T - t ) + o Z ( T ) - o Z ( t ) 

5 ( r ) = c>»[s(ol.e( 2 J 
(T-t) + (r[Z(T)-Z(t)] 

ST]t = 5(0 e 
(T-t) + aZ,T 

(2-8) 

where, ST,t = spot price at time T contingent on spot price at time t, and Z t j 



If we take the expected value of both sides of equation (2-8), we arrive at equation (2-9) , 

which is the solution to the expected spot price at time T as observed from time t: 

E,[S,]=S,e*(r-° (2-9) 

Equation (2-9) indicates that the expected spot price grows exponentially over time in a 

lognormal price model with an expected rate of return equal to /u. The exponential nature 

of the randomness of the price over time guarantees that the price will always be positive. 

2.3 One-Factor Mean-Reverting Model 

In an equilibrium setting we would expect that when prices are relatively high, supply 

would increase, since higher cost producers of electricity will enter the market putting a 

downward pressure on prices. Conversely, when prices are relatively low, supply will 

decrease since some of the higher cost producers will exit the market, putting upward 

pressure on prices. The impact of relative prices on the supply of electricity will induce 

mean reversion in the price. Mean reversion is representative of markets where events 

happen often, but they do not tend to have long-lasting effects. When the price upward 

movement tends to be followed by a price downward movement and vice versa, the short-

term price moves might be very large, but the end result is a price range that is fairly 

narrow11. This type of behavior tends to occur in energy markets. Sudden upward or 

downward jumps in the spot price are corrected, either through the dissipation of what 

caused them or through the response of supply side. Either way, events tend not to have 

long-lasting effects, particularly in electricity markets12. 

10 See p.63 in (Pilipovic, 2000). 
11 See Pilipovic (2000). 
12 Conversation with C. Croteau. 
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The difference between a lognormal price model and a mean reverting model is that a 

lognormal model that exhibits a similar magnitude of short-term price moves, would result 

in a price range that is much wider compared to the price range from a mean reverting 

model. Hence, while the lognormal model and a mean reverting model might show very 

similar magnitudes of daily price moves, when looked at over a period of time, the range of 

actual price levels covered during that time period would be wider for the lognormal model. 

Figure 2.3 illustrates the difference in the price path distribution for a lognormal price 

model and a mean reverting model. 

Figure 2.3 - Lognormal and Mean Reverting Price Paths 

Density 

-• Lngnornwl 
-• PMR 

We start our mathematical analysis by looking at the Omstein-Uhlenbeck model of mean-

reversion, denoted by equation (2-10): 

dX =-aX,dt + <TdZ, (2-10) 

where, X, =ln(S,) 

S, is the spot price at time t, dX, is the price return, a is the rate of mean reversion and a is 

the volatility in the spot price. Both a and a are positive constants. Even though the 
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process will never be free of random fluctuations', we can expect X, to be drawn back to 

Zero whenever it has drifted away. Moreover, because the local variability of X, is 

constant and not proportional to the level as in the case of geometric Brownian motion, we 

expect Xt to fluctuate vigorously even when it is near zero (Steele, 2001). G.E. Uhlenbeck 

and L.S. Ornstein first derived this model in 1931 to study the behavior of gases. In 1977, 

O.A. Vasicek13 was the first to apply this model in finance by introducing one of the first 

stochastic models for interest rates. 

The model we propose in this section, denoted by the stochastic differential equation (2-

11), is an extension of the Ornstein-Uhlenbeck model, equation (2-10): 

dX, =a(b-X,)dt + odZ, (2-11) 

where, X, = ln(S,) 

St = spot price 

t = time of observation 

a = rate of mean reversion 

a = volatility 

b - long-term equilibrium of X 

dZ = random stochastic variable 

The usual treatment of applying Ito's Lemma to solve the stochastic differential equation of 

a model fails here. We need to derive a new method in order to solve equation (2-11). 

We introduce the method of matching product process coefficients (Steele, 2001). 

13 See Vasicek (1977) and Kwok (1998), pp. 322-324. 



2.3.1 Matching Product Process Coefficients 

Looking at equation (2-11) we might suspect that the solution X, might be a Gaussian 

process. To solve this equation, we look for a solution in the larger class of processes that 

can be written as 

XT =b + a(T) X, -b+\z(s)dZs (2-12) 

where a{.) and z(.) are differentiable functions. Applying the product rule, we get: 

dXT = a'(T) X, -b+\z{s)dZs dt + a(T)z(T)dZT (2-13) 

Next, we solve for the X, -b + lz(s)dZs term using equation (2-12): 

X, -b+\z{s)dZs 
X T - b 

a(T) 
(2-14) 

Substituting (2-14) into (2-13), we get: 

dXT = ^ ^ - ( X , -b)dt + a(T)z(T)dZT 
a(T) 

Now, we want to match the coefficients of (2-15) with those of equation (2-11): 

a'(T) 

(2-15) 

(2-16) 
a(T) 

= - a & (2-17) a(T)z(T) = CT 

From equation (2-16): 

a ( T ) 

a(T) 
= - a 

d\na(T) 

dt 
= - a 



j d I n a(T) = j - a d t 

[in a(7)- In a(t)] = -a(T-t) 

Under the assumption that a(t) = 1, 

lna(T)-0 = -a(T-t) 

a(T) = e-a(T-) 

Using equation (2-18), (2-17) becomes: 

z(T) = a ea{J-!) 

We now substitute equations (2-18) and (2-19) back into equation (2-12): 

XT =b + e-aa-l) X,-b + ajeasdZs 

(2-18) 

(2-19) 

XT =b + e~a{T-) Xt - b e " ™ +(Je-a'T't)]easdZs 

XT =e~«(T-t) X, +b[l-e-a(T-')]+(Te-a(T-')]ec !dZs (2-20) 

Recall that, X, = ln(S,). Therefore: 

In ST = (In S, )e-a(T") + b [l-e'a(T")}+ a e-a^\eas dZs 

bT{t-St Sy >e 

T 
a(T-,)je"a, 

(2-21) 

where, S =eb 

ST,t = The spot price at time T contingent on the spot price at time t 



Equation (2-21) is the model's solution of the spot price. Taking the expectations operator 

of both sides of equation (2-21), we get: 

E[ST ] = sr"'" 5 [1-'(-a,r-',,lexp((72 /4a)[l -e^T^] (2-22) 

In the case where T is very close to t, the solution outlined in equation (2-21) for the spot 

price and its expected value reduce to the following approximations14: 

Sr(, sS^'s^e^' (2-23) 

E, [Sl+dt ] = S(ad,) e05*2"' (2-24) 

14 For a reference to the derivation of equations 2-22, 2-23, and 2-24, see p.64 in (Pilipovic, 2000). 
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3.1 Introduction 

In chapter 2 we developed the theoretical models we would like to test using data on the 

Alberta electricity spot price. In this chapter we introduce the concept of numerical 

estimation. Model estimation refers to the econometric techniques used to calibrate the 

models using time-series data on electricity prices. These techniques fall into two 

categories: (i) parametric estimation and (ii) nonparametric estimation. We begin this 

chapter by analyzing the two approaches for model estimation. This is followed by a 

discussion in section 3.3 of the possible techniques that we can use to estimate the 

parameters of the two models for Alberta's electricity market- the lognormal price model 

and the one-factor mean-reverting model. Finally, we conclude this chapter in sections 

3.4-3.7 by outlining the theoretical procedures and methods we will use to parameterize the 

two models. In the next chapter we will adapt the estimation methods to fit the lognormal 

price and the mean-reverting models. 

3.2 Parametric Vs. Nonparametric Estimation 

Nonparametric estimation requires no assumptions about the underlying distributions of the 

price of the fundamental asset or that of the stochastic drift term. The most commonly 

used nonparametric estimators are smoothing estimators, in which observational errors are 

reduced by averaging the data in sophisticated ways (Campbell, Lo and Mackinlay, 1997). 

Some examples of smoothing include: Kernel regression, orthogonal series expansion, 

projection pursuit, nearest-neighbor estimators, average derivative estimators, splines, and 

artificial neural networks. Nonparametric estimation is highly data-intensive and is not 



very effective for smaller sample sizes. A serious problem with nonparametric estimation 

is over fitting; which cannot be easily overcome by statistical methods. Due to these 

drawbacks, most academics prefer to use parametric estimation. 

Parametric estimation in option pricing models describes the price dynamics of the 

underlying asset15 using a specified number of parameters. The parameters we impose on 

the models are indicative of the assumptions we make concerning the underlying asset's 

price dynamics. Let us assert that the specific form of the spot price process of electricity 

S(T) is known up to a vector of unknown parameters 0 which lies in some parameter space 

©. Let S(T) satisfy the following differential equation: 

dS(T) = a(S,T;a)dt + b(S,T;fi)dZ(T), Te[t,T] (3-1) 

where, Z(T) is a standard Wiener process and 0 = [or' /?'] is a (k x 1) vector of unknown 

parameters. The functions a(S,T;a) and b(S,T;(3) are respectively called the drift and 

diffusion coefficients. In general, these functions must be restricted in some fashion so as 

to ensure the existence of a solution to the stochastic differential equation (3-1)16. 

For each of the models we wish to estimate, we need to consider the procedure for 

obtaining the estimated parameters, 0. In sections 3.4 through 3.7 we discuss some 

popular techniques for deriving 6 and propose the methods we will adopt in this thesis to 

parameterize the lognormal price and the mean-reverting models. 

15 Usually the underlying asset is the stock for which the option has been issued. In our models the 
underlying asset is electricity units measured in (MWH). 
16 For some examples, see (Arnold, 1974). 
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3.3 Parametric Estimation Methods 

Within parametric estimation, there are several techniques used to estimate the model's 

parameters. Although each technique can be optimal in performance based on the type of 

model we want to estimate, the final choice can sometimes be totally arbitrary and 

dependent only on personal preferences. Given historic futures prices, we can use an 

implied volatility estimation method.17 In sections 3.4 to 3.7, we will discuss four different 

methods that are often encountered in the literature: time-series calibration method, 

maximum likelihood (ML), linear regression analysis, and autoregressive of order one 

estimation. We will implement the maximum likelihood method to estimate the 

parameters for the lognormal price model in section 3.8. In section 3.9, we will outline the 

estimation technique to parameterize the mean reverting model using linear regression 

analysis. 

3.4 Time-Series Calibration Methods 

Time series analysis can be described as the process of analyzing daily price returns of the 

underlying asset (Pilipovic, 1998). The most common application of time series analysis is 

in the calibration of model parameters. This process involves using statistical "fitting" 

methods to best match a data set with a model. Pilipovic (1998) explains the calibration 

process on page 40 of her book, Energy Risk, as the process of estimating model parameter 

values that "best fit" or explain the data. This technique is based on "eye-balling" the data 

first, then making educated guesses about the models' parameters. The estimated 

For a detailed analysis of this two-step estimation procedure, see Bakshi et al (1997). We do not use this 
technique for this thesis due to the lack of historic data on electricity futures prices in Alberta. 
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parameters typically will not precisely match the data set. The difference between the 

model predictions and the actual data set results in model residuals: 

Actual data = Model predictions + residuals 

If the model performs well, these residuals should be just white noise. We need to ensure 

and test that these residuals are normally distributed with a mean of zero and a variance 

equal to cr2. It is important to have normally distributed residuals because if the model 

adequately explains the data through the data generating process, there should essentially 

be little or no explanatory power left in the residuals. 

3.5 Maximum Likelihood Estimation 

Maximum likelihood estimators (MLEs) are the most attractive because of their sample or 

asymptotic properties (Greene, 2000): 

1. Consistency: plimf?Mt = 6 

"32lnL 
2. Asymptotic normality: 6ML ~ N)0,{l(9)} ' ] , where 1(6) - - E 

3. Asymptotic efficiency: 6ML is asymptotically efficient and achieves the Cramer-Rao 

lower bound for consistent estimators. 

For these asymptotic properties to hold, the following regularity conditions must be met by 

the likelihood function f(x,0): 

1. The first three derivatives of In f(x,6) with respect to 6 are finite for almost all x 

and for all 9. This condition ensures the existence of a certain Taylor series 

approximation and the finite variance of the derivatives of InL. 
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2. The conditions necessary to obtain the expectations of the first and second 

derivatives of In f(x,0) are met. 

3. For all values of 0, 
33ln/(*„0) 

dOj ddk de, 
is less than a function that has a finite 

expectation. This condition will allow us to truncate the Taylor series. 

The most direct method for obtaining the vector of unknown parameters in our models, 0, 

is to estimate it from historical data. Suppose we have a sequence of n+l historical 

observations of S(t) sampled at non-stochastic dates (t0 <tx <...<tn). The joint density 

function /of the sample is given by the following equation: 

f(So,...,Sn;0) = fQ(So;0)flf(Sk,tk\ SH, tk_x;0) (3-2) 

where, Sk = S(tk), /0(P0)is the marginal density function of SQ, and 

f(Sk,tk | Sk_v is the conditional density function or the transition density function 

of Sk given Sk-i- To simplify the notation, we denote f(Sk,tk | 5t_,, tk^;0) byfk. Given 

equation (3-2) and the observations S0,...,Sn, the parameter vector 0 may be estimated via 

the maximum likelihood method. To define the maximum likelihood estimator 0, let L(6) 

denote the log-likelihood function. L(6) is the natural logarithm of the joint density 

function of S0,...,S„ viewed as a function of 6: 

L(0) = £log/t (3-3) 
k=0 

The maximum likelihood estimator is then denoted by: 



0 = arg max L{0) 
9e& 

(3-4) 

Assuming the regularity conditions (1-3) hold, 0 is consistent and has the following 

normal distribution: 

^ 0 - 0 ) ~ n(0,/"i(^)) 

where, T is the information matrix and is denoted by: 

1(0) a l i m - E 
1 d2L(0) 

n 30 d0' 
(3-5) 

When the sample size n is large, the asymptotic distribution in equation (3-5) provides us 

with an approximation for the variance of 9: 

Var$]~-rx0) 
n 

We can estimate the information matrix fairly easily using: 

1 d2L0) 

(3-6) 

/ =• 
n d0d9' 

(3-7) 

It is important to note that maximum likelihood estimation is only feasible when the 

likelihood function can be obtained in closed form. Generally, in our models we cannot 

obtain a closed-form expression for/* for arbitrary drift and diffusion functions. To 

resolve this issue, we need to characterize/* implicitly as the solution to the partial 

differential equation of the model: 

dS(T) = a(S,T;a)dt + b(S,T;/3)dZ(T), Te[t,T] (3-8) 

To transform/* we need to fix the variables 5t_, and rt_,. We also let/* be a function of 

Sk and tk. The transition density function in equation (3-2) becomes: 
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f(S,t\Sk_{, tk_{;9) 

Using the Fokker-Planck equation18,/* must satisfy the following: 

dfk _ d(afk) ld2(b2fk) 

dt dS 2 dS2 K } 

Equation (3-9) has an initial condition 

f(S,tk_l\Sk_l,tk_l) = S(S-Sk_l) (3-10) 

where S(S - ) is the Dirac-delta function centered at St_,. Whenever we can solve 

equation (3-9) explicitly, we can use maximum likelihood estimation. This depends on the 

level of complexity of the coefficient functions in equation (3-8). Once we obtain the 

density function,/*, we can compute 9 numerically using the data set with n number of 

observations. In the case of the lognormal price model we need to make one more 

modification before proceeding. The lognormal diffusion, equation (2-1), violates the 

stationarity regularity condition. By transforming the data to a simple log form we resolve 

this issue. This is described by the following: 

( c A 
1* 

v 5 -

, where rlfr2,...,rn (3-11) 

5 
Price returns are usually calculated as rk - — - — 1. It is logical to state the price returns 

S*-i 

here in the form of equation (3-11) because in the case of a relatively small x, ln(l + x) = jc. 

Taking the natural log of *s equivalent to taking the natural log of 1 + r, which in 

turn is roughly equal to r. Another advantage of using the natural log returns is that if we 

wanted to calculate a log return over a longer period of time, say from t to t+n, 

1 See Campbell, Lo and Mackinlay (1997). 
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S / 
corresponding to the ratio > we can convert this into 

A ( 

x r+n-l 
t+n-2 

( c >\ 
x - x . Knowing that the log of a product is equal to the sum of 

the logs, we can show that a log return over the longer time period can be calculated as the 

sum of the log returns for the sub periods (Strickland and Clewlow, 2000). 

In equation (3-11), rk is a stationary sequence. Maximum likelihood estimation of 6 can 

now be performed with {rk}19. 

3.6 Linear Regression Analysis 

The most widely used method of linear regression analysis is Ordinary Least Squares or, 

simply, OLS. OLS is a very powerful tool in econometric analysis. OLS estimators have 

the desirable properties of unbiasedness, consistency, and efficiency for a variety of 

problems. The OLS method for estimating stochastic differential equations is quite 

simple. Suppose we have a set of N observations {y,, xt }that is related via the stochastic 

equation: 

y=Sx+£ (3-12) 

where, 9 is the set of unknown parameters. We can estimate these parameters by choosing 

a set 6 such that the sum of squared observed residuals (SSR) is minimized: 

y, = 0 • xt + e, 

19 This derivation technique of maximum likelihood very closely follows that of Campbell, Lo and Mackinlay 
(1997). There are many textbooks that derive the maximum likelihood method. However, Campbell et al. is 
the only book that derives the methodology in the context of the SDE models we are using for this thesis. 
20 For a more technical description of these properties and OLS in general, see Greene (2000). 
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SSR = j ^ e f = f j ( y , - e - x t ) 2 (3-13) 
1=1 i=i 

~ dSSR ~ 
To solve for the OLS estimates 0 we set — a = 0 and solve for 6 . Estimating our 

parameters using this method is statistically correct. However, we need to watch for 

possible problems associated with OLS, like heteroskedasticity. 

3.7 Autoregressive Process, AR(1) 

An autoregressive model of order p, [AR(p)], is defined as a model that expresses a forecast 

as a function of the previous p values of that time series. The weighting and influence of 

lagged values depends on the determined order of the AR(p) process. Time series 

governed by an autoregressive process are simply stochastic difference equations, relating 

current values of a series to past values of the series, with an additive shock. To estimate 

the mean-reverting model we only need to consider an AR(1) process22, which we express 

as: 

y, =3 + 6^+8, (3-14) 

In equation 3-14, £ is the intercept parameter and 8] is unknown and has a value between -

1 and 1. The disturbance term, e,, is referred to as Gaussian white noise. £, is assumed to 

be normally distributed with a mean of Zero and a constant variance equal to o2. 

Algebraically, we can characterize the unconditional variance of an AR(1) process as: 

Y0=Var{y,)=E[{9iy^+£t)2 

21 See Ollivier (1998) 
22 Refer to section 3.6.1 
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(3"15) 

We can also derive the co-variances of yt about its mean: 

Ti =E[y,_l{01yt_l+e,)] = 0lro 

^1=7^77 (3-16) 
1-01 

The covariance for a T-lag displacement is: 

(9/rj 

From the generalized covariance condition, equation (3-17), we see that an AR(1) process 

has the following autocorrelation function: 

PT= — = 0l (3-18) 
Vo 

Before we can estimate a model as an AR(1) process, we need to test for stationarity in the 

time series. Section 3.7.1 explains the concept of stationarity in time series analysis and 

section 3.7.2 outlines a procedure for testing for stationarity. 

3.7.1 Stationary Data 

Stationary data means the generating mechanism of the process is itself time-invariant. In 

other words, neither the form nor the parameter values of the generating procedure change 

over time. Nonstationarity in the time-series data can take form as a drifting value in the 

mean, a unit root problem or a seasonal trend in the data. The most common form of 

nonstationarity is the existence of a unit root. In an AR(1) process described by equation 

(3-14), a unit root occurs when the influence of yt_Y on E[yt], characterized by the 



coefficient 0 i , approaches unity. The problem with unit roots is that they overpower other 

influential factors residing in the data. Box and Jenkins recommend the differencing 

method for rendering time series data stationary. This method is based on subtracting 

values of consecutive observations from one another in a time-dependent order. What 

remains are residual values that represent the difference between two consecutive time 

series observations. 

3.7.2 Tests for Stationarity 

Box and Jenkins (1976) propose some visual techniques to expose the presence of non-

stationarity in time series data. They suggest plotting the autocorrelation (acf) and partial 

autocorrelation (pacf) functions.24 The plot, also referred to as the correlogram, should 

have the similar properties to the theoretical autocorrelation function of an AR process of a 

given order. In the case of an AR(1) process, if stationarity exists, the correlogram will 

damp down as r increases.25 If the correlogram fails to damp down as r increases, we have 

non-stationary data, and differencing must be carried out. Once differencing has been 

applied to the data, substantiating the stationarity of a series can be done using Augmented 

Dickey-Fuller (ADF) Tests. ADF is the most commonly used method for testing for unit 

roots.26 In this thesis we will use the ADF method to test for stationarity. The ADF null 

23 See Box and Jenkins (1976). 
24 Recall, equation (3-18) describes the acf. 
25 X is obtained from the sample autocovariance given by: 

c^T-iyZ(y,-y){y^-y\ r = 0,l,... 
<=r+l 

26 For an in depths look at the ADF test and the regressions applied to test for stationarity, see Pindyck and 
Rubinfeld(1981:pp. 28-30). 



hypothesis (Ho) assumes a unit root relationship, with or without drift. If the absolute 

value of the test statistic is greater than the critical t statistic value, we reject the null 

hypothesis and conclude that we do not have a unit root problem and the dataset is 

stationary. Once we obtain a stationary dataset, we can use the AR(1) process to estimate 

the model's parameters. If on the other hand we do not observe stationarity after we 

difference the data, we will be faced with an explosive series and forecasting far into the 

future will not be possible. 

Stationarity without a drift indicates that the series is difference-stationary (DS). This means that 
movements in the dataset are ruled by a purely stochastic process. If we have stationarity with a drift term or 
we find that the series is Trend Stationary (TS), we conclude that that the series is deterministic. 



C H A P T E R 4: E S T I M A T I N G T H E M O D E L S 

4.1 Estimating the Lognormal Price Model Using Maximum Likelihood 

We begin by recalling equation (2-6), which we derived by applying Ito's Lemma to the 

SDE equation of the lognormal price model in log form, 

rflogS, 
a 
2 ̂  

dt + adZ. =adt + odB (4-1) 

) 

In chapter 2 we derived the solution to equation 4-1 to be: 

STll=S(t)e 
(7/-f) + <xZ,r 

(4-2) 

Let, a = j u - — — and rk = log 
( S ^ 

= d log S,; where, r* are continuously compounded 

returns. The likelihood function of a sample of continuously compounded returns 

^(h), ,rn(h) is: 

L ( a , a) = ~ log (2^cr 2h) - £ {rk (h) -ah)2 (4-3) 
2 2(7 tl =i 

k = 0, 1, ..., n observation in the data set 

h = the equally spaced intervals in the interval [0, 7] 

rk = continuously compounded returns 

where, 

Using equation (4-3) we can derive the maximum likelihood estimators for a and rj2 in 

closed form as: 

1 " 

nh t=, 
(4-4) 



nh k=i 
(4-5) 

The h term found in equations 4-4 and 4-5 is an annualizing parameter. In time-series 

28 
studies where we use different data sets, the data may not all have the same time scale . 

By incorporating the h term into parameter estimation equations, we can compare across 

different parameters even if the data time scale is not standard across the board. In this 

thesis, we are using the same data set to estimate both models. Therefore, it is not 

necessary to incorporate an annualizing parameter. Without proof we state that the 

regularity conditions for the consistency and asymptotic normality of the estimator a2 are 

satisfied.29 

4.2 Estimating the Mean-Reverting Model Parameters Using Linear Regression 

Analysis 

We can estimate the mean reversion rate of the spot price of electricity relatively easily 

using a linear regression. Recall the mean reverting process for the electricity spot price: 

dS, =a(b-S,)dt + adZ, (4-6) 

where, X,=\n(St) (4-7) 

The solution to the SDE, described by equation 4-6 was derived in chapter 2 to be: 

Sr,(=5,M)SWe^ (4-8) 

For example, we could have hourly, daily, weekly, monthly data, etc. 
For a detailed analysis of this point, see Strickland and Clewlow (2000). 
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If the starting price level in equation 4-6 is 5(0), the expected price at time t is given by 

b + (5(0)e-QI). As the term e~a goes to 0, as t becomes very large, the long-term 

expectation of price is equal to b. 

Equation (4-6) describes the evolution of the spot price St in a continuous-time setting. We 

can change this process into discrete time as follows: 

AX, = aa+a,X,+v, (4-9) 

where, vt-adz (4-10) 

a0=abto (4-11) 

a, = -aAr (4-12) 

The preceding adjustment implies that observations of the spot price through time can be 

considered as observations of the linear relationship between AX, and X, in the presence of 

noise, adz. Therefore, by regressing observations of AX, against X, we can obtain 

estimates of a0 and ax as the estimates of the intercept and slope of the linear relationship. 

Given a specific time interval we can obtain estimates for a and b described by the 

following two equations: 

b = -^- (4-13) 

a = -^- (4-14) 
At 

We can then convert X to S by simply imposing the inverse of the natural logarithm on it. 

By making these adjustments, we directly obtain estimates for S and a. Instead of 
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estimating the variance, we simply estimate the residuals of equation (4-9), adz . Using 

this method, we can solve this model without having to estimate directly the long-run 

equilibrium spot price, b, or the variance, a. 



C H A P T E R 5: I N C R O P O R A T I N G S E A S O N A L I T Y INTO T H E M O D E L S 

5.1 Introduction 

Seasonality occurs when a time series is subject to periodic fluctuations30. When a time 

series displays a seasonal cycle, observations will be more closely correlated with their 

counterparts in the preceding season than in the previous time period. When building 

regression and time-series models, if this aspect of the data is not built explicitly into the 

model, then the seasonality will induce a kind of autocorrelation31. In monthly data for 

example, the correlation between y, and y,_12 will be larger than that between yt and y,_,. 

As a precautionary measure, one should look for and build seasonal effects into the model. 

There are mixed views as to how to accomplish this task. An orthodox view of the 

specification problem is that if the seasonality can be attributed to known factors, then the 

known factors should appear in the model. For example, since electricity markets are 

affected by weather conditions, a quantification of this underlying effect should appear in 

the model. This is extremely difficult to achieve since weather is an aggregate effect of 

many different factors and it varies across regions. 

A more conventional approach to modeling seasonality is to capture its effect in a set of 

dummy variables in the regression model. However, as we will see in section 5.3, a 

regression of spot price on seasonal dummy variables and a constant does not provide us 

with a deseasonalized spot price. What we obtain from such a regression are residuals that 

represent the variation in the spot price for every season from the base season we choose in 

30 Periodic fluctuations may be annually, quarterly, monthly, weekly, daily, etc. 
31 Autocorrelation is a problem that arises when the effect of a given disturbance in the data is carried, at least 
in part, across periods. 



the model. This is not problematic in itself. However, these variations are forced to have 

a mean of zero by nature of the linear regression. In parametrizing the models we are 

interested in a deseasonalized price for which we can estimate the mean. This is important 

because the simulations for predicting price require the mean as one of the parameters. 

Given this fact, we will adopt the weighted average method to remove seasonality from the 

data. This is a commonly used method in academic research. However, a major 

assumption in using this method is that we do actually have seasonality in the data. In 

order to check for the validity of this assumption we will use the dummy variable method. 

In this chapter we will outline a general procedure for incorporating the seasonality effects 

into the lognormal price and mean reverting models. We start in section 5.2 by providing 

some background theory about the Alberta electricity market, with special emphasis on 

seasonal fluctuations in demand and price in this market. In Sections 5.3 and 5.4, we 

outline specific procedures for deasonalizing the data and lay the theoretical foundations for 

testing the model estimations that we will present in chapter 6. 

5.2 Background Information on Seasonality in Electricity Markets 

In general, all electricity markets experience strong seasonal effects. The demand for 

electricity is greatly affected by weather conditions. In the winter months there is typically 

a dramatic increase in the consumption and demand for electricity mainly for heating 

purposes.32 Assuming constancy in the generation and supply of electricity33, the winter 

32 Another factor for the increase may be credited to the fact that in colder weather people to tend to spend 
more time indoors. This leads to higher usage levels of home appliances and lighting. Shorter days in the 
winter also contribute to higher levels of demand for power as streetlights are turned on for longer periods of 
time. 



seasonal effect, will surely cause a general increase in the price of electricity. During the 

summer season, the electricity market typically exhibits higher than usual demand levels 

because of air-conditioning leading to higher electricity prices. This is typically the case in 

hot-weather geographical areas like California. However, this may not be a significant 

factor in Alberta since summer temperatures tend to be somewhat moderate in comparison 

to other regions in North America. Along with the two semi-annual seasonal effects, the 

electricity market is also subject to daily fluctuations. We need to make the distinction 

between on-peak and off-peak price data. The Western Systems Coordinating Council 

(WSCC) considers on-peak hours as the hours between 08:00 and 23:00 Monday through 

Saturday inclusive. Off-peak hours are the remaining hours Monday through Sunday. 

The higher demand levels for electricity during weekdays are attributed to industrial and 

institutional demand. Most industrial and manufacturing plants in Alberta are closed on the 

weekends. Institutions such as schools and public services typically operate on weekdays 

only. Office buildings are usually closed for the weekends as well. The usual treatment of 

off-peak and on-peak demand is to split the data set into two parts corresponding to the 

definition of on-peak and off-peak hours by the WSCC. Estimation and regression 

analysis is then carried out using two different data sets. The models are then analyzed for 

both data sets and conclusions regarding the estimation accuracy of the models are made 

under both assumptions- on-peak and off-peak. Elliott, Sick and Stein (2000) make the 

distinction of on-peak and off-peak hours based on daylight and night hours respectively. 

33 This is a point of major controversy. It has been proposed by many that generators and importers of 
electricity in Alberta do not behave in a perfectly competitive manner. Accusations about generators 
intentionally shutting down (forced outages) and restricting supply during peak-demand hours are widely 
accepted (Conversation with C. Croteau). Although this is a major issue that is usually incorporated in 
modeling the electricity market, for the scope of this thesis we will ignore these factors. To incorporate the 
anti-competitive effects in the market requires much more sophisticated models. For further analysis of this 
point and an example of how to treat these effects when modeling , see (Elliot, Sick and Stein, 2000). 
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In this thesis we will split the data into two parts to pick-out the daily fluctuations in price 

and obtain two estimates of the models' parameters. 

5.3 Adjusting the Models for Seasonality 

As discussed in the introduction of this chapter we will use both the dummy variable and 

the weighted average methods to capture seasonality in the models. We will first use 

linear regression of spot price on a set of seasonal dummy variables. We perform this 

technique to test for the significance of the coefficients on the dummy variables. This 

technique provides us with a statistical test for the presence of seasonality in the data. 

Having done so, we can proceed to using the weighted average method to remove 

seasonality from the data. 

5.4 Dummy Variables 

A general regression model for a sample of observed seasonal data with 5 periods per year 

might appear as: 

where, xt is an independent variable. In a time-series context the dependent variable is the 

independent variable itself lagged to any degree we specify the model to follow. By 

regressing the spot price S, on the seasonal dummy variable we remove the seasonality 

from the data set. The following linear regression demonstrates the result: 

y, = 0 x , +atdu +--- + asdSl +e, (5-1) 

S, = f(dvd2,...,ds ) 

S, =a1du +--- + asdSl + £ , (5-2) 



The resulting 5, from the regression equation (5-2) encompasses all the seasonal effects in 

the data set. The regression's residuals denoted bye, represent the variation in the spot 

price at time t relative to the base season we choose for comparison. In section 5.2, we 

stipulated that the Alberta electricity market undergoes different seasonal fluctuations 

making it necessary for us to specify three dummy variables to account for all seasonal 

effects34. The end result is demonstrated in the following equation: 

A. 
S, - a 0 + aid l + a2d2 + a3d3 + e, (5-3) 

where, dl, d2 and d3 are seasonal dummy variables. The specification of the dummy 

variables is based on our discussion in section 5.2. The following three equations specify 

the format of the dummy variables: 

1. Winter quarterly dummy variable: 

d,=0 if \Fl*SBHmimn-SMmdM) (5-4) 

= 1 if (s, — SDecember21 — SMarchi9) 

2. Spring quarterly dummy variable: 

d2 = 0 if (S,*S March M - SJunt 20) (5-6) 

— 1 if (s, — StMarch20 — SJune20) 

3. Summer quarterly dummy variable: 

d3=0 if (5,^5^0,-5^^,2,) (5-5) 

= 1 if (5, = SJune01 — Ss mber21) 

Note that in this type of analysis the number of dummy variables in the linear regression must be at least 
one less than the number of seasons. Only three dummy variables will be generated and the results will be 
relative to the omitted season. In this case, we chose fall to be the base season. 



The linear regression, equation (5-3), allows us to test for the significance of the 

coefficients on each dummy variable. This translates to a statistical method for deciding 

which of the four seasons in the data possess a 'significant' level of seasonal fluctuation. 

In the next section we will discuss the actual method we used for removing seasonality 

from the data using the weighted average technique. 

5.5 Weighted Average Procedure for Deseasonalization 

The weighted average method for seasonal adjustment involves the computation of 

seasonal indices (which attempt to measure the seasonal variation in the series), and then 

using those indices to deseasonalize the series by removing the seasonal variations35. We 

will use the following six-step procedure to eliminate the seasonal component in the time 

series: 

Step (1): The first step is to determine the average spot price for each quarterly electricity 

spot price for every year in the data set. This is simply accomplished by summing up 

all the prices corresponding to every season and then dividing that sum by the number 

of observations in the season. The following equation illustrates this result: 

n 13 

where, jx is the mean of the spot price for each season and n is the number of 

observations for each season. 

See, Pindyck & Rubinfeld (1998). 



Next, we want to calculate the four-quarter moving total for each year. Starting with 

the winter quarter of the first year, we add the average spot price for all four seasons in 

the first year. The four-quarter total is moved along by adding the spring, summer, and 

fall average price of the first year to the winter average price of the following year. We 

continue this procedure for the quarterly average price for each year in the data set. 

Step (2): The second step is to average the quarterly moving totals by dividing by 4. 

Step (3): Next, we want to center the moving averages. The first centered moving 

average is found by summing the first two moving averages and dividing by 2. We 

find the second centered moving average by summing the second and third moving 

averages and then dividing by 2. We find all others in a similar manner. 

Step (4): We now want to compute the 'specific seasonal' for each quarter. We derive 

the specific seasonal by dividing the average price for each quarter by the 

corresponding centered moving average. The specific seasonal is the ratio of the 

original time series value to the moving average. The result is the seasonal component 

in the price. 

Step (5): This step involves the calculation of the average specific seasonals. We obtain 

this average by adding all the specific seasonals for each quarter for all the years and 

then dividing by the total number of the same season in the data set36. 

We use the arithmetic mean, but we could also use the median as well. See, Mason & Lind (1996). 
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Step (6): Theoretically, the four average means should total 4.00 because the average is 

set at 1.0. Due to rounding errors, the total of the four quarterly means may not exactly 

equal 4.00. To correct this problem, we calculate a correction factor and apply it to 

each of the four means to force them to total 4.00. 

Correction Factor = — (5-7) 
Total of four means 

To adjust each quarterly index, we multiply the index by the correction factor. 

Once we obtain a seasonal index for each quarter we can now apply it to remove the 

seasonal component from the data before proceeding to parameter estimation. To 

accomplish this, all that is required is to divide each observation in the data set by its 

corresponding seasonal index. 

Once the data has been stripped out of the seasonal fluctuations and the time trend, we can 

proceed to estimate the parameters of the models as outlined in chapter 4. After we 

substitute the parameters back into the solutions for the models, we need to perform price 

simulations. In chapter 6 we study in detail the concept of simulation for testing financial 

models. Once the model simulations have been performed we need to compare the 

'forecasting ability' of the models. However, prior to this, we need to reapply the seasonal 

component to the data. This can be easily accomplished by multiplying each generated or 

simulated price for time t by the corresponding seasonal index. 



C H A P T E R 6: T E S T I N G T H E M O D E L S 

6.1 Introduction 

In chapter 5 we demonstrated the methods we will use later to remove the seasonality 

effects from the data set; and, once we have accomplished this, we can proceed with the 

estimation of the models' parameters as described in chapter 4. In this chapter we 

introduce the methodology for testing the models, given specific estimates for the required 

parameters. We begin in section 6.2 by discussing the technique for simulating a price 

path using closed form solutions corresponding to each model. We follow this discussion 

in section 6.3 by establishing the distribution analysis method for comparing the models' 

predicted spot price distributions to that of the historic data. In section 6.4 we introduce 

other types of statistical methods for testing the performance of the two models, including 

the Q-Q plot, goodness of fit tests, the R2 criteria and the Mean-Squared Error (MSE). 

6.2 Price Path Simulation 

Typically, in financial modelling, price simulations are performed using the Monte Carlo 

simulation method. A Monte Carlo simulation of a stochastic process is defined as the 

procedure for sampling random outcomes for the process. Originally applied to the 

pricing of financial instruments by Boyle (1977), the Monte Carlo technique involves 

simulating the possible paths that the asset price can take over a specified period of time. 

Recall that equations (6-1) and (6-2) are the solutions to the stochastic differential 

equations of the lognormal price and mean reverting models respectively. 

See Hull (2000, p.227). 



S(t) e 2 ) 
<r-o+<rz,.r 

(6-1) 

£ = ^(l-orf') £ (aft) e 
(6-2) 

Using Monte Carlo simulation we can simulate the electricity spot price path by sampling 

repeatedly for Z from a normal distribution with zero mean and a variance equal to 1, and, 

substituting it back into equations (6-1) and (6-2). Different random samples would lead 

to different price movements. Any small time interval At can be used in the simulation. 

In the limit as At —> 0 is a perfect description of the stochastic process obtained. By 

repeatedly simulating movements in the spot price of electricity, we can obtain a complete 

probability distribution of the spot price. 

In order to perform Monte Carlo Simulations, we need all the parameter estimates from 

equation (6-2). In section 4.2, we discussed a procedure for estimating the parameters of 

the mean reverting model. From that discussion, we concluded that an alternative to 

estimating the volatility of the error term and the stochastic variable in equation (4-9), 

a and Z,, we can use the entire residual term as the estimate of the adZ term in the 

solution to the discrete version of the mean reverting model, equation (6-2). In other 

words, we will obtain a single combined estimate for the variance and the random variable 

for each time period, t. Using this method, we will be able to generate n individual prices 

of electricity; where n corresponds to the number of future time periods in the price 

forecast. This technique is different from the Monte Carlo Simulation method in that it 

does not require a separate estimate for the model residual volatility, a. A disadvantage 

to this method is that we cannot simulate a price distribution for each point in time. 



Instead, we simply forecasting based on parameter estimates. The main advantage of not 

having to estimate o is that we no longer need to make any assumptions about the 

underlying distribution of the model residuals in the discrete version of the mean reverting 

model, v,. 

Recall, AX( = aQ + or, Xt + v, (6-3) 

where, v, -odz (6-4) 

The next step is to use a regression package, like Stata, to simulate the spot price path. 

The closed form solution to the mean reverting model now becomes, 

S7k=5,M)Swe"' (6-5) 

We are now in a position to test the performance of the two models. However, before we 

do so, we need to add back the seasonal effect that we had removed before estimating the 

parameters of the models. We simply multiply each price we generated for every time 

period t by the corresponding seasonal index we derived in chapter 5. The remainder of 

this chapter is dedicated to the theory of testing the performance of the models using 

distribution analysis and other statistical tests. 

6.3 Distribution Analysis 

Distribution analysis focuses on price behavior over time. A price distribution defines the 

probabilities of prices taking on various values. Given actual data, we can define the 

distribution as the path of prices observed over the time period. In a simulated model, the 

distribution shows all values that the spot market price might take on over some time period 

with associated probabilities (Pilipovic, 2000). The distributions are represented visually 

as histograms. Distributions have unique characteristics that we can use to describe them 
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and compare across other distributions. These characteristics include the mean, the 

standard deviation, the skewness and the kurtosis of a sample distribution38. Figure 6-1 

demonstrates these four characteristics of a probability distribution for a variable x. Once 

we obtain all four moments for each of our predicted models' probability distribution of the 

spot price, we can compare them with those corresponding to the actual historic 

distribution. 

Figure 6.1 - Price Distribution Characteristics 

6.3.1 The Mean 

The mean for a given probability distribution of price ST represents the value around which 

the distribution is centered. The sample mean p. is denoted by the following equation: 

We use the mean, standard deviation, skew, and kurtosis because they represent characteristics that we can 
visualize. A related and preferred method is the use of mathematical "moments." These are the same 
moments we are using in this thesis, but they are calculated using mathematical notation. Calculating the 
mathematical moments for the lognormal price model is not a difficult task. However, to obtain 
mathematical expressions for the moments corresponding to the mean reverting model is very difficult. For a 
detailed analysis of mathematical moments, see (Pilipovic, 2000). 

Density 

VariableX 

(6-6) 



6.3.2 The Standard Deviation 

The standard deviation is a measure of the width of the distribution. For a normal 

distribution, one standard deviation represents the width of the distribution that contains 

66% of all observations in the data set. Two standard deviations represent the price range 

in which a price would fall 95% of the time. Three standard deviations roughly represent 

the price range for 99% of the time. The standard deviation can be easily calculated by 

taking the square root of the variance, a2. 

SD = -Jd2 (6-7) 

where, a2 = - £ (5, - ftf (6-8) 
T ,=i 

6.3.3 The Skewness 

The Skew reflects whether the prices distribute symmetrically around the mean or are 

skewed to the left or to the right of the mean. The sample skewness can be calculated 

using the following expression: 

T a ,=1 

6.3.4 The Kurtosis 

The kurtosis describes the fatness of the tails of the probability distribution. We use 

Kurtosis to understand the likelihood of extreme events. For example, fat tails suggest 

greater chances of prices being very high or very low. We represent kurtosis as: 



6.4 The Autocorrelation Test 

The estimated parameters for both models will not precisely match the data set. The 

difference between the model predictions and the actual data set provides us with residuals. 

If the model performs well, these residuals should essentially be "white noise," with zero 

mean and constant variance, a2. These residuals need to be tested to ensure that they are 

normally distributed. If indeed a random variable is normally distributed, then the variable 

will take on values that are uncorrected. A simple test that is often used to test for 

stationarity in a time series data set, called the autocorrelation test, can also be applied to 

test for normality in the residuals. The test is based on the concept of a random walk. 

Suppose we go on a k-step random walk. If our steps are normally distributed, then every 

step we take will be independent of any of the steps we have already taken. Using the 

autocorrelation test we can verify if this is indeed true. The autocorrelation test calculates 

the various correlations between the steps taken: for adjoining steps, for once-removed 

steps, for the steps two steps removed, and so on. If the steps are uncorrelated, then all the 

correlations between the steps will be zero. 

To carry out the autocorrelation test, we need to compute the autocorrelation function 

(ACF), pk. For this we need the sample covariance at lag k, yk, and the sample variance, 

y0, which are defined as: 

~gXe,+* ~g) 
(6-11) 

n 

(6-12) 
n 

where, et = model residuals 
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n = sample size 

e = the sample mean 

The sample autocorrelation function at lag k is 

P k = ^ (6-13) 
Yo 

which is simply the ratio of the sample covariance to sample variance. If we plot pk 

against k we get the sample correlogram. If the model residuals are normally distributed or 

"white noise", the sample autocorrelation coefficients are approximately normally 

distributed with zero mean and variance l/n, where n is the sample size.39 Following the 

properties of the standard normal distribution, the 95% confidence interval for any pk will 

on either side of zero. If the estimated pk from the model residuals falls be ±1.961-

inside the interval, we do not reject the hypothesis that the true pk is zero and that the 

model residuals are just "white noise." 

6.5 The Q Statistic 

Developed by Box and Pierce, the Q statistic is another test for verifying if the model 

residuals are "white noise." The Q statistic is based on testing the joint hypothesis that all 

the pk autocorrelation coefficients are simultaneously equal to zero. It is defined as: 

Q-n^pl (6-14) 
k=\ 

where, n = sample size 

m = lag length 

39 See Barlett (1946). 
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The Q statistic is approximately distributed as the chi-square distribution with m degrees of 

freedom. If the computed Q exceeds the critical Q value from the chi-square table at the 

chosen level of significance, we can reject the null hypothesis that all pk are equal to zero. 

6.6 The Ljung-Box (LB) Statistic 

The LB statistic is a variant of the Box-Pierce Q statistic. It is defined as follows: 

»f n2 \ 

In large samples, both the Q and L B statistic follow the chi-square distribution with m 

degrees of freedom. However, the LB statistic has been found to have more powerful 

small-sample properties than the Q statistic.40 Selecting the number of lags m for both 

statistics is a difficult task. For this reason, these tests are not very popular, but still remain 

in the literature. 

6.7 The Quantile Plot 

The Quantile or Q plot is a quick visual test to check for normality in the residuals of our 

models. The test compares the actual probabilities of the residuals to the expected 

probabilities if the residuals were normally distributed. If the residuals are indeed 

normally distributed, the Q plot looks like a straight diagonal line, indicating that the actual 

variable probability distribution matches the expected probability distribution for a 

normally distributed variable. On the other hand, if the actual probability distribution does 

not match the expected distribution for a normally distributed variable, we do not get a one-

for-one fit from the Q plot. In this case the Q plot resembles an "S" shape. The "S"-

40 See, Gujarati (1995). 

(6-15) 



shaped Q plot tells us the following: The rather flat and wide middle section implies that 

the variable has too many occurrences of values in the middle range, more than it should 

given that it is meant to be normally distributed. Similarly, the flat ends of the S-shaped 

graph tell us that the tails of the residual distribution are not what they would be if they 

indeed were normally distributed. Figures 6.3 and 6.4 illustrate a Q plot for a normally 

and a non-normally distributed variable, respectively. 

Figure 6.2 - Q Plot for a Normally Distributed Variable 
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Figure 6.3 - Q Plot for a Non-Normally Distributed Variable 
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6.8 The /T Test 

The R2 test or statistic is also referred to as a measure of fit test. The R2 is a measure that 

tells us how much of the uncertainty in the actual data is captured by the model being 

tested. R2 is measured in percentage terms. If R2 is equal to one, the model has 100% 

predictive power. On the other hand, if R2 equals zero, then the model has no predictive 

value. Specifically, the statistic is given by the following equation: 

R2 =1-
f Mean Squared Error 

(6-16) 
Var (actual data) 

where, the Mean-Squared Error (MSE) is the standard deviation of model residuals. Since 

we would like our model to predict as much of the actual market data as possible, we would 

therefore like the MSE to be as small as possible. In the case where the mean of the 

residuals is zero, we get the following: 

( Var (mod el Re siduals)N 
R ' = l -

Var(actual data) 
[6-17) 
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C H A P T E R 7: R E S U L T S F R O M P A R A M E T E R E S T I M A T I O N S 

7.1 Data 

The data we used to estimate and test the models in this thesis were obtained from the 

Alberta power pool website.41 The range of data extends from January 01, 1998 to July 

31, 2001. The entire data set contains 31,391 different observations corresponding to the 

system-clearing42 hourly spot price in the Alberta electricity market for the specified time 

period. The data was then split into two parts, on-peak and off-peak hours. The criterion 

we will use for distinguishing between the two types of hours is based on the definition set 

by the Western Systems Coordinating Council (WSCC). The WSCC defines on-peak as 

the hours between 08:00 to 23:00 Monday through Saturday inclusive, and off-peak as the 

remaining hours Monday through Saturday and all of Sunday. The on-peak hours data set 

contains 20,928 different observations. The off-peak hours data set is about half this size 

and contains 10,460 observations. 

7.2 Seasonality Adjustment 

As described in section 5.4 before we can adjust the data set for seasonality we need to find 

out whether or not seasonality in the electricity price. To accomplish this task we ran a 

linear regression of the spot price on three seasonal dummy variables corresponding to 

winter, spring and summer. In section 5.5 we discussed the weighted average method for 

www.powerpool.ab.ca 
42 The system-clearing spot price refers to the set hourly price by the power pool. The spot price is set where 
the last unit of electricity successfully bid on the spot market meets the last unit of power demanded for that 
hour; i.e. where the supply curve intersects the demand curve. 

http://www.powerpool.ab.ca


deseasonalization of the data. In the next two sections, we will demonstrate these results 

for both data sets, on-peak and off-peak hours. 

7.2.1 Seasonal Adjustment for On-Peak Hours 

The linear regression for testing for the significance of seasonality in on-peak hours, 

equation (5-3), yielded the results outlined in Table 7.1. 

Table 7.1 - Linear Regression for Testing For Seasonality in On-Peak Hours 

Source SS df MS Number of obs. 20928 

Model 

Residual 

Total 

11849462.3 

289816302 

301665764 

3 3949820.76 

20924 13850.9034 

20927 14415.1462 

F( 3,20924) 

Prob > F 

R-squared 

Adj R-squared 

Root MSE 

285.17 

0 

0.0393 

0.0391 

117.69 

price Coef. Std. Err. t P>t [95% Confidence Interval] 

dwinter 

dspring 

dsummer 

constant 

-61.31826 

-53.97411 

-23.38978 

128.0393 

2.389183 -25.665 

2.352303 -22.945 

2.431354 -9.620 

1.790594 71.507 

0 

0 

0 

0 

-66.00125 -56.63528 

-58.5848 -49.36341 

-28.15543 -18.62414 

124.5296 131.549 

Since the absolute value of the t-statistic for all three coefficients on the dummy variables is 

greater than the critical value of 1.96 at the 95% confidence level, we conclude that all 

three coefficients are significant. This result indicates that seasonal effects in the power 

industry are prevalent throughout the year. It is interesting to note that for all three dummy 

variable coefficients, we obtain high t-statistics and, yet, the adjusted R-Squared is very 

low at 0.04. This indicates that we may have a misspecified model. The misspecification 

originates from the fact that our linear regression equation excludes the independent 

variable from the right hand side. The t-statistics on the seasonal dummy coefficients are 
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so large that we can infer the presence of seasonality despite the bias in the t-statistics. 

The seasonal fluctuations in the price of electricity must be factored out before proceeding 

to estimate the model parameters. To accomplish this task, we implement the weighted 

average method for removing seasonality in the data. Tables 7.2 & 7.3 outline the results 

from the weighted average method. 

Table 7.2 - Computations for Obtaining the Specific Seasonal Indexes 

Year Quarter 
Average Price 
($/MWH) 

Four-
Quarter 
Moving 
Total 

Four-
Quarter 
Moving 
Average 

Centered 
Moving 
Average 

Specific 
Seasonal 

1998 Winter 

Spring 

Summer 

Fall 

31.03447 

40.56149 

41.7812 

45.13199 

158.5092 

160.136 

172.0551 

39.62729 

40.034 

43.01376 

39.83064 

41.52388 

1.048971 

1.086892 

1999 Winter 

Spring 

Summer 

Fall 

32.66132 

52.48054 

63.89284 

61.93982 

341.2484 

210.9745 

256.095 

297.3222 

85.31209 

52.74363 

64.02374 

74.33055 

64.16293 

69.02786 

58.38369 

69.17714 

0.509037 

0.760281 

1.094361 

0.89538 

2000 Winter 

Spring 

Summer 

Fall 

77.78177 

93.70775 

226.2534 

277.0462 

459.6827 

674.7891 

730.5485 

746.3518 

114.9207 

168.6973 

182.6371 

186.588 

94.62562 

141.809 

175.6672 

184.6125 

0.821995 

0.660803 

1.287966 

1.50069 

2001 Winter 

Spring 

Summer 

Fall 

133.5411 

109.5111 

63.86841 

583.9668 145.9917 
166.2898 

72.99585 

0.803062 

1.500237 
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Table 7.3 - Calculations for Obtaining Seasonal Indexes 

Year Winter Spring Summer Fall 

1998 

1999 

2000 

2001 

0.509037247 

0.821994869 

0.803062358 

0.760280545 

0.66080264 

1.500237317 

1.048971246 

1.094361184 

1.287966136 

1.086892377 

0.895379841 

1.500690111 

Total 2.134094474 2.921320502 3.431298566 3.482962329 

Mean 0.711364825 0.973773501 1.143766189 1.160987443 3.989891957 

Seasonal Index 0.713167006 0.976240471 1.146663821 1.163928704 4.000000 

The seasonal indexes in table 7.3 are obtained by multiplying the mean by the proper 

correction factor for rounding errors. The following demonstrates the calculation for 

obtaining the correction factor: 

Correction Factor = 4.00 / Total of all Four Means 

= 4.00/3.989891957 = 1.002533413 

Using the seasonal indexes, we can now proceed to removing seasonal fluctuations in the 

data by dividing each observation in the data set by the corresponding index. Figures 7.1 

and 7.2 illustrate the pre and post-deseasonalized price distributions. 



Figure 7.1 - On -Peak Price Distribution 
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Figure 7.2 - On-Peak Deseasonalized Price Distribution 
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7.2.2 Seasonal Adjustment for Off-Peak Hours 

Table 7.4 illustrates the results obtained from the linear regression for testing for the 

significance of the coefficients for seasonality in off-peak hours. 

Table 7.4 - Linear Regression for Testing For Seasonality in Off-Peak Hours 

Source SS df MS Number of obs 10460 

Model 

Residual 

Total 

549355.9 

13007504 

13556860 

3 183118.617 

10456 1244.02295 

10459 1296.19082 

F( 3, 10456) 

Prob > F 

R-squared 

Adj R-squared 

Root MSE 

147.2 

0 

0.0405 

0.0402 

35.271 

price Coef. Std. Err. t P>t 95% Confidence Interval 

dwinter 

dfall 

dsummer 

Constant 

7.80293 

17.90968 

-1.11833 

34.36975 

.9316713 8.375 

.997255 17.959 

.9510665 -1.176 

.6469784 53.123 

0 

0 

0.24 

0 

5.976676 

15.95487 

-2.982601 

33.10155 

9.629183 

19.86449 

0.7459432 

35.63796 

Table 7.4 indicates that the coefficients on the winter and fall dummy variables are 

significant since the absolute value of their t-statistic is greater than 1.96 at the 95% 

confidence level. However, the regression also demonstrates that the coefficient on the 

summer dummy variable is not statistically significant. Given that the coefficient for 

summer is greater than one, we choose to incorporate the summer seasonal effect into our 

analysis even though it is not statistically significant. Based on these results we conclude 

that the off-peak hours spot price of electricity is subject to year-round seasonal 

fluctuations that we need to account for before proceeding with the analysis of the models. 

We also note that the low R-Squared coupled with the high t-statistics indicate a 

misspecification problem in the regression model, mostly likely due to the exclusion of 

other explanatory variables from the regression. As with on-peak data, we will ignore this 



problem since we can still infer the presence of seasonality despite the bias in the 

t-statistics. The weighted average method for seasonality adjustment was carried out and 

the results are illustrated in tables 7.5 and 7.6. 

Table 7.5 - Computations for Obtaining the Specific Seasonal Indexes 

Year Quarter 
Average Price 
($/MWH) 

Four-
quarter 
moving 
total 

Four-
quarter 
moving 
average 

Centered 
moving 
average 

Specific 
Seasonal 

1998 Winter 

Spring 

Summer 

Fall 

19.60796 

19.00077 

17.16766 

23.17881 

78.9552 

82.90471 

86.83597 

19.7388 

20.72618 

21.70899 

20.23249 

21.21759 

0.848519 

1.092434 

1999 Winter 

Spring 

Summer 

Fall 

23.55747 

22.93203 

20.01938 

23.35667 

159.5339 

89.86555 

109.4746 

122.2106 

39.88347 

22.46639 

27.36865 

30.55264 

30.79623 

31.17493 

24.91752 

28.96064 

0.764947 

0.735592 

0.803426 

0.806497 

2000 Winter 

Spring 

Summer 

Fall 

43.1665 

35.66801 

61.9668 

110.3028 

164.158 

251.1041 

295.9509 

320.1611 

41.0395 

62.77603 

73.98773 

80.04028 

35.79607 

51.90776 

68.38188 

77.014 

1.205901 

0.687142 

0.906187 

1.432243 

2001 Winter 

Spring 

Summer 

Fall 

88.0133 

59.87821 

34.61338 

292.8077 73.20192 

76.6211 

36.60096 

1.148682 

1.635974 
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Table 7.6 - Calculations for Obtaining Seasonal Indexes 

Year Winter Spring Summer Fall 

1998 

1999 

2000 

2001 

0.764946585 

1.20590062 

1.148682282 

0.735592117 

0.687142137 

1.6359737 

0.848519439 

0.803425984 

0.906187462 

1.092433941 

0.806496955 

1.432243442 

Total 3.119529487 3.058707954 2.558132884 3.331174338 

Mean 1.039843162 1.019569318 0.852710961 1.110391446 4.022515 

Typical Index 1.034022934 1.013862567 0.847938153 1.104176344 4.000000 

The seasonal indexes we obtained in table 7.6 were adjusted for rounding errors using a 

correction factor. The following calculation illustrates the derivation of the correction 

factor: 

Correction Factor = 4.00 / Total of all Four Means 

= 4.00/4.022515 = 0.994402783 

After we adjust the seasonal indexes we can proceed to adjust the off-peak price data set 

for seasonality. Figures 7.3 and 74 illustrate the pre and post-deseasonalized price 

distributions for off-peak hours. 



Figure 7.3 - Off-Peak Price Distribution 
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7.3 Stationarity Results 

As outlined in section (3.7.2), before proceeding to estimate the mean reverting model 

parameters using an AR(1) process we need to test for stationarity in the data. We propose 

three tests for stationarity. The first test involves a plot of the autocorrelation and partial 

autocorrelation functions43. We will also perform Augmented Dickey-Fuller (ADF) tests 

to check for the presence of unit root problems, which are also another indication of 

stationarity in the data. These tests were carried out for both on-peak and off-peak price 

data sets. 

7.3.1 Tests for Stationarity in On-Peak Prices 

The results from the ADF test are summarized in table 7.7. Figures 7.5 and 7.6 illustrate 

the ACF and PACF for the on-peak price data set respectively. Table 7.8 illustrates a plot 

of the ACF and PACF in a correlogram format. 

Table 7.7 - Dickey-Fuller Test Results for On-Peak Prices 

Augmented Dickey-Fuller test for unit root Number of obs = 20926 

Interpolated Dickey-Fuller 

Test 1% Critical 5% Critical 10% Critical 
Statistic Value Value Value 

Z(t) -37.131 -3.430 -2.860 -2.570 

* MacKinnon approximate p-value for Z(t) = 0.0000 

Recall, equation (3-18) describes the acf. 



Figure 7.5 - Autocorrelation Function Plot for On-Peak Prices 
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Figure 7.6 - Partial Autocorrelation Function Plot for On-Peak Prices 
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Table 7.8 - Correlogram for On-Peak Deseasonalized Prices 

-1 0 1 -1 0 1 
LAG AC PAC Q Prob>Q [Autocorrelation] [Partial Autocor] 

1 0.8358 0.8358 14620 0 _ 
2 0.7315 0.1096 25822 0 
3 0.677 0.1377 35416 0 -
4 0.6288 0.0513 43694 0 
5 0.5905 0.0537 50994 0 — 
6 0.5607 0.0461 57575 0 — 
7 0.5384 0.0489 63645 0 — 
8 0.5214 0.0454 69337 0 — 
9 0.5097 0.0487 74776 0 — 
10 0.5013 0.0457 80039 0 — 
11 0.5022 0.068 85321 0 — 
12 0.5109 0.0774 90787 0 — 
13 0.5198 0.0666 96447 0 — 
14 0.5276 0.0599 1.00E+05 0 — 
15 0.5489 0.1066 1.10E+05 0 — 
16 0.5656 0.0721 1.20E+05 0 — 
17 0.5363 -0.0797 1.20E+05 0 — 
18 0.5044 -0.0346 1.30E+05 0 — 
19 0.4834 -0.0067 1.30E+05 0 — 
20 0.4586 -0.0249 1.40E+05 0 — 

The A D F test shows that the absolute value of the t-statistic is greater than the critical value 

even at the 1% significance level. This suggests that we do not have a unit root problem in 

the on-peak price data set. Both the ACF and PACF plots in figures 7.5 and 7.6 show a 

winding down in the price as the lag increases. Finally, the calculations for the 

correlogram for the deseasonalized on-peak prices are illustrated in table 7.8. We observe 

in the correlogram that for twenty lags the ACF and PACF converge downwards toward 

zero. Based on all these results we conclude that on-peak prices are stationary and we can 

safely proceed to estimate the parameters of the model. 

7.3.2 Tests for Stationarity in Off-Peak Prices 

We will perform the same tests for stationarity as in the previous section. 

7.8 illustrate the ACF and PACF for the off-price data set. 

Figures 7.7 and 



Figure 7.7 - Autocorrelation Function Plot for Off-Peak Prices 
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Both, the ACF and PACF plots indicate that the off-peak price winds down over time and 

as the number of lags increases; although not as fast in comparison to their counterparts 

from the on-peak price anlysis. Table 7.9 is a tabulation of the autocorrelation and partial 

autocorrelation functions. Values for the autocorrelation function remain high, over 0.50, 

even after twenty lags. The ACF does not converge quickly to zero as the theory imposes 

on stationary data. 

Table 7.9 - Correlogram for Off-Peak Deseasonalized Prices 

-1 0 1 -1 0 1 

LAG AC PAC Q Prob>Q [Autocorrelation] [Partial Autocor] 

1 0.8557 0.8557 7661.9 0 
2 0.7928 0.226 14238 0 -
3 0.7627 0.1742 20326 0 -

4 0.7438 0.1296 26116 0 -

5 0.731 0.1079 31709 0 
6 0.7481 0.2018 37568 0 -
7 0.7783 0.2296 43910 0 -

8 0.7858 0.1316 50374 0 -
9 0.7722 0.0491 56618 0 
10 0.7285 -0.0963 62176 0 

11 0.708 0.0004 67425 0 
12 0.6955 0.0113 72491 0 
13 0.6916 0.0206 77501 0 
14 0.6982 0.0311 82608 0 
15 0.7193 0.0748 88029 0 
16 0.7329 0.0727 93657 0 
17 0.704 -0.067 98851 0 
18 0.6843 -0.003 1.00E+05 0 
19 0.6698 0.0093 1.10E+05 0 
20 0.6626 0.0217 1.10E+05 0 

Next, we performed a Dickey-Fuller test on the off-peak price data set. The absolute value 

of the t-statistic, -21.826, was greater than the critical value, even at the 1% confidence 

level. Based on this result, we reject the null hypothesis and conclude that the off-peak 
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price data set does not have a unit root or non-stationarity problems. Table 7.10 

summarizes the results from the Dickey-Fuller test. 

Table 7.10 - Dickey-Fuller Test Results for Off-Peak Prices 

Augmented Dickey-Fuller test for unit root Number of obs - 10458 

Interpolated Dickey-Fuller 

Test 1% Critical 5% Critical 10% Critical 
Statistic Value Value Value 

Z(t) -21.826 -3.430 -2.860 -2.570 

* MacKinnon approximate p-value for Z(t) = 0.0000 

Based on all the test results, we cannot make a definite conclusion about stationarity in the 

off-peak price data set. The Dickey Fuller test indicates stationarity. However, the plot 

for the ACF and PACF are not as conclusive. This will only pose a problem for our 

analysis if we attempt to forecast prices far into the future because we may get an explosive 

price series if the data set used to derive the parameters is not stationary. As long as we 

limit our forecast to short periods of time, non-stationarity in the data will not be a great 

concern. Therefore, in the next chapter we will proceed to estimate the parameters for our 

models using off-peak price data. 

7.4 The Lognormal Price Model 

Recalling from chapter 2 that the lognormal price model follows a stochastic process 

defined by the following stochastic differential equation: 

dS, =pS,dt + eSldZt (7-1) 

The solution to the SDE, equation (7-1), reduces to the following expression: 



M — \(T-t) + <jZ,j 
ST{t=S(t)e^ *> (7-2) 

Based on this solution we derived a method for estimating the parameters for this model 

using maximum likelihood, section 4.1. The parameter estimates for the mean, a, and the 

variance, a1, are respectively described by the following expressions: 

&=\YJhih) (7-3) 

^-^rtihih)-^)2 (7-4) 
nh k=i 

where, a=ju-— (7-5) 

7.4.1 Parameter Estimates 

Using the price data from on-peak and off-peak hours, we obtained estimates for the mean 

and the variance as outlined in table (7-11). These Parameters will be used later in the 

price simulations for the lognormal price model. 

Table 7.11 - Parameter Estimates for the Lognormal Price Model 

Lognormal Price Model 

On-Peak Hours Off-Peak Hours 

Mean 

Variance 

0.0000521 

0.1089417 

0.0000832 

0.1205999 



7.5 The One-Factor Mean-Reverting Model 

In section 2.3 we proposed and derived a solution for a mean-reverting model to describe 

the Alberta electricity price. The following stochastic differential equation describes the 

process for the price path of a mean-reverting model: 

dS, =a(b-S,)dt + odZt (7-6) 

Recall the solution to equation (7-6) is: 

ST]l=six-ai')S(ad,)eadz- (7-7) 

Equation (7-6) represents the price path in continuous time. To estimate the parameters of 

the model we use the following discrete time expression in natural logarithmic price form: 

AX, =a0 + a,X, +v, (7-8) 

where, X, =lnS, (7-9) 

a0=ab&.t (7-10) 

or, = -aAr (7-11) 

vt=crdz (7-12) 

Equation (7-8) describes an autoregressive of order one process. As discussed in section 

4.2, the parameters for the solution of the mean reverting model, equation (7-7), can be 

estimated using the following expression: 

(7-13) 
Af 

S=eb (7-14) 

where, b = -^ (7-15) 
a, 



In section 7.3 we tested for stationarity in both the on-peak and off-peak price data. We 

concluded that we do have stationary data. We can now proceed to estimating the 

parameters of the mean reverting model using an AR(1) process. In the next section we 

will summarize the results from the parameter estimations. 

7.5.1 Parameter Estimates 

Using on-peak and off-peak price data sets, we obtain the model's parameter estimates as 

outlined in table 7.12. We will use these parameters in chapter 8 to simulate a price path 

distribution based on the solution for the mean reverting model and test the predictive 

power of this model in forecasting prices. 

Table 7.12 - Parameter Estimates for the Mean Reverting Model 

Mean Reverting Model 

On-Peak Hours Off-Peak Hours 

-0.3459852 -0.3448079 
0.0842453 0.1012765 

a -0.0842453 -0.1012765 

X 4.106878366 3.404619038 

S 60.75676086 30.10282551 



72 

C H A P T E R 8: M O D E L S I M U L A T I O N S & T E S T I N G R E S U L T S 

8.1 Introduction 

In the previous chapter we adjusted the data for seasonality and obtained estimates for the 

model parameters. In this chapter we will use the estimated parameters to simulate a price 

path distribution for on-peak and off-peak prices for both the lognormal price and the mean 

reverting models. After we generate a 30-day in advance 'predicted' spot price, we will 

use the testing techniques described in chapter 6 to test for the predictive or forecasting 

power of the two models. Based on the results from these tests we can make conclusions 

about the fit of each model in comparison to the historic data. 

8.2 Simulations 

Using the estimated parameters for both models, we forecasted the spot price for every time 

period t, at period t-720 or 30 days ahead. We should point out that by forecasting into the 

future with At = 720, we are violating the assumption we made in the derivation of the 

closed form solutions for each model, At = 1. This will not be of major concern since 720 

is very small in relation to the total sample size. The implication is that we may not be 

able to use these models to forecast prices far into the future. Figures 8.1 to 8.4 illustrate 

the price path distributions for the actual price and the predicted price for the lognormal 

price model using on-peak and off-peak hours. Figures 8.5 to 8.8 correspond to the price 

path distributions for the actual price and the predicted price for the mean reverting model. 



Figure 8.1 - Actual On-Peak Price Path Distribution 
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Figure 8.4 - 30-Day Predicted Off-Peak Price Path Distribution 



Figure 8.5 - Actual On-Peak Price Path Distribution 
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Figure 8.6 - 30-Day Predicted On-Peak Price Path Distribution 
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Figure 8.7 - Actual On-Peak Price Path Distribution 
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Figure 8.8 - 30-Day Predicted Off-Peak Price Path Distribution 
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8.3 Testing the Predictability of the Models 

In chapter 6 we discussed several visual and analytical tests for comparing across different 

models. We implement these tests here beginning with distribution analysis of the actual 

and predicted prices, followed by the autocorrelation test, the Q plot, the Q statistic and the 

R2 test. 

8.3.1 Distribution Analysis 

In section 6.3 we defined a price distribution as a set of probabilities of prices taking on 

various values over time. A distribution of prices has four visual characteristics that we 

can use to compare across other distributions: the mean, the standard deviation, the 

skewness and the kurtosis. Tables 8.1 and 8.2 illustrate the results from the price 

distribution analysis for the lognormal price and mean reverting models respectively. 

Table 8.1 - Distribution Characteristics for the Lognormal Price Model 

Lognormal Price Model 

On-Peak Hours Off-Peak Hours 

Actual Price Predicted Price Actual Price Predicted Price 

Mean 90.74635 105.1126 39.85928 45.37016 

Standard Deviation 120.0631 136.2604 36.00265 42.38413 

Skewness 3.306209 3.369017 3.682342 3.399403 

Kurtosis 15.64838 16.73475 31.57579 26.97982 
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Table 8.2 - Distribution Characteristics for the Mean Reverting Model 

Mean Reverting Model 

On-Peak Hours Off-Peak Hours 

Actual Price Predicted Price Actual Price Predicted Price 

Mean 90.74635 118.5229 39.85928 45.59867 

Standard Deviation 120.0631 299.2562 36.00265 83.34253 

Skewness 3.306209 11.31475 3.682342 21.75953 

Kurtosis 15.64838 224.4107 31.57579 768.5225 

Table 8.3 - Comparison of Distributional Moment Values for Both Models 

Percentage Difference Between Actual and Predicted Distribution Moments 

On-Peak Hours Off-Peak Hours 

Lognormal Mean Reverting Lognormal Mean Reverting 

Mean 115.83 130.61 113.83 114.40 
Standard Deviation 113.49 249.25 117.73 231.49 
Skewness 101.90 342.23 90.23 590.92 
Kurtosis 106.94 1,434.08 85.44 2,433.74 

When compared to the actual historic price characteristics, the price distribution 

characteristics for the lognormal price model are much closer than those corresponding to 

the mean reverting model distributions. Table 8.3 summarizes the difference between 

predicted and actual values for the corresponding distributional moments, for both models, 

in percentage terms. For identical distributions, the difference between predicted and 

actual values should be zero. Therefore, if a model performs perfectly, we would expect a 

value of 100% corresponding to each moment in table 8.3. Neither model in this study is 

100% accurate at predicting prices. However, from table 8.3, we see that the simulated 

price distributional moments from the lognormal price model are all centered around 100%. 

In contrast, the distributional moments generated using predicted prices from the mean 

reverting model are all much higher than the actual moments. Based on the distribution 
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analysis alone, we conclude that the lognormal price model performs very well in 

predicting Alberta's electricity spot price. 

8.3.2 Autocorrelation Test 

To carry out this test we need to calculate the model residuals. The difference between the 

model predictions and the actual historic price provides us with these residuals. In chapter 

6.4 we discussed the autocorrelation test and argued that if the models perform well, the 

model residuals should just be white noise with zero mean and constant variance. Figures 

8.9 to 8.10 are plots or correlograms of the residual autocorrelation functions for the 

lognormal model. Figures 8.11 to 8.12 are correlograms for the mean reverting model 

residuals. The correlograms for the mean reverting model clearly wind down toward zero 

much faster than those corresponding to the lognormal price model. Based on these 

results, the mean reverting model performs better than the lognormal price model at 

predicting the electricity spot price. 

Figure 8.9 - Autocorrelation Plot for On-peak Model Residuals 
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Figure 8.10 - Autocorrelation Plot for Off-Peak Model Residuals 
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Figure 8.11 - Autocorrelation Plot for On-Peak Model Residuals 
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Figure 8.12 - Autocorrelation Plot for Off-Peak Model Residuals 
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8.3.3 The Q Statistic 

The Q test, also referred to as the Portmanteau test, is another way to verify if the model 

residuals are "white noise." The results from this test are summarized in table 8.4. 

Table 8.4 - Calculated Q Statistic for A l l Model Residuals 

Q Statistic Critical Value 
(99% confidence level) Lognormal Price Model Mean Reverting Model 

Critical Value 
(99% confidence level) 

On-Peak Hours 752902947 6855.3332 63.6907 

Off-Peak Hours 60173.2808 3786.126 63.6907 

The results in table 8.4 indicate that at the 9 9 % confidence level with 40 degrees of 

freedom44, the calculated Q statistic is greater than the critical value of 63.6907. Thus, we 

44 The number of degrees of freedom is equal to the number of lags for the autocorrelation function. 
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can reject the null hypothesis that all the autocorrelation coefficients are simultaneously 

equal to zero. Based on these results, the Q statistic indicates that neither model produces 

residuals that can be considered "white noise." 

8.3.4 The Quantile Plot 

We use the Q plot as a quick visual test to check for normality in the residuals of our 

models. In section 6.7 we argued that if the residuals are normally distributed the Q plot 

should look like a straight diagonal line. Figures 8.13 to 8.16 illustrate the Q plots for both 

models. Except for some extreme values at both tails of the plots, both off-peak model 

residuals are normal. However, the on-peak residuals for the lognormal model are clearly 

not normally distributed. 

Figure 8.13 - Q Plot for On-Peak Hours Lognormal Price Residuals 

(Grid lines are 5, 10, 25, 50, 75, 90, and 95 percentiles) 
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Figure 8.14 - Q Plot for Off-Peak Hours Lognormal Model Residuals 

(Grid lines are 5, 10, 25, 50, 75, 90, and 95 percentiles) 
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Figure 8.15 - Q Plot for On-Peak Hours Mean Reverting Model Residuals 

(Grid lines are 5, 10, 25, 50, 75, 90, and 95 percentiles) 
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Figure 8.16 - Q Plot for Off-Peak Hours Mean Reverting Model Residuals 

(Grid lines are 5, 10, 25, 50, 75, 90, and 95 percentiles) 
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8.3.5 - The R2 Test 

This measure of fit test tells us how much of the actual uncertainty in the actual data is 

captured by the model being tested. Recall from chapter 6.8 the statistic is given by the 

following equation: 

^2 _j Mean Squared Error" ^ ^ 

^ Var {actual data) ; 

The mean squared error is just the standard deviation of the model residuals. Table 8.5 

summarizes the results from the R2 test. 



85 

Table 8.5 - R2 Calculations for Both Model Residuals 

Lognormal Price Model Mean Reverting Model 

On-Peak Hours Off-Peak Hours On-Peak Hours Off-Peak Hours 

MSE 153.9243 38.19051 306.6082 81.61638 

Var(Actual Data) 14415.15 1296.191 14415.15 1296.191 

R-Squared 0.989322047 0.970536356 0.978730142 0.937033678 

The R2 statistics for both models are very high. This test tells us that both models perform 

extremely well in predicting the price of electricity. Even though it is only a slight 

difference, the R2 for the lognormal price model, both on-peak and off-peak, are higher than 

those corresponding to the mean reverting model. Based on this test alone, we may 

conclude that the lognormal price model can predict the true price more accurately. 

8.4 Summary of Model F i t Tests 

Table 8.6 - Summary of Tests for Predictive Power for Both Models 

Lognormal Price Model Mean Reverting Model 

On-Peak Hours Off-Peak Hours On-Peak Hours Off-Peak Hours 

Distribution Analysis X X 

Autocorrelation Test X X 

Q Statistic FAIL FAIL FAIL FAIL 

Quantile Plot X X 

R-Squared Test X X 

Based on the distribution analysis, the lognormal model performs better at predicting the 

spot price. The autocorrelation test for verifying white noise in the model residuals 

indicates that the mean reverting model outperforms the lognormal price model. We 

cannot make any conclusions based on the Q statistic since both models fail this test for 

white noise in the residuals. The Q plot indicates that the mean reverting model residuals 

for both on-peak and off-peak hours seem to be normally distributed. Finally, by only a 
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small margin, the results from the R2 test indicate that the lognormal model performs better 

than the mean reverting model. 

The conflicting results do not help us make any definite conclusions regarding the choice 

between the two models proposed in this thesis. Based on the visual tests of fit, we may be 

tempted to choose the lognormal price model to price call options for electricity. On the 

other hand, if we choose based on the white noise model residuals criteria, we are more 

inclined to choose the mean reverting model. With these facts in mind, we are in no strong 

position to make any final conclusions as to which model to implement when forecasting 

electricity prices. The conflicting results may be an indication that other models need to be 

considered before making any conclusions. 
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This chapter provides an overview of the entire thesis by summarizing the results and 

highlighting the major conclusions. A primary objective of this thesis was to develop the 

theoretical and empirical methods for deriving and evaluating forecasting models of 

electricity based on the concepts of options pricing. Section 9.1 evaluates our success at 

achieving this objective. Other objectives we had hoped to realize by the end of this study 

were: the identification of problems with the two models we considered, an explanation of 

key issues related to these problems and the necessary changes we need to make in order to 

more accurately price options of electricity in Alberta. Section 9.3 deals with these issues. 

9.1 Comments on the Objectives of the Study 

The aim of this thesis was not to derive a new option-pricing model for electricity markets 

but to evaluate two simple electricity-pricing models, the lognormal price model and the 

mean reverting model. We began by introducing the concepts of stochastic variables and 

their role in option pricing models. Our analysis continued with the mathematical 

derivation of the solutions to the two models in this study. Based on theory and 

experimentation we were able to develop estimation methods for the parameters of the 

models. Finally, we were able to predict prices using the two models and make 

comparisons to actual historic prices. This allowed us to decipher which of the two models 

performed better at predicting the price of electricity in Alberta. 
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9.2 Conclusions of the Study 

In chapter 2 we laid out the foundations for electricity pricing models and derived the 

mathematical solutions to the two models in this study. We followed this discussion in 

chapter 3 by investigating the different techniques often used in the literature to estimate 

the parameters of the models. Based on previous studies we decided in chapter 4 to use the 

method of maximum likelihood to estimate the lognormal price model and the 

autoregressive of order one process to parameterize the mean reverting model. In chapter 

5 we discussed the issue of seasonality in time series data and proposed procedures to, first, 

verify the presence of seasonality in the data using the dummy variable method, and, 

second, to adjust the data set for seasonality using the weighted average method. We 

continued in chapter 6 with a discussion of the testing methods for verification of the 

predictive power of the two models. These tests included visual methods, distribution 

analysis, and a series of goodness of fit tests. We proceeded in chapter 7 to estimate the 

relevant parameters of the two models and illustrated the results in a series of tables and 

figures. Before we estimated the parameters for the mean reverting model we had to check 

for stationarity in the data. This was important because any time series analysis using non-

stationary data could produce spurious results and damage the credibility of the model's 

forecasting ability. Based on the results we concluded that the data was not subject to any 

unit root or non-stationarity problems. In chapter 8 we conducted the price simulations 

using the parameter estimates for each model. We were then able to predict prices at time t 

using each model at period (r-720), or 30 days in advance. The price simulations for both 

on-peak and off-peak hours were then plotted in price distribution figures. Based on the 

methodology proposed in chapter 6 for testing the predictive power of the models we were 
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able to test how accurately the two models were able to forecast prices 30 days into the 

future. 

The results concerning the ability of the two models to accurately predict the price of 

electricity were conflicting. Based on the distribution analysis, the lognormal price model 

outperforms the mean reverting model. On the other hand, the goodness of fit tests were 

not as decisive. The objective of these tests was to verify the presence of white noise in 

the model residuals, the difference between the models' predicted price and the actual 

historic price. The idea is that if the models accurately forecast the price of electricity 

there should be no explanatory power remaining in the residuals. The autocorrelation test 

and the Quantile plot results indicate the presence of normally distributed residuals only for 

the mean reverting model. On the other hand, the R2 statistic showed that the lognormal 

price model performed marginally better at predicting the price of electricity. Thus, we 

cannot make any legitimate conclusions about which model we should use to price 

electricity options in Alberta. An important note to make here is that given the limitations 

and the restrictive assumptions of the two models, we did not expect either one to perform 

very well in this market. However, based on our research we are now able to build on 

these models and propose new ones to better reflect the market conditions. 

9.3 Directions for Future Research 

An important feature of modeling, which we ignored in this study, is how to incorporate 

real and present market conditions into the models. The Alberta electricity market has 

evolved a great deal during the time period of this study, going from a government-owned 

industry to an almost completely deregulated one. By January of 2001 the last of the 



PPA auctions were held and, currently, the Alberta electricity market is to a large extent 

in the hands of private companies. This transition in the market has created a great deal of 

volatility in the price of electricity. Looking closely at figures 8.1, 8.3, 8.5 and 8.7, which 

illustrate the actual market price distributions, we can clearly see that prices dramatically 

increased near the end of the year 2000 and early 2001. This sudden jump in the price 

reflects the added volatility in the market when the last PPA auctions were held. Price 

movements like these drastically affect the outcomes of this study. Both the lognormal 

price and mean reverting models assume a constant variance in the price. A more adequate 

model for an industry that is frequently subjected to uncertainty and change should not rely 

on the assumption of constant volatility in the price. A stochastic volatility model such as 

the one derived by Hull and White (1987) would perform better under these conditions. 

The stochastic volatility model of Hull and White is a much more sophisticated model than 

either the lognormal or mean reverting models we looked at in this study. By relaxing the 

assumption of constant volatility, the stochastic volatility model should theoretically 

outperform both models in this study. 

Another possible model, which builds on the mean reverting log price model in this study, 

is the two-factor mean reversion in price model of Pilipovic (2000). The single factor 

mean reverting model assumes that the long-term equilibrium price remains fixed over 

time. This is not representative of reality, and hence the long-term mean price needs to be 

recalibrated on a continuous basis. A fixed long-term equilibrium price results in a model-

45 The Power Purchase Agreements (PPA) were auctions designed by the power pool of Alberta to sell off the 
rights to power generation previously owned by crown corporations. The only remaining units still owned 
and run by the province of Alberta belong to the balancing pool. The rights to these remaining units are 
scheduled to be auctioned in the near future. 
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implied volatility structure that has the volatilities going to zero as expiration time of the 

option increases. The two-factor mean reverting Pilipovic model solves this problem by 

allowing the equilibrium price to be lognormally distributed. This model would most 

likely allow us to price call options of electricity much more accurately. 

As the deregulated Alberta electricity market evolves, option-pricing models will also have 

to evolve so as to reflect changing market conditions. The two models we discussed in this 

study perform well in stock markets where liquidity and transparency in the market are 

present. Perhaps, as the Alberta electricity market evolves over the next several years, we 

may find that simple models such as the lognormal price and mean reverting models work 

very well. However, in the mean time, volatility in the market will remain high. Given 

this fact, there is little doubt that option pricing of electricity will remain a topic of heated 

debate for many years. 
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