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Abstract 

Previous research has analyzed computability on anonymous, asynchronous message pass- 

ing networks assuming processors have various degrees of initial knowledge about the net- 

work. The network labeling property called Sense of Direction has been studied extensively 

and has been shown to increase the computational power of networks in this setting. This 

thesis analyzes the computability issues given randomized and deterministic algorithms, 

and in the presence or absence of sense of direction. It also analyzes the difference be- 

tween processor access to the sense of direction functions and processor knowledge of the 

existence of sense of direction without access to the functions, under various initial knowl- 

edge settings. This thesis compares the relative computational power of these various initial 

knowledge settings and establishes a computational power hierarchy for them. chapter* 
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Introduction 

The study of distributed systems has been a fundamental field of study for computer sci- 

entists for several decades. Their efforts have led to the development of more stable, more 

flexible and more powerful networks. They have been successful in solving many of the 

coordination and other basic problems that must be routinely resolved to maintain smooth 

operation of a distributed system, and have improved upon the efficiency of these solutions 

on numerous occasions. 

Many of the original solutions assumed that the networks operated with synchronized 

hardware clocks and factored out the effect of non-synchronized hardware on these net- 

works. Due to the differences in clock speeds and the performance of different hardware, 

asynchrony has been recognized as a reality in modem distributed systems. The interleav- 

ing caused by asynchrony requires different algorithms and solutions, since many of the 

earlier (and typically simpler) techniques assumed and required the existence of proper 

hardware synchronization to work correctly. 

One way of classifying distributed systems is based on the communication mechanism. 

Many concurrent systems are assumed to have a globally shared memory architecture, 

where processors can read and write registers that are available to many other processors. 

It is often assumed that this memory is instantly accessible to processors, or more realis- 

tically that the associated delay is insignificant. The components of such systems are also 

normally in close physical proximity: frequently the processors are on the same board. 



However, in a message passing distributed system where geograph~c distance is not 

limited, clusters of computers are assumed to have their own blocks of local memory. Pro- 

cessors are connected to each other via network links and it is usually assumed that they 

can distinguish between these links. Furthermore, processors maintain separate input and 

output queues for links to other processors (neighbours). 

The communication delays in these spatially distributed networks are substantial. The 

traditional time complexity measures do not account for these costs, so the measure com- 

monly used in these systems is message complexity rather than time complexity. In what 

follows, we consider distributed systems where processors send and receive messages from 

their neighbours asynchronously. To solve some problem, they then perform some local 

computation before they change their respective states, if applicable. This process is re- 

peated until all the processors have changed their states, such that the aggregation of these 

states, called the system state, satisfies the criteria for the solution to the problem. 

Another way of classifying networks is based on whether or not the processors have 

distinct identifiers. In some systems, such a guarantee is not available and there is an 

overlap in the usage of identifiers for processors, with k 5 n distinct identifiers, where n is 

the network size. Such networks are called anonymous networks, since the system entities 

cannot be distinctly or uniquely identified by 'name'. Since we cannot assume distinct 

identifiers, we simplify by assuming that all processors are identical. 

A third way of classifying distributed systems is based on the kind of computations that 

run on the processors, namely deterministic or randomized computations. A deterministic 

computation is one where processors make deterministic choices at every step of the com- 

putation. In contrast, in a randomized computation, processors can also make probabilistic 

choices at any step to determine the next step in the computation. 

A fourth way is in the amount (if any) of inherent synchronization between processors 



in the system.1n a synchronous system, processors proceed in lock-step. This is an unreal- 

istic assumption for most distributed systems. Therefore this thesis assumes that the system 

is asynchronous. 

A scheduler determines which processor (or set of processors) executes at each step of 

a given computation. So an execution can be described by a (possibly infinite) sequence 

S I ,  S2,. . . where S; is the non-empty subset of processors that executes an atomic step at 

time i. If the scheduler is centralized, then the size of each of these sets is 1. A distributed 

scheduler may permit several processors to execute simultaneously. 

If the program of each processor is deterministic, the outcome of the computation is 

determined by the scheduler. A deterministic system is required to be correct (meet a 

given specification) under any possible schedule. If the program of each processor uses 

randomization, the outcome of the computation is determined by the scheduler and the 

random choices. The correctness of such a system is determined by the class of randomized 

algorithm, which is discussed in Chapter 2. 

This thesis examines the computational power of processors on asynchronous, anony- 

mous networks under various assumptions of initial topological information that is pro- 

vided to the processors for both deterministic and randomized computations. Recently, 

there have been many inquiries into the computational power imparted to processors by 

various initial structural knowledge settings in asynchronous, anonymous networks. Exam- 

ples of such classes of knowledge are communication topology knowledge, link labelling 

knowledge, and system state knowledge. 

The following section describes a powerful form of labelling knowledge that has strong 

impact on both computability as well as complexity. In this thesis, we focus on this property 

and on its impact on computability under various additional conditions. The established 

results are extended to incorporate the effects of randomization. We consider the various 



levels of this form of knowledge and the availability to processors of such knowledge when 

we study their impact on computability in anonymous networks. 

Sense of Direction 

From a historical perspective, the early 80's was a period when many optimal solutions 

were found for performing tasks such as leader election on specific topologies that had a 

very precise label structure. These new results shattered the established lower bounds for 

the problems that they solved. These correlations were too remarkable to be missed and it 

was observed that each of the labellings on these various topologies seemed to be exploiting 

a labelling property that had hitherto been unidentified. 

In 1984, Santoro named this labelling property sense ofdirection [San84]. In 1994, 

Flocchini, Mans and Santoro [FMS94, FMS98aI were the first to formally define this prop- 

erty and study its characteristics. Informally, sense of direction is a global edge (network 

link) labelling property of distributed networks that allows processors to identify where 

different label sequences terminate, while still operating locally. In the presence of a sense 

of direction labelling, the message complexity lower bounds for a variety of critical tasks in 

distributed systems, such as leader election and spanning tree construction, can be lowered 

significantly. 

As an example, consider a wraparound grid network, a torus with links labelled north, 

south, east and west as on a contemporary map for all processors in the network. A 

labelled path (a sequence of link labels) can be compressed by retaining only the number- 

wise difference in north-south (respectively east-west) labels, because a north label 

followed by a south label brings us back to the starting node if this oriented labelling 

applies to all processors. 

Consider a labelled path connecting processors X and Y in Figure 1.1 on page 5, 



Figure 1.1: Sense of Direction: a bidirectional square torus with compass sense of direc- 
tion. 



north-north-north-west-west-south-east-south-west.  The contraction of this la- 

belled path is north-west-west. Similarly, the labelled path between X and Z, north- 

-east-north-west-south-south-south-east-east-westcanbecontractedtosouth- 

-east or equivalently, east -south. 

So contracting allows a path to be represented in the shortest possible way. Relative 

positions between processor pairs can be easily computed by imposing a lexicographically 

first ordering on the contracted label sequences corresponding to paths between the pairs of 

processors. Consider the contractions of two labelled paths of the same length connecting 

processors X and Z in Figure 1.1 on page 5, say east-south and south-east. By this or- 

dering, the relative position would be represented by the labelled path east-south instead 

of south-east. 

Observe that this contraction works only if every processor in the network chooses 

the directions in a globally consistent manner. For instance, if a processor on a large 

wraparound grid network inverted its north and south labels, then from that processor, 

the sequence south-south would lead back to itself, whereas from other processors, this 

would lead to a different processor. We will see in the following chapters that the situ- 

ation described above implies that sense of direction cannot exist for the given labelling, 

even if only one processor in the network uses labels inconsistently with respect to other 

processors. 

For arbitrary networks where processors have globally unique identifiers but on1 y know 

their identifier and not those of other processors, Mans and Santoro [MS94] showed that 

the election problem can be solved on arbitrary named networks using only O(izlogn) 

messages using sense of direction instead of the SZ(e + n logn) messages that are required 

if sense of direction is not used. For specific topologies, using labelling information led 

to more dramatic reductions in message complexity. For instance, consider a bidirectional, 



labelled, square mesh network of (JIT x fi) processors with unique identifiers. Peter- 

son [Pet851 showed that leader election was possible on this network with O(n) message 

complexity and with a message delay time of O(&) provided that the network had sense 

of direction. This result improves upon the previously established message complexity of 

O(i? logn) without sense of direction [Mat83]. 

This reduction in the message complexity invoked substantial interest in the academic 

community and provided motivation for studying this labelling property in a formal manner. 

Framework for evaluation and comparison of results 

Flocchini, Roncato and Santoro [FRS96] proved that computationally, processor knowl- 

edge of sense of direction is strictly more powerful than processor knowledge of only the 

adjacency matrix representing the network topology, extending Yamashita and Kameda's 

[YK96] categorization of the computational settings for deterministic computations, when 

processors had a variety of initial knowledge provided to them. These results strongly 

motivated the work contained in this thesis. 

In both these papers, they considered the sets of networks on which a set of specified 

problems are solvable when processors are provided different initial network information 

and use deterministic computation. The set of networks on which a specific problem is 

solvable given some initial conditions is a well established measure for evaluating the com- 

putational power of different settings. 

In this thesis, we consider sets of networks and sets of conditions imposed on these 

networks, such as initial topological information available to processors, which we term as 

network settiqp. Thus, a network G is classified under a setting A with some conditions 

and information and under setting B under (possibly) different conditions/information from 

A. We contrast the computational power of processors on these networks under different 



settings. 

The set of networks for which any problem P is solvable under a stronger network 

setting is a superset of the corresponding solvable set under a weaker setting. Incompara- 

bility between two network settings can be established by providing, for both settings, an 

example problem and example networks that belong to the solvable set under one setting 

but do not belong to the solvable set under the other. Equality of settings is established by 

proving that for all problems, the solvable set are the same for both settings. Equality may 

also be established by showing that each setting can be simulated by the other. The results 

provided in this work use this form of classification. This thesis establishes the interplay 

between some settings that were not considered earlier, or were presented as conjectures 

and future work. 

Thesis Ou t h e  

Chapter 2 establishes the model and the definitions used in this thesis. These definitions 

have been gleaned from several of the fundamental papers in the area. An attempt has been 

made to unify the different terminologies so that the results in the different papers of the 

field can be consistently interpreted. 

Chapter 3 is a literature survey, which reviews the fundamental papers in this area in 

detail, some complexity publications in lesser detail and covers many other more recent 

results briefly. It provides the reader with an overview of the field and highlights many of 

the important and interesting results in the area. 

Chapter 4 covers the issues related to computability results. The main emphasis is on 

deriving relationships between different computational settings. We analyze the difference 

between the knowledge of the existence of sense of direction versus processors actually 

possessing sense of direction. We compare the power of randomization given some ini- 



tial knowledge with various deterministic settings , including all of the sense of direction 

settings. 

Yamashita and Kameda [YK96] provided an inclusions relationship diagram to illus- 

trate the various computational power relationships between deterministic settings, not in- 

cluding sense of direction. Flocchini, Roncato and Santoro [FRS96] extended these results 

by including weak sense of direction. Tel [Te195a] provided some results relating to sense 

of direction for specific topologies under both deterministic and randomized settings. In 

this thesis, we provide more results under both deterministic and randomized settings for 

arbitrary topologies, including a few sense of direction settings that were not previously 

considered. 

We also compare the computational power of the various levels of sense of direction. 

We provide conditions under which processors that are provided with the lowest level of 

sense of direction can generatc thc highest level of sense of direction, thereby solving the 

open question regarding the comparative computational power of the various levels of sense 

of direction. 

Chapter 5 summarizes the main results in this work. This chapter also includes a section 

on directions for future research in the area. 



Model, Definitions and Techniques 

A network of anonymous processors that communicate asynchronously by exchanging 

messages over communication links between some pairs of processors is modeled by a 

graph G(V, E), where processors correspond to nodes (the set V) and links correspond to 

edges (the set E). Denote IVI = n and \El = m. The processors are considered to have 

access to unlimited memory and the local computational cost is considered to be negligible 

in comparison to the network communication costs. The links are assumed to be lossless 

and reliable. There is no garbling or loss of messages, nor is there any jumbling in the 

order of messages (FIFO message ordering is preserved). Moreover, messages reach their 

destinations in finite time. Furthermore, processors are also assumed to be reliable; they 

never crash. 

The system scheduler selects one or more processors to take a step simultaneously. A 

run is an interleaved sequence of such steps by the processors. An infinite run is an infinite 

sequence of steps. The scheduler is fair, meaning that in any infinite run, all processors are 

scheduled to run infinitely often. 

The following definitions are adaptations of those provided by Tel (pp. 27,28 [Te195a]). 

The execution model for asynchronous networks is non-deterministic in nature even if in- 

dividual processors react in a deterministic manner, since the next step in any execution is 
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not unique from a global perspective. For instance, a message sent by processors to pro- 

cessor y may, in one execution, reach before the message sent by processor to !, and in the 

next execution, the order may be reversed due to the way the run-time system works. For 

correctness we require a distributed algorithm to work for all possible interleavings. Dis- 

tributed detemlinism (that is, a deterministic distributed algorithm) thus describes a class of 

all possible executions rather than a single execution (see pp. 28, [Te195a]). A deterministic 

algorithm is correct if it terminates with the correct answer for all possible interleavings. 

There are two classes of probabilistic algorithms, namely Las Vegas randomized algo- 

rithms and Monte Carlo randomized algorithms. Las Vegas randomized algorithms termi- 

nate correctly with probability 1, but do not have an a priori bound on the number of steps 

to termination. Monte Carlo randomized algorithms terminate within a bounded number 

of steps, but may give an incorrect answer with small positive probability. This thesis only 

considers Las Vegas randomized algorithms. 

In this thesis, we assume that each processor has a local function for naming its ports 

uniquely. This was termed Local Orientation by Flocchini and others [FMS98a]. Boldi 

and Vigna [BV95] use the term deterministic labelling for local orientation. 

2.2 Definitions and Notation 

This section provides the definitions and notation for the results presented in this thesis. An 

attempt has been made to simplify the notation where possible, and to unify the notation 

used by different researchers. 

2.2.1 Networks 

The following definitions regarding network settings and algorithm termination are minor 

adaptations of those provided by Tel (page 27, [Te195a]): 
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Named ~wfworks are those where processors have distinct IDS. The algorithm running 

on each processor uses its ID as a parameter. 

Leader networks are those where only one processor is in a distinguished state leader 

and runs a distinct algorithm. All the other processors are in a different, common state 

non-leader, and run a different algorithm common to all non-leaders. Leader and named 

networks are computationally equivalent, since a leader can be used to assign distinct iden- 

tifiers, and a leader can be elected on named networks ([Te195a] and others). 

A17onymous networks are those where all processors are identical and run the same 

algorithm. This is the weakest setting, but using randomization, it is possible to simulate 

the other networks, provided that the processors have at least network size information 

[Te195a]. Processors with the same number of ports run the same algorithm in this setting. 

Processor terminatiorz is a setting where all processors complete their algorithm exe- 

cution and enter a halt state, and are aware that others will eventually be in the same state. 

In contrast, message terntination occurs where no more messages are sent and all message 

queues are empty. In this setting, processors do not necessarily know when the algorithm 

has terminated; they may instead be in some state indicating a "tentative" decision that 

could change upon receipt of an additional message. Since all message traffic has ceased, 

each processor will not change state but does not know this. Non-termination is a setting 

where processors run algorithms that do not terminate. In this thesis, we consider results in 

the processor termination setting and occasionally under the non-termination setting. 

2.2.2 Edge Labellings and Processor Views 

The following notation is based on that used by Yamashita and Kameda [YK96], and by 

Flocchini, Mans, Roncato and Santoro [FRS96, FMS98al. 

Let G = (V, E) be a connected graph, where V is the set of vertices and E is the set 
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of edges connecting these vertices. A path 7c is a concatenation of directed edges starting 

from a node xo and ending at some node xj and is denoted by 

A trail is a path with distinct nodes except for the terminal vertex xj, which may coincide 

with the starting node. Thus, the length of any trail cannot exceed J V J  + 1. We consider 

only trails in this thesis. The term path is used in the literature for trails, so for consistency, 

we will use path to mean trail throughout in this thesis. Now, define the reverse path of 

path n: denoted 7c by: 

P[x] denotes the set of paths originating at a node x, and P[x,y] c P[x] denotes the set of 

paths originating at a node x that terminate at node y. Furthermore: let pd[x] denote the set 

of paths of length d starting at node x. Let E ( x )  denote the set of edges incident on node 

x, and L be a set of edge labels. Let h, be a function mapping directed edges from E(x) to 

labels in L. If h, is injective V x 6 V,  then h = {A, I x E V)  is a Local Orientation. In what 

follows, we consider only edge labellings that are local orientations. We denote the graph 

with an edge labelling function h by (G, A). An edge labelling h induces a path labelling 

as a natural extension. A local path labelling function denoted A,, is defined as follows for 

every node xo E V and every path n: E P[xo]: 

Axo(n) = ( ~ ~ ~ ( ( x o , x I ) ) ~  h.q ((x1>x2)),-.-h,r1-1 ((xj-l,~j))). 

The path labelling function for the graph G is denoted A = {A, I x E V). From these 

definitions we have A,, (Z) = (Axl (xj,xj- I ) ,  hr,_, ( ~ j - ~  , ~ j - ~ ) ,  . . . , Ax, (XI ,x0)). 

Let a be the sequence of labels in A,T(n:). Thus, a = (ao, a,, . . . , aj- I), where a; = 

(x;,x;+ I ) ,  0 5 i 5 j - 1. This notation differentiates edges, delimited by angle brackets, 

from labelled sequences representing paths, delimited by parentheses. 
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For every path n, let n --t a represent the correspondence between a path n and the 

sequence of labels for that path, a as defined above. Let x + a denote the label sequence 

a starting at a node x. 

Definition 2.2.1 (FMS98al 

A local orientation h has Edge Symmetry i f  and o n l ~  ifthere exists n bijection \c, : L H L 

such that 

A local orientation that has edge symmetry is called a Locally Symmetric Orientation. 

Define the path symmetry function from paths to paths, which extends v from edges to 

paths, as follows: Y : L* H L*; 'V'n t P[xo,xj] and its corresponding label sequence A,,(n) 

from X o  to Xi, 

Now, consider the label sequence Axo (n) 

Thus we have the following property 

Property 2.2.2 Edge Symmetry [FMRS97]: 'V' .n E P[x ly]  and every corresponding 77 E 

P[ylx], = y(Ay(E))' 

This property states that if the labelling is a locally symmetric orientation, then the se- 

quence of labels representing a path is equal to the sequence obtained by applying the 
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function Y to the sequence of labels on the reverse path' 

Definition 2.2.3 [FMS98a] 

Given two labelled graphs ( G  = (V ,  E ) ,  h)  and (GI = (V ' ,  E l ) ,  h'), a bijective function x : 
V t, V' is a labelled graph isomorphism (lg-isomorphism for slzort).for ( G ,  G') i fand only 

if: 

Definition 2.2.4 [FRS96] 

Let G = (V,  E )  be a graph and f be afLlnction f : V I-+ R, for some range R. The equivalence 

relation =f between elements v and u o f  V is defined as follo~w: 

Also, V u E V ,  let [u] denote the equivalence class of u induced by the function f .  We omit 

the subscript when it is obvious from the context. 

Definition 2.2.5 Given an unlabelled graph G, afunction f : V * R and the corresponding 

equivalence relation =f, the unlabelled quotient graph induced by ~f is the graph G /  -j- - 
= ( V ,  E )  where 

c = {[v] I v E V }  and E^ = { ( [u] , [ v ] ) l  [e] , [v]  E and 3 ( u l , v l )  t E and u ,  E [u] and 

vl E [vl> 

Observe that this definition permits the presence of self loops in the unlabelled quotient 

graph but does not permit parallel edges between nodes, since edges are undistinguished. 

When we consider a labelled graph, this restriction is undesirable since we distinguish 

between labelled edges. So we need to extend the definition to define a labelled quotient 

graph. Denote a labelled edge by the 4-tuple (u ,  v, l,,), where u,  v E V ,  1, is the label that 

'when Flocchini and others [FMRS97] defined Y, the labels were in increasing order of subscript. How- 
ever, the reversed ordering of labels for Y presented in this thesis is required to satisfy the previous property, 
as we have shown above. 
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node u gives the edge and I,, is the label that node v gives the edge. Now we can define the 

quotient graph of a labelled graph ( G ,  h)  as follows: 

Definition 2.2.6 Given a labelled graph ( G ,  h) and a function f : V t+ R and the corre- 

sponding equivalence relation =f, the labelled quotient (multi) graph induced by =f is the 
-- 

graph (G,  A)  / rf = ( V ,  E )  where: 
- 

V =  { [ v ]  ~ ~ ~ ~ } u n d E = { ( [ u ] , [ v ] , l ~ , 1 ~ )  I[u],[v] ~ V a n d 3 ( u l , v l )  E ~ a r z d u l  E [u] ,  vl E [v] 

and 11 = A,,, ((4, v1)) and 12 = A,,, ( ( v t ,  ~ 1 ) ) ) .  

Since we only deal with labelled graphs in this thesis, we will omit the qualifying term 

'labelled' henceforth. 

Definition 2.2.7 (Definition 1, (YK961) 

Given ( G ,  h)  a~zd a node v E V ,  the view T ( v )  is an infinite, rooted, labelled tree that is 

recursively defined as follows: 

T (1-1) has root xo corresponding to v. For each vertex vi adjacent to v in G, T ( v )  has a child 

node x; and an edge from xo to xi with the corresponding labels in the network, h,(v, v;) at 

the xo end and A,, (vi ,  v )  at the xi end respectively. Node xi is now the root of the view T (vi) .  

The view of a processor v that is truncated to some depth d is denoted by ~ ~ ( v ) ,  and is 

called the d-view of v. The d-view of an arbitrary processor is denoted by T ~ .  

The view represents the maximum topological information that is obtainable from the 

network through message passing, assuming some initial information K [YK96]. Ya- 

mashita and Kameda consider four lunds of initial information, namely 

0 noinfo, which is no additional topological information other than local orientation, 

0 upbound, which is a valid upper bound on the network size, 

size, which is the exact network size, and 

topology, which is the adjacency matrix of the network. 
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Yamashita and Kameda provide a result that we use extensively, so we quote it here. A 

distributed algorithm is called pseudo-sy~.rchrorzou if it consists of phases that impose syn- 

chronization on asynchronous networks. 

Lemma 2.2.8 (Lemma 5, [YK96]) Consider a network G and any problenr P,for networks. 

There is an algorithm A for solving P on G using some initial topological information K 

about G if and only i f  there is a pseudo-sy~zchro~zoz.~~ algorithm B for solving P on G using 

information K such that in each phase p + 1 ( p  2 0). each processor v E V sends TP(v)  

and nothing else to all its neighbours. 

Clearly, i f  an algorithm is correct for any timing, then in particular it must be correct if 

such synchronization is imposed on it. So we may assume that A is pseudo-synchronous. 

Observe that processors send and receive messages regarding the network labeling, and 

must base their decisions after a round (phase) p on the messages received from processors 

at distances up to p away from it. Yamashita and Kameda [YK96] show that B can sim- 

ulate the p phases of A with only the view collection technique and by performing local 

computations, since this truncated view contains all the information in the messages to that 

phase. 

The results presented in this thesis require processors to be able to compare these views, 

so processors must impose an ordering on equal sized views to render them comparable. 

Each processor v E V transforms its d-view to impose a lexicographically first, left to right 

ordering on outgoing labels at each level to generate an ordered view as shown in Algorithm 

2.2.1. 

The truncated view is a finite graph, so is it easy to verify that the algorithm terminates. 

Furthermore, the algorithm only rearranges the order of the labelled edges, so the view is 

unchanged, since the definition does not place any restriction on the ordering of labelled 

edges within it. We will consider only ordered views henceforth, since every processor can 

impose this ordering on a view of any depth. 
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~ -- 

Algorithm 2.2.1 Transform the View T~ to a lexicographically first Ordered View 

1: curr-depth t 0. 
2: while curr-depth 5 d do 
3: for all nodes i at depth cnrr-depth do 
4: Rearrange the child nodes of node i in lexicographically first order, from left to 

right. 
5: end for 
6:  curr-depth t curr-depth + 1 .  
7: end while 

Define the view equivalence relation ET on processors in the network G as follows: 

V u ,  v E V ,  u -T v if and only if T(u) = T(v). Norris [Nor951 showed that for edge labelled 

digraphs, Ig-isomorphism to depth n - 1 implies Ig-isomorphism to all depths. As a conse- 

quence, the (11 - 1)-view covers all the paths in G. So, it suffices for processors to compare 

( n  - 1)-views to establish view equivalence. The view quotient graph of a labelled graph 

G is the quotient graph that is induced by the view function T. 

To construct the view quotient graph of its network, a processor has to generate the view 

of each processor in the network. Any processor is at distance at most n - 1 from any other 

processor. Therefore, the ( n  - 1)-view of any processor includes nodes corresponding to 

every processor in the network [Nor%, YK961. As a consequence of Norris7 result, the 

(n  - 1)-view of all (other) processors in the network is contained in the (2n - 2)-view of 

every processor. Each processor can now isolate the ( n  - 1)-views of each processor in the 

network, order them using a lexicographically first ordering and use the view equivalence 

relation on these views to generate the set of nodes for the view quotient graph. An edge 

exists between two nodes in the view quotient graph if there are two processors in the 

network with these two views that share an edge, and the labels in the view quotient graph 

are retained from the network edge. 

Algorithm 2.2.2 generates for each processor the set of distinct views in the network, 

which represents the distinct nodes in the view quotient graph. The set of edges is generated 
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Algorithm 2.2.2 Generating the View Quotient Graph from the View T2"-'(v). 

Build the View T'"-'. 
ST.,-1 (,,) t the set of nodes in T"- ' (v). 
Th t @ {initialize the node set to the empty set.) 
for all j E ST"-' ( V ,  do 

Isolate the view TI7- ' (j) from T ' " - ~  (11). 

Order the view T"-' ( j ) .  
Th t Th u {Tn- '  ( j ) ) .  

end for 
Generate the graph (G, A)/  =T as defined in Definition 2.2.6 with V = Th. 

(b) 

Figure 2.1: A Graph and its View Quotient Graph 

directly from Definition 2.2.6, page 16. Thus, the algorithm generates the correct output if 

it terminates. It is easy to verify that each step in this algorithm is finite, and since there are 

a finite number of steps, the algorithm will terminate. 

The view quotient graph QT = (VQ: EQ) generated by Algorithm 2.2.2 is equivalent to 

that defined by Yamashita and Kameda (Definition 3, [YK96]). Processors name each node 

in the view quotient graph distinctly by using the distinct view that the node represents. To 

simplify the illustrations, we number the nodes 1 ,2 , .  . . , IVQI instead. In Figure 2.l(a), we 

see a graph G with a labelling h. The view quotient graph of this graph is shown in Figure 

2.l(b). A realization of a view quotient graph Q = (G ,A) /  =T is a simple, connected, 
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labelled graph (R ,  h) such that the view quotient graph 6 = (R, A)/ =r is lg-isomorphic to 

Q. From this definition, i t  is clear that any graph is a realization of its view quotient graph. 

The symmetry s;i of the graph G, given the local orientation h is the ratio between the 

number of processors in G and the number of distinct views in G under A. The maximum 

symmetry over all local orientations, oc, is called the symmetricity of the graph G. 

Definition 2.2.9 Symmetricity [YK96] 

oc = max {sh I h is a local orientation for the graph G }  
h 

2.2.3 Sense of Direction 

Processors can locally 'name' the other processors in the network based upon some path 

that leads to that processor. One way is for a processor to name another by the label se- 

quence of some path that reaches it from itself. So, a processor may give another processor 

many names, one for each path connecting the pair. Consequently, two different processors 

can give different 'names' to a third processor, or use the same name for different pro- 

cessors, depending on their respective viewpoints. Such a local naming scheme does not 

generate distinct or unique identifiers in the network, and the system remains anonymous. 

Denote such a set of non-distinct local processor names by 7\C. Henceforth, any reference 

to names corresponds to the such a set of local names. 

Definition 2.2.10 [FRS96] A naming coding function c : L* t-, NU {*} is a function that 

maps sequences of labels to names or the distinguished Null name *. The function c is 

consistent i f  and only ifV x E V and V n1 ,X* E P[x] ,  c satisfies the following condition: 

Thus, if a processor has access to a consistent naming coding function, it will be able to 

determine if two labelled paths starting at itself will terminate at the same processor or not. 



Definition 2.2.11 A boolean coding function h : L * x  L* ++ {true, false) nzaps u pair of 

lahol sequences to the boolean truth 13alues. The ficncrion I) is consistent if and onl~l if 

'd a, p E L*, 'dx E V ,  'drt 1,rtz E P[x] sz~lz  that rt 1 - a and x2 ?-, P, tlze.following condition 

holds: 

The next two lemmas establish that these functions are not equivalent: a consistent 

boolean coding function is weaker than a consistent naming coding function. 

Lemma 2.2.12 If a coi~sisterzt naming coding finctiorz exists, then a consistent boolean 

codinp.function exists. 

Proof: Define a boolean coding function b for all pairs of label sequences, a, P E L* as 

follows: 

b(a, p) = true if and only if c ( a )  = c(P) 

A A 

Let 6,  P E L*, x E V ,  rt1 ,n2 E P[x] such that nl ..-t 6 and 7c2 ..-t P. Since c is a consistent 

naming coding function, 

A 

We have & = A.y(rtl) and = &(rt2), 

From the definition of the boolean coding function b, 

Thus, from definition 2.2.11, b is a consistent boolean coding function. 
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Figure 2.2: A labelling admitting a consistent boolean coding function but not a consistent 
naming coding function. 

Since equality of names is an equivalence relation, a naming coding function induces 

an equivalence relation on label sequences. If the naming coding function is consistent 

then two label sequences that do not occur at a common starting point can be forced to be 

given the same name by transitivity. A consistent boolean coding function is not similarly 

constrained. Thus, we have the following result: 

Lemma 2.2.13 TIze existence of a consistent boolean coding function is not a mficient 

condition.for the existence of a consistent naming codingfunction. 

Proofi There exist labelled networks for which a consistent boolean coding function ex- 

ists, but no consistent naming coding function exists. For instance, consider the labelled 

network in Figure 2.2 on page 22. 

Any consistent naming coding function for this network must satisfy ~ ( 1 ~ 1 ~ )  = ~ ( 1 ~ 1 4 )  

and c(1314) = c(l5l6). Consequently, since c is consistent, i t  must be that c(ll12) = c(1516). 

But then from processor X in the network, we have that c(l l  12) cannot have the same value 

as c(1510) if c is consistent, which is a contradiction. 

Define a boolean coding function for (G, A): V a, E L*, Vx E V ,  Vnl  ,nz E P[x] such 

It is straightforward to verify that this function is consistent by inspection in Figure 2.2. 0 



In this thesis, we will use the naming coding function to define the various levels of 

sense of direction for consistency with established results. In chapter 4, we shall see that the 

computability results that are obtained when processors have access to a consistent naming 

coding function are still valid if processors only have access to a consistent boolean coding 

function. This is because the technique that exploits the coding function utilizes only the 

information that is contained in the boolean version of the coding function. 

Definition 2.2.14 (FMS98aI The labelling h on G possesses a Weak Sense of Direction if 

and only ifh adinits a coitsistent nunling coding fiiizction c. 

Refer to figures 2.3 and 2.4 (pages 24 and 24 respectively) due to Flocchini and others 

[FMS98a] to see the difference between a coding function that is consistent and one that is 

not. In the second network, node F is split into nodes G and F. The edge from E to F is 

preserved, and the edge from D to F now connects D and G. The edge labels are preserved. 

Now, in Figure 2.4 paths (1,2) and (3) both lead from A to C,  but path (1.2) connects D to 

F, while (3) connects D to G. Thus, no consistent naming coding function can exist with 

this labelling. 

Definition 2.2.15 [FMS98a]A decoding function (1 : L x ,q NU {*), is afiulctioir that 

maps an edge label and a local name to a local izanle or to the distinguished Ncill izaine 

*. Given a consistent codhg jknction c, a decoding fialction d is consistent i f  and only i f  

V ( x , y ) E E , V ; € V a n d V n  E P[y,z],  

where o represents label sequence concatenation. Thus a decoding function enables a pro- 

cessor to determine its own local name for a remote processor from its edge label to a 

neighbour and that neighbour's local name for the remote processor. 

Definition 2.2.16 [FMS98a] 77ze labelling h on G possesses a Strong Sense of Direction 

i f  and only i f  h admits a consistent codingfunctior7 and a consistent decociiizg.function. 
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Figure 2.3: A labelling admitting a consistent naming coding function [FMS98a] 

Figure 2.4: A labelling that cannot have a consistent naming coding function [FMS98a], 
and therefore cannot have any sense of direction. 

Refer to figures 2.5 and 2.6 (pages 25 and 25 respectively) to see the difference between 

a decoding function that is not consistent and one that is consistent. Flocchini. Mans and 

Santoro [FMS98a] prove that the labelling h in Figure 2.5 admits a consistent naming 

coding function c but that it does not admit a consistent decoding function. 

In Figure 2.5, consider the labelling h with a consistent naming coding function c. Now, 

since ( a ,  b) and ( i ,  j )  E P [ X .  H] for any consistent naming coding function c, i t  must be 

that c ( ( a ,  b)) = c ( ( i ,  j ) ) .  Similarly, c( ( i ,  j ) )  = c ( (e ,  f ) ) .  

Suppose now that (G. h) has a consistent decoding function cl. Then, from node Y ,  i t  must 

be that d ( m , c ( ( a ,  h ) ) )  = c ( p ) .  Thus, from Equation 2.1, 



Figure 2.5: A labelling that cannot have a consistent decoding function [FMS98a]. This 
labelling possesses weak but not strong sense of direction. 

Figure 2.6: A labelling that admits a consistent decoding function. 

Now from node 2, the following must be true: 

From Equations 2.2 and 2.3, c ( p )  = c ( q )  . However, from node R, c ( p )  # c (q )  leading to a 

contradiction. Therefore, for any choice of d, d cannot be consistent. 

Now change to a new label exactly one label in the labelling h to yield the labelling h' 

as shown in Figure 2.6. Observe that we only renamed to s the edge q connecting nodes R 

and T. This change in the labelling retains the consistency of the naming coding function, 

and the new labelling A' admits the existence of a consistent decoding function. 
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Let the term encoding refer to the value returned by a consistent naming coding function 

for a labelled path. A labelling h has Name Synmietnl if and only if there is a bijection 

p : % e N, for every pair of processors x and v ,  between the local name that x assigns 

to y (denoted Nume,(y)) and the local name that y assigns to x such that p(Nanze.,(y)) = 

Name,.(x) and p(Name,,(x)) = Nanze,(y). The following theorem due to Flocchini and 

others [FMRS97] provides an equivalent characterization of name symmetry using only 

the consistent coding function on labelled paths. It says that if the encoding of two labelled 

paths is the same, then the encoding of their reversed labelled paths is also the same. 

Theorem 2.2.17 (Tlzeorem 5, [FMRS97]) Vn1 E P[x,y] and Vn2 E P[w,z] and label se- 

quences a and p such that n ,  w ct and 3 ~ 2  w p, name symmetry exists i f  and only i f  c is a 

consistent naming coding function and 

Definition 2.2.18 [FMS98a]A labelling is a Symmetric Sense of Direction ifand only if i t  

is a strong sense of direction and also possesses both edge symmetry and name symmetry. 

Flocchini and others [FMRS97] showed that there are labellings that are a strong sense 

of direction but are not symmetric. See Figure 2.7 on page 27 for an example where edge 

symmetry exists but no name symmetry exists. The edge symmetry function here is the 

identity function. From the consistency of the naming coding function c, we have that 

~ ( ( 2 , s ) )  = c ( ( 4 , 6 ) )  and c ( ( 6 , 4 , 1 ) )  = c ( ( 3 ) ) .  From the consistency of the decoding func- 

tion d ,  we have that d(1  , c ( ( 2 , 5 ) ) )  = d(1 ,  c ( ( 4 , 6 ) ) )  = c ( ( 1 )  o ( 4 , 6 ) )  = c ( ( 1 )  o ( 2 ,  S ) ) ,  where 

o represents label sequence concatenation. Suppose that name symmetry exists. Since edge 

symmetry exists, we know that Y ( ( 1 , 4 , 6 ) )  = (6.4, I )  and Y ( ( 1 , 2 , 5 ) )  = (5 ,2 ,  I ) .  By The- 

orem 2.2.17. c ( (6 ,4 .1 ) )  = c ( ( 5 , 2 , 1 ) ) .  But from the consistency of c and from Figure 2.7, 

c ( ( 6 , 4 , 1 ) )  = c ( ( 3 ) )  and c ( ( S , 2 , 1 ) )  # c ( ( 3 ) ) ,  which is a contradiction. 
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Figure 2.7: A labelling that is a strong sense of direction but not a symmetric sense of 
direction. Name symmetry does not exist for this labelling [FMRS97]. 

The d-surrounding of a processor v is the graph that is obtained by imposing node 

equivalence based on the consistent coding function on the d-view of v. Intuitively, a node 

u in the d-surrounding of v represents the set of all paths of length at most d from v to 

u. Denote the d-surrourtding of a processor v by Nd(v). See Figure 2.8 for an example 

network, and a processor's 2-View and its 2-surrounding. 

Definition 2.2.19 [FRS96] 

Given a labelled graph (G, A), an integer d > 0, a processor v E V and a consistent naming 

coding.bnction c, the d-surroundirzg of v is the labelled graph Nd(v) defined by: 

Recall that T ~ ( v ) /  =, is the labelled quotient graph induced by the equivalence rela- 

tion E, as defined in Definition 2.2.6 on page 16. The above definition comes from a 

lemma by Flocchini and others. (Lemma 1, [FRS96]). They also proved that 3 d  5 n - 1 

/ $ - I  wtnorphi<. 
where Nd z N ~ + ' ,  where n is the network size. That is, for large enough d,  the d- 

surrounding is Ig-isomorphic to all surroundings of depth at least d and is 19-isomorphic 

to the original network [FRS96]. In this case, we drop the qualifier d and refer to the 

surrounding of a node. 

The surrounding can be generated by adapting the technique established by Flocchini 

and others [FRS96] if the size is available. Processors build their (2n - 2)-views. Starting 
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The network G 

w 

The View Quotient Graph ( G ,  h)/ Er 

The 2-View of u,  T ~ ( u )  

The 2-surrounding of u, ~ ~ ( u )  

Figure 2.8: A small graph G, the 2-view from a node u and 14's 2-Surrounding. 
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at the root of this tree and progressing to all nodes in the ( 1 1  - 1)-view from the root, 

processors identify the set of all equivalent paths that lead from this starting node in the tree 

using the consistent coding function. Observe that since the starting point is available, the 

boolean coding function is sufficient to determine whether or not two label sequences also 

terminate at the same processor in the network. A node is generated for each equivalence 

class of paths, which corresponds to distinct processors in the network [FRS96]. Edges 

are generated for edges linking two distinct processors in the network, retaining the labels 

from the view. 

2.2.4 Solvable Sets of Networks 

Given a graph G with a labelling A, a problem P is solvable on G with information K 
A 

if a solution for P exists for every labelling h that contains equivalent knowledge to that 

contained in h with K. For instance, consider a network G that has a labelling that is a 

strong sense of direction. Then, a problem P is solvable on G only if P is solvable for every 

labelling for G that is a strong sense of direction. 

The following definitions extend and unify notation established by Yamashita and Kame- 

da [YK96] and Flocchini, Roncato and Santoro [FRS96] so that all relevant results can be 

precisely and uniformly stated. They define the set of labelled networks on which a given 

set of problems is solvable. Let G be the set of all connected networks. 

Definition 2.2.20 Deterministic Coniputations 

Let T be a set qf problerns.for networks. Let K he a set qf initial infonrlation available to 

processors. A network G E G is in D K ( T )  ifV P E T there is a deterministic algorithm that 

solves P on G when processors on G are provided with the set of initial information K. 

Definition 2.2.21 Randomized Computations 

Let T be a set of problems for networks. Let K he a set of initial information available to 
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17rocessors. A ~ ~ e t w o r k  G E is in R K ( T )  i j Y P  E T there is a randomized algorithm that 

solves P on G when processors on G are provided with the set of initial infonnatioi~ K. 

In this thesis. the (initial) knowledge settings are those defined by Yamashita and Kame- 

da [YK96], the extensions provided by Flocchini and others [FMS98a] and two variants of 

the latter forms of knowledge. 



Literature Review 

The thrust of this thesis is on computability in anonymous networks, with and without sense 

of direction, and with and without randomization. Therefore this chapter focusses on the 

significant publications pertaining to sense of direction and computability in anonymous 

networks. Four papers have a strong bearing on the work contained in this thesis. These 

are described in detail including important results and techniques in section 3.1 beginning 

on page 3 1. 

The review of the complexity literature is less extensive. Section 3.2 beginning on page 

46 provides only short summaries of some of publications in this area, because issues of 

complexity of computations with and without sense of direction are beyond the scope of 

this thesis. 

Section 3.3 beginning on page 52 includes short overviews of some related publications 

that do not have as much impact on the current work as the four papers in section 3.1. 

3.1 Fundamental papers 

In this section, we review the contributions, results and techniques used in four papers 

that have a strong bearing upon the work in this thesis. These papers provide much of the 

framework for this thesis, and the questions answered here are motivated primarily by the 

work contained in these papers. 
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3.1.1 Sense of Direction: Definitions, Properties and Classes 

This paper by Flocchini, Mans and Santoro [FMS98a] formalizes the labelling property of 

graphs called Sense of Direction. The definitions in this paper were the first formal ones in 

the field, with only minor modifications appearing later. The principal contributions have 

already been overviewed in Chapter 2. 

Motivation for the research 

Informally, processors can use sense of directio In and o lnly local informatio In to achieve 

results that would normally require global knowledge. The authors observe that sense of 

direction has been used earlier to break message complexity lower bounds, but without 

explicitly stating that this property was being exploited. For example, in a complete graph 

with 12 nodes, election can be accomplished using O(n) messages [Pet851 by exploiting 

sense of direction instead of the established lower bound of Q(n1ogn) messages without 

using sense of direction [KMZ84]. On hypercubes, i t  is possible to achieve the same com- 

plexity of O(n)  messages for leader election by using sense of direction instead of the lower 

bound of Q(nlog1ogn) messages that applies without sense of direction [FM96, Te195al. 

The authors provide several other instances where sense of direction has been used to 

create efficient algorithms. They cite this unorganized usage of sense of direction as one 

of their principal motivations for formalizing the field and identifying the attributes of this 

network labelling property. Another term that has been used in the literature for the same 

concept is network orientation [Te195a]. Boldi and Vigna [BVOOa] also provide us with an 

alternative definition for weak sense of direction. 



Properties of sense of direction 

The authors enumerate various properties of sense of direction. They provide example 

networks that have labellings that possess and do not possess weak and strong senses of 

direction. They provide a condition for a weak sense of direction to actually be a strong 

sense of direction: if a consistent coding function satisfies an associative property, then a 

consistent decoding function can be derived from it. 

Sense of direction allows a processor to translate a local name that another processor 

uses for a third processor into its own name for that third processor , based on the la- 

bel sequences that connect these three processors. The authors analyze these translation 

capabilities of processors given the various levels of sense of direction. They show that 

symmetric sense of direction gives processors the maximum translation capability com- 

pared with strong or weak senses of direction: processors can derive the local names that 

they give each other irrespective of their location in the network. 

Classes of Sense of Direction 

The authors categorize sense of direction into four major categories, which are listed below 

with illustrative examples: 

Cartographic Sense of Direction 

A Cartographic labelling is based on an embedding in the Cartesian plane. Exam- 

ples of this embedding are coordinate labellings and polar labellings. For coordinate 

sense of direction, the labels are based on the (x,y) coordinates in the Cartesian plane. 

A naming coding function that returns the pair of relative Cartesian offsets (one for 

each axis) between two nodes using this labelling is consistent. Cartographic la- 

belling~, such as the coordinate labelling illustrated in Figure 3.1 on page 34, admit 

a symmetric sense of direction [FMS98a]. 



Figure 3.1 : Coordinate Sense of Direction, [FMS98a] 

Chordal Sense of Direction 

In a chordal labelling, a virtual oriented ring is imposed on the processors in the 

network. Processors label each outgoing edge by the cl~orclnl distance, which is the 

number of hops on this virtual ring to the processor at the other end of the link. A 

naming coding function that returns the relative 'chordal' distance taken consistently 

clockwise (alternatively consistently counterclockwise) between two nodes on the 

virtual ring using this labelling is consistent. Chordal labellings, such as the one 

shown in Figure 3.2 on page 35, admit a symmetric sense of direction when the 

network size is known [FMS98a]. 

Contracted Sense of Direction (compass sense of direction in a mesh or torus, dimen- 

sional sense of direction in hypercubes) 

Contracted Sense of Direction can be illustrated by a wraparound grid network with 

n o r t h ,  s o u t h ,  e a s t  and west  labels being applied at each processor using mag- 

netic directions as on a contemporary map. Refer to Figure 1.1 on page 5 due to 

Flocchini and others [FMS98a] and the accompanying explanation in Chapter 1. A 



Figure 3.2: Chordal Sense of Direction, adapted from [FMS98a]. 

Figure 3.3: Neighbouring Sense of Direction, [FMS98a]. 



naming coding function that returns the lexicographically first contracted labclled 

path between two nodes is consistent. Contracted labellings such as compass sense 

of direction admit a symmetric sense of direction [FMS98a]. 

Neighbouring Sense of Direction 

In this form of sense of direction, two processors u and v give the same label 1 to 

an outgoing edge if and only if the edges terminate at the same processor. Thus, 

this sense of direction imposes distinct identifiers for processors. This implies that 

leader election is possible on anonymous networks with Neighbouring SD. As a con- 

sequence, in anonymous networks where only deterministic computations are per- 

mitted, neighbouring sense of direction cannot be generated [FMS98a]. Figure 3.3 

on page 35 illustrates this remarkable and very strong form of sense of direction. 

Observe that unlike the other classes of sense of direction illustrated above, neigh- 

bouring sense of direction is not symmetric, since edge symmetry is not satisfied. 

The definitions given in this paper have undergone only minor changes since its publi- 

cation. Thus, it forms the basis for the formal study of sense of direction. 

3.1.2 Computing On Anonymous Networks - Part I: Characterizing 

the Solvable Classes 

This paper by Yamashita and Kameda [YK96] investigates several basic problems for asyn- 

chronous anonymous networks. It establishes the relationships between various levels of 

available network topological information and solvable classes of problems for determinis- 

tic computations without considering sense of direction. The results in this thesis are based 

on their framework and their results. 



Network Model and Definitions 

The network model defined in this paper is the model used in this thesis (refer to sec- 

tion 2.1 on page 10). The authors consider the solvable classes for the set of problems 

T = {Leader Election (LE), Edge Election (EE), Spanning Tree Construction (ST), Find 

Topology (FT)), under various assumptions about initial topological knowledge available 

to processors. The initial information provided to processors is from the set K = {noinfo, 

upbound, size, topology}, where 

noinfo: processors are only aware of their outgoing edge labels and that the labelling 

is a local orientation. 

a upbound: processors are provided a valid upper bound on network size. 

a size: processors are provided with the exact network size. 

a topology: processors are provided with the adjacency matrix of the network. 

For a problem P E T and an algorithm A for P ,  N ( P , A )  denotes the set of networks 

for which A can solve P, irrespective of communication timing or port labelling or, if 

knowledge of upper bound on network size is available to processors, the tightness of the 

upper bound. 

The authors define the view of a node, which is informally an infinite labelled tree rooted 

at itself that includes labelled paths to all nodes in the network, preserving the labelling 

properties (see Definition 2.2.7 on page 16). The authors initially provided a result that two 

processors shared the same infinite view if their views were identical to depth 112 ,  where 

n is the network size [YKSS]. Norris [Nor951 improved upon this result and reduced this 

minimum required depth from n2 to 11 - 1. 

The authors proved that any distributed deterministic algorithm can be simulated by an 

algorithm that sends and receives processor views in each round of the computation and 



makes local computations. Based on these two results, Yamashita and Kameda [YK96] 

conclude that the view of depth iz - 1 represents the maximum information about the net- 

work that can be obtained by a processor on a message passing network of size 17. This 

result is critical to many computability results, and we use i t  extensively. 

The authors define the view quotient graph of a graph, which is informally a graph 

obtained by merging all nodes in the network that have the same views into one node, 

preserving the labelling. This graph is not necessarily simple, and may also be a multi- 

graph. Recall that a realization of a view quotient graph Q is a simple connected labelled 

graph that has a view quotient graph that is lg-isomorphic to Q, and that the original 

graph is a realization of its view quotient graph. 

The authors prove that there is a realization with a minimum number of nodes, called the 

minimum realization of the view quotient graph. They define the conditions to determine 

the size of the minimum realization, and also provide us with Algorithm Min-Lnhel that 

generates such a realization (pp. 80, [YK96]). They demonstrate that Algorithm Mirz- 

Label can also be used to generate realizations that are larger than the minimum realization. 

Their presentation implies that algorithm Mir?-Lahel may be adapted to generate multiple 

realizations of a given size. 

The authors also discuss computability under weaker knowledge settings than network 

topology. Some important results from this paper [YK96] are: 

D{,,,) ({LE: EE, ST}) = DI,,,,,I ({LE. EE. ST}). Observe that the problem FT is 

not included, since it is possible to have two different topologies of the same size that 

also have the same view quotient graph. See Figure 3.4 on page 39 for an example. 

Recall that oc is the symmetricity' of the labelling on the network G. LE is solvable 

on network G e oc = 1 and processors know network size. 

'refer to definition 2.2.9 on page 20 



C H A P T E R  3 .  LITERATIJRE R E V I E W  

Figure 3.4: A quotient graph that generates two topologically distinct realizations of size 6 
(Figure 6, pp.79, [YK96]) 

If o 5 2, EE and ST are solvable, provided that processors have access to network 

sizeandif o =  2, then 3 u , v €  V ,  u f T  vand ( u ? v )  E E. 

D{ropo/o,qy} ) g D{topo/og?) ( P I  ) U S  g D{topo/ogy} ( T 2 )  2 G ,  where G and S denote 

the set of all graphs and trees respectively, PI = {LE) and T2 = {EE, ST) .  

If G is a tree, oc 5 2. Furthermore, G is a tree if and only if its view quotient graph 

is a tree, except for at most one self loop with the same edge label on both ends. 

A is a universal algoritlznz for the solvable set D K ( T )  if N ( P , A )  > DK(P)  (see page 

37). There is a universal algorithm to compute the quotient graph Q = (G, h)/  =r if 

at least upper bound on network size information is available. 



Figure 3.5: The Inclusion Relationships Diagram [YK96]. See the explanation given below 
on page 40. 

D g ( T )  = D{Lrpbou,,d~(!P). However, there is no universal algorithm to solve these 

problems for both settings, in contrast to the previous result. The proof technique 

used here is a constructive argument that is useful in the comparison of weak settings. 

The authors provide a technique to determine the longest trail for each path in a 

processor's view, and use this information to determine an upper bound on network 

size. 

In the Inclusion Relationships diagram, the initial knowledge available to processors 

shown is the highest knowledge for conformity with the definitions. However, in the results 

provided by the authors, the following hold: 



Among other results, with either an upper bound on edges (links) or the exact number 

of edges rather than nodes, the solvable classes do not change. The authors also establish 

that there is no direct relationship between the number of automorphisms and symmetric- 

ity, even though there may seem to be such a relation between the two. Recall that an 

automorphism is an isomorphism from a graph to itself. 

"A graph -d is a covering for a graph G if there is a way to label the vertices of -d with 

the names of vertices in G in such a way that, for every vertex u of G labelled v, the set of 

u's neighbours in G coincides with the set of v's neighbours in G. Two graphs G and G' 

have afinite common covering if 3G that is a covering for both G and G'" [YK96], page 

86. The authors prove that if there is no graph G' of the same size as a graph G such that G 

and G' have a finite common covering, then G E ({FT)). 

3.1.3 Computing On Anonymous Networks with Sense of 

Direction 

This paper by Flocchini, Roncato and Santoro [FRS96] extends the work that Yamashita 

and Kameda [YK96] began in the paper we discussed in the previous subsection. The 

authors introduce the concept of a processor's surrounding, which they prove to be stronger 

than that of the view. Informally, the surrounding of a processor is a graph that is the 

quotient graph that is induced by a consistent coding function on the processor's view. See 

Figure 2.8 on page 28 for an illustration of a processor's surrounding. 

The authors define a form of knowledge that they call complete topological awareness 

(denoted complete), where all processors know a graph that is lg-isomorphic to the actual 

network G, as well as an isomorphic image of themselves in G. The authors prove that the 

surrounding is 1,g-isomorphic to the original network G. From the surrounding, a processor 

can also distinctly identify a processor on G that is isomorphic to its image in the surround- 



ing: this processor is the root of the view that is collapsed into the surrounding. Hence, the 

surrounding gives processors complete topological information. 

Note that this isomorphic image is not unique. For instance, consider the surrounding 

that is obtained on a ring with consistent left-right labellings. Since processors on this 

ring generate the same surrounding, they may all select a single processor on G as their 

isomorphic images. 

The authors analyze computability in anonymous networks under deterministic settings 

when processors possess a consistent coding function (weak sense of direction). They 

show that several results obtained by Yamashita and Kameda [YK96] can be extended into 

analogous results with weak sense of direction. Thus, they generate a hierarchy of results 

similar to those obtained by Yamashita and Kameda [YK96]. 

The set of information that they consider is the same as that considered by Yamashita 

and Kameda [YK96], with the addition of complete topology information (denoted conzplete). 

They use the notation W I ( T )  for the set D~l,wsD,,,,,,,n}(T), where information I E {noinfo, 

upbound, size, topology, complete) and WSDkl,o,,, denotes that processors are provided 

with a consistent naming coding function (weak sense of direction). They establish that 

W I ( T )  = Wcomplere(T) for any I from the set of initial information. So they denote this set 

by W ( T ) -  

Thus, the knowledge settings hierarchy established by Yamashita and Kameda [YK96] 

collapses in the presence of weak sense of direction as follows: 



Prove that D{ W S D ~  ,,,,,, ,I )({Shortest Path}) = G.  This result derives from the fact that pro- 

cessors generate all labelled paths in the network while generating the surrounding, so i t  is 

possible to determine the shortest labelled path between two processors if an ordering (for 

instance a lexicographically first ordering) is imposed on these labelled paths. 

An important result from this paper is that processor knowledge of topology informa- 

tion is computationally weaker than processor knowledge of weak sense of direction. That 

is, D{ropo~o,qy) (PI G D{comp/~e} (PI = D{ WSD~,,,,,.,, 1 (PI- TO Prove this, they consider a min- 

imum regular identity graph that has size 12 and degree 3. Now, for this graph Gide,l,ity, 

they select a labelling so that the views of all processors are the same, and O G ~ ~ ~ ~ , , , , ,  = 12. 

Consequently, leader election is not possible [YK96]. 

However, the surrounding is an lg-isomorphism of Gidmrirq. Since the graph is an iden- 

tity graph, it has no isomorphisms other than the identity automorphism. Consequently, the 

surrounding is the graph Gidentitv. By definition, every node in the surrounding corresponds 

to a distinct processor in the network. So a leader can be elected on  gin.,,,,,^ using sense of 

direction [FRS96]. 

This paper considered only those computability results by the addition of weak sense 

of direction to the settings considered by Yamashita and Kameda [YK96]. This paper 

did not answer the questions regarding the computational power of strong and symmetric 

sense of direction. The authors also claim that some of their results held even if processors 

only knew about the existence of weak sense of direction rather than have access to the 

consistent coding function. 

3.1.4 Network Orientation 

This paper by Gerard Tel [Te195a] analyzes the impact of symmetry of a processor network 

on fundamental computability issues. He considers both deterministic and randomized 



computations. 

The paper mainly deals with two well known topologies, the hypercube and the torus. 

He also assumes that processors may have another kind of topological knowledge: the net- 

work topology type. That is, processors are aware of their being on a torus or a hypercube. 

Tel considers three models of networks, namely leader networks, named networks and 

anonymous networks (see Section 2.2.1 on page 1 1  to recall these definitions). He com- 

pares the computational power of these settings. Tel only considers processor terminat- 

ing algorithms. Tel also defines what constitutes deterministic and randomized distributed 

computations. 

The following are some of the important results from this paper: 

0 Leader networks are computationally as powerful as named networks. Tel provides 

an algorithm to generate distinct identifiers on a leader network, and also an algo- 

rithm to elect a leader on a named network, proving that these settings are computa- 

tionally equivalent. 

0 Leader networks and named networks can generate sense of direction on hypercubes 

and tori. A lower bound of Q(lEl )  messages is required for generating a sense of 

direction in hypercubes and tori. 

Anonymous networks are weaker than leader (or named) networks [Ang80]. Tel out- 

lines the argument that proves that there is no deterministic algorithm that can elect a 

leader on anonymous networks. Tel's argument is an adaptation of that provided by 

Angluin [Ang80], and we outline it briefly: 

Since processors are assumed to be identical, they must all be in some common state. 

We denote these common states collectively by state ~rnifonn. Now, if processors 

take a deterministic step, then they must all make the same step. So, the computation 



leaves the processors in the same relative state uniform. Irrespective of the compu- 

tation that the processors execute, they cannot break symmetry because they are all 

running identical computations. Thus, they will remain in the same relative state 

uniforn?. Consequently, they cannot elect a leader. 

There exist randomized algorithms to determine sense of direction in anonymous 

networks, provided that network size is available. He employs the techniques used 

by Itai and Rodeh [IR81] to prove that without size information, this is impossible. 

They proved that processors cannot generate network size information if they use 

randomized algorithms that do not have access to the network size. 

Tel extends this to show, by contradiction, that sense of direction cannot be computed 

on a torus without size information. For instance, suppose that some algorithm exists 

to determine sense of direction on a small torus. This execution is finite, and there- 

fore has a positive probability of being simulated on a fragment of a large torus. If 

this computation occurs on two different smaller fragments of this large torus, it is 

possible (with arbitrarily large probability as the size of the torus is increased with- 

out bound) that the relative orientations are incompatible. Thus, the execution could 

have not been an algorithm for tori of arbitrary size. 

While Tel's results are topology specific, some of them can be generalized to arbitrary 

topologies. He uses the term orientation instead of sense of direction. He provides con- 

sistent naming coding functions that are available to all processors for hypercube and torus 

networks respectively, and provides efficient algorithms to impose sense of direction on 

these networks. 
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3.2 Complexity Literature 

In this section, we review some of the publications that deal with the complexity issues that 

arise when using sense of direction and when computing in anonymous networks. 

On the Impact of Sense of Direction in Arbitrary Networks [MS94] 

This paper by Mans and Santoro [MS94] provides one of the preliminary results by the 

authors. They present an election algorithm for arbitrary networks that have a chordal 

sense of direction. This algorithm heavily exploits the efficiency with which a chordal 

labelling can be exploited to elect a leader. This marks the first intentional exploitation of 

sense of direction for arbitrary networks: all prior results were for specific topologies only. 

Informally, the algorithm works by amalgamating several rooted sub-trees in the net- 

work into one rooted spanning tree of the entire network. Each sub-tree in the forest is 

rooted with a king. Initially, each individual processor is the king of the tree consisting 

of only itself. As the trees grow and combine, citizens are added and kingdoms merge 

until there is only one rooted spanning tree in the network, with one king and the rest citi- 

zens. Kings try to expand their lungdoms through u.arriors who try to attack neighbouring 

kingdoms. 

Warriors send attack messages to the warriors of other kingdoms, and the authors define 

the conditions when attacks succeed and when they fail. Each kingdom has a certain status. 

Warriors can only successfully attack kingdoms with a status that is no _greater than that 

of their own. When a warrior A prevails over warrior B, the losing warrior's kingdom is 

annexed by the king of warrior A. The authors provide various concurrency restrictions in 

their algorithm to guarantee progress, and prove termination of the algorithm. 

The merging (annexation) of kingdoms is done by exploiting the chordal distance be- 

tween processors on a chordal labelling. Recall that chordal distance in a chordal labelling 



is the number of hops taken consistently clockwise (alternatively consistently counterclock- 

wise) in the virtual ring connecting all processors, and can be derived from the chordal 

labelling. That is, if processor pl is at a chordal distance d l  from processor p2, and p2 is at 

a chordal distance d? from processor p3, then the processors can determine that processor 

p1 is at a chordal distance (dl + d2) mod n from processor p3. The final surviving king is 

the leader. 

The message complexity of this algorithm is O(nlogn) using sense of direction. The 

lower bound without exploiting sense of direction is Q ( e  + 17 log17). 

Efficient Algorithms for Elections in Meshes and Complete Networks 

In this paper, Peterson [Pet851 provides optimal algorithms for leader election in meshes 

and complete networks using sense of direction. We provide an outline of Peterson's algo- 

rithm for electing a leader on bidirectional square mesh networks of (& x fi) processors 

with distinct identifiers, where processors know the network size n. 

In Peterson's algorithm, contenders send Looking messages that mark off increasingly 

larger squares while traversing the network in each round that they are active. Messages 

are sent to traverse a square with a side of d = [ail in the i"' round for some constant a. 

Peterson calculated the optimal value of a to be approximately 1.1795. The messages are 

sent d steps right, then d steps down, d steps left and finally d steps up in the first Jr? 

rounds by processors, using sense of direction to determine these directions consistently. 

When a processor's Looking message encounters another contender's boundary, it notes 

its identifier. Another message is sent that follows the other processor's boundary to in- 

form i t  of the original processor's identifier. A processor's message may encounter many 

contenders, but it remembers only the identifier of the processor with the largest identi- 

fier whose boundary it intersected. A Saw message is generated for marking off a square 



boundary after seeing a contender with a smaller identifier. A See11By message is gener- 

ated to follow an intersected boundary to inform the contender of the proccssor's identifier. 

Thus, processors will initially receive several SeenBy messages. 

If a contender receives a message from a contender whose identifier is larger than its 

own, then i t  becomes part of that processor's boundary and becomes a relay. A contender 

proceeds to the next round if it encounters no contenders, or alternatively, if it receives both 

its Saw message and a SeenBy message from a processor with a smaller identifier. 

In the fir" phase, a processor is a contender if its message has wrapped around to itself. 

Now, contenders send a.finale message downwards. If this message intersects the boundary 

of another contender, i t  proceeds only if its identifier is larger. If ajfinale message returns 

to a contender by looping back completely, this contender must be the largest identifier and 

it becomes the leader. 

Peterson observed that so long as processors have the ability to make consistent tums, 

they can achieve the same O(n)  message complexity as his algorithm for tori, since sense 

of direction was only used for these consistent turns for messages. On arbitrary networks, 

however, this approach fails, since the concept of these turns requires a highly symmetric 

topology. 

Optimal Distributed Algorithms in Unlabelled Tori and Chordal Rings 

In this paper, Bernard Mans [Man971 studies the message complexity of distributed algo- 

rithms for the named topologies when links are unoriented. Peterson [Pet851 presented a 

linear message complexity algorithm to elect a leader on a wraparound torus using sense 

of direction. As an extension, he claimed that processors on a torus only needed to know 

how to make consistent turns to mark off a square, and the same complexity bound was 

achievable. Mans introduces a handrail technique that can be used to solve leader election 



in unoriented tori using @ ( ! I )  messages instead of O ( n  log(n)) messages without any form 

of sense of direction, confirming Peterson's claim. Informally. the handrail builds partial 

structural information (partial sense of direction) that is sufficient to solve the election 

problem and for constructing sense of direction on complete networks and tori. 

Observe that partial sense of direction is as powerful as sense of direction only for 

highly regular and symmetric topologies such as tori and complete networks. On arbitrary 

networks, there is no concept of 'consistent turns' that is critical to the algorithms presented 

in this publication. Therefore, partial sense of direction is computationally weaker than 

sense of direction in the general case, even if i t  is as powerful as sense of direction on 

specific topologies. 

Processors impose a consistent "district labelling", which is the 2-surrounding from 

each processor. The author provides a technique for computing the handrail and for apply- 

ing it consistently in both tori and chordal rings. In tori, for instance, the handrail allows 

processors to consistently determine what is "c~ockwise" and "counterclockwise" relative 

to the processor that sent the message. Thus, the actual labels of the network are not re- 

quired to be consistent if this weaker property is guaranteed, and then Peterson's algorithm 

[Pet851 can be implemented with some modifications to elect a leader on this network with 

linear message complexity. Mans uses the handrail technique to impose sense of direction 

on square tori of n nodes using exactly 11 + Ji? messages. 

He also considers chordal rings where each processor has four outgoing links to pro- 

cessors: one each to adjacent processors in the virtual ring and one to a processor that 

is at a chordal distance of fi from it ,  and one to a processor that is at chordal distance 

n - fi. Now, the handrail-based algorithm for square tori can be adapted to elect a leader 

or establish sense of direction with linear message complexity. 

The author notes that the handrail technique is a general technique that can be exploited 



on highly regular topologies where the stronger requirement of sense of direction is not 

available, but the weaker handrail can be generated to match the complexity gains that are 

obtainable due to sense of direction. 

The Impact of sense of direction on Message Complexity 

This paper by Flocchini, Mans and Santoro [FMS97b] analyzes the impact that sense of 

direction has on message complexity. They present various complexity results and lower 

bounds, and show that in the presence of sense of direction, these established lower bounds 

are improved upon. 

The authors discuss a variety of common and strongly related computational problems 

and note some interesting lower bounds. We consider each problem P to be a series of 

global state configuration transitions. Any processor in the initiator state spontaneously 

and independently begins this transformation sequence. The other processors are assumed 

to be in the asleep state. This paper formalizes the connection that sense of direction has 

with reducing established lower bounds on several problems. 

They define various problems as transformations of states, namely leader election (LE), 

minimum finding (MF), spanning tree construction (ST), depth first traversal (DFT), wakeup 

(W) and broadcast (B). Given problem P, let C(P) denote the message complexity of P in 

arbitrary graphs. Let the processors have distinct identifiers. Let P E !P = {LE, MF, ST 

DFT, W: B). The following table shows the state transformations: 



1 LE I initiator. asleep 1 1eader.lost I k 2 1 initiators, n - k asleep 

Problem 

1 MF I initiatol; asleep 1 nrinimum.ot1w-s I minimum = leader 

Initial States 

ST 

I w  / awake, asleep I awake I 1. awake, 11 - k asleep 

Final States 

DFT 

I 1 initiatol; asleep I anrrke I 1 awake, n - 1 asleep 

Comments 

initiator, asleep 

Earlier, Santoro [San84] proved that C(LE) = C(ST) = C(MF). The authors prove that 

VP E T. C(B) < C(P). Also, in arbitrary networks of unknown size, V P  E P, C(P) > 
Q ( I  El ) .  The authors provide a distributed Depth First Traversal (DFT) algorithm that ex- 

ploits sense of direction and has message complexity of C(DFT) = 2n - 2. 

They observe that broadcast can be performed for the same cost of 2n - 2, since a 

traversal is a broadcast. Additionally, given distinct identifiers and using sense of direction, 

the message complexity of electing a leader on arbitrary networks is lowered from Q ( e  + 
n log(n)) to 0(n log(n)), irrespective of the kind of sense of direction used. 

initiatol; asleep 

Complexity of Deciding Sense of Direction 

root,otlzers 

In this paper, Boldi and Vigna [BVOOa] consider the decidability of sense of direction. The 

terminology used in this paper is slightly different from that used by Flocchini, Mans and 

Santoro in [lWS98a]. 

The authors analyze the complexity of deciding weak sense of direction if processors 

are provided with a labelled network. Denote the class of problems that are solvable in time 

~ ( ( l o ~ n ) ~ )  using a polynomial number of processors by AC! The model of computation 

the authors use is the Common CRCW PRAM: the Parallel Random Access Machine that 

allows concurrent reads and writes (so long as the writes are the same value for all writers). 

root = leader 

root,otkers 1 initiator (root), others DFT 



They show that the problem of deciding weak sense of direction can be solved in loga- 

rithmic time in parallel using n6 processors and thus belongs to the class AC'.  The authors 

also establish that deciding strong sense of direction is in the sequential complexity class 

P. The authors observe that their solutions are theoretical, not practical results, since the 

number of processors required to decide weak or strong sense of direction is impractical 

for even a small number of processors. 

3.3 Other related publications 

In this section, we briefly review some other relevant publications. 

Levels of Sense of direction 

Flocchini, Mans, Roncato and Santoro [FMRS97] deal with the issue of levels of sense of 

direction, namely weak, standard and symmetric. These levels of sense of direction are 

studied with respect to consistency properties including associativity, edge symmetry and 

name symmetry. They show that there are labellings that possess strong sense of direction 

but not edge or name symmetry, and therefore not symmetric sense of direction. They 

provide several results pertaining to these consistency properties. 

Their results apply to fixed labellings: once a labelling is given to a network, they do 

not consider the possibility of changing these labels. The results in this paper do not have 

a strong impact on the computability results that we consider in this thesis. 

Coverings that Preserve Sense of Direction 

In this paper, Boldi and Vigna [BVOOb] provide some constructions that impose sense of 

direction on some highly symmetric and strongly connected graphs. A graph has imkimal 

sense o f  direction if it  is a locally symmetric orientation and has at least weak sense of 



direction, with the number of edge labels being equal to the maximum out-degree. The 

authors provide a technique for labelling highly regular graphs with a minimal sense of 

direction. They consider small base graphs that contain the structure of the larger graph 

and that use the minimum number of labels. These graphs are used to build large graphs. 

The authors show that even though their construction increases the number of edges in the 

larger graph, the number of labels remains the same, thereby generating a minimal sense 

of direction. 

They provide results on constructions to generate sense of direction on strongly con- 

nected networks. For example, on a butterfly network of (17 + 1)2" processors, sense of 

direction can be constructed using 2(12 + 1) labels. 

Computing Anonymously with Arbitrary Knowledge 

This paper [BV99] provides characterizations of computable relations given arbitrary knowl- 

edge on networks. The processors are in the same initial state and run the same algorithm. 

The activation models that the authors consider are synchronous, asynchronous and inter- 

leaved. 

The settings that are considered in this paper are weak "noinfo" settings, since no topo- 

logical information is assumed to be available to processors. The authors state that under 

these settings, it is possible to compute certain relations that are based on a bounded neigh- 

bourhood. The authors provide conditions for processors to compute some relations under 

the three activation models. They observe that the other forms of knowledge considered 

in the literature are strong assumptions, and thus they try to determine some relations for 

weaker assumptions. 



Comparison of Initial Conditions for Distributed Algorithms on Anonymous Net- 

works 

This paper by Sakamoto [Sak99] studies the power of initial conditions for distributed 

algorithms on anonymous networks. However, there is no reference to sense of direction 

in this work, and it is a different extension of the work done by Yamashita and Kameda 

[YK96]. He studies the effect that transformation algorithms have on computability, and 

provides algorithms to transform some initial knowledge settings into others. He makes 

use of both deterministic and Las Vegas style randomized distributed algorithms. The 

knowledge settings that he considers are all, k-leadel; size, upperbound and zero (noinfo), 

where all is the equivalent of complete topology and k-leader is when the k leaders have 

the state 1 and the others have the state 0. He provides a hierarchy of these transformations 

for both deterministic and randomized distributed algorithms. 

Topological Constraints for Sense of Direction 

In this paper, the Flocchini and Santoro [FS97] investigate the relationship between sense 

of direction and network topology. They consider the following classes of labellings: local 

orientations and locally symmetric orientations. 

They characterize the constraints and conditions for these two labelling classes to be 

sufficient for the presence of sense of direction. They identify the set of forbidden sub- 

graphs that cannot admit a sense of direction and the set of feasible graphs on which sense 

of direction can exist. They prove that this characterization is complete. 

They prove that local orientation is sufficient for sense of direction only in trivial graphs. 

Locally symmetric orientation is sufficient for sense of direction on some networks, for in- 

stance on rings and trees. Thus, this paper specifies simpler labelling conditions for the 

presence of sense of direction for a significant subclass of networks, based on the topolog- 



ical structure. This research answers some of the open questions concerning the impact of 

topolo,oical structure on the presence of sense of direction. 

Backward Consistency and Sense of Direction in Advanced Distributed Systems 

In this paper, Flocchini and others [FMS99], observe that in contemporary systems, the 

concept of a point to point link is no longer a valid assumption. Since local orientation is 

not guaranteed on interconnection networks such as buses or wireless links, sense of direc- 

tion does not exist as defined earlier.. So, the authors introduce the notions of backward 

consistency, backward local orientation, and backward sense of direction that account for 

the lack of such traditional links. 

They show that backward sense of direction is computationally as powerfill as regular 

sense of direction. This paper completely characterizes the requirements for this inverted 

notion of labelling consistency. They also determine the effect that symmetric labellings 

have under the specified conditions. Since backward sense of direction does not change the 

computational power hierarchy, we excluded it from our analysis, although the results in 

this thesis apply to backward sense of direction as well. 

Sense of Direction in Distributed Computing 

This paper by Flocchini, Mans and Santoro [FMS98b] is a survey paper of the field. The 

authors classify the kinds of structural knowledge that can be made available to the pro- 

cessors. They review the major results under various sub-areas of study relating to sense 

of direction. They cover the results on the impact of sense of direction on message com- 

plexity IJMS97b1, the impact on computability [FRS96], decidability of sense of direction 

[BVOOa], constructing sense of direction on hypercubes and tori [Te195a], handrai Is and 

partial sense of direction [San84, Man971 and topological constraints for sense of direction 

[FS97]. 



They review the constraints on minimal sense of direction [FMS97a, BV971. A graph 

has cycle symmetry if all nodes belong to the same number of cycles. It was shown by 

Flocchini and others [FMS97a] that cycle symmetry is a necessary condition for a minimal 

sense of direction, but it is not sufficient. However, the authors show that every node having 

the same surrounding is a necessary and sufficient condition for minimal sense of direction. 

The authors also conjecture that the number of labels required for a sense of direction is 

the maximum out-degree + 1, a conjecture that is disproved by Boldi and Vigna [BVOOa]. 

They also review the solution to the problem of object naming [BFR98]. In this paper, 

the authors use the local node naming function to generate local names for objects in a 

distributed system. Particularly, they use the consistent coding function for determining 

the name of an object based on the path that can be used to reach it. This naming scheme, 

they claim, has location independence and locality of names, and is thus desirable. 

More Lower Bounds for Weak Sense of Direction: The Case of Regular Graphs 

In this paper, Boldi and Vigna [BVOOd] disprove the conjecture that the minimum num- 

ber of edge labels required for imposing sense of direction on arbitrary graphs was the 

de~ree,~,(G) + 1. It was proven recently by the same authors [BVOOc] that for sufficiently 

large 11 there are random graphs of high degree requiring degree,,(G) + o ( n /  logn) edge 

labels. 

They define a network connectivity property (called Property A 3 p )  that allows them to 

provide a characterization of d-regular graphs. They prove that the graphs that do not have 

this property have a precise structure that they analyze. In this paper, they prove that the 

degree,,,(G) + o ( n /  logn) bound holds even for regular graphs. In fact, they improve the 

bound to Q(nlog1ognllogn). They show that Q ( d c J m )  distinct edge labels are 

necessary in regular graphs, where dG is the degree of the regular graph G. 



---- 

Computability Relationships in Anonymous 
Networks 

In this chapter, we compare the computational power of various network settings. Each set- 

ting is a pair: the knowledge that is available to processors and the class of algorithms that 

processors may use (deterministic or randomized). Consider the set of networks on which 

a problem is solvable under a given setting and recall the definitions regarding solvable 

sets from Chapter 2 on page 29. We contrast the computational power of different settings 

based on the relationships between the respective solvable sets of networks. 

We are not concerned with the comparison of models for efficiency of solutions. We 

consider two parameters, availability of at least network size and presence of randomiza- 

tion, and classify these network settings accordingly. Recall from section 2.2.4 on page 29 

that a problem is considered solvable on a network G for a given sense of direction setting 

only if i t  is solvable for every sense of direction labelling for G under that setting. Define 

the following relations on these network settings: 

Setting A is stronger than setting B if V problem P, the set of networks on which P 

is solvable under setting A is a superset of the set of networks on which P is solvable 

under setting B. This relation is denoted by A B. 

Setting A is strictly stronger than setting B if t' problem P, the set of networks on 

which P is solvable under setting A is a proper superset of the set of networks on 
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which P is solvable under setting B. This relation is denoted by A 7 B. 

If we consider three settings A, B and C, then only the following transitive relations 

hold: 

The diagram in Figure 4.1 on page 59 illustrates the relationships between the various 

settings that we analyze in this chapter. In the diagram, a solid arrow from setting A to 

setting B indicates that setting A is strictly stronger than setting B. 

The strictly stronger than relation between settings is the transitive closure of the solid 

arrows relation. A dashed arrow from setting A to setting B indicates that setting B is not 

stronger than setting A. That is, there exists a problem that is solvable on a network G 

under setting A but is unsolvable on G under setting B. A pair of settings is equivalent if 

the knowledge contained in one of the settings can be generated given the other setting. 

Settings that are incomparable have dashed arrows between them in both directions in Fig- 

ure 4.1 on page 59, and are not stronger than each other. The term deterministic sense of 

direction describes the network setting where processors run deterministic algorithms and 

the network possesses sense of direction. We will also use the abbreviation SD for sense of 

direction. 

Consider the diagram in Figure 4.2 on page 60. We consider the set of all networks 

G labelled with a local orientation, and partition G into four classes of networks based on 

these labellings: 
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Randomized algorithms I Deterministic algorithms 

Figure 4.1: Computational power of networks according to initial knowledge and power of 
processors. 

A - B 

A - -  * B 

Setting A is strictly stronger than setting B 

Setting B is not stronger than setting A  
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G,  the set of all labeled networks with local orientation 

+ SymmSD on Network? 

-SSD on Network? 
I 

' A 
6 I - WSD on Network? 

A 
I Yes : No 

v 

Figure 4.2: Classes of labelled networks: classifying the existence of levels of sense of 
direction by answers to the existence questions at each partition boundary 

0 Labelled networks that do not possess any sense of direction. 

0 Labelled networks that possess weak sense of direction but not a strong sense of 

direction. 

0 Labelled networks that possess strong sense of direction but not a symmetric sense 

of direction. 

0 Labelled networks that possess symmetric sense of direction. 

The solid arrows indicate a yes answer to the decision problem of whether or not a net- 

work belongs to a certain partition (henceforth denoted existence question), and dashed ar- 

rows indicate a no answer to the same question. Recall that Flocchini and others [FMRS97, 

FMS98al have proved on separate occasions that this partitioning is non trivial: there are 

labelled networks that possess no sense of direction, those that possess weak but not strong 



sense of direction, those that possess strong but not symmetric sense of direction and those 

that possess symmetric sense of direction. Recall that a symmetric sense of direction im- 

plies that there is a consistent naming coding function, a consistent decoding function, an 

edge symmetry function and a name symmetry function. Henceforth, the term sense of 

direction function(s) refers to these functions, depending on the lund of sense of direction 

being considered. 

Earlier, no clear differentiation was made between knowledge of sense of direction, 

where processors have access to the sense of direction functions, and existence of sense of 

direction, where processors know only that sense of direction exists but do not have access 

to the sense of direction functions. Since for a given network there may be several sense of 

direction labellings we are not concerned with the specific sense of direction labelling that 

applies to the network, so long as such a labelling exists (or is available to the processors, 

as the case may be). In section 4.1.2 on page 70, we investigate the difference between 

these levels of the availability of sense of direction. 

The second general question we are interested in answering and which remains open at 

present is: 

Given a network in one of these four partitions, is there a difference in the computational 

power of processors when they are provided with the exact partition as opposed to when 

they are provided with weaker information corresponding to a superset of the partition? For 

example, does knowledge that a symmetric sense of direction exists on a network empower 

the processors more than knowledge that weak sense of direction exists on the same net- 

work? For another example consider a network on which a weak sense of direction exists 

but no strong sense of direction exists. Does knowledge that there is no strong sense of 

direction on the network impart more computational power to processors than just knowl- 

edge that the labelling is a weak sense of direction? Each such question has two variants: 



one when processors have access to the sense of direction function(s) and the other when 

they do not. 

Henceforth, the following abbreviations are used: 

SymmSD,;,,,? for processor knowledge of only whether or not symmetric sense of direc- 

tion exists on the network. 

SSDflistJ? for processor knowledge of only whether or not strong sense of direction exists 

on the network. 

WSD,;,,,? for processor knowledge of only whether or not weak sense of direction exists 

on the network. 

S ~ ? I ~ ~ S D ~ , , ~ , , . , ,  for processor knowledge of a yes answer to SymmSD,;,,,? and also knowl- 

edge of the relevant sense of direction functions. 

SSDk,,,,,.,, for processor knowledge of a yes answer to SSD,,;,,,~? and also knowledge of the 

relevant sense of direction functions. 

WSDkl,,,,,, for processor knowledge a yes answer to WSDcrisls? and also knowledge of the 

consistent coding function. 

Also, the randomized settings may be abbreviated as Randomization (size) and Ran- 

domization (noinfo). The proofs of the results in this chapter are classified under the fol- 

lowing three categories: 

Comparable deterministic settings, including the different levels of sense of direction. 

Comparable randomized settings, including comparisons with deterministic settings 

where possible. 

Incomparable settings, both deterministic and randomized. 

Observe that all the sense of direction settings in Figure 4.1 are classified as deterministic 

settings. The reason for this classification will become clear from the results in section 4.2, 



page 77, which establish that in the presence of randomization and network size, symmetric 

sense of direction can be generated by the processors. 

Deterministic settings and levels of SD 

In this section, we compare the various levels of sense of direction and other deterministic 

settings. We will consider the three levels of sense of direction, namely weak, strong and 

symmetric. We will also consider the levels of availability of sense of direction when we 

compare two settings, which are as follows: 

Processors have access to the sense of direction functions. 

Processors are provided with a yes answer to the existence question of the higher 

level of the sense of direction settings being compared and know the network size 

but do not have access to the sense of direction functions. 

Processors are provided with ayes answer to the existence question of the higher level 

of the sense of direction settings being compared but are provided with no additional 

information. 

Processors are provided with a yes answer to the existence question for weak sense of 

direction exists and know the network size and possibly a no answer to the existence 

question of strong or symmetric sense of direction, but do not have access to the 

sense of direction functions. 

Processors are provided with a yes answer to the existence question for weak sense 

of direction exists and possibly a no answer to the existence question of strong or 

symmetric sense of direction, but are not provided with any additional information. 



We also consider two settings established by Yamashita and Kameda [YK96] when 

there is no sense of direction to provide perspective in the diagram, namely when processors 

know only network size and when processors are not given any initial information (noinfo). 

4.1.1 Levels of Knowledge of Sense of Direction 

In this subsection, we show that computationally, processor knowledge of weak sense of 

direction is equivalent to processor knowledge of strong sense of direction and is equivalent 

to processor knowledge of symmetric sense of direction. Recall the definitions in section 

2.2.4 on page 29. For example, DSSDknnwn ( T )  represents the set of networks for which all 

problems in T are solvabIe for every strong sense of direction labelling for the network. 

Theorem 4.1.1 Let T be any set of problems for networks. Then, 

D { ~ s ~ ~ , , o , , , l }  (') = D { ~ ~ ~ k n o v , n )  (') = D { ~ y , n m ~ ~ n , l , , , . , , }  (') 

Proofi By definition, for any set of problems T ,  we have that Djs2,nm,SDk,l,,,,,11~ ( T )  2 

D { ~ ~ ~ k , ,  ,,,,,, } 2 D { ~ ~ ~ k n o , , n }  (T ) .  We must prove that D { ~ ~ ~ k , ,  ,,,,,) 2 D { % m ~ ~ k  ,,,,. ,,} 

We show that given at least weak sense of direction, processors can generate a symmetric 

sense of direction by relabelling the network, thereby generating the strongest form of sense 

of direction knowledge. 

Given a consistent naming coding function, processors can generate their respective 

surroundings [FRS96]. Recall that the surrounding is Ig-isomorphic to the original network 

G [FRS96]. Processors can compute size by counting the nodes in this surrounding. With 

size, processors can generate a view quotient graph of the network ([YK96] and Algorithm 

2.2.2, page 19). This graph contains all the paths (and therefore label sequences) in the 

original network. Each node in the view quotient graph represents a distinct ordered view. 

Each processor can name these nodes by the distinct views, which we shall call view-names, 

since every processor generates the same set of ordered views in the network. 



A view quotient graph need not be simple, so it may contain parallel edges, self loops 

with the same labcl on both cnds and sclf loops with different labels on each end in addition 

to simple edges between two nodes. Consider the view quotient graph Q = (G, A)/ ET and 

impose a lexicographically first order on all view-names in Q. 

Consider every pair of views T ( a )  and T ( b )  respectively. Consider every edge (I, ,  lb) 

between T ( a )  and T ( h )  respectively. This edge is relabelled by (T ( a ) ,  T  ( b )  , I,, lb) from 

T  ( a )  's end and by (T ( b )  ; T ( a ) ,  lb, I,) at T ( b )  's end. 

There are two cases to consider here: when the views are identical and when they are 

not. If the views are the same, then the edge is a self loop in the view quotient graph. Given 

that local orientation exists and by the definition of the view quotient graph, it is easy to 

observe that each such relabelled edge is distinct from other relabelled edges. If the views 

are distinct, then the edge is either a parallel edge or a regular edge in the view quotient 

graph. Given local orientation and that the views are distinct, it is easy to see that these 

labels are distinct from all others including the new labels for the self loops. 

Since every processor generates the same set of views and each node in the view quo- 

tient graph is distinct, all processors must assign the same new label to the same edge for 

every edge in the view quotient graph. Thus, every processor must generate the same re- 

labelled view quotient graph. Processors can reimpose these labels on their surroundings 

consistently. 
A 

Let 2* be the set of all label sequences with the new labelling h .  Observe that the new 
A A 

labelling h does not generate distinct identifiers in the network. However, h eliminates rep- 

etition of edge labels between dissimilar processors. Consequently, every label sequence is 

now distinct from processors with distinct views. Given that the new edge labels include the 

views of processors, define an equivalence relation on label sequences such that two label 

sequences are in the same equivalence class only if they start and terminate at processors 



with identical views. 

Denote the equivalence class for every label sequence a t 2' by [a]. Define the name 

A 

of each such class in L* as the lexicographically first sequence in the class, denoted by 

Nnrne([a])  for every label sequence a t 2'. 

Processors can generate symmetric sense of direction on the network by defining a 

consistent coding function, a consistent decoding function, an edge symmetry function and 

a name symmetry function. We define each of these as follows: 

A 

Consistent coding function: Define a coding function as follows: Va E L*, ?(a) = 

N a m e ( [ a ] ) .  Given the above equivalence relation and the new labelling A, it suffices 

to observe that no edge label can be repeated at nodes with distinct views. So, two 

label sequences in an equivalence class always connect processors with identical 

views at the end points. It follows immediately that this coding function is consistent. 

0 Consistent decoding function: Define a decoding function as follows: V (x,y) t E, 

and for every name n of a label sequence equivalence class starting at processor y 

(and terminating at some processor z ) ,  

where o represents label sequence concatenation. The name of an equivalence class 

is the lexicographically first label sequence in that class. From the choice of our 

equivalence relation, it is immediate that this decoding function is consistent. 

Edge Symmetry: By our choice of the labelling, the edge symmetry function is 

trivially defined as follows: 



Clearly, the label that a processor gives to an outgoing edge is related by @ to its 

neighbour's label for the same edge. 

Name Symmetry: Define the name symmetry function as follows: V a  E 2'. Vx, y t 

V ,  Vn E P[x,y] such that n - a, 

The name a processor gives another is the name of the equivalence class of a path that 

leads to it, which is the lexicographically first sequence leading to it. The Y value of 

this sequence need not be the lexicographically first sequence leading back to itself, 

so we need to take the name of the equivalence class of the reversed sequence. 

Thus, processors can generate a symmetric sense of direction labelling if they are pro- 

vided a consistent coding function for the original labelling. El 

Refer to Figure 4.4 on page 69 to see a relabelling that does not generate distinct iden- 

tifiers in G and still possesses a symmetric sense of direction. The view-names have been 

replaced by distinct numbers for simplicity of presentation. Edges may be labelled by their 

end-points at each end. 

Discussion 

On a network with some sense of direction, the relabelling technique imposes a new sym- 

metric sense of direction irrespective of the actual level of sense of direction under the 

original labelling. Thus, where applicable, this technique provides a "bootstrap" to the 

highest level of sense of direction from a solvability standpoint. Recall that a problem is 

solvable on a network if it is solvable for every sense of direction labelling for that network. 

Henceforth, we will use the term SDk,,,,, to represent processor knowledge of sense of 

direction, and do not differentiate between these levels from a solvability standpoint any 



Figure 4.3: A bisymmetric network that possesses weak sense of direction but not strong 
sense of direction. 



Figure 4.4: A numeric relabelling of the nodes in the view quotient graph in Figure 4.3 
combined with the edge labels gives the network symmetric sense of direction. We omit 
the edge labels here for clarity. 
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further. 

4.1.2 SD known versus SD exists and size 

In this section, we prove that the computational power of processors given knowledge of 

sense of direction is strictly stronger than that of processors given knowledge of the network 

size and given a yes answer to the existence of sense of direction. 

We prove this result for processor knowledge of network size and of the existence of 

symmetric sense of direction in particular. Then from the definition of symmetric sense of 

direction, we observe that the corresponding result holds for the weaker levels of sense of 

direction given network size information. 

Consider the problem of determining the complete topology of the network as defined 

on pp. 41, Find Complete Topology (denoted by FCT). Then, 

Proo) If processors are provided with at least the consistent coding function, they can 

generate the surrounding, which is the complete topology of the network [FRS96]. Proces- 

sors can easily compute network size by counting the number of nodes in the surrounding. 

D { ~ ~ k r l m , n }  (p )  2 D{~?7)tn~~~rrrrty.si:e} 

Flocchini and others [FRS96] showed that complete topology information (and there- 

fore weak sense of direction) is computationally strictly stronger than topology informa- 

tion, which is known to be computationally strictly stronger than network size information 

[YK96]. We now provide example networks for which processors cannot determine the 

complete topology even if they are given network size and knowledge that symmetric sense 

of direction exists. 

Given size information and the labelling, processors can generate the set of all real- 

izations of the view quotient graph of the given size [YK96]. Consider the view quotient 



Figure 4.5: Multiple realizations [(a) and (b)] have different (symmetric) senses of direc- 
tion, and (c) is clearly not a sense of direction. (d) is the view quotient graph for all three 
networks. 
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graph, (d) in Figure 4.5 on page 71. Given that the network size is 9, processors can gen- 

erate 3 realizations that are not Ig-isomorphic to each other. The realization in Figure 4.5 

(c) does not possess any sense of direction, since the label sequence (red, magenta, green) 

leads to the same processor in one instance and to different processors in the other two 

instances: there is no coding function that is consistent for this graph with the given la- 

belling. The other two realizations in Figures 4.5 (a) and 4.5 (b) have labellings that satisfy 

the conditions for a symmetric sense of direction, since the functions defined in the proof 

of Theorem 4.1.1 are applicable in these cases. 

Since processors know that symmetric sense of direction exists, they can eliminate the 

network (c) in Figure 4.5, which has a labelling that does not admit any sense of direc- 

tion. Observe that both the remaining networks have different coding functions that are 

each consistent. However, since network size information is not sufficient to generate the 

consistent coding function [FIG961 and processors do not have access to it, they cannot 

distinguish between the networks (a) or (b) in Figure 4.5. 0 

4.1.3 Levels of Existence of SD, with size 

In this section, we compare the computational power of the three levels of sense of direc- 

tion on networks on which at least weak sense of direction does exist. Processors, given 
A 

this information and the network size, can construct a new labelling h that guarantees the 

existence of a symmetric sense of direction. The technique is the same relabelling tech- 

nique in the proof of Theorem 4.1.1. So, irrespective of the original labelling h, processors 
A 

transform their initial information to a yes answer to the existence question for labelling h. 

Theorem 4.1.3 Let T be any set of prohlems~for networks. Then, 



P r o o !  D { S W ~ I , ~ I S I )  ,,,,, , , s i d  2 D{ssI),,, , , , ,s~:~} (TI 2 D{WSD ,,,,,, \,size} ( T )  by definition- To 

prove that these sets are equal. we must show that D ~ w , ~ D ~ ~ ~ ~ , ~ , ~ ~ ~ ~ }  (PI 2 D ~ s ~ ~ ~ , ~ ~ s D , ~ , , , , ~ , ~ ~ ~ P ~  (1)). 

Let h  be the labelling for a network G and suppose h is a weak sense of direction la- 

belling. Since processors know the network size 12 they can generate the view quotient 

graph Q = (G, h ) /  =T [YK96]. Processors can now generate all realizations of size n 

[YK96]. From these realizations, they can identify the subset of realizations that possess 

some sense of direction. The network G is isomorphic to one of these realizations be- 

cause h is a weak sense of direction, although processors cannot distinguish between these 

realizations. 

Now, processors can relabel Q as shown in the proof of Theorem 4.1. I .  From the con- 

struction in Theorem 4.1.1, they can consider each realization that has sense of direction 

in turn and impose this relabelling on them. Now, every realization in this set has sym- 

metric sense of direction. In particular, the network G, which is one of these relabelled 

realizations, must have a symmetric sense of direction. 0 

Henceforth, we drop the qualifying levels of existence of sense of direction when net- 

work size is available to processors, and refer to this form of knowledge as SD,,,,, size. 

4.1.4 SD exists and size versus size only 

In this section, we show that processor knowledge of the network size and of the existence 

of sense of direction is computationally strictly stronger than processor knowledge of net- 

work size. We look at the somewhat contrived example problem of identifying topologies 

that the processors can eliminate from the set of possible networks that they are on. Let us 

call this problem Eliminate Topologies, denoted by ET. 



Proof: Clearly, D{sn,,,,t ,,,$ ir,)(T) > D ~ s i ~ , l ( T ) .  Consider the networks in Figure 4.5 on 

page 71. Given network size, processors can generate the quotient graph and also thc three 

realizations (a), (b) and (c) in the figure. If processors only know the network size, they 

cannot eliminate any of these three realizations [YK96, FRS961. However, if processors 

are given the additional information that sense of direction exists, then they can eliminate 

network (c) in Figure 4.5 on page 71 if processors are given a yes answer to the existence 

question of sense of direction. Observe that if processors are given a no answer, then they 

identify network (c) in the figure as their complete topology. 0 

4.1.5 SD exists and size versus SD exists only 

In this section, we show that computationally, processor knowledge of network size and of 

the existence of sense of direction is strictly stronger than processor knowledge only that 

sense of difection exists. We consider the problem of computing the network size, FS on a 

bidirectional ring. 

Proofi Clearly, DjsD ,,,v,,y, si,,)(P) > DisD eur t s  . )(T). It has been shown that network size 

cannot be generated a ring if size is unknown and if a consistent coding function is not 

available to processors by using either deterministic or randomized techniques [Ang80, 

IR81, YK96, Te195a, FRS961. For instance, a labelled bidirectional ring may be doubled 

and merged so that the views of processors on both rings are exactly the same for all depths. 

Suppose that there exists an algorithm to determine size on this ring without access to 

network size. If the algorithm terminates on the original ring, it must terminate on the 

doubled ring after the same number of rounds with the same output, since processors cannot 

tell the difference between the two rings: a contradiction. 0 



The following example is interesting because it is an instance where processor knowl- 

edge of the existence of sense of direction can be coupled with size information to actually 

generate sense of direction that is known to processors. If the network size is available, 

processors can generate the view quotient graph. It is easy to determine that this graph 

represents a ring, and the complete topology can be generated as shown below. 

Consider a bidirectional anonymous ring of fixed size 17 with edge labels assigned from 

{ l e f t ,  r i g h t ) ,  so that the ring is oriented as follows: a l e f t  followed by a r i g h t  edge 

return you to the starting processor and vice versa. This implies that a sequence of n 

l e f t s  or n r i g h t s  yields a label sequence that goes exactly once around the ring. Given a 

sequence a of edge labels containing 1 l e f t s  and r r igh t s ,  define the contraction of label 

sequences as follows: 

left(/-') mod 11 if1 > r  

Contract(cx) = 

left"-(('-/) mod 1 1 )  l f l < r  . 

Clearly, on the ring, any label sequence a starting from a node p has the same endpoint 

as Contract(a). Define the coding function to be Contract(a) for every label sequence a 

E L*. This function is clearly consistent. A decoding function can be similarly defined as 

follows: Vl  E L and for every name IZ returned by the consistent coding function, d(1,lz) = 

c(1 o n ) ,  where o represents label sequence concatenation. Since the name of a sequence is 

a series of l e f t  labels, this is a valid label sequence. Consequently, d is consistent. This 

labelling clearly has edge symmetry since  left) = r i g h t  and vice versa. The name 

given by a processor x to a processor y is Contract(a) where a is a label sequence that 

starts at x and terminates at y. If x is at distance k from y in the ring, then the name that y 

gives x is lef t"-k,  which is Contract([Y(a)]) as required. 
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A 

Thus in this example, knowledge that the labelling h is a weak sense of direction, to- 

gether with ring size il suffices for processors to construct the consistent coding and decod- 

ing functions, as well as the edge and name symmetry functions. 

4.1.6 Contrasting with the weakest setting: noinfo 

In this section, we prove that computationally, processor knowledge of the existence of 

weak sense of direction is computationally strictly stronger than that of no topological 

information. Once again, we consider the problem of eliminating topologies. 

Proof: Clearly, D~wSD,,,,, ,T}(T) > Dq(!P). Let the processors build views with some algo- 

rithm A E ALG,,,,i,,fo for some arbitrary size k (note that k may only accidentally equal 

the actual size 1 1 ) .  Now, with the labelling information that is collected, and using k as 

the network size, processors construct a view quotient graph and generate the set of all 

realizations of size k. Without any additional information, processors cannot eliminate any 

realization. However, if processors know that weak sense of direction exists, then they can 

eliminate all realizations with labellings that are not weak senses of direction. Similarly, if 

processors know that weak sense of direction does not exist, then they can eliminate all SD 

labellings. 

Yamashita and Kameda [YK96] initially provided the following result. Consider the 

problem of finding network size, denoted FS. 

Theorem 4.1.7 [YK96] D.+} ( F S )  2 D@(FS). 

Proof: By definition, D{,iz,l ( T )  > D Q ( T ) .  When network size is available, FS is trivially 

solvable. However, there is no deterministic or even a randomized algorithm to compute 

size without some additional processor knowledge [Ang80, Te195a, YK96, FRS961. 



This section covered all the strict inclusion relationships between the deterministic set- 

tings (solid arrows in the right half of Figure 4.1 on page 59). The incomparable settings 

represented by dashed arrows in the figure are compared in section 4.3 on page 88. 

4.2 Computational power of randomized settings 

In this section, we analyze the computational power of the randomized settings and contrast 

them with deterministic ones. We include only the strict inclusions in this section. We will 

also see why it is not useful to refer to 'randomized sense of direction' from a computational 

viewpoint. 

4.2.1 Randomization (size) versus SD known 

We first consider the named network setting, which is known to be stronger than the de- 

terministic anonymous setting [Te195a]. Processors use the names in a named network to 

generate a symmetric sense of direction. Then, we observe that randomization has been 

used to generate a named network on an arbitrary anonymous network provided size infor- 

mation is available, proving the result. 

Lemma 4.2.1 A labelling with distinct edge labels admits a symmetric sense o f  direction. 

Pro08 Recall that a labelling that is a symmetric sense of direction must admit a con- 

sistent coding function, a consistent decoding function, and must possess both edge and 

name symmetry. In the given labelling, all edge labels are distinct by assumption. So, 

processors can be distinctly named by the labels on their incident edges. Thus, any label 

sequence is distinct from others, and the starting and terminating nodes can be identified 

unambiguously. 

Define the required functions as defined in the proof of Theorem 4.1.1. The naming 

coding function c accepts any label sequence and returns the lexicographically first la- 
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be1 sequence between the start processor and terminal processor of the given sequence. 

Observe that this is the name of the label sequence equivalence class of the given label 

sequence. Since label sequences are distinct, this coding function is consistent. Define the 

decoding function as given in the proof of Theorem 4.1.1. Again, it is easy to verify that 

this function is consistent. Since the labels are distinct, edge symmetry is trivially satisfied. 

The naming scheme for processors as defined satisfies name symmetry (for more details, 

see the proof of Theorem 4.1.1 on page 64). 

Given a named network, processors can generate distinct edge labels by naming each 

edge from it by its own name and that of the processor at which it terminates. Clearly, 

every label here is distinct. From the above results, we have that 

Lemma 4.2.2 Processors on a named network G can generate a symmetric sense of  direc- 

tion labelling. 

We can now state the main result of this section, proving that randomized algorithms 

that use size information are computationally strictly stronger than deterministic algorithms 

that have access to (symmetric) sense of direction functions. Consider the problem of leader 

election, LE. 

Proof: Processors can simulate a named network on an anonymous network by using a 

randomized algorithm that uses network size information to elect a leader, which then 

allocates distinct identifiers for all processors in the network [AAGS88, Te195al. Given 

distinct identifiers, by Lemmas 4.2.1 and 4.2.2, processors can impose symmetric sense of 

direction on the network. 



It is known that processors cannot break symmetry deterministically on bidirectional rings 

even with sense of direction [Ang80, IR81. Te195a, FRS961. Thus, processors on such a 

network cannot elect a leader. 0 

Due to this result, processor knowledge of even symmetric sense of direction is redun- 

dant when processors can run randomized algorithms that use network size information. 

Recall that when sense of direction is available to processors, they can generate the net- 

work size. Hence, we do not refer to 'randomized sense of direction'. 

4.2.2 Randomization (size) versus Randomization (noinfo) 

On an anonymous network where processors do not have access to network size infor- 

mation, randomization cannot be used to simulate a named or a leader network [Te195a]. 

Consider the problem of finding the network size, FS. 

Theorem 4.2.4 [Te195a] R{,;,,> (FS) 3 Ro(FS). 

Proof: Clearly, RbiZ,)(T) > Rg(T). Problem FS is trivially solvable if processors are 

provided with the network size. However, if the network size is not available to processors, 

then there is no deterministic or randomized algorithm that can determine size [Ang80, 

IR81, Te195a, YK96, FRS961. 0 

4.2.3 Randomization (noinfo) vs. Determinism (noinfo) 

In this section, we show that the computational power of processors using randomized al- 

gorithms that use no initial information is strictly stronger than that of processors using 

deterministic algorithms that use no initial information. Consider the problem of determin- 

ing a maximal independent set MIS. 

On a network G = (V, E), an independent set is a subset of vertices in V such that for 

every pair of vertices u and v, there is no edge (u,  v) between them. 



An independent set is nlaxinlnl if and only if no more vertices can be added to the 

set while still retaining the independence property. Denote a maximal independent set by 

InMm. Denote the set of vertices that are not in this set by Out. The set of neighbours of 

a processor u is denoted by NeighbourSet(l4). The maxinzal independent set problem in 

networks is to determine a set InMa,r such that: 

Vu ,  v E V, u E InMnr A v E NeighbourSet ( 1 4 )  ====+ v E Out (independence) 

and furthermore, 

Vv E V, v E Out ==+ 3u E NeighbourSet ( v ) ~  u E InM, (maximality) 

We present a randomized algorithm, Algorithm MaximallndSet on page 83 that deter- 

mines a maximal independent set without using network topology information other than 

local orientation. Consider a labelled graph (G. A). Denote the degree of a node u by dl,. 

Define the maximum degree of all nodes in the network by d = nzax{d,, I u E V}. 

The current value of each processor is an element of the set {H, T, IN, O U T ) ,  where H 

and T are a head flip and a tail flip respectively, and IN and OUT represent the final decision 

that a processor makes regarding inclusion in set InMar. Processors have access to function 

Flip() that returns a coin flip E {H, T) chosen randomly, uniformly and independently. 

Processor u's next value is a function of the value of two predicates and possibly a coin 

flip. The INNeighbour predicate indicates the presence or not of a neighbour with a value 

IN. The HDeighbour predicate indicates the presence or not of a neighbour with a value 

H. In algorithm MaximallndSet, INNeighbour = true (respectively false) is abbreviated 

3 IN (respectively $ IN) .  Similarly, HBeighbour = true (respectively false) is abbreviated 

3 H (respectively 3 IN).  

The local state of a processor u is the triple (value, INNeighbour, HNeighbour) that 

combines its value and the values of the two predicates on its neighbours' states. In 



MaxirnallndSet the symbol * is a "don't care", indicating that the exact value of the corre- 

sponding component of the state is irrelevant. 

Algorithm proceeds in rounds, where processors send their current values, receive val- 

ues from their neighbours and update their states to assimilate these received values in 

each round. Processors continue to send and receive messages until they can decide on 

their inclusion in set InM,, and then they send their final decision to their neighbours and 

terminate. Such processors are referred to as decided proces,sors. 

A processor u decides its final state and terminates if and only if 

state,, = (H, 8 I N ,  8 H ) :  The next state for processor 14 is ( IN,* ,  *). 

state,, = (*, 3 I N ,  *): the next state for processor u is (OW T, *, *) 

Otherwise, undecided processors compete in the next round. Any processor with an H flip 

competes with undecided neighbours that also flipped H. Any processor that flipped T is 

locked into a T value unless every undecided neighbour also flipped T, in which case it 

competes in the next round. That is, for any processor u, 

state,, = ( H ,  3 I N ,  3 H )  : processor u flips again. 

state,, = (T, 3 I N ,  H ) :  processor 11 flips again. 

state,, = (T, 3 I N ,  3 H ) :  processor u freezes its flip to T for the next round. 

Algorithm MaxirnallndSet implements the state transition diagram in Figure 4.6 on page 

82. The algorithm is presented on page 83. Each node in the transition graph represents a 

state. There is a directed edge between two nodes if a transition can occur from one state 

to the other in the given direction. A transition sequence is a sequence of transitions from 

one state to another via other intermediate states. Each processor's transition depends on 



Figure 4.6: The State Transition Diagram for Algorithm MIS 



Algorithm 4.2.1 Distributed Maximal Independent Set Algorithm MaxirnallndSet 

1: value t T; INNeighbour t HNeighbour t false {Initialize values.) 
2: repeat 

Send value(u) to all neighbours. 
for all undecided neighbours v E NeighhourSet(z4) do 

Receive value(v). 
end for 
{Update state (incorporate neighbour state information):) 
if 3 v E Neighhourset (u )  such that value(v) = IN then 

INJeighbour t true 
else if 3 v E NeighhourSet(u) such that value(v) = H then 

HiVeighbour t true 
end if 
state, t (value,IN_Neighbour, HJeighbour) 
{Check state informat~on:) 
case state,,: 

state,, E (*. 3IN, *) 
state,, t (OUT, *, *). 

state,, = ( T ,  $ I N ,  $ H )  
state,, t (Flip,,(), $IN, 8 ~ ) .  

state,, = (T. $IN. 3H) 
No Operation {T flip is frozen.) 

state, = (H, $IN, $H) 
state,, t (IN, +, *). 

state,, = (H. $IN, 3H) 
state,, t (Flip,,(), $IN, 3H). 

end case 
22: until state,, E {(IN. *, *), (OUT, *,*)I 
23: Send value(z4) to all neighbours v. 
24: End 



its current state and on its random coin tosses only. Thus, the transition probability of a 

sequence is the product of the transition probabilities of each transition in the sequence. 

We establish the correctness of this algorithm using three lemmas. The first two estab- 

lish the independent and maximality conditions leading to partial correctness, and the third 

lemma establishes termination. 

Lemma 4.2.5 Independence: 

I f  any processor u is in state ( I N ,  *, *), then no neighbour v of u is ever in state ( I N .  *, A). 

Proof.- A processor changes its local state to the decided state (IN,*,*) only in line 19 

of algorithm MaximallndSet. In the next round, all neighbours of the processor that are 

not already decided will change to the decided state (OUT:*,*) by lines 8,9 and 16 of 

algorithm MaximallndSet. Thus, two neighbours can be in the state (IN,*.*) only if they 

change to that state in the same round. However, this implies that (line 19) these neighbours 

were in state ( H ,  $ I N ,  $ H )  simultaneously, which is a contradiction. 0 

Lemma 4.2.6 Maximality: 

I f  any processor u is in state (OUT,*,*), then some neighhour v o f  u must be in state 

( I N ,  *, *) 

Proof.- A processor u changes to state ( O U T ,  *, *) in line 16 of the algorithm only if it was 

in state (T, 3 I N ,  *). This occurs only if some neighbour was already in state ( I N ,  *, *) by 

line 8. 0 

Lemma 4.2.7 Termination: 

Algoritlzm MIS terminates with probability I .  

Proof.- We need to show that from every undecided state, there is a transition sequence to 

a decided state with a positive probability. In the transition diagram, we label only those 

edges that are required to show such a sequence. Denote a transition from state a to state b 

by Ta+b. 



In Figure 4.6 on page 82, we can see that from states 4 and 5 ,  a processor will change 

state to a terminal state (states 7 and 6 respectively) with probability 1. Thus, i t  suffices 

to show that there are transition sequences from undecided processors in states 1, 2 and 3 

that reach either state 4 or state 5, and that each of these individual transitions occurs with 

a probability bounded strictly above 0. 

Initially all processors are in state 1 and have a T flip. Therefore, after exchanging 

messages, they first update their state by executing line 17. So they flip an unbiased coin 

1 1 
and with probability -, they flip an H and with probability -, they flip a T. We provide the 

2 2 

bounds on the probabilities for the state transitions from states 1 to states 2, 3 and 4. 

( T ,  $ I N ,  $H) 4 ( T ,  $ I N ,  3 H )  (Label 1 in Figure 4.6). This is the probability that the 

processor flips T and at least one of its neighbours flips an H,  provided that at least 

one undecided neighbour exists: 

Since 1 5 d,, 5 d,  

If there is no undecided neighbour when the processor arrives at this state, then i t  

must be that all of the processor's neighbours are in state (OUT, *, *). In this case, 

the previous bound does not apply, and Proh(Tl,z) = 0. However, the processor 

continues flipping and will eventually flip H, changing state to state 4, followed by a 

change to state 7. 

( T . $ ! I N , ~ I ~ )  -+ (T ,3IN,*)  (Label 2 in Figure 4.6). This is the probability that a 

neighbour v of u that flipped H in the previous round had all of its neighbours flip 



T, so that i t  changed its value to IN. Observe that this bound is based on v not on u ,  

1 
since u's flip is frozen. The probability that this event occurs is P ~ O ~ ( T ~ , ~ )  = w. 
Since 1 5 d,. 5 d and d is a constant for the network, 

0 ( T ?  $IN, $H) + (H, $IN, $H) (Label 4 in Figure 4.6). This is the probability that u 

flips H and all of its active neighbours flip T. It is possible that some of u's neigh- 

bours had their flips frozen at T because one or more of their neighbours had flipped 

H in the previous round. Thus, these processors do not flip in this round and retain 

their T flips. Let k 5 d, be the number of u's neighbours that flip T  actively. Then, 

the probability of this transition is: 

(7, $IN, 3 H )  -+ ( T ,  $IN, 3 ~ )  (Label 6 in Figure 4.6). This is the probability that the 

neighbours of u that flipped H now all flip T. If there were k neighbours of u that 

1 
flipped H ,  this probability is P r ~ b ( f i , ~ )  = -. Since 1 5 k 5 d,, 5 d, we have the 

2 k  

following bounds: 

(H,  $IN, 3 H )  -+ (T, $IN, 3H)  (Label 7 in Figure 4.6). This is the probability that of 

the k neighbours of u that flipped H in the previous round, at least one flips H again 

and u flips T .  This probability is 
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Since 1 < k < d,, < d, we have the following bounds: 

(H, $ I N ,  3 H )  -+ ( H ,  $ IN ,  $ H )  (Label 8 in Figure 4.6). This is the probability that all 

k neighbours of u that flipped H in the previous round flip T in this round and 2.1 flips 

H. The probability of this event is: 

Since 1 < k < d,, 5 d, we have the following bounds: 

It  is clear from inspecting Figure 4.6 that there is a transition sequence from every non- 

terminal state to a terminal state. Since each of the individual probabilities are bounded 

away from 0 by a constant, the product of any of these individual probabilities is bounded 

away from zero by a positive constant. Thus, algorithm MaximallndSet is guaranteed to 

terminate eventually. 0 

Theorem 4.2.8 R@(MaximallndSet) t> D@(MaximallndSet) 

Pro08 Consider the problem MaximallndSet. By definition, R$(T) 2 D@(T).  We have 

established that any anonymous network can solve problem MaximallndSet by using Algo- 

rithm MaximallndSet. We need to establish that there is a network on which this problem 

is not solvable if processors are restricted to using deterministic algorithms that are not 

provided any initial information other than local orientation. 

Consider a bidirectional ring with symmetric sense of direction. On this network, all 

processors have identical views. Angluin [Ang80] and Tel [Te195a] proved that processors 



on a symmetric anonymous network could not break symmetry deterministically [Ang80], 

since all processors would perform the same computation at every step and remain in the 

same relative state. Consequently, processors on this ring cannot determine a maximal 

independent set. 0 

4.3 Incomparable Settings 

In this section, we consider the various settings that are incomparable, represented by 

dashed arrows in Figure 4.1 on page 59. We prove the relationships for each individual 

dashed arrow in what follows by providing an example problem that is unsolvable in one 

setting but is solvable in the other. 

4.3.1 Deterministic SD known versus Randomization (noinfo) 

We observe that the computational power of processors that use deterministic algorithms 

and are provided with knowledge of sense of direction is incomparable to that of processors 

that use randomized algorithms that use no initial topological information by considering 

two problems, FS and MaxirnallndSet. 

Theorem 4.3.1 The computational power qfpmcessors with knowledge @'(deterministic) 

sense of directiorz is irzcomparable to that o f  processors that may use randomized algo- 

rithms without any additional network topological information. 

Proof.- We prove this theorem by the following lemmas. Flocchini and others [FRS96] 

showed that given a consistent coding function, processors can determine the network size. 

Tel [Te195a] showed that there is no randomized algorithm to determine network size if 

size information is not available to processors. Consequently, 

Lemma 4*3*2 D { ~ ~ k n , , , . n )  ( FS) 2 R@ ( FS). 
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From Theorem 4.2.8 we know that R@(MaximallndSet) = G,  where G is the set of all 

networks. However, Angluin [Ang80] and Tel [Te195a] have both proved that determinis- 

tically, symmetry cannot be broken on an anonymous ring even with (symmetric) sense of 

direction. Consequently, 

Lemma 4.3.3 Ro(MaximallndSet) 2 D{SDknoN,n 1 (MaximallndSet) 

4.3.2 Weak SD exists only versus randomization (noinfo) 

In this section, we show that the computational power of processors that run randomized 

algorithms that use no initial topological information is incomparable that of processors that 

use deterministic algorithms and know only that weak sense of direction exists. Consider 

the problem of determining whether weak sense of direction exists or not, denoted WSDE 

and problem MaximallndSet. As a consequence of Theorem 4.3.1, R@(MaximallndSet) 2 

D{U'SD,,~,} (MaximallndSet). 

Lemma 4.3.4 D{wsD r r r r r  . 1 (WSDE) 2 Ro(WSDE) 

Pro08 Under the deterministic setting, WSDE is trivially solvable. Yamashita and Kameda 

[YK96] showed that all information obtainable by message passing could be collected by an 

algorithmA E ALG,,,;,@ that builds views. Tel [Te195a] proved that there is no randomized 

algorithm that uses no initial information and can generate the network size or an upper 

bound on network size. Without an upper bound, processors cannot generate the view 

quotient graph [YK96]. 

Now, suppose that there is an algorithm B to determine whether or not the labelling is 

a sense of direction. Then, processors must be able to identify at least whether or not two 

label sequences terminate at the same point if they share a starting point. To do this, they 

must be able to generate all label sequences for the network. However, this implies that 



processors can determine when to stop collecting views, and can therefore construct a view 

quotient graph, which is a contradiction. 0 

Consequently, the following theorem holds: 

Theorem 4.3.5 Tlze computational power of processors with only knowledge of the exis- 

tence of weak sense of direction is imomparable to that of processors that may use ran- 

domized algoritlzms without any additional network topological information. 

4.3.3 Weak SD exists only versus network size 

In this section, we shall show that the computational power of processor knowledge only 

of the existence of sense of direction is incomparable with that of processor knowledge of 

network size. Consider the problems WSDE and FS. 

Lemma 4.3.6 D{wsD,,,,,J (WSDE) 2 D{si;p) (WSDE) 

Proo) If processors are provided with information whether or not weak sense of direction 

exists, they can solve problem WSDE trivially. If processors are only provided with net- 

work size information, then they can generate the set of all realizations of the requisite size 

[Y K961. 

Consider the view quotient graph and its three realizations (that are not Ig-isomorphic 

to each other) in Figure 4.5 on page 71. Observe that networks (a), (b) and (c) are valid 

realizations of the view quotient graph (d). However, network (c) does not possess any 

sense of direction, while networks (a) and (b) possess symmetric sense of direction (see the 

proof of Theorem 4.1.2). If processors know only network size information, they cannot 

distinguish between these three networks. Consequently, they cannot determine whether 

weak sense of direction exists or not on their network. 0 



Proofi If processors are provided with the network size, this is trivially solvable. Angluin 

[Ang80], Tel [Te195a] and others proved that there is no way for processors to determine 

network size using a deterministic or randomized algorithm that is not provided at least 

network size. Flocchini and others [FRS96] proved that if processors can generate the 

network size if they have access to the consistent coding function. Thus, if processors know 

only that weak sense of direction exists but do not have the consistent coding function, they 

cannot determine the network size. 0 

Consequently, we have the following theorem: 

Theorem 4.3.8 The computational power of processors with only knowledge of the exis- 

tence of weak sense of direction witlzozrt additional network topology iizfomzation is incom- 

parable to that of processors knowledge of network size only. 

4.4 Summary 

In this chapter, we analyzed various different computational settings, in addition to the 

settings that have been analyzed by Yamashita and Kameda [YK96], by Flocchini, Roncato 

and Santoro [FRS96] and by Tel [Te195a] for anonymous networks. This thesis analyses the 

impact of using randomization on computability in anonymous networks, with and without 

sense of direction and under various initial knowledge settings. It was also shown that 

processor knowledge of only the existence of sense of direction and processor knowledge 

of the sense of direction functions are different even in the presence of size, and the various 

degrees of this difference relating to the other computational settings have been analyzed 

and illustrated in the Figure 4.1, page 59. We also contrasted the computational power of 

the different levels of sense of direction under various circumstances. 

The terminology that we have used is adapted from that used by Yamashita and Kameda 

[YK96], and our terminology accounts for that used by Flocchini, Mans, Roncato and 
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Santoro [FRS96, FMRS971. We used D{SDk,lo,,,rl)(T) instead of W I ( T ) ,  since we consider 

knowledge of sense of direction as an initial or derived knowledge in a deterministic setting. 

This allows us to interpret the results using a standardized terminology. We also provided 

results that are independent of the underlying network topology, and for an arbitrary set of 

problems rather than for a qualified subset wherever possible. 



Conclusions and Future Work 

In this chapter, we will review the impact of this research briefly, and provide a brief 

overview of the contributions in this thesis and list the main new results. 

5.1 Contributions and Conclusions 

In this thesis, we characterized the interplay between various initial networks settings: 

when processors may and may not use randomization, and for different kinds of initial 

knowledge made available to processors. We provided a detailed overview of the literature 

on computability in anonymous networks and on sense of direction, and brief descriptions 

of other related literature. 

We provide definitions and notation that unify those in the literature, enabling the reader 

to interpret various results using a single set of definitions and notations. Another aspect 

of this research is that these results were obtained for arbitrary problems and topologies, 

rather than for a smaller, qualified subset. 

We have established the computational power of various levels of sense of direction 

under a variety of different initial conditions, for both deterministic and randomized com- 

putations, solving an open question regarding the relative computational power of these 

settings. 

The following is the list of results and conclusions that have been established by this 
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research : 

0 On any asynchronous, anonymous, message passing network, in the presence of ran- 

domization and network size information, strong sense of direction is computation- 

ally redundant. 

Computationally, processor knowledge of symmetric sense of direction is equivalent 

to processor knowledge of strong sense of direction is equivalent to processor knowl- 

edge of weak sense of direction. 

0 Computationally speaking, all three levels of the existence of sense of direction are 

equivalent, provided that processors have access to at least the network size. 

0 Computationally, processor knowledge of sense of direction (any level) is stronger 

than processor knowledge only that sense of direction (any level) exists, even if net- 

work size information is available. 

Discussion and Directions for Future Research 

Let us consider the computational power of processors when they are provided an answer 

to the existence of different levels of sense of direction without any additional information 

on processor terminating networks. In these weak settings, it is difficult to envisage prob- 

lems that are not contrived. The following are interesting open questions that we initially 

considered in chapter 4. 

1. Processors are on a network on which symmetric sense of direction exists. Is there a 

difference in computational power of processors if they are provided a yes answer to 

the existence question of whether weak, strong or symmetric sense of direction exists 

on this network? 
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Similarly, on networks on which strong sense of direction exists, is there a difference 

in computational power of processors if they are given a yes answer to the existence 

question of whether strong or weak sense of direction exists? 

2. Processors are on a network on which at least weak sense of direction exists, and 

are provided with the yes answer to the relevant existence question. Is there a differ- 

ence in computational power of processors if they are provided a no answer to the 

existence question for symmetric or strong sense of direction? 

It is well known that even small changes in the model can lead to substantial changes 

in the results that we have proved or quoted in the previous chapters. Here, the obvious 

need is to actually map these model changes and to classify the kind of impact that such 

changes make on established results. This is a direction for research that will have lasting 

impact on the broader field of distributed computmg, not just on the computability issues 

relating to various network labellings. For instance, if processors may use non-terminating 

algorithms, what is the impact on the established results and on the open questions listed 

above? 

The model used for these results imposes some practical limitations, primarily from the 

assumption that processors and links never fail. This assumption is very strong: even with 

the relatively reliable contemporary networks, it is unrealistic. Thus, an immediate question 

is the impact on the established results when various levels of faults are introduced in the 

network. 

In particular, consider the impact of self-stabilization. An algorithm is self-stabilizing 

if the following conditions are met: 

0 The system may start up in an arbitrary configuration, safe or unsafe. If the system is 

in an illegal configuration, the algorithm must eventually return the system to a safe 



configuration. 

Once the algorithm transforms the system into a safe configuration, the system stays 

in a safe configuration permanently. 

It should be observed that self-stabilizing algorithms are non terminating algorithms 

that run forever. There has not yet been any study into the development of a self-stabilizing 

algorithm to impose sense of direction on a network or the impact of self-stabilization on 

complexity issues in anonymous networks. Clearly, this is a practical direction for further 

research. 

Another question of interest is whether sense of direction or equivalent knowledge can 

be generated in heterogeneous systems such as the Internet. This notion has been consid- 

ered to some extent by Flocchini, Roncato and Santoro [FMS98b]. They introduce inverted 

notions of labelling consistency and local orientation, namely backward local orientatiorz 

and backward consistency of functions, and therefore of Backward Sense of Direction. The 

authors prove that backward sense of direction is computationally equivalent to (standard) 

sense of direction, even if the local orientation requirement has been eliminated. Thus, we 

do not differentiate between standard and backward sense of direction computationally. 

Backward sense of direction may be more useful in wireless networks, where the tra- 

ditional links are missing and the idea of local orientation does not apply immediately. 

However, the practicality of their results has not yet been established, and the question 

regarding the imposition of backward sense of direction on the Internet remains open. 

If the usage of backward sense of direction is not the solution to the previous question, 

then can sense of direction be imposed on smaller clusters of processors instead? This 

will allow efficiencies in local clusters, and the long range connections can be optimized 

by some other technique. Globally, this may be used again with a layering protocol, like 

telephone networks or a more powerful distributed scheme. 
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