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Abstract 

This dissertation is a report on an investigation of the suitability of the methods 

of Functional Data Analysis for the study of two data sets obtained from the K i 

nesiology Human Performance Laboratory at the University of Calgary. Both data 

sets involved the study of human gait. The experiment which provided the first 

data was designed to assess the effect of shoe orthotics on relevant biomechanical 

variables. The second study was designed to detect possible causes of Patellofemoral 

pain syndrome injury caused by running. 

Due to modern techniques of data acquisition and sophisticated longitudinal ex

perimental designs, ever more empirical investigations result in samples of curves. 

Functional data analysis techniques, in which familiar multivariate procedures are 

adapted to observations that are functional in character, have been developed to 

improve the commonly used point summary methods. 

The analysis consists of two parts. The first part, data preparation, involves 

smoothing and registration of the data. The smoothing methods transform the 

observed data to smooth functional form. Registration is a technique to minimize 

the timing variation of key features of curves by transforming their time argument. 

The second part of the analysis employs functional counterparts of classical sta

tistical methods. Basic ¿-tests, analysis of variance, correlation coefficient analysis 

and principal component analysis are applied to the data. We also develop a new 

integrated correlation measure and some new modified nonparametric methods. 

Given the large subject variability, the sample size was insufficient to allow us to 

draw definite conclusions. Nevertheless, the methods show considerable promise for 

the analysis of such data. 
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Chapter 1 

Introduction 

This thesis is an investigation of the application of some standard statistical tech

niques to functional data. The standard methods are modified as required and 

applied to two datasets obtained from the Human Performance Laboratory at the 

University of Calgary. 

1.1 Functional data analysis 

Functional Data Analysis (FDA) is an active research area in statistics, dealing with 

data that are replications of sampled functions. For example, knee rotation mo

ments in human gait are continuous functions of time. With modern data collection 

facilities, it is possible to observe and record such functional data. Other examples 

of functional data are paths in space, electroencephalogram records, various subject 

responses continuous in time. 

Even for discretely recorded data, if it is natural to consider the data in functional 

terms, then FDA provides a set of suitable methods. Functions are estimated from 

the discrete data by smoothing techniques [20, 23]. 

Treating data in functional form has at least three advantages. First, represent

ing data in functional form with a small number of parameters reduces the data 

dramatically. For some techniques, only parameter values are required to analyze 

the variation among functions. 

1 
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Secondly, information between observed time points is not lost since FDA deals 

with continuous functions. In practice, what FDA does to finite sets of observations 

is to estimate functions from the observed data first, and then to discretize the 

function at any convenient choice of time points for further analysis. The free choice 

of analyzed points is attractive, for example when observational points are different 

in each subject. It is also very useful when we want more closely spaced points in 

some time interval that exhibits particularly interesting features [8, 26]. Throughout 

this thesis, for convenience, evenly spaced time was used to discretize functions. 

The goal of FDA is to describe the characteristics of variation across a set of 

repeated observed functions. The third advantage of using functional data is that 

deeper analyses can take place in the functional context. For example, one can use 

derivative information to describe the characteristics of variation. 

Ramsay [20] cites the pioneering work on FDA by Tucker in 1958 [34] and Rao 

[28]. In the last 10 years, FDA has become an active research area in statistics [1, 

4, 6,10]. In addition to several recent papers, the book "Functional Data Analysis" 

by Ramsay and Silverman [26] was used as a core source in this thesis. 

FDA and Time Series 

Since the data to which FDA is applied consist mostly of time dependent variables, 

the question may arise as to how FDA differs from Time Series Analysis (TSA). The 

main difference is the focus of the analysis. It is true that the data often resemble 

a time series. However, in TSA one typically is interested in forecasting or signal 

processing. This leads to the study of trend, serial dependence, and stationarity. 

FDA, on the other hand, is concerned with the comparison of identifiable "features" 
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of the functional data over disparate groups. While time series data typically consist 

of a single function, FDA is applied to data constituting a sample of functional 

observations. In FDA, the functions are denned on a finite interval. 

1.2 Human gait data 

The main aim of this thesis is to investigate the suitability of functional data analysis 

methods to analyze two data sets provided by the Human Performance Laboratory 

at University of Calgary. The first set, called 'shoe orthotics data' in this thesis, came 

from the study of the effect of several types of shoe inserts on relevant biomechanical 

variables during the human gait cycle. For example, Figure 1.1 shows the mean knee 

rotation moment for one subject under two different types of shoe inserts. 
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Figure 1.1: Knee rotation moment for two types of orthotics. 

The second data set came from a study designed to reveal possible causes of 
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patellofemoral pain syndrome (PFPS) in runners. Figure 1.2 is an example of a 

response variable for two groups of subjects. Each group consists of one PFPS 

subject and two healthy subjects. In the group on the left it is easy to identify the 

PFPS subject, while in the other group the response curves are difficult to separate. 

Group 1 Group 2 

0.2 0.4 0.6 0.8 1.0 0.2 0.4 0.6 0.8 1.0 

Figure 1.2: Knee abduction moment for PFPS (solid lines) and control sub
jects (dotted lines). 

Recent study in this field shows that there is a strong subject-specific effect, but 

no systematic reactions across populations [32, 33]. The data consist of a finite 

number of observations at normalized time points. For the analysis (e.g. Nigg et al 

[16]), special response values such as the maximum or minimum, or the response at 

the end of the stride, are commonly used. The method of functional data analysis 

uses the information in the entire curve and may therefore be expected to reveal 

some new features of the data. Many details for biomechanics of human gait are 

discussed in Winter [39], Nigg et al [17], Olshen et al [19] and Cavanagh [3]. 
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1.3 Application of FDA to the data 

1.3.1 Data preparation 

Smoothing 

The human gait data are provided in discrete measured values, so the first step is to 

estimate functions from the data sets. (Actually, the data provided by the Human 

Performance Laboratory were somewhat "pre-smoothed". They will be treated in 

this dissertation as raw measurements.) Smoothing techniques described in Chap

ter 2 show how this process is applied, particularly the basis expansion models with 

B-spline basis functions. The basis expansion approximates a function with a small 

number of parameters and B-spline basis functions in particular allow capturing local 

flexibility. Once models of functions are defined, roughness penalty terms are used in 

a minimization criterion to estimate the functions. This is just one of the approaches 

among a variety of possible methods to yield a function. Details of the roughness 

penalty approach are provided by Green and Silverman [8]. Hatze [9], Woltring [40] 

and Wood [41] discuss data smoothing and derivative estimation in biomechanics. 

Heckman and Ramsay proposed using a linear differential operator as a penalty in 

spline estimation [10]. Ramsay approaches FDA with differential equation formula

tions of stochastic models [22]. Additional approaches to curve smoothing may be 

found in [2, 5, 7, 12, 35]. 

Registration 

A set of sampled functions shows both phase variation and amplitude variation. The 

phase variation is a timing difference among curves, while amplitude variation is a 

magnitude difference. Registration filters out the phase variation among a set of 
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sampled curves to prepare them for statistical analysis of amplitude variation. The 

simplest form of registration shifts the time scale so that specified events coincide. 

This form of registration is most applicable to data that are periodic with a single 

specified event. With non-periodic data, time shifting reduces the available time 

domain. 

Kneip and Gasser [12] suggested marker registration. The idea is to align specific 

events, called markers or landmarks, by transforming time instead of simply shift

ing. Gasser and Kneip [6] discuss in greater detail the identification and location 

of suitable landmarks. The weakness of marker registration is that for some curves 

it is difficult to identify the marker location, or it may even not exist. Moreover, 

registration on more than two markers can change the shape of the original curve 

[26]. 

In 1995, a techniques which does not require markers was presented by Silverman 

[30]. Ramsay and L i [24] developed Silverman's approach by using a convenient 

smooth monotone transformation family. A local nonlinear regression technique is 

used to identify the smooth monotone transformations by Kneip, L i , Macgibbon 

and Ramsay [13]. In this thesis, the approach by Ramsay and L i was applied when 

registration was necessary. Details and applications may be found in Chapter 2. 

1.3.2 Data analysis 

Summary statistics 

The mean, median, variance and mean absolute distance are some examples of basic 

summary statistics used in functional form in FDA. Basis expansion models make 

computation of mean functions especially simple. However, the median is more 
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robust and the median function was used in some parts of the analyses in this thesis. 

The mean absolute deviation was also briefly investigated, but is not reported on in 

this thesis. 

Some tools for analyzing curve variation 

In Chapter 3 we use pointwise i-tests to obtain a p-value function to analyze the 

shoe insert data. We also investigate the use of the correlation function and propose 

the integrated coefficient of determination (ICOD) as a potentially useful measure. 

In this chapter we also describe the functional form of principal component analysis 

(PCA) and apply the method to the shoe insert data. 

In Chapter 4 we present six different measures to analyze the PFPS data. The 

first four are used in ANOVA analyses. The fifth and sixth are new proposals, 

designed to take advantage of the functional form of the data. These new measures 

are then used in simple nonparametric tests. 

The data sets used in this thesis are small and, due to the very high subject 

variability, most results are inconclusive. Nevertheless, the proposed methods show 

considerable promise for data of the type considered here. 



Chapter 2 

Data Preparation 

In this chapter, we first provide a general overview of data smoothing methods. The 

discussion closely follows the book by Green and Silverman [8]. The primary method 

used in this dissertation is the basis function method of Section 2.1.3. 

After a discussion of smoothing methods, we introduce the data with which this 

dissertation is concerned. 

2.1 Smoothing methods 

In the context of functional data analysis, individual data should be considered to 

have a functional form in nature even though observed data are usually recorded 

discretely. In addition, those discrete raw data which are supposed to have func

tional form may contain observational error which is seen as heavy wiggles on plots. 

Moreover, even if the observations are known to be extremely accurate and therefore 

no error is expected, the very local variation in the curve is regarded as random noise 

added to the trend in the data. Therefore, converting raw data into true smooth 

and continuous functional form requires efficient approximation techniques, called 

'smoothing' in general. 

One of the oldest, widely used smoothing methods is linear regression, with a 

form 

y = o + ht + error 

8 
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where a, b are constant. Drawing a straight line emphasizes an approximate linear 

trend between the design variable t and the response variable y. Although this 

is a simple method, for many data sets the straight line trend is obviously not 

appropriate. Instead of a straight line, polynomial regression permits a nonlinear 

trend. This approach for curve trend is written as 

y = x(t) + error 

where a; is a low order polynomial whose coefficients may be estimated by least 

squares. Disadvantages of this method are that an individual observation can strongly 

influence the estimation in a distant part of the curve, and the fixed finite class of 

polynomial models might restrict local flexibility. 

More generally, the model function x(t) is a continuous and smooth function. The 

error term is a residual which contributes the roughness to the data. We separate 

the roughness from the underlying smooth function because our aim is to see the 

trend in the data, not to detect small-scale local variation. The residual term may 

or may not be a function of the design variable. In either case, the residuals are 

assumed to have zero mean. 

2.1.1 Roughness penalty approach 

Without any restrictions on the estimated curve x(t), it is easy to have a perfect fit 

with zero residual sum of squares. One only has to join the observed data points 

with straight line segments. Even adding a smoothness condition by restricting to 

curves that have a continuous second derivative does not remove this possibility of 

zero residuals. As described above, the aim of smoothing is not just fitting data 
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sets, but also capturing a slowly changing trend. The roughness penalty approach 

tries to make an optimal compromise between goodness-of-fit and smoothness-of-fit 

by minimizing the penalized sum of squares 

where {r l , r2} is the time domain. 

The second term measures the roughness of the curve by its integrated squared 

second derivative with smoothing parameter A which determines the balance of com

promise of the two aims. The smoothing parameter penalizes the roughness of the 

curve, so that the smaller the value of A, the smaller the bias and greater the rough

ness. The penalty term does not have to be the integrated squared second derivative. 

Ramsay and Silverman [26] introduced the m-th derivative penalty for the polynomial 

smoothing spline. Heckman and Ramsay [10] develop more general penalty terms 

expressed by a particular differential equation. For computational convenience and 

simplicity, in this dissertation we use as penalty term the integrated squared m-th 

derivative of x, where m = 2 + order of highest derivative needed in an analysis. 

2.1.2 Minimization of the penalized sum of squares 

The minimizer of Equation (2.1), xfc), is necessarily a natural cubic spline and is 

unique (Green and Silverman [8]). Let Y, X be vectors of values [yi, - • • ,yn]T and 

[x(ti),'-- ,x(tn)]T, respectively. The penalty term /{̂ f} can be expressed as 

XT$X, and the penalized sum of squares has the form 

(2.1) 

(Y - Xf{Y -X) + \XT$X = XT(I + A$)X - 2YTX + YTY (2.2) 
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and, since I + A$ is a positive-definite matrix, 

X = (7 + A$) -ly (2.3) 

gives the unique minimum value for the criterion of Equation 2.2. The Reinsch 

algorithm (Green and Silverman [8, 2.3.4]) may then be used to obtain the smoothing 

cubic spline. 

2.1.3 Basis expansion approach 

The common problem in practice with the approach described above is when the 

amount of data is huge and cheaper computation is preferred. Moreover, functions 

with fewer parameters are easier to handle and interpret in general. Imposing a 

restriction on the estimated function to be in the span of a finite number of basis 

functions solves those problems. The basis expansion method represents a function 

as a linear combinations of known basis functions # „ 

where the cs are the coefficients of the expansion. This approach is preferred since it 

makes good approximation of the data with a relatively small number of parameters. 

Thus this may be considered to be a dimension reduction operation. 

The basis functions #¿¡(¿) are chosen from some familiar functions and then the 

coefficients cs are determined so as to minimize the roughness penalty criterion. 

Since each candidate function for the basis has unique characteristics, the choice of 

the basis functions * 5 ( i ) is made by observing the raw data. For example, when 

the data are periodic and have nice sinusoidal features such as the Canadian annual 

s 
(2.4) 

5=1 
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temperature data in the book by Ramsay and Silverman [26], Fourier expansion 

is an appropriate choice. Other common basis functions are power series, wavelet 

bases and the most commonly used R-spline basis. For example, the cubic B-spline 

function yields a set of natural cubic splines: 

an + a2i(t - ti) + aZi(t - U)2 + a4i(t - U)3 for ti < t < ti+l (2.5) 

with second and third derivatives equal to zero at io and *n+i-

Calculating the parameters for the model of Equation 2.4 is computationally 

cheaper than the general penalized least squares approach. The roughness penalty 

criterion may be written as 

5 > » - + ( 2 - 6 ) 

where J(x) is a quadratic roughness functional and x(t) is given by Equation 2.4. 

The function 2.6 is minimized by choosing coefficients (see Green and Silverman [8]) 

c = {XTX + \K)-lXTY (2.7) 

where K is given by 

Kjk = J (2.8) 

when J = / x<m>2. 

2.1.4 Choice of the key parameters 

Once the basis functions are determined, one must still decide on some important 

parameter values: order of the basis functions, number of basis functions, number 

of knots and their positions, and value of the smoothing parameter A. Al l of these 
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parameters affect the degree of smoothness and accuracy of the estimated curve. For 

the shoe orthotics and PFPS data sets in particular, order 6 B-spline basis functions 

were applied in order to allow modelling of higher derivatives of the data. The number 

of knots was chosen so as to have approximately five time points between knots. Knot 

positions were evenly spaced. Knots could be unequally spaced to account for the 

varying amount of curvature or local roughness. There are several approaches for 

determining the location and number of knots. Friedman and Silverman [5] contains 

more details about effects of the position and number of knots. 

Although smoothness and goodness-of-fit of the estimated curve is controlled by 

altering any of these parameters, fixing all the parameters except for the smoothing 

parameter A makes handling smoothness much easier. The choice of the smoothing 

parameter can be either automatic or subjective. A number of methods are available 

for automatic selection of A, e.g. cross-validation, generalized cross-validation, or 

Akaike's information criterion. The advantage of these approaches is that when the 

data set is large, the constant value of the smoothing parameter across all data aids 

comparison. However, the curve estimated with A chosen automatically might not be 

the best estimate since A is not the only parameter that determines the smoothness 

of the curve. In assessing goodness-of-fit of the curve, the automatically chosen 

smoothing parameter ignores how much other parameters contribute. 

In the subjective approach the choice of smoothing parameter A depends on how 

much functional detail is required by the context of the study as well as on the nature 

of the data. For example, if the object of the study is to discover the general pattern 

of the data without details, we could lose some information in the details and focus 

on creating smooth features of the function by selecting a sufficiently large value 
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for A. The subjective approach was used in our work. 

2.1.5 Examples 

Figure 2.1 (on page 15) plots the medio-lateral ground reaction force for one subject. 

The observed data points show both slowly changing trend and local roughness. The 

solid line is an interpolated curve which is constructed by joining all the observed 

values, so this curve has zero residual sum of squares. The dashed line represents 

a smoothed curve. Obviously, the residual sum of squares is larger than that of 

the solid curve, but its smoothness shows trend more clearly. There is a trade-off 

between goodness-of-fit and smoothness. 
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Figure 2.1: Raw and smoothed data. Data points (dots) with interpolating 
function (solid line) and smoothed curve (dashed). Local variation is reduced 
in the dashed curve. 
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Figure 2.2 shows the effect of the smoothing parameter A. When A is zero, 

the smoother only takes care of the goodness-of-fit; hence, the resulting solid curve 

remains quite wiggly. As the value of A increases, smoothness of the curve increases. 

For the analysis of our data, A was initially set to 10"8 to begin analysis with a 

relatively rough curve. 

-100 ~h 1 1 1 1 r 
0.0 0.2 0.4 0.6 0.8 1.0 

time 

Figure 2.2: Effect of different values of the smoothing parameter. 
For small A, the fit is closer; for large A, the fit is smoother. 
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Figure 2.3 plots the estimated curve with different roughness penalty measures 

for fixed smoothing parameter 10~8. The top curve uses the integral of the square 

of its second derivative as a roughness measure. The middle curve is the result of 

penalizing with the third derivative function and shows increased smoothing. The 

bottom curve is a result of penalizing with the fifth derivative function and shows 

extensive smoothing. 

0.0 0.2 0.4 0.6 as L O 

time 

Figure 2.3: Roughness penalty: effect of order of derivative. 
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Figure 2.4 compares different basis functions with small and large smoothing 

parameter values. We compare a B-spline basis and a Fourier basis, each with 25 

basis functions. The smoothing parameter A is set at 10"4 and at 10~8. In this 

case, the B-spline basis yields smoother curves than the Fourier basis, especially at 

small values of A. For B-spline bases, the amount of smoothing also decreases with 

increasing order of the basis. 

B-spline, Lambda=.OOO00001 Fourier, Lambda=.00000001 

0.0 02 0.4 0.6 0.8 1.0 0.0 0.2 0.4 0.6 0.8 1.0 

time time 

Figure 2.4: Effect of different basis functions. 
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2.2 Shoe orthotics data 

These data were provided by A. Muendermann (Ph.D. candidate) of the Human Per

formance Laboratory at the University of Calgary. The purpose of the experimental 

project was to quantify the effect of posted shoe inserts on kinematic and kinetic 

variables during running. Fifteen volunteer subjects participated in the study. The 

five tested shoe inserts placed in a regular running shoe were noted as conditions 1 

to 5 as follows: 

Condition 1 

Condition 2 

Condition 3 

Condition 4 

Condition 5 

neutral 

forefoot medial 

forefoot lateral 

full medial 

full lateral 

For each insert condition, subjects performed 5 running trials at 4.0 ± 0.2 m/s. 

Ground reaction force (Kistler force plate) and kinematic data (motion analysis using 

six high-speed cameras) were collected for a single step per trial. Kinetic variables 

were calculated from the force plate and camera data, which were filtered using 

a 20/12 Hz 4th order low-pass filter, and normalized to stance phase (touch-down 

time = 0; take-off time = 100). The variables of interest were: 

Variable 1: vertical ground reaction force 

Variable 2: angle between shank and vertical 
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Variable 3: eversión angle 

(angle of heel with respect to shank in the frontal plane) 

Variable 4: abduction moment in the knee joint 

(joint moment in the frontal plane) 

Variable 5: external rotation moment in the knee joint 

(joint moment in the transverse plane) 

Variable 6: medio-lateral ground reaction force 

Variable 7: eversión moment in the ankle joint 

(joint moment in the frontal plane) 

Variable 8: abduction moment in the ankle joint 

(joint moment in the transverse plane) 

Results of earlier studies suggest that eversión angle, knee abduction moment, 

and knee external rotation moment are affected by posted shoe inserts. Thus, these 

are the variables studied more intensively. 

2.2.1 Data processing 

The following steps were taken to prepare the shoe data for statistical analysis. 

Step 1: Transform the observed data to functions 

Step 2: Register the functional data among trials 

Step 3: Reduce the dimension of functional data 

Step 4: Register the summary functions 
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Transform observed data 

From the given shoe orthotics data set which is presented as a five-dimensional 

array of dimensions (15, 8, 5, 5,101) representing (subject, variable, condition, trial, 

time), smoothing the data to make adequate functions is the first step. To do this, 

one should capture the essence of the raw data for each variable, each condition, each 

subject and each trial. Figure 2.5 (on page 22) is an example of the raw plot. In 

particular, this is a plot for all fifteen subjects of the vertical ground reaction force 

with neutral shoe condition. Each plot contains the curves for five trials. These 

curves were constructed by simply connecting the observed values at 101 discrete 

time points. Figure 2.6 (on page 23) shows the same information for another variable, 

the medio-lateral ground reaction force. 

The B-spline basis expansion method discussed earlier was applied to the whole 

data. As these two figures show, each variable may require a different order of 

the spline polynomials and different smoothness imposed on it to make adequately 

representative functions. However, at this stage estimated curves should keep as 

much information as possible and yet provide some degree of smoothness. Therefore, 

fixed values of parameters for all variables were used. 
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subject 1 

time 

subject 4 

«me 

subject 2 

time 

subject 5 

time 

subject 8 

time 

subject 11 

time 
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Figure 2.5: Raw data: vertical ground reaction force with neutral shoe con
dition. 
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Figure 2.6: Raw data: medio-lateral ground reaction force with neutral shoe 
condition. 
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A B-spline basis of order six with twenty-five basis functions was used to approx

imate shoe orthotics measurement functions. This high order and relatively large 

number of the basis functions leaves a considerable degree of roughness in the es

timates. Figure 2.7 shows the comparison of the original data plot and resulting 

B-spline basis curves for one subject. Although the noise level is small, roughness 

in the region near a time of 0.2 is smoothed out while essentially keeping all other 

information. 

0.0 0.2 0.4 0.6 OJt 1.0 

time 

0.0 0.2 0.4 0.6 0.8 1.0 

time 

Figure 2.7: Effect of B-spline smoothing. Top: raw vertical force data. 
Bottom: order 6, 25-function B-spline basis approximation. 
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For a closer look, Figure 2.8 plots only the fourth trial for both raw data and 

smoothed data. Since a high order and large number of basis functions were applied 

to construct the estimate, the two curves differ little except in the interval (0.15, 0.3). 

2000 -

1500 -

1000 -

500 -

o - • 

0.0 0.2 0.4 0.6 0.8 1.0 
time 

Figure 2.8: Raw data and the estimated function. 
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The smoothing for the other variables shows somewhat more difference between 

the raw data and smoothed curves. For example, Figure 2.9 shows the raw and 

smoothed curves for Variable 6. The two plots indicate that the amount of smoothing 

in this variable is greater than that in Variable 1. 

Figure 2.9: Top: raw data for Variable 6, Condition 1. Bottom: smoothed 
data. 
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A question that arises is whether the smoothed curve loses information that it 

should keep in order to correctly assess both subjective and conditional variability. 

On the following pages, Figures 2.10 and 2.11 represent two views of the data for 

Variable 6, the medio-lateral ground reaction force. 

Figure 2.10 (on page 28) presents the data for all subjects (5 trials per subject) 

for Condition 1. The graph confirms that the amount of smoothness is small enough 

to keep subjective variation detectable. Also, comparison of Figures 2.6 and 2.10 

reveals that there is little information loss in terms of subjective variability. 

Figure 2.11 (on page 29) compares the raw data, mildly smoothed functions 

and strongly smoothed functions for Subject 4, for all 5 conditions. The smoothed 

curves in the third row are too smooth to see how one condition behaves differently 

from others. The functions on the second row keep information needed, although 

it is difficult to detect the pattern of the curve for each condition, because of the 

variability among the five trials. 
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Figure 2.10: Medio-lateral ground reaction force for all subjects at Condi
tion 1. 
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Registration of trials 

At this stage, all the data to be analyzed are represented as functions. Those func

tions still contain some degree of local roughness. Even for a given subject and a 

given condition, the five trials vary in both magnitude and amplitude. Therefore, 

before reducing the dimension of the data, the first registration should play a role. 

This operation takes off the timing variation among curves and makes the compar

ison more reasonable. For instance, Figure 2.5 shows that for some subjects, such 

as Subject 11, the first "bump" occurs at the same time point for all five trials. For 

other subjects, e.g. Subject 6, the first bump is shifted in time for the different trials. 

Registration is a "warping" of the time scale to reduce the horizontal variation of 

times of "interesting" curve features. Registration was applied to the curves of all 

variables, subjects and conditions. Due to the presence of some outlier curves, the 

target function was set to be the median curve of the five trials, rather than the 

more commonly used mean. Figure 2.12 (on page 31) compares the unregistered 

and the registered curve for Variable 1, Conditon 1, Subject 1. By shrinking and 

expanding the shape of some curves, the resulting curves show better alignment and 

the magnitude variation is reduced. Figure 2.13 (on pages 32 and 33) shows the 

same kind of comparison for Condition 1, Subject 4, for all variables. As we can see, 

the curves, which have several extreme features, are expanded or shrunk to make the 

horizontal difference as small as possible. This is the main reason why this trans

formation method is more advantageous than other registration techniques, such as 

simple shifting or landmark registration. 
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0.0 0.2 0.4 0.6 
time 

0.8 1.0 

time 

Figure 2.12: Effect of registration on the vertical force function. 
Top: unregistered. Bottom: registered. 
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Figure 2.13: (a) Registered and unregistered functions: Variables 1 to 4. 



Figure 2.13: (b) Registered and unregistered functions: Variables 5 to 8. 
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The simple time shifting method can be used if we are dealing with cyclic data, 

or if our interest is not on the whole curve, but a part of it. For non-cyclic data, 

the resulting curves can be compared only on the intersection of shifted time-scales. 

Figure 2.14 is an example of the shifting method. The median maximum force over 

the five trials is noted and its time is obtained. Each of the other curves is then 

shifted so as to have its maximum at the time where the median maximum occurs. 

Figure 2.14: Effect of shift registration. Before (top) and after (bottom) 
shifting to the median peak. 
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This shifting method creates perfect alignment on the target time point. Its weak

ness lies in ignoring all other times where "interesting" features occur. The curves 

take their maximum value at the same times, but times for minimum values, for ex

ample, are still dispersed, and thus the plot retains considerable phase variation. For 

comparison, Figure 2.15 shows the curves for the same data resulting from applying 

general registration. Unlike the shifting method, this method produces curves that 

show no phase gap. 
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Figure 2.15: General registration applied to the data of Figure 2.14. 

Reduce the dimension of functional data by mean/median curves 

The original raw data form a five-dimensional array. Forming smooth registered 

time functions instead of keeping discrete time values reduces one dimension, the 

time variable. We reduce the dimension further by summarizing the resulting five 

functions of each set of trials to a single function by taking their mean or median 

function. 

Since we use a basis expansion method to estimate functions, it would be con-
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venient to take the mean instead of the median for calculations. Constructing the 

mean function in a basis expansion simply uses the same basis functions with the 

mean coefficient matrix. 

The median function is not as simple. First, each curve is discretized on a fine 

time grid and the cross-sectional median value is calculated for each time point. Then 

the median matrix is used to estimate the smooth median function. This process 

is more computationally intensive than constructing the mean function, but it is 

necessary here in order to remove the effect of outlier functions. 

Figure 2.16 (on page 37) shows one example of comparing mean and median 

functions. The solid line represents the mean function of five trials, while the dashed 

line represents the median function. When there exist some outlier curves, the 

median curve is considered the better summary of trials. 

In general, the median is more robust than the mean. The data produced in the 

Human Performance Laboratory at the University of Calgary and studied in this 

dissertation seem to be prone to outlier functions. Using the median function is 

then safer, even though its calculation in terms of basis expansion functions is not 

as straightforward as the mean function. 

Register the summary functions 

The above steps result in a set of 75 summary functions per variable (15 subjects x 

5 conditions). 

The next step is to analyze the functional data with standard statistical tools 

such as paired i-test, blocking ANOVA, or Principal Component Analysis. However, 

before applying the statistical methods, a second registration (over conditions or 
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Figure 2.16: Mean and median summary functions. 

subjects) may be required to filter out the timing variation and focus on the relative 

magnitudes of the functions. For example, in order to compare two conditions, we 

may need to register the functions over subjects. 

Figure 2.17 (on page 38) shows that, for Variable 1, subject variation is stronger 

than conditional variation. This is also true for all other variables and motivates 

subject-specific analysis of conditional variation. 



subject 1 subject 2 subject 3 

time time time 

Figure 2.17: Subject and conditional variation. 
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2.3 PFPS data 

The second set of data analyzed in this dissertation consists of data collected at 

the Sport Medicine Centre at the University of Calgary by Dr. D. Stefanyshyn in 

connection with a Patellofemoral Pain Syndrome (PFPS) study. Data were collected 

for six months on 150 runners. After six months, it was determined that six of the 

runners were experiencing PFPS. Each of the six injured runners was paired with 

two non-injured runners with regard to age, height, weight, total running distance 

and injured side. The data thus consist of six groups of three subjects each. Each 

of these 18 subjects then underwent three trials as for the shoe orthotics experiment 

and appropriate variables were measured. 

Since other studies (see, e.g., Stefanyshyn et al [33]) suggest that knee joint mo

ments may be related to the onset of PFPS, knee abduction moment measurements 

under barefoot condition were chosen to compare the injured and non-injured run

ners. The first 20% of the stance phase data are not considered here because most 

sample curves were very rough in that region. 

Figure 2.18 (on the next page) presents typical curves of injured and control 

subjects in one group. 
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Figure 2.18: PFPS study: one matched group. 

The solid lines are curves of three trials for an injured subject, while the dashed 

lines are those of the two control subjects. We estimate the curves by an 18-function 

B-spline basis. A smoothing parameter A = 10~8 was used to smooth the curves. 

Since there is no clear phase pattern, registration was not applied at this stage. 



Chapter 3 

Data Analysis: Shoe Orthotics Study 

Standard statistical methods can be applied to functional data. In this chapter, we 

apply standard methods to the functionalized shoe insert data in order to investigate 

the variability of different shoe insert conditions. 

3.1 Functional paired ¿-test 

Nigg et al [16] used pressure measurements to study the effect of shoe orthotics on 

knee joint moments. It is known from previous studies that the reactions to specific 

shoe insert conditions are rather subject-specific. We now consider an extension to 

the ordinary paired i-test to compare two conditions. 

Currently, common practice for comparing conditions is to use the unregistered 

curve information to locate the maximum response or, sometimes, the maximum 

slope of the response curve, and to use that value as a sort of transformed response 

variable to be analyzed with a i-test (see Nigg et al [16]). This reduces the informa

tion contained in the response curve to a single value and thus loses a considerable 

amount of information. It also does not account for phase similarities in the data 

as is possible with curve registration. Functional analysis uses the entire curve (or, 

possibly, a subset interval or union of intervals). 

For the functional ¿-test application, we chose Variable 5 (external rotation mo

ment in the knee joint) and Conditions 1 and 4 (neutral and full medial) because this 

41 
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matches the set-up in the study by Nigg et al. Data preparation involved registration 

of the smoothed curves of the 5 trials for each subject at each condition. Figure 3.1 

shows the unregistered and registered curves for one subject at one condition. 

Unregistered Conditionl, Subject 9 

0.0 0.2 0.4 0.6 0.8 1.0 

M M 

Figure 3.1: The five trial curves for one subject. Top: unregistered. Bottom: 
registered. Solid Une is the mean. 

For a given subject, the 5 registered curves for each of the two conditions were 

averaged separately, resulting in two sample mean curves for that subject. The mean 

difference function is then obtained as = yâ(t) — yâ{t). Figure 3.2 shows the 
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mean difference function for all subjects (top). The mean difference curves were 

again registered (see Figure 3.2, bottom). Finally, the curves were discretized at a 

convenient set of time points, evenly spaced at times 1, • • • , 101, equal to those in 

the data. Such a discretization need not necessarily be evenly spaced. Depending 

upon the data, it might be advantageous to select closely spaced times in regions 

where the mean difference curves show strong features. 

Figure 3.2: Mean difference curves. Top: unregistered. Bottom: registered. 
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The functional paired i-test then consists of performing a i-test at each time 

point on the observations from all subjects. The resulting observed p-values are 

plotted versus time in Figure 3.3. 

One measure of difference between the responses to the two conditions is the 

proportion of the time interval for which the p-value is below some pre-defined value 

such as 0.10. As seen in Figure 3.3, for the given data the p-value is less than 0.10 

58% of the time. This measure should be compared with a "benchmark" value such 

as that obtained from a test of a given condition versus that same condition. Since 

there were only 5 trials available per subject per condition, this comparison was not 

done, but is recommended for future analysis. 

0.0 0.2 0.4 0.6 0.8 1.0 

time 

Figure 3.3: The p-value function. 

In addition to the paired i-test, it is worthwhile to consider the within-subject 

comparison of the two conditions with pointwise T-tests, comparing the 5 trials of 
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one condition with those of the other condition. Using the 5 smoothed trial curves for 

each condition, the sample mean and standard deviation were computed at each time 

point. The two sample variances at a given time were pooled to obtain an estimate 

of the (assumed common) population variance function. Figure 3.4 shows the pooled 

variance function for each subject. The mean difference function is that shown in the 

top part of Figure 3.2. The variance function is sufficiently nonconstant to warrant 

using the local time-dependent value in calculating i-values. We had expected that 

the variance might be approximately constant over time and that therefore a time-

averaged constant variance estimate could be used. 

0.0 i 1 1 1 1 1-
0.0 02 0.4 0.6 0.8 1.0 

Figure 3.4: The variance function is nonconstant. 

Figure 3.5 (on page 46) shows the mean difference curve with ±2 standard de

viation curves. For most subjects, there is a time interval over which the response 

differs significantly for the two conditions. However, both the location of the interval 

and the direction of the difference are obviously subject-specific. 



Figure 3.5: Mean difference curve with ±2 standard deviations. 
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Pointwise p-values were obtained from an ordinary two-sample f-test (with the 

equal population variance assumption) at each time point. The (smoothed) p-value 

function is shown for 12 of the 14 subjects in Figure 3.6, along with the percentage 

of time for which the p-value is less than 0.10. Figure 3.7 is a plot of this percentage 

for all subjects. For 12 of the 14 subjects, the percentage exceeds 30%. 
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Figure 3.6: (a) Smoothed p-value function. 
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Figure 3.6: (b) Smoothed p-value function (continued). 
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Figure 3.7: Percentage of time that the p-value is less than 0.10: all subjects. 

3.2 Correlation analysis 

In the study mentioned above, Nigg et al [16] studied the correlation between certain 

variables related to knee joint moments. They used the maximum response over the 

given time interval as measures of these variables. 

Ramsay and Silverman [26, Chapter 1] discuss covariance and correlation fune-
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tions and associated contour plots for functional data. Here, we consider the function 

of pointwise correlations between two variables for each subject. Specifically, we in

vestigate the usefulness of the pointwise correlation function for comparing a bivari

ate response for two conditions. We then define a summary measure for correlation, 

the integrated coefficient of determination (ICOD), and apply it to the comparison 

of the two conditions. 

Conditions 1 and 5 (Condition 1: barefoot, Condition 5: full lateral) were selected 

for comparison, because these resemble most closely the conditions in the Nigg et 

al study. Variables 4 and 6 were studied as responses. We assume that a linear 

relationship between these two variables holds at each time point. The bivariate 

data consist of 5 pairs of response values at each time point. The small sample size 

obviously implies low power and, indeed, the results indicate that, for these data, 

correlation does not strongly discriminate between the conditions. Nevertheless, the 

method is interesting and should prove useful for larger samples. 

The sample pointwise correlation function is 

ew{X(U)tY{U)}  
K t ) y/var{X{ti)}var{Y(ti)} 

where * € {1,• • • , 101} and X = fofe),• • • ,x5{U)}, Y = fofa),• • • MU)}- The 

pointwise correlation function was calculated as follows, separately for each sub

ject. First, for each of the 5 trials, B-spline-smoothed functions of the two response 

variables were discretized at 101 equally spaced time points. The above sample 

correlation formula was then applied to the discretized bivariate data at each time 

point. A correlation function was formed using 25 B-spline basis functions and was 

smoothed by imposing a roughness penalty. Figure 3.8 shows the sample correla-
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tion functions for four of the 14 subjects. Plots for the other subjects axe similar. 

Clearly, there is no general pattern to the correlation functions. This reflects the 

small sample size and the large subject-to-subject variability. 
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Figure 3.8: Sample correlation functions for 4 subjects for variables V4 (ab
duction moment in the knee joint) and V6 (medio-lateral ground reaction 
force) and Condition 5 (full lateral shoe insert). 

One can also consider different response variable pairs. To illustrate the proce

dure for comparing the relative usefulness of different variables, we study the three 
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correlation functions obtained from Variables 1, 4, and 6. Figure 3.9 presents the 

correlation functions, obtained as above, for four of the subjects. Again, the plots 

for the other subjects are similar. It seems clear that there is little to choose between 

the three possibilities. 
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Figure 3.9: Sample pairwise correlation functions for 4 subjects for vari
ables V I , V4 and V6 and Condition 5 (full lateral shoe insert). Solid line: V I 
and V4, dotted line: V I and V6, dashed line: V4 and V6. 
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Integrated squared correlation function 

So far, the interpretation of the sample correlation functions has been strictly visual. 

What summary measure might prove useful in the interpretation? One such measure 

is the integral of the correlation function. This should be quite useful when the 

correlation function is either positive or negative over most of the time interval. 

Another possibility is the normalized integral of the squared correlation function, 

This measure will be large for the same cases where the integrated correlation func

tion has large magnitude, but in addition, it will be large for cases that possess re

gions of high positive and regions of high negative correlation. We call this measure 

the integrated coefficient of determination (ICOD). We observe that the definition is 

equivalent to a uniformly averaged pointwise coefficient of determination. The ICOD 

is estimated by replacing the population correlation p(t) with the sample correlation 

Figure 3.10 (on page 54) is a plot of sample ICOD values for the three pairs of 

variables studied above in application to Condition 5. The horizontal scale is the 

rank of the ICOD values. There seems little to distinguish the pairs of variables. We 

select Variables 4 and 6 for further analysis primarily because these are most similar 

to the variables studied by Nigg et al. 

r(t). 
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Figure 3.10: Integrated coefficient of determination (ICOD) for variables V I , 
V4 and V6 under Condition 5. 
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Comparison of conditions 

We now compare the two conditions with respect to the integrated coefficient of 

determination for Variables 4 and 6. Figure 3.11 is a plot of the two sets of ICOD 

values, with the horizontal axis ordered by the ICOD magnitude for Condition 1. 

A 2-sided paired i-test on the 14 pairs of ICOD values yields a p-value of 0.36. 

A Wilcoxon signed ranks test yields a p-value of 0.90. It is clear that there is no 

evidence of a difference between the conditions. 
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Figure 3.11: Comparison of ICOD values for two conditions (variables V4 
and V6). 
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Comments and perspectives on correlation analysis 

Using only the maximum value is a common approach, but it disregards a great deal 

of information. The method described in this section is potentially a better way. At 

least, it uses the entire function's information. 

From a physical point of view, it might be better to divide the time interval into 

three sections: the impact of the heel (first 20%), main landing (20% to 50%), and 

propulsion (50% to 100%). This may help to extract local characteristics. In general, 

many gait studies use only 20-50% of the stance phase. 

The integrated coefficient of determination is one approach to using the infor

mation of the entire curve, but it does not capture information about the shape 

of the correlation function such as where the correlation is positive or negative, or 

how frequently the function changes sign. Moreover, since correlation is a measure 

for only two variables, it does not provide a simultaneous measure for multivariate 

functional data. A new statistic needs to be developed for this situation. 

3.3 Functional Principal Components Analysis 

In this section, we briefly review the classical method of Principal Components and 

then discuss the modifications for functional data. We apply the method in a univari

ate manner to the shoe orthotics data and then extend the analysis to the bivariate 

case. 
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3.3.1 Univariate functional P C A 

The notion of principal components in the classical case is to form uncorrelated linear 

combinations of the correlated response variables in what amounts to a rotation of 

coordinate axes (see e.g. Johnson and Wichern [11, Chapter 8]). The linear combi

nations are chosen so that the new coordinates have desirable statistical properties. 

In particular, the method seeks linear combinations with large variance. Linear com

binations with small variance are not very informative about the differences between 

observed cases. Accordingly, the first principal component is chosen so that its vari

ance is the largest possible for any normalized linear combination of the observed 

variables. The second principal component is chosen so as to be orthogonal to the 

first and to have the largest possible variance of all (normalized) such linear combi

nations. Successive principal components are chosen similarly, always orthogonal to 

all those already derived. 

Using principal components, we hope to achieve two objectives. First, we antic

ipate to be able to study fewer principal components than observed variables, i.e. 

to achieve some data reduction by ignoring principal components that have small 

variance. Secondly, the principal component scores help to identify abnormal sub

jects and may lead to interesting interpretations, particularly if the analysis results 

in clusters. 

The coefficients in the linear combinations turn out to be the components of the 

normalized eigenvectors of the sample covariance matrix of the observations. The 

corresponding eigenvalues are the variances of the principal components. 

In this way, classical principal component analysis (PCA) summarizes the ma-
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jor characteristics of sample variation by a smaller number of linear combinations 

of variables. This important technique can be applied to the case where n sample 

functions are observed at J discrete time points tj, resulting in «/-dimensional obser

vation vectors. However, Besse and Ramsay [1] pointed out the problems associated 

with performing classical PCA at each of the time points tj individually, such as the 

effect of the time points chosen, or the number of samples taken. They then sug

gested reformulation of PCA in terms of the functions themselves rather than their 

sampled values. Ramsay and Dalzell [23] developed further techniques of functional 

PCA. 

Suppose that all data-preparation operations such as smoothing and registration 

have been processed on the observed data. Then the equivalent univariate PCA 

method in functional data analysis is as follows. 

Functions are discretized at time points t¡mi not necessarily equal, to tj, which 

should be chosen so as to provide a good representation. Equally spaced time points 

are simplest, although for some functions it may be better to use closer spacing in 

regions of high variability. The quantity equivalent to the variables in classical PCA 

is the functional value at each time point tj*. We used tj* = tj and therefore we have 

J "variables" or sets of data for each of the n subjects. 

In classical PCA, the fc-th principal component for subject i has the form 

Vik = (̂ fc,Zt>, ¿ = l , . . . , n and k = l , . . . , k m a x 

where the inner product is defined as (a, b) = J2 a A - = o/b. The vector is the nor

malized eigenvector of the sample covariance matrix V r s = n~l Yliixir ~ ^r}{^»« — xs} 

corresponding to the fc-th largest eigenvalue. (The value of kmax is explained below.) 
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In functional PCA, the corresponding inner product is 

Vik = (i>k,Xi) = j4>k(s)xi(s)ds (3.1) 

where ^*(s) is a weight function for the k-th principal component and the value of 

yik is the fc-th principal component score for subject i. The weight function ipi for 

the first principal component is chosen so as to maximize the criterion 

» " 1 5 3 ¿ s s n " 1 S ^ » a S í ) a subjectto | K M | 2 = 1 (3.2) 
» i 

Maximizing the mean square identifies the strongest mode of variation in the vari

ables. 

For functional PCA, the sample covariance matrix is replaced by a covariance 

function v(s, t) and a covariance operator V which are defined as follows. The co-

variance function is 

v(s, t) = n " 1 C{x¿(s) - x(s)}{xi(t) - x(t)} 

i 

where the function x is the mean of the re», i.e. x(s) = J2i xi( s)/ n' The covariance 

operator is 

V4>(s)=fv(s,tW)dt (3.3) 

The weight functions are obtained as eigenfunctions of 

Vi> = pty (3.4) 

The maximum number kmax of principal components is equal to the rank of 

V. For classical PCA, is equal to at most the number of components in the 

multivariate observation vector, assuming that the number of observations is greater 
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than or equal to the number of such components. For functional PCA, however, the 

number of "components" is equal to the number of possible time points in Xi(t) which 

is, of course, infinite. Hence the rank of V is limited by the number of functions x¿. 

Actually, due to the subtraction of x in the definition of the covariance function, the 

rank is n — 1, assuming that the Xi are not linearly dependent. 

3.3.2 Methods of solving the eigenvalue problem 

Ramsay and Silverman [26, Section 6.4] present two possible approaches to the eigen-

function problem of Equations (3.3, 3.4). The material in this section closely follows 

their development. In both techniques, the main idea is to approximate the eigen-

function problem with an eigenvector problem that is solved by classical methods. 

Discretizing the data functions 

The first method simply discretizes the functions Xi(t) on equally spaced time points 

and proceeds with the usual PCA. This was the first approach to functional PCA, 

introduced by Rao [28, 29] and Tucker [34] and is the approach we use with the shoe 

orthotics data. 

The method results in a set of normalized eigenvectors. These eigenvectors are 

then converted to eigenfunctions by simple interpolation. The resulting eigenfunc-

tions are then smoothed by expansion in terms of basis functions. Principal compo

nent scores are calculated from Equation 3.1. 

Although this approach is efficient, some questions remain. We lose the continuity 

property in the P C A and the choice of the discrete time points might affect the PCA 

results. In addition, there is a computational disadvantage in treating a large matrix 
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instead of working with a small number of parameters as is possible with the method 

using basis functions described in the next section. 

Direct calculation of coefficients in eigenfunction expansion 

A second method focuses on the basis functions used in estimating the data curves. 

In this case, the sample curves have basis expansion 

R 

r=l 

as shown in the smoothing section 2.1.3. The maximum value of R is the number of 

observational time points, which is 100 for the shoe data set. However, we usually 

use considerably fewer basis functions in the expansion. 

Let us expand the eigenfunction i¡>(t) in the same basis as the data curve x¿, 

R 

r=l 

To solve the eigenvalue problem of Equations (3.3, 3.4), we note that the covari-

ance function may be written as 

v(s, t) = n~ V'(s)C'C0(i) (3.5) 

Substituting in Equation 3.3 yields 

Vtp{s) = n "V ' ( s )C 'CWb 

where W is the matrix with components Wrs = (<f>r, <j>s). 

It is then necessary to solve for the coefficient vector b in 

n ^ C ' C W b = pb (3.6) 
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subject to normalization and orthogonality of the eigenfunctions V- In terms of the 

coefficient vectors b, these conditions are (ip,ip) = 1 •¢¢- b'Wb = 1 and = 

0 & bjWbj = 0. 

Defining u = W 1 / 2 b, Equation 3.6 becomes 

n - l W l / 2 C / C W l / 2 u = p u (g 7 ) 

which is solved for u and then computation of b = W - 1 / 2 u gives the coefficient 

vectors for the eigenfunction expansions. 

3.3.3 Functional P C A for shoe orthotics data 

Consider again the shoe insert experiment, one variable at a time, as a sample for 

univariate functional PCA. Here, the vertical force (Variable 1) and medio-lateral 

force (Variable 6) are considered separately. 

Functional PCAs for the shoe insert measurements for both subject variability 

and condition variability were separately performed by the method described in Sec

tion 3.3.2. The data functions were estimated by 25 B-spline functions of order 6 

with 21 equally spaced knots. The fourth derivative function was used in the rough

ness penalty. The eigenfunctions were also estimated by 25 order-6 B-spline basis 

functions. 

Subjective variation 

For each subject, the 5 trials for condition 1 were summarized with the median 

function. While normally one might use the mean to summarize the trials, these 

data exhibited a sufficient number of anomalies to warrant a more robust summary 

measure. These summary median functions were then registered to the median 
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function for all subjects. Figure 3.12 shows plots of the registered median functions 

for the two variables. 
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Figure 3.12: Median of trials for each subject registered to the median of all 
subjects. 

As illustrated in Ramsay and Silverman [26, Section 6.3], plotting principal com

ponent weight functions as perturbations of the mean curve can be useful for in

terpretation. Essentially, this shows how each weight function affects the "average" 

case. Figure 3.13 shows the overall mean curve and effects of adding and subtracting 
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a constant multiple of the first and second principal component weight functions, 

called offset curves. 
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Figure 3.13: Univariate FPCA for subjective variation: Condition 1, all 14 
subjects. Left: Variable 1, right: Variable 6. 
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The percentage of the total variability indicates how much of the variability is ex

plained by the plotted principal component. Thus, the upper left plot shows that the 

first principal component for Variable 1 explains 90.6% of the total variability. The 

shapes of the offset curves differ little from the mean function. This indicates that 

the first principal component score is essentially a uniformly weighted average of a 

subject's response for times between 0.2 to 0.8. The second principal component for 

Variable 1 explains only 4% of the total variation and is therefore negligible. Nev

ertheless, it is interesting to note that its effect is confined to times near the global 

maximum of the mean curve at about 0.5 and near the local maximum around 0.2. 

Near the global maximum, the effect is similar to that of the first principal compo

nent while near the local maximum the second component has an effect opposite to 

that of the first component and of greater magnitude. Thus, the second principal 

component weights the two maxima oppositely. It may be considered to represent a 

contrast between the global maximum and the local maximum near 0.2. 

For Variable 6, only 43% of the total variation is explained by the first component. 

At each local extremum, the variation is large, reflecting the large inter-subject 

variability near the curve extrema. The plot reveals that, as for Variable 1, the shapes 

of the three curves are similar. The second principal component is not negligible since 

it accounts for 29% of the total variability. Again, as for Variable 1, this component's 

effect at the peak near 0.2 is opposite to the effect of the first component. At the peak 

near 0.8, the two principal components have similar effects. The second component 

represents a contrast between the data near 0.2 and the rest of the data curve. 
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The principal component weight functions which were used in Figure 3.13 are 

plotted in Figure 3.14. The dashed line is a smoothed version of the solid line. With 

smoothing, it is easier to see the global pattern, or the shape of the weight function. 
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Figure 3.14: PC function and smoothed PC function. 

For both variables, the first principal component function is positive for essentially 

the entire time interval. It is striking how similar the second principal component 

functions are, including the minor peak near 0.8. This peak is more pronounced for 
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Variable 6, where it can be seen even in the first principal component function. The 

second component represents a contrast between the data at 0.2 and at 0.5. 

Figure 3.15 plots the second component scores versus the first component scores 

for all 14 subjects. 
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Figure 3.15: Second PC vs first PC. 

This type of plot is useful for discovering "outliers", i.e. subjects whose scores differ 

substantially from those of the majority. For example, only Subject 15 clearly differs 
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from the other subjects on both variables. The plot is also useful for discovering dis

tinct groups of subjects. Of course, one must then seek covariates that might explain 

the groupings. Unfortunately, for the shoe insert data no covariate information was 

available. 

Conditional variation 

In this section, we briefly look at variability due to the five conditions for a single 

subject. Thus, this section is similar to the above section, except that we interchange 

the role of subject and condition. Therefore, the principal components now assess 

the variability over conditions. 

In Figure 3.16 (on page 69) we plot the mean over all five conditions for Subject 1. 

As in Figure 3.13, we then add the offset curves. The offset curves for the first prin

cipal component for both variables correspond to a time shift effect. For Variable 1, 

the second principal component represents roughly a uniform average over the time 

interval from 0.2 to 0.8. For Variable 6, the second principal component is obviously 

a contrast between the time intervals (0.1, 0.2) and (0.3, 0.6). The percentage of 

total variation explained by the first two principal components is similar for the two 

variables. For Variable 1, the first principal component explains 67% of the total 

variation. For Variable 6, the percentage is 58%. For Variable 1 this is less than in 

the case of subjective variation while, for Variable 6, it is greater. The percentages 

for the second principal components are both about 22%. 

The plots also show that the first principal component places greatest weight in 

regions where the curves have local extrema. This may be used as a justification for 

the common practice of summarizing a curve by its maximum value. 



Figure 3.16: Univariate F P C A for conditional variation: Subject 1, first two 
principal components. Left: Variable 1, right: Variable 6. 
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3.3.4 Other approaches 

There are several other approaches for functional PCA. Ramsay and Silverman [26, 

Chapter 7] extend the idea of the roughness penalty in the context of PCA. The 

method is called a regularized functional PCA, which keeps the data unsmoothed 

initially and performs ordinary PCA. Then the resulting principal component func

tion is smoothed by the roughness penalty approach which makes the size of residual 

variance and smoothness compete with each other. They compare this approach and 

the approach described in Section 3.3.1 by applying both methods to the same data 

set. There are no great difference between the methods for that example, but they 

claim that the comparison depends on the degree of smoothing taken to the data 

and to the PCA. Further research on smoothed PCA is discussed in Silverman [31] 

and in Ocaña, Aguilera and Valderrama [18]. 

3.3.5 Bivariate case 

Bivariate P C A treats the simultaneous variation of two response functions, xA(t) 

and xB(t), say. A principal component weight function becomes a vector of two 

functions V> = [i>A il>B]'- The principal component score given by the weighted linear 

combination yi = (^, x») becomes 

yi = (1>A,xt) + (4>B>*?) 

and the eigenequation system which is to be solved is 
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where v is defined to be the cross-covariance function. The system can be solved by 

discretizing xA(t) and xB(t), concatenating the resulting vectors into a single vector 

and then applying a standard principal component analysis. The resulting principal 

component weight vectors can be separated into parts corresponding to each of the 

response functions. These weight vectors can be converted into principal component 

functions as for the univariate case. 

Shoe orthotics data 

With bivariate PCA, we may discover some characteristics which are not evident in 

univariate PCA. Figure 3.17 (on page 72) shows the bivariate principal component 

analysis for vertical force and medio-lateral force in Condition 1, for all 14 subjects, 

telling how those two variables behave jointly. The calculation was carried out as 

explained above by discretizing the sample functions. Then a standard principal 

components analysis was performed. The resulting eigenvectors were separated into 

two parts representing the first variable and second variable, respectively. The sepa

rate eigenvectors were expanded in terms of the same basis functions as used for the 

sample functions. Comparing Figure 3.17 with Figure 3.14 of the univariate analy

sis, the curves for Variable 1 are almost identical, but the curves for Variable 6 are 

rougher. Variable 1 dominates the eigenvectors of the joint covariance matrix. This 

is due to the difference of scales of measurement for the two variables. When the 

variables are on such unequal footing, it is preferable to apply P C A to the correla

tion matrix rather than the covariance matrix. This is left as an avenue to pursue 

in future work. 
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As in the univariate case, we can plot the mean curve and the corresponding 

offset curves. Figure 3.18 (on page 73) is the bivariate equivalent to Figure 3.13. It 

is clear that the effect for Variable 1 is the same as for the univariate case. Also the 

effect of the first principal component for Variable 6 is more focussed on the time 
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interval (0.2, 0.6). The percentage of variability explained by the first component is 

89% for Divariate case. Variable 1 accounts for 99.8% of this and Variable 2 accounts 

for the remaining 0.2%. The second component explains only 4% of the bivariate 

variability and is considered negligible. 
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Figure 3.18: Bivariate principal components: mean curve. 

By plotting the second principal component scores against the first principal com

ponent scores, we may be able to group subjects for further analysis. For example, 
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Figure 3.19 shows that Subject 9 and Subject 15 clearly differ from the other subjects 

on both variables. 
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Figure 3.19: Bivariate principal components: second PC vs first PC. 

Since principal component scores are convolutions of sample functions and weight 

functions, we can plot the point-wise weight multiplied by the discretized sample 

value to determine which time intervals provide the main contributions to the prin

cipal component scores. 
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Another effective bivariate plot graphs the sample function for one variable 

against the sample function for the other variable. This shows the joint variation in 

a single plot. Figure 3.20 is such a plot of Variable 6 against Variable 1. The plot 

gives the trace for one subject (dotted line) and the median trace over all subjects. 

It is possible to add offset curves to the median trace as a type of "confidence band". 
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Figure 3.20: Bivariate path for Variables 1 and 6. 
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If we have more than two variables of interest, the bivariate method can be 

easily extended to multivariate functional principal components. Although it may 

be difficult to interpret and visualize the results, it will still be useful for the same 

purposes as univariate PCA. 



Chapter 4 

Data Analysis: PFPS Study 

In this section, several approaches are considered to compare runners suffering from 

Patellofemoral Pain Syndrome (PFPS) with non-injured runners. The data were 

described in Chapter 2. There are six groups of subjects, each consisting of one 

injured subject matched with two non-injured (control) subjects. Knee abduction 

moments under barefoot condition were measured to compare the injured and non-

injured runners. 

For all of the analyses in this chapter, the first 20% of the time interval was 

omitted due to spurious fluctuations of the data in that region. 

Figure 4.1 (on page 78) shows plots for all six groups of injured and control 

subjects. The plots reveal that the magnitude of the knee abduction moment for 

injured subjects may be different from that of control subjects in each group at some 

subinterval. Stefanyshyn et al [33] test this claim with an ANOVA on the maximum 

response from each curve. Despite the large subject variability, the study shows 

significant difference between injured and control subjects. 

The main difference between standard statistical data analysis and functional 

data analysis is that in functional data, each observation is a function, while each 

observation in classical data analysis contains only a scalar. 

77 
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Figure 4.1: Knee abduction moment curves for injured (solid lines) and con
trol subjects. Each plot contains three trials per subject. Each group contains 
one injured and two control subjects. 
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In other words, functional data contains more information than just a scalar value. 

Therefore, the most crucial and interesting question in functional data analysis is, 

what should be the response value. Ramsay and Silverman [26] approach this prob

lem by discretizing the estimated smooth curve and analyzing at each time point. 

They then summarize all the information by making a function of those pointwise 

discretized results. 

After discussing some approaches using ANOVA, some new nonparametric meth

ods are presented. 

4.1 Analysis of Variance approaches 

4.1.1 Methods based on using maximum response 

T\ : Maximum mean response 

Before going further to function analysis, let us consider one classical approach to 

functional data. The PFPS study described above took the maximum response from 

the mean of the smoothed curves of the three trials of the injured subject, noted the 

time of this maximum (f, say), and then used the same time value, to obtain the 

responses from the mean curves for the non-injured subjects. Then we define T\ to 

be 

Ti = mean response at t* for each subject 

This method is the most commonly used for functional data. Clearly, this is a rather 

drastic reduction of the data since, among the infinite number of response values in 

one curve, only one point is used for analysis. It is also likely to overestimate the 

true difference between injured and non-injured subjects, since the determination 
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of t* is based on the curves of the injured subject. 

T 2 : A l l measurements at one time 

Another method is to omit the averaging over trials and to use the individual trial 

curves directly. Since there were three trials for each subject, there are three separate 

maxima for each injured subject. The value of t* is defined as the mean of the times 

hi h, U at which the maxima for the injured subject occur. A l l measurements are 

then made at t*. Thus we define T 2 to be 

T 2 = actual response at t* for each trial and each subject 

Tz : Maximum response over an interval 

One modification of T 2 is to attempt to account for the random phase shift in the 

curves. The approach is to replace the response at t* with the maximum response 

over an interval. Taking the range of the times of the maxima of the curves for 

the injured subject, i.e. the times t\, i 2 , *3> to be approximately representative of 

the random phase shift, we define T 3 to be the maximum response in an interval 

three times as wide as the range (the factor of three is arbitrary, but seems to be 

reasonable). Let i m ¿ n = min(t\, i 2 , t 3) and define tmax similarly. Let A i = tmax—tmm-

Then we define Tz to be 

Tz = maximum response in ( í m ¿ n — A i , tmax + Ai) 

Table 4.1 summarizes the results for a 2-way ANOVA for these test statistics. The 

hypotheses of the test are 

Ho : tMnjwed = (¿control 

H i : ^injured ^ ^control 
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Table 4.1: ANOVA Results 
Df SS Mean Sq F-value p-Value 

ANOVA Table for Ti 
Group 5 10576.2 2115.2 9.61 0.008 
Condition 1 897.2 897.2 4.08 0.090 
Interaction 5 4288.0 857.6 3.90 0.064 
Residuals 6 1320.4 220.1 
A N O V A Table for T 2 

Group 5 31518.8 6303.8 23.51 < 0.001 
Condition 1 2616.1 2616.1 9.76 0.003 
Interaction 5 12976.6 2595.3 9.68 < 0.001 
Residuals 42 11259.5 268.1 
ANOVA Table for T 3 

Group 5 32939.8 6588.0 43.94 < 0.001 
Condition 1 1547.9 1547.9 10.32 0.003 
Interaction 5 9054.1 1810.8 12.08 < 0.001 
Residuals 42 6296.6 149.9 

The results for T 2 and T 3 are virtually identical. This is most likely a result of 

the fairly narrow interval A i used in T3. The six intervals ranged from 1% to 7% of 

the total time interval. Over such a narrow interval, smooth functions would not be 

expected to vary much. 

Statistics T2 and T 3 show a highly significant interaction between group and 

condition. This indicates that groups should be analyzed separately. For T\ a non

interaction model may be considered adequate. Fitting such a model results in 

p-values of 0.023 for the group indicator and 0.212 for the condition indicator. Thus, 

according to this statistic there is insufficient evidence to conclude that the mean for 

injured subjects is different from the mean for non-injured subjects. 

Due to the significance of the interaction term for T3, the following hypotheses 
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were tested on individual groups with i-tests: 

Ho : /^injured — 2 (fl^conbrol "t~ A*2,contr<rf) 

H i : fMnjured > \{V>\,contról + (¿2,ccntrol) 

The resulting p-values are: 

Group 1 2 3 4 5 6 

p-value 0.501 0.531 0.002 0.079 0.961 0.697 

For three of the six groups, there is no evidence of a difference between injured and 

control subjects. For two of the remaining groups, there is some evidence that the 

injured subjects have higher response. For Group 5, there is a strong indication that 

the response is lower for the injured subject. This is consistent with the interaction 

p-value in the ANOVA analysis and is a result of the high subject variability. 

4.1.2 Integrated squared response 

The integral of the squared response summarizes magnitude information over all of 

a curve: 

where yijk is a curve from ¿th group, jth subject (j = 1 for the injured subject), fcth 

trial. Table 4.2 (on the next page) provides the resulting ANOVA table. The table 

shows that the results for T 4 are comparable to those for the previous maximum-

response based measures. 

with i = 1 
, . . . , 6 i = 1,2,3 À; = 1,2,3 
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Table 4.2: ANOVA Results for integrated squared response 
Df SS Mean Sq F-value p-Value 

ANOVA Table for T 4 

Group 5 16316849 3263370 6.63 < 0.001 
Condition 1 17041637 17041637 34.65 < 0.001 
Interaction 5 48520400 9704080 19.73 < 0.001 
Residuals 42 20659015 491881 

4.2 Nonparametrie methods 

For the f-test, the data should satisfy certain assumptions. The data should consist 

of independent observations from Normal distributions. Nonparametric tests, such 

as the sign test and Wilcoxon signed rank test, are more robust and require fewer 

assumptions. It is only necessary to devise a measure to permit us to apply these 

nonparametric methods to functional data. Several such measures are proposed 

below. 

4.2.1 Measures based on percentage of positive mean difference 

One possible measure is the percentage of time where the injured subject has a higher 

response than non-injured subjects. We form the mean difference curve and then 

calculate the percentage of time for which this curve is positive. In this calculation, 

we pool the trial curves for the two control subjects in a group. The mean difference 

curve is 

y<uf(t) = mean(yinjured(t)) - meanivcontroiit)) 

The response to be analyzed is then 

T> = ¥ \ \ L I { v M t ) > 0 ) d t 
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where r = (o, 6) is the time subinterval for which we wish to obtain the percentage 

of positive mean difference and ||r|| is the size of r . On the advice of subject matter 

experts, the time interval r = (0.20,0.50) was used for our analyses. 

T 5 was used with the sign test and the signed-ranks test on the hypotheses: 

H 0 : Median{T5} = 0.50 

H i : Median{Th} > 0.50 

The value 0.50 could be altered with more specific information about the expected 

percentage of time. 

Sign test 

Table 4.3 presents the response and corresponding signs. The p-value from the sign 

test is 0.109 which constitutes a very weak indication that the injured subjects have 

larger knee abduction moment values than non-injured subjects for more than 50% 

of the time interval r, on average. 

Table 4.3: Sign test 
Group T 5 r 5 - 0 . 5 0 Sign 

1 1.00 0.50 + 
2 0.76 0.26 + 
3 1.00 0.50 + 
4 1.00 0.50 + 
5 0.94 0.44 + 
6 0.09 -0.41 — 

Wilcoxon signed-ranks test 

The sign test ignores the magnitudes of the differences T5 - 0.50. The Wilcoxon 

signed-ranks test accounts for the magnitudes by ranking the differences. 
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Table 4.4 shows the data and the signed ranks. The p-value from this test is 

0.047 which constitutes evidence that the injured subjects have larger knee abduction 

moment values than non-injured subjects for more than 50% of the time interval r , 

on average. 

Table 4.4: Wilcoxon signed-ranks test 
Group T 5 T 5 - 0 . 5 0 Signed Rank 

1 1.00 0.50 +5 
2 0.76 0.26 +1 
3 1.00 0.50 +5 
4 1.00 0.50 +5 
5 0.94 0.44 +3 
6 0.09 -0.41 - 2 
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4.2.2 Sign test with threshold band 

One problem with the sign test as used above is that it can lead to a misleading 

conclusion of significance. Figure 4.2 shows a typical case where the value of T5 will 

be large due to small fluctuations around the zero level. If fluctuations within the 

horizontal band in the figure are considered to be negligible, then we should omit 

the corresponding time intervals from the T5 calculation. 

-5 J 

time 

Figure 4.2: Mean difference curve with threshold band. The solid line seg
ments give T 5 . The dashed line segment gives T 6 . 

The width S of the threshold band may be a given value set by subject matter 

experts or it may be chosen to be a fraction of the maximum magnitude of the mean 

difference curve. We chose to use 6 = 0.1 x max{| y<e/(t) |}. Only when the curve 
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falls outside the threshold band is the corresponding time interval counted. If we 

define 

then T+ is the percentage for which the curve exceeds the upper bound and T_ is 

the percentage below the lower bound. We then define 

These hypotheses can now be tested as above with the sign test or the Wilcoxon 

signed-ranks test. Table 4.5 (on the next page) summarizes this test for the PFPS 

study. For the given Ó", the sign test result is the same as obtained earlier. For 

the Wilcoxon signed-ranks test, the p-value is now 0.078. Hence there is still some 

indication that the knee abduction moment is higher for injured subjects than non-

injured ones within the same group. For this example, the effect of banding is not 

large. However, the sample size is small and perhaps the value of S was chosen to be 

too small. 

= T + - T_ 

The hypotheses of interest may then be written as 

H 0 : Median{T6} = 0 

H i : Median{T6} > 0 
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Table 4.5: Threshold-banded sign and signed-ranks tests 
Group T 6 Signed Rank Sign 

Ï TOO 5Ü +~~ 
2 0.45 1 + 
3 1.00 5.5 + 
4 0.66 2 + 
5 0.89 4 + 
6 -0.84 - 3 -

One advantage of functional data is that there is information in the derivatives. 

Derivatives are easily obtained from the smooth curves. A l l of the above procedures 

can then be applied to the derivative curves. 



Chapter 5 

Conclusions and Future Directions 

Functional data analysis has been an active research area for a short time and is 

only now being applied more extensively. More research is needed. The application 

of this new method to the real gait data revealed several needs and ideas for further 

work. This chapter discusses those issues briefly. 

5.1 Conclusions 

5.1.1 Shoe orthotics data 

Application of functional data analysis to shoe insert data shows strong subject-

specific reaction to the shoe inserts, but no systematic result was observed for all 

subjects. This is consistent with results from classical analysis of the data. The main 

problem is that sample sizes were small and subject-to-subject variation was large. 

Thus it is not surprising that there are no detectable characteristics across subjects, 

even with functional information. Grouping subjects with similar attributes might 

be one way to enhance the analysis of systematic effects. Of course, a larger sample 

size would help. 

In place of the commonly used mean, we have used the more robust median as a 

summary measure. 

For simple treatment comparison, we recommend cross-sectional ¿-tests and their 

associated smoothed p-value function. The total portion of the time interval for 
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which this function lies below some critical value is a promising statistic. 

For the correlation of two variables, the common method is to reduce each trial 

response curve to its maximum value and then to compute the correlation from the 

maximum response values. One then reports the proportion of subjects that have 

high correlation. 

We have modified the calculation to take account of the entire curve by computing 

cross-sectional correlations and forming the smoothed time-dependent correlation 

function. We then defined a summary measure (the ICOD) to allow us to compare 

two treatments. 

Registration and univariate and bivariate principal component methods have been 

shown to be useful in detecting subjects with abnormal responses. 

5.1.2 PFPS data 

The PFPS data also show subject-specific behaviour. The ANOVA results show a 

high degree of interaction between group and condition. 

The sign test and the signed-ranks test for the difference between injured and 

control subjects indicate that injured subjects may have larger knee abduction mo

ments than non-injured subjects. Other variables have not been tested, but could 

be subjected to the same method in order to test the difference between two groups. 

An important contribution to the field is the novel modified nonparametric method 

that was developed in this thesis. We defined some new potentially useful curve mea

sures. The measure TQ is particularly promising. 
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5.2 Future directions 

Probably the most important goal should be the collection of more data. The natural 

variability of responses appears to be large. The only way to overcome this limitation 

is to increase sample sizes. 

For curve registration, a computationally more efficient algorithm is needed. Cur

rently, a large number of iterations are required, and it takes a considerable time to 

register a set of functions. 

Al l of the analyses employed in this dissertation followed the same pattern: the 

raw data were transformed to smooth functions, registered and discretized on equally 

spaced time points. The requirement of equal spacing can be relaxed so that the 

discretization is denser in regions of greater variability. 

The equal spacing of knots in the B-spline basis functions can also be relaxed to 

improve the fit near salient features. 

We plotted bivariate principal component scores in a two-dimensional plot as 

a discriminant of subjects, but multivariate scores would make three-dimensional 

analysis possible. 

For some types of data, it may be more effective to base tests on derivative 

information. See, for example, recent research by Ramsay [22]. 

We strongly recommend that simulation studies be carried out. For example, the 

data contained some "outlier" functions. Thus, for robustness, one should prefer use 

of the median, the mean absolute deviation (MAD), and Spearman's rho for sum

mary measures. It would be useful to compare these measures with their standard 

counterparts by simulation. 
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The measure T 6 developed in Chapter 4 can be modified in several ways. It would 

be very useful to test the modifications with real or simulated data. Following are 

some proposals for modified curve measures. 

• The time interval r in the definition of T$ should be chosen to capture the 

interesting region of the curve. This may need to be a union of disjoint time 

intervals, i.e. r = (J 7*. 

• Another generalization would be to use a variable threshold band width Ô. This 

would permit flexible modelling with narrower/wider bands in different regions 

of the time interval. Obviously, the width should be restricted to a range of 

values (Smin, Smax) which should be determined by a subject matter specialist. 

• One problem with the use of T$ arises when the curve falls outside the band 

for only a small proportion of the interval r. In such a situation the sign of 

T6 is very sensitive to small variations in the shape of the curve which may 

result from different degrees of smoothing. In this sense, one might define the 

proportion of r for which the curve lies inside the band as a kind of "sensitivity 

measure". If the sensitivity is too high, the curve should be counted as a tied 

observation in hypothesis tests. Simulation would be of use to investigate the 

sensitivity measure. 
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