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ABSTRACT 
Robots are poised to enter our everyday environments such 
as our homes and offices. These contexts present unique 
human demands, including questions of the style and 
personality of the robot's actions. Style-oriented 
characteristics are difficult to define programmatically, and 
as such, are often out of reach from the designers involved 
in creating robotic technologies. This problem is 
particularly prominent for a robot’s interactive behaviors, 
those that must react accordingly to dynamic environments 
and actions of people. In this paper, we present the concept 
of programming robotic style by demonstration through the 
use of broomsticks and tangibles, such that non-technical 
designers can directly create the style of actions using their 
existing skill sets. We developed a working system as a 
proof-of-concept, and present two novel interfaces for 
directly demonstrating the style of motions to robots. Our 
current focus is on the style of a robot following a person, 
but we envision that simple physical interfaces like ours can 

be used by non-technical people to design the style of a 
wide range of robotic behaviors. 
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INTRODUCTION 
The design of robots that enter the everyday environments 
of everyday people must be considered beyond their utility 
and functionality, as people generally care a great deal 
about the style of objects and technologies that they 
possess [26]. Style and fashion are often important factors 
of technology adoption, and people will want attractive and 
pleasing robots the same as they want an attractive table, 
wristwatch, or car – design is directly related to user 
experience and satisfaction [19, 26]. This perspective 
clashes with much of the traditional utility-based 
motivation for robots (cleaning, moving objects, etc). 

Advanced programming is generally required to get robots 
to do even simple tasks in the real world, and the style of 
the resulting goal- and efficiency-oriented actions tends to 
be very mechanical. It is difficult to programmatically 
embed richer style into robot actions, e.g., to program 
robots that pick up objects, shake your hand, or follow you, 
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Figure 1 – Style by demonstration: During demonstration the primary person walks as they normally would in the given circumstance 
and the designer pushes a robot (iRobot Roomba) on a broomstick to demonstrate the style in which the robot should follow the 

primary person. Following, during generation the primary person walks normally and the interactive robot path and style is 
automatically generated in real-time to react to the primary person in a way that matches the demonstration style. 



 

to do these actions in an aggressive, timid, or careful 
fashion. These problems are exacerbated for non-scripted 
interactive robot behaviors, where the robot must interpret a 
changing environment or person’s actions, and react 
appropriately, in real time. In addition, technical design 
solutions are generally inaccessible to the non-technical 
designers who are tasked with creating such interactions. 

We propose to use programming-by-demonstration to 
directly design the style of robot interaction – a technique 
we call style-by-demonstration. We focus on the style of 
how a robot should interact with a person, rather than any 
particular goal-oriented interaction with the environment. 
Further, we leverage tangible user interfaces (TUIs) for 
input, where people can directly demonstrate to robots the 
same as they may demonstrate to another person. Accepting 
that interaction between a person and a robot happens 
within greater tangible- and social-world contexts [6] 
motivates our approach of enabling non-technical designers 
to leverage their existing skill sets: people care about style 
and emotion [19] and intuitively understand properties of 
tangible interaction [12]. Furthermore, teaching other 
people by example and demonstration is common in 
everyday lives. 

Our current initial style-by-demonstration exploration 
focuses on enabling a designer to demonstrate to a robot 
how it should follow a person, a practical yet stylistically 
flexible and diverse robot application. Our implementation 
is a robotic extension to Puppet Master [23], a 
programming-by-demonstration system for the locomotion-
based interactive styles of animated avatars, as it has been 
shown to capture style and emotion from a demonstration. 

In this paper, we present a working proof-of-concept 
system for robot style-by-demonstration, including novel 
robot-broomstick and tabletop tangible-user interfaces 
(TUIs) for demonstration. We further detail our solutions to 
extending the Puppet Master animation system to work with 
robots, including an addition that includes auxiliary actions. 

RELATED WORK 
A common approach to the creation of interactive behavior 
(such as following) is to explicitly program the behavior 
model to define how the entity [1] or robot [2, 13] should 
act in given situations. This requires actions and behavior to 
be defined in algorithmic terms, making it difficult to 
represent stylistic properties, an approach which is less 
accessible to non-technical designers, artists or laypersons. 

Real-time behavior can also be synthesized from an 
example database [14]. These approaches generally require 
large amounts of pre-processing (often technical-user 
assisted), and primarily target plausibility of physical 
motion such as realistic-looking walking or collision 
avoidance, rather than the stylistic properties of these 
actions in highly interactive and dynamic instances. 

Programming by demonstration was originally used to 
automate GUI operations [18] and later for interactive-
behavior collision-avoidance and planning [5], and static or 

directly-controlled animations [11]. For robots similar 
approaches are used to teach navigation routes [13], how to 
move or pose in a human-like fashion [17], or how to 
perform specific physical tasks [9, 16, 20]. Our work is 
unique in that we focus on the style of interaction, rather 
than on a particular task goal or movement. 

Some programming-by-demonstration robot systems [7, 21] 
enable the creation of very expressive, stylistic motions, but 
these result in static movements only and are not interactive. 
Others incorporate pre-scripted style and emotion into their 
interfaces [16], but as tools for interaction not as something 
that is learned from demonstration.  

For robot proximity behavior, researchers have looked at 
the practical, engineering mobility and vision challenges [3, 
15], the development of goal-centric predictive models [4], 
the social aspects of how close a robot should be to a 
person [25] and how to make following behavior feel 
natural [8]. We believe that our effort is unique as it enables 
people to directly design the style of robotic motions by 
demonstration using physical interfaces.  

STYLE-BY-DEMONSTRATION 
We implement style-by-demonstration for reactionary 
behavior, meaning that the robot is programmed to act in 
reaction to the real-time actions of a person via 
demonstration. A following-specific illustration of the 
demonstration procedure is shown in Figure 1. 

During the demonstration phase, example motions are 
provided both for the person (primary) and for the robot 
(reactionary), showing by acting how a robot should 
respond to the person’s movements. Both paths are given 
simultaneously in real time. 

After demonstration, the generation phase takes the style of 
the reactionary characteristics shown in the demonstration 
and incorporates it into real-time interaction. Here, the 
person moves freely while new, appropriately styled, robot 
actions are generated on the fly to respond to the person’s 
movements. Our approach generally allows demonstration 
to be relatively short, from 30s to 2 minutes, and generation 
occurs immediately with no need for pre-processing). 

Using TUIs to Show a Robot How to Follow 
Our primary goal in developing interfaces for a person 
demonstrating to a robot was to make them easy to use, to 
enable a person to focus more on the motion style and less 
on the mechanics of moving the robot. To this end we 
developed a set of TUIs that encapsulate a tangible model 
of the robot’s movement properties and physical constraints.  

Well-designed TUIs leverage a person’s understanding of 
the tangible world, providing immediate tactile feedback on 
their input (in relation to robot capabilities), and reduces the 
indirection between the input and output [12, 22]. This 
serves to both ensure that the motions given are 
reproducible by the robot and to directly communicate 
robot-movement and mechanical limitations and constraints 
to the person. TUIs have been shown to afford and mediate 
robotic interaction, arguably due to robots being a special 



case of TUIs, ones that can sense and react in the physical 
world [10]. In contrast, we ruled out the possibility of 
directly tracking a person’s movements for demonstrating 
the robot input, the resulting demonstration would be too 
expressive and would contain motions and nuances not 
reproducible by the robot. Further, the small size and height 
of our robot makes it very impractical for a person to 
directly grab and show it how to move. 

We use an iRobot Roomba (Figure 2) in our current 
implementation, a disc-like vacuum robot that moves via a 
2-wheel-plus-coaster base (it cannot move sideways) and 
sits close to the ground. We have also pre-programmed two 
performable robot actions: a happy and a sad sound. This 
functionality was added to explore the scalability of our 
approach to robotic actions beyond movement. Below we 
present the two tangible interfaces we designed for 
demonstrating the style of following a person to the robot. 

Demonstrating Style using a Broomstick Interface 
Our robot-on-a-broomstick interface is a regular aluminum 
broomstick attached to an iRobot Roomba (Figure 2) via a 

two-axis swivel, allowing it to be freely moved up, down, 
left and right, but not to be twisted.  

The Roomba can be turned by tilting the broomstick left or 
right, or twisting it, during movement. Further, we have 
installed two soft-press buttons (Figure 4) on the 
broomstick so that the person can trigger the robot sounds. 
Finally, the wheels of the broomstick-Roomba have been 
disconnected (gears removed) to reduce the friction of the 
wheels and the force required to push the robot. 

The result is a natural and familiar mechanism (and 
situation) for demonstrating following style to the robot. In 
this scenario (Figure 3), one person (primary entity) walks 
naturally in the space while another person uses the 
broomstick to demonstrate a following style to the robot 
(reactionary entity). When demonstration is finished, a real 
(non-broomstick) Roomba enters the space and follows the 
person in the manner that was demonstrated (Figure 5).  

Figure 2 – iRobot Roomba, with underside view (right) – two-
wheel base and coaster highlighted 

Figure 3 – demonstrating, via the broomstick-robot interface, 
how a robot should follow a person 

Figure 4 – soft-press buttons to trigger robot actions (sounds 
in this case) 

Figure 5 – generation: robot autonomously following a person 
using the demonstration data, notice the tracking markers on 

the person’s feet 



 

Hand-Held Tabletop Puck 
The hand-held tabletop puck (Figure 6), inspired by 
previous work [24] is small enough to grab comfortably 
with one hand and move around, with a familiar mouse 
mounted on the top. The construction of the puck enforces 
movement constraints similar to the Roomba, with two 
independent-axis wheels and a caster, and a slight 
resistance on the wheel to restrict rapid movements. The 
mouse buttons on the top of the puck are used to trigger the 
robot’s sounds (produced through speakers). The puck is 
placed on a Microsoft Surface, allowing a person to 
comfortably demonstrate style over the entire 
surface (Figure 6).  

Style-by-demonstration is realized by animating a simulated 
(pre-scripted) person movement path shown by a happy 
face icon (Figure 6), requiring the designer to demonstrate 
via the puck how the robot should follow the happy-face 
person. After demonstration the robot can follow a person 
directly at the real physical space, following the previously 
demonstrated style. 

 

Implementation Details 
We used two iRobot Roombas in our implementation, one a 
disabled Create model (attached to the broomstick) and the 
other a standard Discovery model. Both robots were 
commanded by a central PC via a serial-bluetooth dongle, 
and the robot-action buttons on the broomstick are wired 
into a modified Phidget Remote wireless FOB clicker and 
standard Phidget interface kit. 

The robot and human’ locations were tracked using a Vicon 
camera-based motion-tracking system (Figure 7), and fed 
on the fly to a central PC for processing. The robot and 
person were fixed with IR-reflective markers (Figure 3,5), 
with the person’s location approximated as the mid-point 

between shoes. 

The tabletop puck was tracked via a Microsoft Surface 
touch-enabled tabletop display. The caster is reflective and 
we added reflective tape to the puck’s wheels (shown in 
Figure 6) for detection by the Surface. A standard network 
link was used to communicate with the main PC. 

ALGORITHM 
Style-by-demonstration for a robot following a person was 
realized through an extension of our Puppet Master 
animation system [23]. In the original Puppet Master, all 
interaction was performed on a tabletop PC (large SMART 
tabletop [23]) with generic pucks as input and on-screen 
animation as output. The primary technical challenge of this 
project was to effectively apply the flexible animation-
oriented Puppet Master to the hard limitations of real robots. 

 

 

 

 

 

 

Figure 6 – hand-held tabletop puck, top and bottom view, and 
placed on Microsoft Surface. Notice reflective markers on the 

bottom for tracking. 

Figure 7 – the interaction space, with some of the motion-
tracking cameras in view (highlighted) 

Figure 8 – Puppet Master’s [23] focus on entity movement 
texture and inter-entity relationships (via Primary’s coordinate 

space), these characteristics form a given entity state 



Original Puppet Master Algorithm 
Puppet Master is a pattern-matching algorithm that focuses 
on the entity state as defined by inter-entity position, 
orientation, and relative movements – characteristics well-
suited to following (Figure 8). During generation, it does a 
search on the training data to find the situation (inter-entity 
configuration and entity movement over a window, outlined 
in Figure 8) most similar to the current real-time situation, 
and uses the best match to generate the next output (Figure 
9) called a target (Figure 10a). The window size is fairly 
small and so satisfactory results can be obtained with a 
small training sample size (roughly ~30s for 
animation) [23]. Generation includes phases of smoothing 
and frequency analysis to remove noise while maintaining 
texture from training data. 

Puppet master is a time-driven algorithm, where a new 
target (absolute position, look direction, velocity, etc) is 
given several times a second (we call the time between 
targets the time step) – our implementation speed was 
reduced to 20hz for robots. Look-ahead path planning is 
impractical as the target is unpredictable, so the animated 
avatar is moved fairly directly to match the target state. 

Adoption to Robots 
Robots are imperfect physical machines that work on 
irregular surfaces, often cannot move as expected, and must 
adhere to real constraints such as movement speed or 
physical design. They cannot be moved directly as with 
animated characters, and it is generally difficult to reach a 
target within a given (very short) time step before the next 
target is given. We use a translation layer between Puppet 
Master and the robot, consisting of a kinematic model, 
directly driving the robot with movement texture, and using 

simple frequency analysis to maintain robot localization. 

We developed a simple mathematics-based kinematic 
model of our robot’s (Roomba) movements (Figure 11) that 
can solve for how a given robot command (drive velocity 
and turning radius) over a given time span will translate 
into a real-world movement (delta position / orientation). 
Inversely, given both a current and target robot location and 
orientation, this model can solve for the robot command 
(velocity, turning radius) that can best try to reach the target 
within the time step (Figure 10b). We consider this as the 
low-frequency component of the motion because the fine 
details are lost. 

For detail, we noted that the target location, over time, 
forms a textured path of how the robot should move (Figure 
10c). Calculating the delta of the target state, at each time 
step, and passing it through the robot kinematic model, 
yields direct-drive robot commands that produce the delta 
(via robot velocity and turning radius). This attempts to 
reproduce high-frequency detail and texture components of 
the target path. With this alone, however, robot localization 
(position relative to the person) is completely lost. 

We combine the low-frequency component (move to the 
target location/orientation) and high-frequency details 
(detailed texture of motion) (Figure 10d). We do this as a 
weighted average on the two components, with a heavier 
weight on the detail. This is done on the robot-action level, 
velocity and turning radius in this case. The data-flow 
process is illustrated in Figure 12. 

The intuition is that movements toward the target state are 
generally unchanged while other movements are dampened 
and altered to tend toward the target. Forward and 

Figure 9 – entity state over time (P = primary, R = reactor), a 
time window forms a situation (a trajectory over time, such as 
approaching). The Puppet Master algorithm searches training 
data for situations similar to the current real-time situation in 

generation, and best match is used to continue generation. 

Figure 10 – the various components of our algorithm for bringing a robot toward a given target state 

Figure 11 – Roomba movement model, θis turning radius + time, 
distance is velocity + time, p and p’ is start and end position 



 

backwards moving are handled inversely (turning toward or 
away from person, for example), and special-case handling 
helps ensure that the bias does not destroy the texture, for 
example, to maintain forward or backward movement.  

Auxiliary Actions 
Our implementation extended the Puppet Master algorithm 
to enable the demonstration of discrete actions (e.g., robot 
sounds), which can be specified by the trainer in-situ during 
training – we directly associate the actions with the training 
data on the time axis. During generation, as particular 
training data is used in output construction, the associated 
action triggers are included in the target output and then 
performed by the robot.  

Or current application, two discrete robot sound effects 
demonstrated through button presses, serves as a proof of 
concept that the Puppet Master algorithm is extendible to 
and can mesh with actions that are not derivative of motion 
paths. Robot sounds could be replaced by any discrete robot 
action, for example, from pre-configured facial expressions, 
to dropping an object, to taking a picture, or any pre-
programmed robot behavior. 

CONCLUSION AND FUTURE WORK 
We presented our implementation of an interactive system 
for designing robotic style by demonstration using physical 
interfaces. The paper detailed our technical solution, with 
its two TUI variants: robot on a broomstick, and a tabletop 
puck implemented on a Microsoft Surface. We explained in 
details the algorithmic solution underlying our approach: a 
robotic evolution of our animation-based Puppet Master.  

In the short term we are planning a set of user studies that 
will allow us to reflect on the strength and weaknesses of 
our approach. Our studies will explore whether designed 
styles correctly convey what the designer intended, and 
how different styles are perceived by different people. 
These studies will also compare our tabletop and 
broomstick methods of designing style and their effect on 
the resulting interaction, including such questions as how 
being collocated during design affects the user experience. 

In the longer term we are planning to explore the scalability 
of both our approach and our current algorithm to more 
elaborate robotic expressions. We are hoping that designing 
style by demonstration can be mapped to other applications 
with more complex degrees of freedom, and integrated with 
other robot programming approaches. For example, can we 
use a similar algorithm to simply demonstrate to a robotic 
teacher surrogate how to move its arms sternly, or 
enthusiastically? Can it be used to demonstrate to robotic 
service provider, say a waiter, how to collect dishes 
apologetically?    

Robots will be sharing more and more of our physical and 
social spaces. A person’s holistic perception will be based 
as much on a robot’s style of interaction as on their goal 
oriented task performance. Providing simple, well situated 
tools that will enable non-technical people to show their 
robots in what style to act can be an important part of 
integrating robotic interfaces in our future everyday 
environments. We believe our style-by-demonstration 
approach presented here is a step in this direction.    
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