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Introduction 
This Technical Reports contains the documentation of the reports of the students of this class on the 
projects they performed. 

 Machine Learning Background 
Machine learning is an established scientific area. It provides a wealth of algorithmic approaches that 
are based on a solid theoretical Foundation. Machine learning has proved to be applicable. There are 
many applications of the field; in fact, too many for an easy overlooking. 

In the course most of the Machine Learning techniques have been presented. In addition, it was shown 
how the methods compare and how they can be combined. A role played also which learning methods 
could be used for which application types.  

Machine Learning and Engineering 
A question arises: Is Machine Learning a scientific area or is it also an engineering discipline?  Obviously 
not.  But this should be expressed as “not yet”. So, what is missing? Let us have a look at other 
engineering disciplines. 

They are based on results of other areas as natural science or mathematics. Engineers rarely invent 
principle novelties in these areas. What they invent, however, is methods to make proper use of such 
results. This is in the first place a modeling task.  

This was the underlying idea to call the course “Applied Machine Learning” and this view is reflected in 
the projects and the reports on the projects.  Each student had the free choice of the application domain 
and the Machine Learning technique; in several projects more than one method was used. What have all 
projects in common is modeling. That means, the model should enable us to discover hidden 
information. This task can be simple or arbitrarily difficult. The goal is to do it in a systematic way.  

The basis of the projects was the methods of the lecture. The purpose of the projects was twofold: 

1) To get a deeper insight by not only listening but rather by doing. 
2) To show that machine help to solve other people’s  problems 

The situations were that way that the projects could use real data, mostly from industrial applications. 
The major problem in all problems was the modeling of the given situation such that methods and tools 
could be applied. This was done in a systematic way. The first step was to extract the characteristics of 
the application. These characteristics included a checklist of the form 
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- Static or dynamic situation? 
- Supervised, semi supervised or unsupervised? 
- Symbolic or sub symbolic? 
- Quality and volume of data? 
- Which methods could be used on the basis of this information? 
- Which tools exist for this method and could they deal with the given data? 
- What do we know about dependencies of the data? 

Project Overview 
The projects can be classified in two ways: 

1) By application domains 
2) By Machine Learning techniques used. 

We choose the first way, among other reasons because of the fact that not only one technique was 
used. 

The biggest group was dealing with questions of Software Engineering. The main concern was: 

- To support Agile Programming 
- To deal with defects and their origins 
- To discover malware and attacks. 

Project 1 deals with the situation in agile programming where there is a small group of people in a team. 
The team maybe distributed over the world and they communicate by email. The problem attacked by 
this project is: How to extract the content of an email if one of the team members is not available? The 
method used is Case Based Reasoning. For the free-text similarity, the built-in FREETEXTTABLE function 
of MS SQL Server 2008 that implements OKAPI BM25 text ranking formula was used. Special attention is 
paid for learning the weights of the similarity measure. 
 
Project 2 is concerned with reuse of software and codes.  This requires systematic approaches for 
specifying the behavior of a desired functionality and validating it against existing instances; two hard 
problems. Here these problems are attacked by applying a novel approach that exploits the semantic 
information in the test code. It consists in modeling classes based on their unit test code. A code metrics 
component is defined. The metrics are passed to the case-based reasoning engine that is responsible for 
finding the nearest neighbor. The CBR engine gets access to existing cases in the repository through the 
Case Base Manager. Case Base Manager loads individual cases and computes the similarity of the 
retrieved case and the given case. A proof of concept prototype showed applicability of the approach. 
 

In the detection of defects, failures and related aspects the modeling task is essentially aimed at 
detecting dependencies. This task is difficult because the dependencies are not only hidden but occur in 
various dresses. It requires some kind of deep modeling of the situation. 

Project 3 addresses dependencies directly. The goal is analyzing dependency relationships in source 
code. It uses Case Based Reasoning and a difficult problem was to determine the influence of the 
different attributes. Technically this means to determine their weights. This is done by using a neural 
back propagation net. 
 
Two projects deal directly with defect predictions. 
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Project 4 is concerned with the likelihood of defects. The defects are influenced by quite a number of 
factors and the influence is governed by conditional probabilities that are unknown in the first place but 
can be estimated from examples. In the project amodel for faultiness level prediction is proposed The 
technique employed is in principle Bayesian Belief nets. However, the complex structure of the problem 
requires the use of three different tools for supporting the modeling and validation of predictions. The 
B-course tool was used at first to model dependencies and understanding salient relationship between 
various attributes. After that, the GeNIe tool used to replace missing and null values. Finally, the 
NeticaTM used to support modeling, training, and validation of the whole approach. 

Project 5 is also concerned with failure prediction. A defect prediction model is calibrated using metrics 
from a past release or similar project, and is then applied to modules currently under development. 
Subsequently, a timely prediction of which modules needs more effort to remove the defects, can be 
obtained. The evaluative studies of CBR classifiers showed that their predictive performance is as good 
as or better than other types of classifiers. However, CBR can be instantiated in different ways by 
varying its parameters, it is not clear which combination of parameters provides the best performance. 
In this paper we evaluate the performance of CBR with a new way of attribute weighting using neural 
networks. 

The concern with failures is directly connected with the competence of developers. To predict this is 
then topic of project 6. The notion of analyzing who is making changes to a project stems from the 
intuitive notion that not all developers are equal and some developers are better than others. The aim of 
this project is to create a predictive model based on what a developer knows about the code they are 
changing. It is quantified how developer expertise for a change in terms of how frequently they have used 
the method calls added under each change. As the learning method based on Case-Based Reasoning is 
chosen. Because the choose of the weights is problematic and important a genetic algorithm is taken.for 
this. This fitness function measures the similarity from a particular “good” result. A future outlook 
describes extensions of the present approach  
 
 
Two projects deal with malware. 

Project 7 deals with the discovery of SQL attacks. This requires an analysis of queries and a problem is 

that attacks occur rarely but when they occur they are dangerous. In this report an anomaly detection 
technique which uses Case Base Reasoning to learn the behavior of database is proposed. In case of 
a good training set, it detects most of possible SQL-Injection attacks with an acceptable rate of false 
positives and false negatives. In the first learning phase the system will be trained by the normal 
behavior of the users of the database system as well as a set of possible attack statements. After 
passing a specific time threshold, the system is qualified to be installed as an IDS. In the detection 
phase, each input SQL statement is classified. 
 
Project 8 deals with the detection of malware. The goal is to perform a dynamic analysis. For this, it has been 
necessary to develop emulators that are capable of identifying threats, ideally for different operating 
systems and hardware. The technique used is Case Based Reasoning, based on traces of system calls 
previously collected to predict the result of system calls on the execution of code. In the project a 
simplified implementation of the Fish and Shrink algorithm was done.  Extensive evaluations were done. 
While the accuracy level was really high, over 90%, the time for performing the emulation is still an 
issue; 
 
Project 9 deals with a geological question of industrial importance. In this problem one obtains 
experimental data called well logs. These data are, however, not of direct use and need to be 
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interpreted. A hybrid system combining fuzzy logic and artificial neural network is designed to 
characterize reservoir properties from well logs. Two-stage fuzzy ranking technique with the tolerance 
of imprecise process the feature selection ability and is used to isolate key input variables with least 
dependency from well logs. Subsequently, a three-layer feed forward neural network learns the complex 
pattern existed between well logs and core data and is further used to predicate reservoir properties in 
un-cored well intervals and wells. Final prediction results are visualized along with single wellbore, 
multiple wells, stratum and reservoir using spatial interpolation methods. 

Two projects deal with industrial predictions. 

Project 10 is concerned with a prediction problem. The difficulty in predicting electricity prices is that 
they may suddenly jump up or down. This study evaluates the performance of  SVM based models for 
forecasting short term electricity market price in violate markets such as Ontario and Alberta and a 
milder one such as the Spanish market.  The test is run for three biweekly periods in 2004 Alberta and 
Ontario and in 2000 Spanish market.   

Project 11 deals with the prediction of failure in power plants. There is an increasing interest to perform 
the maintenance tasks more wisely.  The problem dealt with is to interpreting the inspection results of 
power transformers. The focus is on considering the trends of variation of power transformers health 
indicators and unfolding the hidden relationship between various factors affecting the status of a 
transformer. The project used Case-Based Reasoning and the results are very accurate. 

There are two projects dealing with public issues. 

In project 12 budget and resources planning for the City of Calgary business unit for Waste & Recycling 

Services is the subject. The example is garbage collection in the city of Calgary. The particular problem is 

that the situation with respect to population and business is constantly changing. One of the main factors 

in the plan is the amount of garbage produced by the residential and commercial units. The project 

proposes a model for prediction of this garbage amount. The machine learning technique used for the 

experiments and evaluation of the model is K-Mean clustering with a tool from Weka. A major problem 
was to determine information requirements because of the large amount of hidden information in the 
data. The results showed an acceptable level of accuracy for the prediction model. 

 

The task of problem 13 is improving traffic in cities. Current FCTL solution is not ideal due to the dynamic 
nature of road traffic. This project seeks to improve on the fixed control traffic light by applying 
reinforcement learning to the traffic lights allowing them to react to their environments. With 
reinforcement learning the traffic lights are able to react to the different lane states and, depending on 
the states, choose action that would give them the most reward. Results from the experiments show 
that the learning traffic light allows roughly 10% more cars to pass through the controlled intersection 
than the fixed control traffic light in unexpected events.  
 
Project 14 is concerned with multi agents. It studies behaviour that results from the interaction of the 
components of a complex system and its source that cannot be determined by examination of individual 
components. Emergent behaviour is hard to predict. The particular application is the Dynamic Package 
Delivery Problem Solving using Infochemicals. The method used is genetic algorithms. Besides the 
ordinary genetic operators a “Twin Point Mutation Operator” is introduced. This more targeted 
mutation operator for unwanted behavior was developed on examination of successful results to 
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increase the convergence of the search. The evaluation tested unwanted as well as beneficial behavior 
behaviour using an evolutionary testing method. 
 

Project 15 deals with childrens help. CAFAS is a child and youth assessment scale used to 

determine the individual’s degree of impairment in functioning day to day life.  Its scoring system is 

used to help create informed decisions about level of care, placement, type of treatment and its 

intensity. The goal is to find any patterns hiding within the CAFAS scores. 

 

Two projects are concerned with human like motions. 

Task of project 16 is that a robot learns finding a way in a building. In this project a framework for 
reinforcement learning on mobile robots is introduced and experiments and the results given by them 
are described.   The tool used is a C++ Reinforcement Learning Toolbox that gives the functions for 
implementing the algorithms. Especially, Q-learning is used. The robot can determine the value of an 
action right after the action is performed, and does not need to know about the larger world model. The 
sensors on the robot (sonar sensors and the camera) are used to describe the state of the robot. The 
robot performs well given the conditions and the environment. 

Project 17 deals with data obtained from human gestures. Such gestures are a means of 

communication and one has to learn the understanding of them. In this project it is wanted to 

develop a recognition system that works only with common consumer hardware, namely webcams as 

they can be found in nearly all notebooks that are sold today. A first step in this direction is done in 

this project.  It deals with the clustering of such gestures. The ultimate problem is: Given an image 

sequence recorded by a regular webcam, classify the depicted gesture as one of a set of priori learned 

gestures. The method is to extract the motion trajectory from the image sequence and then apply 

similarity measures originally developed to compare curves in relational clustering. This is done as 

the optical flow computation technique is defined for pairs of grey value images. Next, Gaussian 

smoothing is applied to the grey value sequence. For computing the distances Dynamic Time 

Warping and for the clustering Fuzzy C-Medoids is used. The evaluation pays special attentions to 

outliers. 

Project 18 is concerned with the prediction of publisher companies from just looking at the front page 
without looking at the text. This is a simple example of interpreting the image from purely syntactic 
information by using image processing methods. On the top level the classification is done by decision 
tree. On a detailed level, the k-means clustering technique is used to prepare the information for 
building a precise decision tree. To capture the knowledge from available samples and then feed it to an 
algorithm which will be able to use that knowledge for further decision making was a special feature of 
the project. 

There are two projects in bioinformatics 

Project 19 is concerned with the power of gene expressions what is a classification problem with 
uncertainty. Because of high dimensionality dimension reduction has to take place. Gene subset 
selection leads to computational cost reduction. The approach uses a combination of rough sets and 
fuzzy sets; the latter ones for dealing with uncertainty.   

Project 20 deals with cell communication in bioinformatics. It contains a stochastic model of quorum 
sensing in E.coli bacteria and an extension to a model by utilizing Particle Swarm Optimization (PSO) 
method to fine tune parameters of the model. Quorum sensing is a decentralized decision making 
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process which depends upon cell-population density. Decisions are made based on regulation of gene 
expressions. Thus Quorum Sensing is a method of intercellular communication which allows populations 
of bacteria to work together as a team. By fine tuning parameters, the model is able to more accurately 
predict dynamic behavior of the system. The learning method was a genetic algorithm and for the 
simulation an extension of the Gillespie algorithm was used. 
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1 Introduction 
In agile projects, requirements are commonly expressed using “user stories” in everyday language. 

These stories are not formalized and the meaning cannot be formally extracted. An example user 

story is as follows:  

As a shopper, I want to pay online to checkout my shopping cart using Master- Card, Visa or Amex 

credit card from a secured web page only.  

However, as the developers start developing the stories, they often consult with customers and 

other teammates to further clarify such user stories. Face-to-face communication is used as the 

principal communication medium between customers and developers in agile processes. In 

distributed teams, people often use emails where face-to-face communication is not an option. For 

an example, the developer may send the following email to the customer to further clarify the 

example user story.  

Subject: Clarification required on online credit card payment  

Hi Bob: Please clarify if the shoppers need to provide the security code of the credit card while doing 

checkout.  

But, as someone leaves the team, it becomes hard to access that knowledge when needed later 

down the road. This paper presents and evaluates a solution that addresses this issue.   

In this paper, we present a machine learning technique, Case Based Reasoning, to automatically 

relate emails with specific user stories. We do it by looking at the text, people and temporal 

similarity between emails and user stories. The results show that a well trained software can auto-

tag emails with user stories.  Also, we found that combining context with text similarity helps to 

find the related user stories with higher accuracy than using just text match alone. 

We discuss the following topics in the next sections: Section 2 contains the problem statement and 

Section 3 contains our solution details. We discuss the results and evaluation of our solution in 

Section 4 and finally, we summarize the paper at the conclusion. 

2 The Problem 
In co-located agile teams people mostly use face-to-face communication to share project related 

knowledge. But, in distributed agile teams, especially in hugely different time zones, people often 

use emails or text based communication for this purpose. As a side effect, distribution is beneficial 

for capturing knowledge for long term use in agile teams.  

In software development projects, sometimes developers leave the team for various reasons. As 

said before, in distributed agile projects, important knowledge is often shared by emails. To 

Applied Machine Learning Department of Computer Science, University of Calgary 9

mailto:smsohan@ucalgary.ca


transfer this knowledge for future use, one first needs to find the project related emails. Secondly, 

to build a usable knowledge- base, these emails should be related to specific user stories. If this is 

done, then another developer of the team will be able to easily find the necessary information when 

required.  

From an end users' point of view, manually finding and relating the emails with user stories is a 

time-consuming and costly process. So, if a software can do this, then it may work as a knowledge-

base even after someone leaves the team.  

The core technical challenge in devising such a software solution is to understand the emails and 

relate them to specific user stories. The relation between an email and a user story is not explicit. 

To find out the implicit relation, a software needs to handle similarity between two texts, which is a 

standard problem. However, pure text retrieval limits how accurate the assignment of email and 

user stories can be. Using context information has the potential to increase this accuracy. So, a 

software needs to be able to combine both the text and context similarity for auto-tagging emails 

with user stories. 

 

3 Our Approach 

3.1 Assumptions 
Our solution is based on the following assumptions for auto-tagging emails with user stories: 

1. An email is potentially related to a user story when: 

a. It is sent during the iteration time frame of the user story and 

b. It is among people that are customer and/or developer of the user story and 

c. There is a minimum degree of free text similarity between the two. 

2. A web-based project management software is used to manage the distributed agile project. 

3. The software knows about a project's team, user stories, iteration dates and scopes. 

4. Each project in the project management software has its own email address. 

3.2 Similarity Measure 
Based on the above assumptions, we used Case Based Reasoning (CBR) to find the nearest user 

story of an email. In CBR, each case of the case-base is described using attribute-value pairs where 

attributes have defined types, for example, integer, symbol, free text etc. According to local-global 

principle, CBR uses two kinds of similarity measures, i) local similarity and ii) global similarity. 

Local similarities between an example and a case are measured for each attribute individually. On 

the other hand, global similarity combines the local similarities.  

In our solution, the case-base of the CBR system contained the user stories from multiple projects. 

An email was treated as a new example and the target was to find the most related case (user story) 

from the case-base. So, we trans- formed the email attributes to map with the user story attributes 

as shown in Table 1. 
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Table 1 Mapping between Email and User Story Attributes 

Email User Story Type 

Sender Developer or Customer Symbol 

Recipient Developer or Customer Symbol 

Email date Iteration time frame Date 

Email text (subject + body) Description Free text 

Using this mapping, we computed three local similarities between an email and a user story for 

three attributes. For the local similarity computation we used the following formulae:  

 

     (1) 

    (2) 

 
  (3) 

 
Here, computing text similarity is technically the most challenging one and a software needs to pay 

special attention to understand and find relevance between two texts. We used a statistical 

approach called OKAPI BM25 [19] text ranking formula for this purpose. This formula uses bag-of-

words retrieval function and ranks the documents based on the frequency of query terms 

appearing in the documents. This formula and some of its newer variants are being used in 

document retrieval, such as by web-search engines.  

Next, we computed the global similarity between an email and a user story using a weighted sum of 

the three local similarities as follows:  

 

 
Where,  represent relative weights of Date, People and Text similarity 

respectively. 

3.3 The Architecture 
Next, we present the block diagram of the system in Figure 1. As shown in the figure, the core work 

is done by a web-based project management tool. This tool already knows about the user stories, 

their developers, customers and also iteration schedule. The following list explains the architecture 

as a workflow: 

1. Copy emails to project mail address: Whenever an email is sent to someone about a 

project, the “project email” is added in the CC. This is the only change in the business 

process that needs to be implemented by the distributed team.  
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2. Grab email: The web-based project management software grabs all incoming emails at the 

project's email inbox using POP or IMAP.

  
Figure 1 Project Architecture 

3. Filter: Next, the search space is reduced by filtering out the user stories from far past or 

future compared to the email date. 

4. Compute local similarity: The program computes three local similarity measures 

between the email and existing user stories using the equations (1), (2) and (3).  

5. Compute global similarity: Next, the program computes the global similarity measures 

using equation  

6. Sort: After this, user stories are sorted according to the global similarity measures in 

descending order.  

7. Pick: Finally, we pick the user stories having global similarity scores above a predefined 

threshold.  
 

3.4 Learning Weights 
To compute the global similarity between email and user stories using equation (4), our software 

learned the relative weights using a simple Reinforcement Learning technique. The learning data 

was from four real world software projects as outlined in the data collection section later. First, we 

tagged emails with user stories exclusively for each attribute: data, people and text. The number of 

correct tagging using an attribute was normalized and used as the initial weight for that attribute. 

Next, the following algorithm was used to learn the relative weights:  
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date_weight = initial_date_weigth 

people_weight = initial_people_weight 

text_weight = initial_text_weight 

for all_training_emails.each do |email| 

result = find_most_similar_user_story(email) 

is_correct = result.guessed_user_story == email.actual_user_story 

is_date_similar = result.date_weight > date_threshold 

if (is_correct and is_date_similar) or (!is_correct and 

!is_date_similar) 

date_weight = reward(date_weight) 

else 

date_weight = punish(date_weight) 

end 

#do the same for people and text similarity 

end 

end 

We used this algorithm to tune the relative weights following a simple reward-punishment 

approach. 
 

3.5 CBR Implementation 
We looked into several o_-the-shelf tools for implementing the CBR system. But some tools that 

were capable of handling both text and non-text attributes were too complex to modify for our 

solution. On the other hand, the simpler ones lacked the support for free text attributes. So, we 

developed a simple CBR system from scratch.  

We used Ruby programming language (v. 1.8.6) on Rails Framework (v. 2.3) to develop the CBR. We 

could also use an existing agile project management tool, but a custom-built one was easier for this 

experiment. The front-end was a web- based user interface for defining projects, teams, iterations 

and user stories. Once the data was provided to the system, it automatically guessed the potentially 

relevant user stories for an email.  

The back-end of the CBR was implemented using a Microsoft SQL Server 2008 database. It was 

populated with the case-base. The similarity measures, as shown in equations (1-4), were then 

computed using custom Transact-SQL functions. For the free-text similarity, we used the built-in 

FREETEXTTABLE function of Microsoft SQL Server 2008 Advanced Services. This function ranks 

texts using the OKAPI BM25 formula.  

The front-end ruby code used the backend database functions to get the similarity measures. Then 

it guessed the relevant user stories for an email if the similarity score was above a threshold. 

However, if the guess was incorrect, the user interface provided an option to manually override the 

relation to a correct one.  
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3.6 Evaluation Data 
The size and composition of the data are summarized in Table 2. 

 

Table 2 Training and Evaluation Data 

Project Description Users Iterations It. Len. 
(days) 

User 
Stories 

Emails 

BI for Car 
Dealers 

A decision support tool for 
vehicle dealers 

7 11 14 70 213 

Many 
Wheel 

A web application for trans- 
porters and shippers 

5 12 14 97 158 

Varsity 
Days 

A social networking applica- 
tion for school sports teams 

5 15 14 88 46 

Mind And 
Market 

A project collaboration tool 3 6 7 28 40 

Total     283 457 
 
The data for learning the weights and evaluating the implementation was obtained from four 

projects that used the agile project management tool called ScrumPad. ScrumPad offers a forum for 

each project where people can collaborate using message threads on specific user stories. These 

linked messages helped us in both training and evaluating our implementation.  

Three of the four projects, BI for Car Dealers, ManyWheels and VarsityDays, were developed by 

Code71, Inc. (www.Code71.com) and developers were from Bangladesh and USA on the same 

teams. On the other project, MindAndMarket, the team had 1 person from Bangladesh and 2 from 

Belgium and worked for a Belgian company called Belighted (www.Belighted.be). 
 

4 Results 
The evaluation results showed that after some training, the system could correctly auto-tag 70% 

emails. We present our findings in detail in the next sub- sections.  
 

4.1 Evaluation 
We learned the relative weights by training the system with real life data from four distributed agile 

projects. For training and evaluation purpose, we partitioned these data into two parts, i) Training 

data and ii) Evaluation data. A total of 150 user stories and 250 emails from the four projects were 

used as training data. Also, we changed the training and evaluation data sets to reduce the impact of 

special cases. Table 3 shows the relative weights after training:  
 
Table 3 Relative Weights Before and After Training 

Relative Weights Initial After Training 

Date 34 33 

People 16 28 
Text 50 38 
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After learning these weights, we added the rest of the user stories into the case-base. Then, we 

presented the rest 207 unseen emails (from four projects) to the system in random order without 

specifying their relations with user stories and found the following results:  

1. Total number of evaluation emails: 207 

2. Number of emails actually related to user stories: 200 

3. Guesses using text and context similarity: 90% (187 out of 207) 

4. Correct guesses using text and context similarity: 70% (144 out of 207) 

5. Correct guesses using only text match: 47% (97 out of 207) 
For the evaluation, we had 200 emails out of total 207 emails that were actually related to specific 

user stories. The rest 7 emails were related to their respective projects but not to any particular 

user stories. Such emails usually talked about general project related matters, such as architectural 

decision, mile stones etc.  

We set a threshold similarity score of 0.58 for making a guess. This cutoff point was found through 

trial and error. Using this cutoff the system made guesses for 90% or 187 out of 207 evaluation 

emails. A value above or below this threshold resulted in lower guesses or higher mistakes. With 

this cutoff value, the system didn't make any guess for 10% emails because the most similar user 

story for the emails had a similarity score less than 0.58.  

Out of the 187 guesses, the software rightly guessed the related user stories for 77% or 144 emails. 

Considering the total evaluation input of 207 emails, this is a 70% accuracy. It should be noted that 

the presence of the free text component leads to fuzzy match and a 100% accuracy may not be 

achieved as a result of this.  

However, using only text matching, the system could correctly guess the user stories for 47% or 97 

out of 207 emails. This is 23% lower compared to the case when both text and context similarities 

were used. So, we found that Case Based Reasoning helped in improving the accuracy of the system. 

Some of the user stories of a project often share a common vocabulary. As a result, when comparing 

with an email, the text similarity score of a user story from far past or future may be higher than the 

ones in the same time context of the email. Also, people assigned to the user stories as developers 

or customers are more likely to send emails on the stories compared to other individuals. So, 

adding temporal and people similarity scores helped in eliminating some of the outliers in terms of 

text matching alone.  
 

5 Conclusions 
In related work, we found that a significant portion of knowledge in distributed agile software 

development is actually shared through emails. In this paper, we described a solution to capture 

this information for reuse when people leave a project. The result indicates that it is possible to 

automatically build a reusable knowledge base from the emails. Our implementation combined 

both text and context similarity. We discovered that this combination produced better results than 

using only free text Email auto-tagging 11 matching. However, we anticipate that it is possible to 

extend this solution with using better algorithms and adding new features. Our ongoing work will 

focus on improving the accuracy of this solution by adding several candidate extensions.  
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ABSTRACT 
This study addresses the problem of searching and reusing code 
available in large-scale code repositories. One of the first things a 
programmer should do when developing new functionality is to 
find existing code with the same functionality and reuse as much 
of that code as possible [16]. However, to be useful, existing code 
has to behave the way programmer expects. This requires 
systematic approaches for specifying the behavior of a desired 
functionality and validating it against existing instances; two hard 
problems yet to be resolved in code search and retrieval. We are 
seeking to confront these problems by applying a novel approach 
that exploits the semantic information in the test code. 

Keywords 
Source Code Search, Reuse, Unit Testing, Test-Driven 
Development, Case-Based Reasoning 

1. INTRODUCTION 
Reuse has long been advocated as a mechanism to reduce 
development time, to increase programmer productivity, and to 
decrease defect density [12]. Reused, working code is likely to 
contain fewer defects because it has already been tested. Current 
code retrieval approaches employed for finding reusable 
components are merely based on the representational properties of 
code. Typically, a query is composed from the syntactical and 
structural attributes of the code (e.g. keywords, names, and types) 
and forwarded to a code search engine. Hence, the problem of 
code search is reduced to the problem of structured text search. 

 The disregard of behavioral characteristics of source code comes 
with a serious downside; behavior similarity does not always 
coincide with representational similarity. Such a search would 
result in instances of code that, despite syntactical or structural 
similarity, are of little use to the task at hand [16]. The 
programmer soon finds that after verifying the first few search 
results, none of them satisfies his/her requirements. Hence, they 
have to resort to building the functionality from scratch and the 
reuse objective is defeated. 

Behavioral modeling has also been considered in the area of web 
service discovery. Traditionally, service retrieval has been based 
on matching input/output values. However, this approach is not 
sufficient to discover relevant components. The discovery of 
services can be based on the specification of the service behavior. 
In [5] WSCL graphs have been used to model service behavior. 

1.1 CODE SEARCH FOR REUSE 
Software reuse has been considered an effective means of 
reducing development time and costs while increasing the overall 
quality of the software [13]. With the increasing amount of open 
source code available on the Internet, reusing existing 

functionalities through code search can save development time 
and effort. The Internet can be seen as a scrap yard for scavenging 
code to be used in production in the form of some reusable 
component, library, or simply examples showing implementation 
details [16]. 
Despite the proven benefits of reusing code, there are barriers to 
reuse that limits reuse occurrences in practice. One of the major 
difficulties associated with reuse is the cost of locating reusable 
code [13]. Semantic code search engines and software 
development recommendation systems in the past used to provide 
query interfaces to developers through which they could specify 
the characteristics of the code they are looking for. Online code 
search engines like the Google Code Search1 are providing rather 
limited forms of these interfaces. The tendency of the recent 
research has been towards developer assistant tools than 
automatically provide recommendations to developers based on 
the current development context [6]. In order to understand the 
intention of the developer, tools generally observe development 
tasks. By correlating current developer actions to activities 
performed in the past, potential reuse opportunities are created. 
Strathcona [7] looks at the structural properties of the code being 
developed and proposes code that has similar structural elements. 
Recommendations serve as examples with similar structural 
contexts. MAPO [19] clusters and recommends snippets of code 
according to their method call sequence similarity. XSnippet [14] 
and Parseweb [17] recommend a call graph of API method calls 
that can start from the given object type and return the desired 
object type. Some researchers have developed API method call 
recommenders [3] based on the frequency of method calls in 
similar contexts. However, these approaches rather focus on 
insignificant recommendations (a single statement or a couple of 
method invocations).  
While useful, such recommendations do not provide reuse 
opportunities that result in major cost savings. The inefficiency of 
these approaches can mainly be attributed to inability to determine 
developer intentions. Without asking the developer directly, 
recommendations have to be based on the current development 
context. This creates a paradox for recommending existing code. 
It requires before everything else the context to exist. If no code 
has been developed, no useful recommendations can be made. 
Once part of the code is developed and there is enough context to 
base recommendations on, it is already too late for providing 
major recommendations. 

                                                                 
1 http://www.google.com/codesearch 
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1.2 TEST-DRIVEN DEVELOPMENT 
Test-driven development (TDD) is an evolutionary approach to 
development that combines test-first development and refactoring 
[2]. In this approach, programmer writes a test before writing 
enough code to fulfill that test. The tests written before 
implementing the functionality serve as a means of specifying the 
desired functionality. It is also used later to validate the 
implemented functionality. Focusing on the specification of 
functionality before starting with its implementation gives the 
developer the chance to think about the design of that 
functionality. This would result in improved quality of the design 
over the traditional approach where writing functional code comes 
first and testing happens as an afterthought. 

The primary testing mechanism used in TDD is unit testing. A 
unit test is the smallest testable part of an application. A unit can 
therefore be an individual function or a class (in object-oriented 
programming languages). Unit test ensure that code meets its 
design and behaves as intended. Unit test are a rich source of 
semantic information on units under test. They contain typical and 
exceptional scenarios of behavior and highlight both acceptable 
and unacceptable usage patterns.  

Unit testing provides a sort of living documentation of the system. 
Developers looking to learn what functionality a unit provides and 
how to use it can look at the unit tests to gain a basic 
understanding of the unit API [2]. Most programmers do not read 
the written documentation for a system; instead they prefer to 
work with the code.  When trying to understand a class or 
operation most programmers will first look for sample code that 
already invokes it.  Well-written unit tests do exactly this – they 
provide a working specification of the functional code – and as a 
result unit tests effectively become a significant portion of the 
technical documentation. 

Leveraging TDD for finding reusable components have been 
considered by some researchers in recent years. Code Genie [8][9] 
and Code Conjurer [12] projects rely on unit tests for retrieving 
and validating reusable code. Extracted class name and method 
signatures are used to query the Sourcerer [1] code search engine. 
Unit tests are also used at a later stage to validate the retrieved 
classes. Running unit test is used as means to validate the 
functionality of the code. However, this poses a major restriction 
on the retrieved classes; they are required to match the provided 
signatures for the tests to run. This overly restricts the number of 
components that can be selected. Moreover, the matching process 
is slowed down due to the overhead imposed by running unit tests. 

2. APPROACH 
We propose to leverage unit test code for describing and 
validating the code to be reused. Unit tests, tests written for the 
smallest testable unit of a program, are a rich source of semantic 
information on units under test. They contain typical and 
exceptional scenarios of behavior and highlight both acceptable 
and unacceptable usage patterns [2]. Therefore, unit tests can be 
taken as the specification of the desired functionality. We will 
utilize unit tests to build a semantic model that captures both 
representational and behavioral attributes of the unit under test. 
This semantic model will be used for both specifying the desired 
unit and comparing units of code. The problem of finding 
matching functionality is now reduced to that of comparing 
semantic models. The semantic model that closely matches the 

one of the desired unit will be associated with an existing unit that 
best provides the desired functionality. 
 

 
Figure 1. Part of unit tests of a stack class. 

 
However, to find matching functionality this way, a programmer 
has to first develop the unit tests. Test-Driven Development 
(TDD), a common practice in some agile development processes, 
follows the same paradigm. TDD programmers create a 
specification of the functionality before writing any functional 
code. This specification is implemented in the form of test cases 
that are later used to validate the coded functionality. Our 
approach will therefore provide programmers practicing TDD 
with reuse opportunities every time they develop a new 
functionality. 
The rest of this section describes the elements of the proposed 
semantic model to build from unit tests. 

2.1 ATTRIBUTES 
Multiple code metrics can be extracted from unit test code to 
semantically represent units under test. These attributes can be 
generally grouped into representational and behavioral categories.  

2.1.1 Representational Attributes 
Representational attributes describe syntactical characteristics of 
the class being tested. This includes:  

• Class name* 
• Name and type of the class/instance variables 
• Method names* 
• Number and type of method arguments* 
• Method return value types* 
• Method exception types 

Extracting these metrics from unit tests of an existing class is 
almost a trivial task. They are easily extracted from the AST of 
the unit test. However, this would not work the same way in a 
TDD scenario. Since the target class is not created yet (or just 
partially created) types in the test code will not bind to those in 
the unit under test code. Types then have to be inferred from the 
context (if possible). For example, because there is no method 
declaration, method argument types have to be inferred based on 
the type of references/values supplied to the method call. The 

                                                                 
* Attribute was used in the prototype. 
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specification of the class under test would not be precise in the 
beginning, but as the developer incrementally develops the class 
less and less types have to be inferred. 

2.1.2 Behavioral Attributes 
Behavioral attributes describe the functional characteristics of the 
unit being tested. The functionality of a class can be extracted 
from the set of events in the context of individual test cases. These 
events may be associated with the unit under test or other 
collaborating objects. Variable/object references, method calls, 
and assertions reflect the requirements or effects of interacting 
with the class. For example, if one of the method calls of the unit 
under test returns a java.util.Collection object, then a 
java.util.Iterator might be acquired to iterate through the set of 
elements in the collection and verify the provided results. Here, 
java.util.Iterator should also be considered important for 
understanding the behavior of the unit under test. 
References are distinguished to read and write references. Method 
calls and assertions are usually closely tied together. Assertions 
usually operate on method arguments or return values. They can 
be leveraged to identify representational attributes like method 
argument and return value types. Different assertion methods are 
supplied by org.junit.Assert for different data types. For example, 
to compare two integer values the method call 
Assert.assertEquals(long, long) is used, while for comparing two 
objects Assert.assertEquals(java.long.Object, java.long.Object) is 
provided. A statement like Assert.assertEuquals(starck.pop(), 10) 
in Figure 1 makes it clear that the return value type of stack.pop() 
is of type integer. 

Language constructs like try-catch blocks, loops, and switch-
case statements can be relied upon to identify representational and 
behavioral attributes of the unit under test. For example, a method 
call that appears inside a loop block can be expected to have 
repetitive behavior. This repetitive behavior can be attributed to a 
data structure that the class is associated with. Thus, the class may 
contain or be associated with a data structure like array or 
collection. A switch-case operating on the return value of a 
method call is indicative of both the type and the set of possible 
values that the method call can return. Other language constructs 
surrounding or interacting with the unit under test are used in a 
similar fashion to gain insight to the behavioral characteristics of 
the unit under test. 

2.2 PRESENTATION 
Various code representation models have been presented in the 
literature for detecting similarity. These models can be generally 
divided into the two broad categories of representational and 
behavioral models.  
Representational models have been especially tried in clone 
detection techniques [15], where code is considered as plain text 
or broken down to tokens and the similarity of program 
text/tokens is measured. Alternatively, code fragments can be 
modeled as sets, sequences, or clusters of statements. AST and 
PDG based approaches build a tree or directed graph out of the 
program [17][19][14]. These later approaches are more robust 
against keyword or statement order changes. However, 
representational models suffer from the fact that representational 
similarity does not always coincide with behavioral similarity. 
Code that is representationally similar to the code programmer is 
looking for may not necessarily behave the way expected. 

Behavioral models consider code as a set of inputs and outputs. A 
code fragment can be seen as a transformation that reads input 
values and produces output values. Two pieces of code are then 
considered behaviorally equivalent if given a set of inputs produce 
the same set of outputs. Behavioral models are like Type-4 clone 
types discussed in [15]. 
 
Table 1. Semantic model built from unit test code in Figure 1. 

Class Method Signatures Method Invocations 
Stack void push(int) 

int pop() 
int size(int) 
void clear() 

void push(int) 
void push(int) 
void push(int) 
void assertEquals(int,int) 
int pop() 
void assertEquals(int,int) 
int pop() 
void assertEquals(int,int) 
int pop() 
void push(int) 
void push(int) 
void assertEquals(int,int) 
int size() 
void clear() 
void assertEquals(int,int) 
int size() 

 
Behavioral models are more accurate in detecting functional 
similarity, but they are not as efficient as representational models 
for large data sets. We need to deal with a large repository of 
existing code; therefore we have chosen a representational model 
for modeling units under test. We tried to make up for the 
accuracy by including both representational and behavioral 
attributes of the code in our model. Inspired by token detection 
techniques, a token-based representation of unit under test is used 
as the model. The first element of the model is the class name. 
The other two elements contain method signatures and method 
invocations of the unit under test. Table 1 displays the 
representational model built from the unit test code fragment 
shown in Figure 1. 

2.3 SIMILARITY MEASURE 
Our similarity measure is a weighted sum of local similarity 
measures of the three elements of the model. To compare blocks 
of code we are using the Jaro Winkler distance measure [11][18] 
commonly used to detect duplicate records. We are using 
SimMetrics [4] open source library’s implementation of this 
similarity metric. The weights of the three elements in the 
weighted sum were assigned through a series of experiments. 
Class name was given weight one, while method signature and 
invocations were given weights two, respectively. The similarity 
score Sim(A,B) is a number in the range 0 and 1, where 0 is the 
least similar and 1 is the most similar. 

 

3. PROTOTYPE 
We implemented a prototype of the described approach. As 
depicted in Figure 2 our prototype consists of two components: 
the repository and the IDE plug-in. The repository is populated 
with source files retrieved from the Internet. Source files go 
through a preprocessing stage where their equivalent semantic 
model is built and added to the repository. The IDE plug-in 
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overlooks developer activity. Once new unit tests are being 
developed, the IDE plug-in tries to match them to existing classes 
in the repository. 
 

 
Figure 2. Prototype process model. 

 

3.1 REPOSITORY 
Many organizations maintain a repository of the past and current 
projects. In addition, exiting code search engines and open source 
code repositories like SourceForge2 can be used to extract 
reusable components. Ideally, a developer assistant tool should 
connect to existing code search engines to retrieve existing code. 
However, most of the existing code search engines only provide 
keyword based code retrieval interfaces [9]. Some code search 
engines, like Sourcerer [1], provide some basic structural querying 
capabilities, but still lack any behavioral querying capabilities. 
Therefore, it is not technically possible to rely on any of the 
existing code search engines to query structural or functional 
details of publicly available code. 
 
test_class ( 
  id int(10), 
  name varchar(100), 
  package varchar(255), 
  target_class varchar(100), 
  target_package varchar(255), 
  PRIMARY KEY (id) 
)  

tdcs.test_method ( 
  id int(10), 
  name varchar(100), 
  class_id int(10), 
  PRIMARY KEY (id) 
) 
method_invocation ( 
  id int(10), 
  name varchar(100), 
  arguments varchar(255), 
  return_type varchar(255), 
  class varchar(255), 
  is_under_test tinyint(4), 
  signature varchar(255), 
  method_id int(10), 
  PRIMARY KEY (id) 
) 

Figure 3. Repository data model. 
                                                                 
2 http://sourceforge.net 

To store code to be reused, we designed a local repository on top 
of the open source MySQL3 database. Figure 3 displays the data 
model of the local repository. 

3.2 IDE INTEGRATION 
The code metrics component of the prototype is implemented as 
an Eclipse4 plug-in. The plug-in parses unit test code loaded into 
Eclipse IDE into an AST. The AST tree is traversed then and the 
desired code metrics is extracted. The metrics are passed to the 
case-based reasoning (CBR) Engine that is responsible for finding 
the nearest neighbor. CBR engine gets access to existing cases in 
the repository through the Case Base Manager. Case Base 
Manager loads individual cases and computes the similarity of the 
retrieved case and the given case. The top k cases that get the 
highest similarity score are recommended as the best matches. 

4. EXPERIENCE 
In order to do an evaluation of the approach and the prototype 
developed, we performed two rounds of experiments. First the 
repository of the prototype was populated with 232 cases taken 
from six Java open source projects, namely Apache Commons 
Collection5, Apache Commons Primitives6, The Mango Library7, 
GNU Trove8, Type-Specific Collections Library9, and Google 
Collections10. All projects are related to collections and contain 
different implementations of various data structures like stack, 
map, and list. Projects were chosen in the same domain so that we 
can have potential overlapping functionalities across source files. 
All projects contain JUnit11 3.x or 4.x unit tests for the provided 
functionality. 
The evaluation was performed with the following procedure. The 
case base was broken into two disjoint sets. A number of test 
cases were kept outside the repository. The remaining cases were 
used to build the repository. Each test case C=(P,S), with P 
representing the unit tests and S the unit under test, was used to 
retrieve the nearest neighbor Cʹ=(Pʹ,Sʹ). A comparison was made 
between S and Sʹ to see how good the proposed solution is. The 
goodness of the solution was judged by an expert based on the 
effort it takes to adapt the functionality of Sʹ to S. 
After experimenting with a few cases, we witnessed that the 
returned cases cannot be considered close to the query case. In 
fact contrary to our initial expectation, there was not adequate 
overlap between classes in the repository. Although all classes 
belong to the same domain, but their functionalities are so 
specialized that can hardly be considered similar. Therefore, it 
was not possible to verify the quality of recommendations made 
based on the cases in the repository.  
To overcome this limitation, we designed a second round of 
experiments with a different strategy. A case pair C and Cʹ, two 
                                                                 
3 http://www.mysql.com 
4 http://www.eclipse.org 
5 http://commons.apache.org/collections/ 
6 http://commons.apache.org/primitives/ 
7 http://www.jezuk.co.uk/cgi-bin/view/mango 
8 http://trove4j.sourceforge.net/ 
9 http://www.sosnoski.com/opensrc/tclib/ 
10 http://code.google.com/p/google-collections/ 
11 http://www.junit.org/ 
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different implementations of the stack data structure, were 
designed and implemented. We implemented the test cases in way 
that there is substantial representational and behavioral similarity 
between them. Cʹ was added to the repository while C was kept 
outside the repository. The two units were named Stack and 
Unknown. Figure 4 shows an excerpt of the unit tests associated 
with the Unknown class. The corresponding unit tests for the 
Stack class are shown in Figure 1. The class Stack’s methods were 
named push(), pop(), peek(), size(), empty(), and clear(). These 
methods were named in Unknown from method1() to method6() 
respectively. The changes were meant to hinder any further 
representational advantage to the similarity measure beyond that 
of the argument and return value types. 
 

 
Figure 4. An excerpt of the class Uknown’s unit tests. 

 
The objective of the evaluation was to see if the prototype can 
identify Cʹ as the nearest neighbor once given C. The first version 
of Cʹ satisfied the objective by getting a similarity score of 0.752. 
Then, some changes were made to the test scenarios of Cʹ, while 
the general structure of the unit under test was kept unchanged. 
Once more, the prototype identified Cʹ as the nearest neighbor 
with the similarity score of 0.739. Then, some structural changes 
were made to Cʹ. It was modified from a stack of integers to a 
stack of java.lang.String object types. This affected a few method 
arguments and return value types. However, this time Cʹ dropped 
from the nearest neighbor to the 4th position with a similarity 
score of 0.704. After manual examination of the top three cases, 
the expert did not identify any of them a better solution than Cʹ. 
The second round of evaluation revealed the fact that the qualities 
of the model and similarity measure have yet to be improved. We 
incorporated a subset of the identified attributes into the model. 
Considering the missing attributes can still enrich the model. We 
can also experiment with alternative model representations. Text-
based representation made similarity matching much simpler and 
faster, but it also limited the amount of semantic information. The 
Jaro Winkler distance measure works well for short strings like 
the class name. However, it is not a good choice for comparing 
long strings like sequences of method invocations. 

5. FUTURE WORK 
Building the prototype helped us identify a number of scientific 
and technical problems that we have to overcome. We will 
continue working on these problems to improve the quality of 
recommendations provided to the developers. 

Incremental Search: Test-driven development is an incremental 
approach. Not all test cases are developed first. A subset of test 
cases may be developed first and then enough functionality is 
developed to pass those tests. This process continues until all 
functionality is developed and passes all tests [2]. Therefore, the 
search needs to be adapted to the developer’s needs. It should start 
by whatever data is available and continue building on top of that 
as more test cases become available. As unit stub gets completed, 
more references in the test code become bound to the unit under 
test. Hence, the quality of the specification is improved because 
fewer inferences are made. 
Structural Metrics: Another problem that is related to the previous 
one is the problem of extracting and mixing metrics from both 
unit tests and the unit under test. As the developer continues 
developing unit functionality, metrics can be extracted from the 
unit as well. Structural metrics of the unit under test cannot be 
extracted from the unit tests. In fact, it would be against objected 
oriented design best practices if the unit structure is visible outside 
the unit. Incorporating structural metrics can result in matches that 
are compatible with the partial implementation of the class. 
Subset Similarity: The similarity measure should allow for partial 
similarity matches. When developer starts creating a new class, 
little of the functionality is defined in the test cases. Therefore, 
accurate matches may not be found. The similarity measure has to 
match the unfinished specification to those classes that contain it 
as a subset. As more functionality of the class is defined, attempt 
to match the functionality to complete classes has to be made. 
Missing Dependencies: Once unit tests are being developed the 
types referenced in the test code are not mercenarily bound. 
Therefore, types have to be inferred from the context (if possible). 
For example, method argument types can be inferred based on the 
type of references/values supplied. This would be a bit more 
challenging for exceptions, because surrounding try-catch blocks 
have to be considered. If multiple method calls come between a 
single try-catch block, it cannot be determined which of the 
methods might raise the exception(s).  
Constant Values: Method invocations in test scenarios may 
receive or return constant values. These values may also appear in 
assertions. Constants are essential for understanding the behavior 
of the unit under test. A piece of functionality like stack can be 
tested by almost any value. Once trying to match query unit tests 
to other existing tests, the constant values may not necessarily be 
compatible. We did not include constant values in our model, but 
we need to consider them in future work. An approach has to be 
developed that takes constant values into consideration. The 
approach should be resilient to constant value changes that do not 
change the logic of the code. For example, the stack test case: 
 stack.push(10);  
Assert.assertEquals(stack.pop(), 10);  
Should be treated the same as:  
stack.push(15);  
Assert.assertEquals(stack.pop(), 15);. 
Reuse Granularity: The bigger the size of the chuck of code that 
is being reused the more benefits in terms of cost savings it can 
have to the development. However, not all classes are small and 
exhibit a simple functionality. In fact, most classes in our 
repository turned out to be both large and complex. Some 
researchers are considering this kind of reuse only for auxiliary 
functionality [12] where the size of code being reused is relatively 
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small (not more than 120 lines of code). Others have considered 
reuse in even smaller granularity of a few lines of code 
[7][14][17] [19]. Trying to find an existing class with the same 
functionality may be a very challenging endeavor for large 
classes, if not impossible. As part of future work, we will consider 
reuse of a subset of the functionalities of a class – i.e. a single 
method or a group of methods tied together. 
Case Size: Including behavioral attributes of code into the model 
come with a serious side effect. As size of the model grows, so 
does the size of the cases stored in the repository. A repository 
like this may contain hundreds of thousands of classes. Storing 
and retrieving cases from a repository of this size would sure 
involve serious technical problems. 
Database Level Computations: One of the side effects of having 
to deal with a large repository is that the repository would not fit 
into the computer memory. Therefore, similarity computations 
need to be performed at the database level, as much as possible. 
Loading cases into the system memory and then computing the 
similarity score would slow down the process when this process 
has to be repeated for the entire cases in the repository. 
Alternative approaches have to be devised that allow for initial 
filtering of cases at the database level. Remaining cases then may 
be loaded into memory for more accurate similarity 
measurements. 
Detecting Unit Under Test: One of the problems associated with 
automatic processing of unit tests is identification of the unit 
under test. Most unit testing frameworks do not provide an 
explicit mechanism for marking the unit under test. In JUnit 3.x 
relating unit testing classes to classes under test usually happens 
through appending the word “Test” to the beginning or end of the 
class name. For example, if the unit under test is named Stack 
then the associated test class may be named “TestStack” or 
“StackTest” depending on the project naming convention. 
However, not all test classes are named after their unit under test. 
In our repository only 37% of units under test were automatically 
resolved through naming convention. The rest of the classes were 
identified by manually inspecting the source code of the unit tests. 
The situation especially becomes subtle when the relationship 
between test classes and units under test is not one to one. 
Multiple classes can be tested in the same test class, or the test 
cases for a class can be spread across multiple test classes. The 
problem of automatically relating unit tests to units under test has 
been examined in the literature [10]. However, the accuracy of the 
provided solutions is less than satisfactory. We need to look into 
this problem and find heuristics that improve the accuracy of the 
results. 

6. CONCLUSION 
Agile development and software reuse are both strategies that 
work towards the same goal, i.e. building software systems 
through a cost efficient process. Reuse achieves this goal by quick 
production of working code and allow for changing user 
requirements. Software reuse tries to reduce development time 
and effort by using existing artifacts from previous projects. This 
study has attempted to improve the software development process 
by bringing these two approaches together. 
We propose a novel approach for modeling classes based on their 
unit test code. Possible attributes of such a model and different 
representations were discussed. A preliminary similarity measure 
was presented based on the selected representation. A proof of 
concept prototype showed applicability of the approach. However, 

the evaluation showed that the qualities of the model and 
similarity measure needs to be improved before the approach can 
be put into practice. A list of problems with the current approach 
was identified. We will continue improving our approach by 
incorporating identified solutions to these problems into future 
prototypes. 
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1 Introduction
Developers who have to modify software systems to enact changes use techniques such as static dependency analysis
to understand the structural relationships in the system. Such understanding allows them to predict how changing the
behaviour of one part of the system to accommodate a modification may require altering functionality elsewhere to
avoid the introduction of a defect. In the case of polylingual software systems, dependency analysis is a difficult task
because existing tools are targeted at finding dependencies within specific languages, and not dependencies which can
span languages.

My Master’s research involved the creation of a tool, called GrammarSketch [4], which provided a lightweight
means of approximating the dependencies that exist in polylingual systems. Developers would use a simplified no-
tation to describe how dependencies should be identified in source code, which GrammarSketch then uses to extract
identifiers from source code, and analyze to determine where dependencies exist. The original GrammarSketch eval-
uation involved a case study with four participants, who used the tool to analyze a polylingual software system. The
study however discovered several problems with the approach, most significantly that even with a simplified notation
scheme, developers have a difficult formally describing what dependencies should look like in code.

The focus of this work is exploring the question as to whether machine learning can be used to improve a flawed
dependency specification.

1.1 Background: The Problem of Polylingual Dependency Analysis
Software systems are not static entities; if developers wish their software systems to remain relevant and useful for
their users, they need to adapt and evolve software over time to reflect the changing needs and expectations of their
user base, or risk the software quickly becoming obsolete [12]. The task of modifying and maintaining, also known
as software evolution, is a non-trivial task: developers spend considerable effort in exploring and understanding the
source code of systems they intend to modify [16]. But over time, software systems with an active user base can be
expected to undergo repeated modification, perhaps dramatically altering the software dramatically from it’s original
design. Because of this, documentation and even original design models that accurately described the intended be-
haviour of the software at its conception may be irrelevant given the sequence of modifications undertaken to evolve
the system behaviour [9, 15, 3], or because it describes behaviour deemed by the designers to be important, but not
behaviour later determined by its maintainers to be crucial to understand to effect needed modifications [7, 9]. The
original developers of the software are often at no advantage over a new maintenance programmer in attempting to
effect changes as their exhaustive understanding is of the original system’s incarnation, and is largely made irrelevant
by the changes made to the software’s “DNA” over time [17].

To combat this problem of trying to understand how to properly enact changes in software that is undergoing
constant change, developers use a variety of techniques aimed at understanding the structure, or the dependency
relationships in the system that suggest how functionality in one part of the system is dependent on a particular
expected behaviour from another part of the system [13, 14, 5]. Dependency analysis is difficult to manually conduct
for large systems [2], so programmers as a practical matter heavily rely on tool support to conduct such analysis. Tool
support is not a panacea though: the problem of dependency analysis is formally undecidable [8, 10], so tools are at
best on able to capture a subset (although usually a large and useful subset) of the real dependencies which exist.

The best tools for conducting dependency analysis on software systems have an understanding of the semantics of
the programming languages they analyze, which is necessary in order to understand how dependency relationships are
formed. Semantic tool support is, however, expensive to create and tied to a specific language making it unadaptable
to new languages or contexts [11]. In the context of software systems where increasingly multiple programming lan-
guages are in use [6], known as polylingual software systems, the problem is further complicated because not only are
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the semantics for each language unknown, each combination can use varying semantics to describe the interdependen-
cies in the code [4], leading to a combinatorial explosion of situations which must be supported [1].

1.2 Using Case-Based Reasoning to Enhance Dependency Analysis
In general, developers seem to have an easy time recognizing what is and isn’t a dependency is source code (assuming
they have a basic understanding of the semantics of that language and technology). But they have difficulty formally
describing such notions in sufficient detail to be useful for a software tool to leverage for conducting dependency
analysis. This was born out in the GrammarSketch case study [4]; while participants were able to write patterns, and
detect dependencies in the target system, pattern quality varied widely: in some cases, developers wrote patterns that
had no affect in the analysis, or wrote patterns that matched everything the system.

The conjecture of this work is that developers are:

• GOOD at recognizing what is and is not a dependency

• BAD at formally describing those dependencies

The question which seemed so appropriate for machine learning is: can we leverage the developer’s strengths to
train a classifier to do what a developer is weak at? In the context of GrammarSketch, this question becomes: can we
supplement a developer specification that initially has poor quality, with the developer’s feedback as to which of the
resulting dependencies detected are and are not dependencies, and use that to improve the analysis results?

3
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2 Methodology
GrammarSketch CBR is a framework developed on top of the GrammarSketch analysis tool to using case-based
reasoning and other machine learning techniques to leverage developer understanding of dependencies in system as a
way of supplementing their original formal description of those dependencies.

The experiment involved feeding the GrammarSketch CBR framework the original developer notation pattern, and
from that recovering a set of identifiers (and their contexts) from source code to serve as the basis of dependency
analysis. After this, instead of GrammarSketch completing the analysis, the framework instead instantiated classifiers
to analyze the data.

Each classifier was fed a random subset (from 20% to 70%) of the training data to act as developer feedback as to what
was and was not a dependency. Based on this training data, a set of attributes was created with similarity measures
for each dependency point. This similarity values and attributes were then fed into one of two classifiers (Weighted
Case-Based Reasoning, or a Naive Bayesian Learner) which used this to train their predictive abilities. Then, the
rest of the system was analyzed with the classifier to predict where dependencies existed (using a varying threshold
between 50% to 90% similarity). The resulting predictions were compared against the known real predictions to see
if an improvement had resulted over the developer’s initial work, and how much training data was needed to affect the
change.

2.1 Data
The data for this experiment was gathered during a case study I conducted for my Master’s Thesis research [4]. The
OpenBravo ERP system1 was analyzed, and two files were chosen: VerticalMenu.java and MenuData.xsql
to analyze for poylingual dependencies.2 The original developer notation files for GrammarSketch, and their predicted
dependencies were used as a basis for determining whether ML techniques could improve on the original developer
predictions. To act in the place of a developer’s expert opinion of what was a dependency or not, the set of real
dependencies which was previously determined was used as the basis for training.

2.1.1 Training Data

For the GrammarSketch case study, I had to determine what were the correct set of dependencies in the example code;
without knowing the real dependencies in the system, accuracy measures such as precision and especially recall could
not be calculated. Over a period of two weeks, the OpenBravo ERP files were analyzed to create a set of roughly 100
polylingual dependencies.

2.2 Case-Based Reasoning
Case-Based Reasoning seemed to be the starting point for trying to determine what is learnable about a dependency in
software. Each dependency can itself be considered as a “case” from which to learn, and based on what characteristics
can be extracted from this case, we can then train a classifier to act on it.

The rest of this section describes the set of attributes we came up with a starting point for describing the similarity
between two locations in source code which could be a dependency. The attributes were chosen based on my previous
research in this area [?, 4], and experience in dealing with polylingual software systems.

1http://www.openbravo.com/
2For more details, please see [4].
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2.2.1 Lexical Attributes

Edit Distance The prime requirement for a dependency in most contexts (even non-poylingual) is that the two
identifiers forming the basis of the dependency must be lexically identical. This is one reason why lexical tools like
grep which use regular expression patterns continue to be somewhat useful for dependency analysis.

To determine the similarity of two identifiers to each other, we calculate the Levenshtein distance (also known as
the Edit Distance) between the two identifiers: this distance tells us how many single character operations (e.g. add,
delete) need to be performed to transform one identifier into the other. The edit distance is then normalized against the
length of the longest identifier, and inverted. Thus, a 1 indicates that two identifiers are identical.

Case-Insensitive Edit Distance Varying programming languages are sensitive or insensitive to the case (i.e. upper-
case, lowercase letters) used in the source code. In these cases, the edit distance calculation should vary since if two
words are lexically identical excepting the usage of case, they would be considered the same in one language (e.g.
SQL), and different in another (e.g. Java). In some frameworks, this will be a more important evaluation then the
simple edit distance.

This attribute is calculated in the same manner as for edit distance, but both identifiers are forced to lower-case prior
to the edit distance being calculated.

Prefixes and Suffixes In certain polylingual paradigms, a dependency across languages will be indicated by a spe-
cific prefix being applied to a method, type, or field identifier. Thus, two identifiers may be lexically fairly different,
but a close analysis will reveal that they are the same, just that a prefix or a suffix has been attached.

To detect this, we calculate the longest common substring between two identifiers, and normalize this to the length of
the shortest identifier. In this case, a 1 indicates that the identifiers are the same except that a prefix or suffix (or both)
has been applied.

2.2.2 Language Attributes

Each pattern is designed to recognize identifiers from a specific programming language (although in some cases, they
could easily be applied to several languages). One of the core problems of polylingual dependency analysis though
is that mechanisms for creating dependencies vary across languages. How a dependency is formed from Java to SQL
might be very different then between Java and C++. Consequently, the language that a pattern was written for must be
considered to determine if a different or more situational set of weightings needs to be applied.

2.2.3 Semantic Attributes

Semantic attributes attempt to leverage the limited semantic understanding encoded into the developer’s patterns.

Pattern Type In their dependency patterns for GrammarSketch, developers will classify recovered identifiers as
being either “declarations” or “references”. This attribute attempts to leverage this limited semantic information, by
assuming that declarations should be matched against declarations. The metric is crude, but the current approximation
is:

• Declaration to Declaration: 1

• Reference to Declaration: 0.5

• Reference to Reference: 0
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Pattern Quality Developer patterns may be too generic in some cases, and left to their own devices may generate
many spurious matches. In other cases, a pattern may be very specialized so that its matches are of high quality. This
attribute tries to measure the relative quality of each pattern provided by the developer.

Similarity is calculated currently based on how many matches this pattern returns from the system, against the total
number of possible matches. This then gives a measure as to how generic this pattern is.

2.3 Classifiers
Two different classifiers were used to evaluate whether dependencies did or did not exist.

2.3.1 Weighted Similarity Measure

The first technique tested was to weight the attributes for each dependency in such a way that those attributes most
important for detecting dependencies would contribute the most to the resulting similarity measure. The classifier was
trained by evaluating the raw similarity for each attribute for all known dependencies in the training data set. Each point
in the training set then was represented by an equation, thus giving a system of linear equations for which the unknown
variables were the weights, and we sought a solution designed to pick weights such that weighted similarity for the
entire training data set was maximal. A genetic algorithm was used to solve for the weights, as linear programming
techniques seemed to be inappropriate here.

The JENES Java API3 for genetic programming was used to develop a genetic algorithm to solve the equations.
JENES was designed to keep a small memory footprint, which was very important for this work. The original version
of GrammarSketch proved to be a memory hog when analyzing very large software systems, to the point where it
would crash in the middle of analysis because it was running out of space to store intermediate results. Minimizing
memory usage is important in this task.

2.3.2 Naive Bayesian Learning

A Naive Bayesian classifier was chosen as the second ML technique. The classifier was trained by being fed the
unweighted similarities for each attribute for a known dependency, as well as whether this was or was not a dependency.
After training, the classifier was asked to make predictions for the rest of the data set.

This approach was chosen for two reasons:

1. For some attributes, it may be that the absolute value of the similarity is not as important as to whether it is
simply above or below a certain threshold value. It was hoped in these cases the Bayesian classifier could be
better than a WCBR approach.

2. Bayesian learners are able to incrementally learn, which closely mimics the intended usage of our tool in prac-
tice.

The WEKA Java API4 was used to develop the Naive Bayesian classifier. WEKA was recommended to me by a
fellow PhD student who had used it to analyze large-scale network models of software systems, which suggested to
me that the API would scale excellently as the problem space changed.

3http://jenes.ciselab.org
4http://weka.wikispaces.com
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3 Results
The results of this work are still in progress: after consultation with Dr. Richter, a different approach to modeling the
problem as a starting point for Case-Based Reasoning is going to be applied. However, some initial results are worth
discussing.

3.1 Preliminary Findings
3.1.1 Weighted Similarity Measure

Thus far, the weighted similarity measure (WSM) seems to provide the most promising results. Given the limited
amounts of training data available, WSM provides quick and reasonable feedback as to the relative importance of vari-
ous attributes, and in general seems to properly favour those attributes that are more specific to the OpenBravo system.

One problem with WSM is the use of genetic algorithms (GA) to solve for the optimal weightings. GA does not
provide an optimal solution, and considerable variation can be observed between executions of the analysis. This is
to be expected – this can be lessened by experimenting with larger population and generation pools in the algorithm
parameters, but will likely be a fundamental limitation of the technique.

3.1.2 Naive Bayesian Learning

The Naive Bayesian learner is proving so far to be the least effective at classifying. In some cases, the classifier does
make correct predictions. In most cases, the classifier’s predictions seem bizarre considering the similarity values
provided to it for that match. We speculate that this is due to the limited amounts of training data that can be provided
at this point.
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4 Summary
Developers need to conduct dependency analysis to understand the software systems they need to adapt and change to
meet the needs of their user base. Formally describing such dependencies so that tool support can recognize them is
difficult, yet developers shown an instance of a dependency have an easy time manually determining if it is correct or
not.

This work proceeds on the assumption that developers are good at recognizing dependencies, but bad at describing
them. To overcome this problem, we have developers provide a rough dependency specification using a tool such as
GrammarSketch [4], and then ask them to provide feedback on the predicted dependencies as a means of learning
which are the correct dependencies, and trying to train a classifier to learn what are the characteristics most worth
recognizing for dependency analysis.

Case-Based Reasoning techniques were used to identify several different attributes, and devise similarity measures
that describe what a dependency looks like in the OpenBravo system. From there, two different classifiers were
constructed, trained to recognize correct dependencies, and then used to analyze the resulting data. Our results are still
in progress.
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Abstract: Quality is becoming increasingly important issue nowadays 

when planning and managing software projects. Away of achieving 

high levels of quality is to try predicting and fixing software defects 

before they slip to the customers. For this reason, project managers use 

defects prediction models and technique. We have developed a casual 

model using Bayesian belief network to predict the level of faultiness in 

software projects. We have validated our model using a data set of 31 

completed software projects from the PROMISE repository. The results 

obtained are promising. We were able to achieve more than 70% correct 

prediction. 

Keywords: Bayesian Belief Network, Prediction, Faultiness, Defects, 

Software Projects, Software Quality, Decision support.  

1 Introduction and Motivation 

Large software systems continually evolve in order to cope with changing 

customer requirements and market needs [9]. As a result of this evolution, 

software defects accumulate throughout software development lifecycle. 

These defects jeopardize the overall software quality [7]. 

1.1 Prospective Users 

Project managers deal with planning, organizing and managing resources to 

ensure the completion of specific project goals and objectives [2]. When it’s 

come to the quality, they can reorganize the staff, reallocate resources and 

even hire new employees to make sure the quality requirement is not violated. 

For this decision, in order to be taken, a scientifically proven and sound 

methodology for software defect prediction of software project is needed. 
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1.2 Outline of our Approach 

Since software development processes and activities are plagued by 

uncertainties, our ability to make useful predictions is restricted. Hence, we 

need to describe such relationships probabilistically. Bayesian belief network 

(BBN) provides a mathematically robust technique for probabilistic modeling 

of uncertainties inherent in software development [17].  

In this paper, we present our BBN approach for predicting the faultiness 

level in software projects. This prediction results is useful for supporting 

project managers in making resource and staff allocation decisions to ensure 

the desired quality. The contribution of this research doesn’t only rely on the 

prediction model itself, but also on its application to a real world dataset 

coming from the PROMISE repository [4].  

1.3 Research Difficulties  

The difficulty of this research relies on the act of modeling our research 

problem. The right subset of software projects attributes which contribute to 

and predict the faultiness, need to be picked up, their relations which are 

acknowledged in literature need to be modeled and verified from the casual 

relationship between attributes, and finally, the whole model need to be 

validated using a dataset from real world. 

1.4 Paper Structure  

The rest of the paper is organized as follows: Section 2 describes our 

research questions and methodology. In Section 3, we present our BBN model 

for predicting the faultiness level. Section 4 presents the used dataset, while 

Section 5 describes what has been done on this dataset before applying it to 

our model. Section 6 shows how dependency modeling was conducted prior 

the evaluation of the BNN. Section 7 provides empirical evaluation of the 

model. Section 8 summarizes the encountered problems. An outlook for future 

research is given in Section 9. 

 

2 Research Questions and Methodology 

 

The research conducted in this project stems from the following objective: 

 

“Predict the faultiness level in software projects” 

 

As we are dealing with projects faultiness, we started our research by 

formalizing the term “faultiness”. We were interested on how can we classify 

projects according to their faultiness level (i.e. qualitative classification of 

Applied Machine Learning Department of Computer Science, University of Calgary 34



 3 

faultiness into ranges). We found in literature that this faultiness is usually 

expressed in term of pre- and post-release defects [16]. Hence, our first 

research question was stated as the following: 

 

RQ1: Can we use the absolute number of defects as an indication of 

software project faultiness level? 

 

While we were investigating the available datasets in this context, we found 

that the number of defects in usually varying between projects and depends on 

projects sizes, which makes these projects incomparable. Consequently, we 

calculated the project defect density (DD) which we defined as the ratio 

between number of defects (Def) in software project to the overall size (in 

KLOC) as the following: 

 

DD = Def / KLOC (1) 

 

After that, we continued our research by investigating the faultiness level. 

Our next goal was to find out these levels. Hence, our next research question 

was stated as the following: 

 

 

RQ2: How can we classify faultiness levels in software projects? 

RQ2.1: How many levels are sufficient? 

RQ2.2: What are the ranges of defects in each level? 

 

We decided to express the faultiness in a five point scale (i.e. define five 

levels of faultiness) as shown in Table 1. 

 

Table 1: Five point scale for classifying software project faultiness 

scale Interpretation 

VL Extremely very low defect 

density 

L Low defect density 

M Medium defect density 

H High defect density 

VH Extremely very high defect 

density 

 

The reason for using a five point scale is that we want to simplify the 

prediction process (i.e. reducing the number different cases to predict) as well 

as providing the project managers with sufficient faultiness information about 

their projects. 

Applied Machine Learning Department of Computer Science, University of Calgary 35



 4 

 

 After formalizing the faultiness levels, we switched our focus to the 

prediction process. Since software projects are characterized by various 

attributes, we were interested in picking up the right subset of attributes, 

which affects the faultiness. Hence, our next research question was stated as 

the following: 

 

RQ3: How can we predict software projects faultiness? 

RQ3.1: What attributes mostly affect the projects faultiness? 

RQ3.2: How these attributes affect each other? 

 

We will discuss how this research question was addressed in the next 

section. 

 

3 BBN Model for Faultiness Prediction 

 

In order to identify the relevant attributes (i.e. attributes which really 

predict faultiness), we relied on literature and reported studies on software 

defects and faultiness prediction as well as industrial surveys on deriving 

quality measures of software systems. The relationship between these 

attributes is based on the following information: 

 

- Defects accumulate during different software development lifecycle. 

The total number of defects can be estimated from the defects found 

during requirements, design, development, and testing phases ([6] 

and [16]). 

- Requirements defects can be found through requirements review 

processes. Many attributes can affect the review process such as the 

RE staff experience as well as the review coverage [9]. 

- A survey over 8000 projects undertaken by 350 US companies 

revealed that changing requirements leads software projects failure 

while stable requirements can reduce the number of defects [13]. 

- Defects in the design and development phase can be related to 

different process metrics such as the development staff experience 

and quality of design review process [8]. 

- According to the Brooks law [3] of software development, “adding a 

man power to a late software project makes it later”. One of the 

reasons for this is the communication overhead between employees, 

which will reduce the development rate as well as produce a lot of 

defects which need time to be found and fixed. Consequently, 

communication quality affects software defects.  
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- Defects found during the testing phase can be attributed to the 

testing staff experience as well as the number and quality test cases 

[8] . 

- Finally, it is widely acknowledged in literature that small software 

projects tend to be simple while larger ones are usually complex. 

This inherent complexity causes a lot of defects, and makes software 

project error prone. Consequently, size of software affects its defect 

density [1]. 

 

Using this information it is easy to identify which attributes depend on 

which other attributes(s). Figure 1 expresses these relationships, where nodes 

are the attributes and directed edges show dependencies. 

 

Faultiness 
Level Size

Requirements 
Review Defects

Requirements 
Stability

Requirements 
Staff Experience

Requirements 
Review Coverage

Requirements 
Review Effectiveness

Code 
Quality

Testing Process 
Effectiveness

Design&Dev 
Staff Experience

Design&Dev 
Review Quality

Communication 
Quality

Testing Staff 
Experience Test Cases 

Quality

 

Figure 1: Bayesian Belief Net for Predicting Faultiness Level 

 

As shown in the figure, four main groups of attributes are used to predict 

the faultiness level, which are: 

- Requirements review defects: which can be predicted by 

requirements staff experience, review coverage, review 

effectiveness, and stability attributes. 

- Code quality: which can be predicted by design and development 

staff experience and review quality as well as developers’ 

communication quality attributes. 

- Testing process effectiveness: which can be predicted by testing 

staff experience, test cases quality and code quality attributes. 

- Size. 

 

Each attribute in the BBN is expressed in a five point scale as described in 

Section 2. 
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4 Dataset 

In this research, we have used the modified MODIS dataset [10], a dataset 

from NASA ([11] and [12]) for 31 software development projects. The dataset 

contains a set of 30 quantitative and qualitative attributes to characterize the 

various phases (i.e. requirements, design, development, and testing) of the 

software development process. The reason for selecting this dataset is that it 

provides us with all attributes needed in order to construct our BBN as well as 

the absolute number of defects and lines of code, which makes the calculation 

of the defect density quite easy. 

5 Data Pre-processing 

Throughout this research, CVS file format was used as the dataset storage 

format. The reason for this choice is that both the B-course [15] and Netica
TM

 

[13] tools, which are used in this research, support the CVS file format. The 

dataset was obtained in an Excel “.xls” format at first and then transformed 

into the CVS format.  

Although the dataset contains most of the information we need, it was pre-

processed before being used as described in the next sub-sections. 

5.1 Invalid Projects 

The first pre-processing step was to remove invalid projects; those contain 

data which can negatively affect the accuracy of the model. Projects represent 

the rows of data used to train the BNN model. So, it is necessary to remove 

invalid projects: 

Two Categories of invalid projects were identified as the following: 

1. Projects with missing size (in KLOC) information. This will make 

the calculation of the defect density impossible. Two projects were 

removed under this category (Projects 4 and 26). 

2. Projects with very extreme attributes values (i.e. most attributes are 

VH or VL). These projects may add noise to the model. Two 

projects were removed under this category (Projects 1 and 2). 

After removing these projects, 27 ones remain for the training and 

evaluation. 

5.2 Invalid and Combined Attributes 

After removing the invalid and unnecessary projects, and since there are too 

many attributes in the dataset (i.e. there are 30 attributes while 14 are used in 

our BBN), a pre-analysis step for invalid attributes as well as attributes which 

can be combined was conducted. For this reason, the B-course [15] web based 
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tool was used to understand the salient relationship between attributes (see 

Section 6). 

5.3 Missing and Null Values 

Datasets are usually not complete. This is because of the process of 

collecting the data which is usually hard. We encountered in this dataset many 

missing attributes values as well as NULL values. 

As mentioned before, we are using Netica
TM

 [13] tool to evaluate our BBN, 

and since the tool doesn’t accept null or missing values, we were imposed to 

substitute them. We decided to substitute the null value of an attribute in a 

particular row by the average value of this attribute in all rows. For this 

purpose, we used the GeNIe [5] portable Bayesian interface engine tool. 

5.4 Incomparable Attributes 

Some attributes in the dataset were incomparable across projects (i.e. 

attribute unit is highly affected by the size unit) such as the defects and effort 

attributes. This is because of the fact that these projects are with various sizes. 

Consequently, providing absolute numbers of defects (in bugs) and effort (in 

man-hours) is not acceptable. For this reason, we have used density measure 

for both attributes. 

As mentioned before, we calculated the defect and effort density by 

dividing the number of defects (for faultiness) and the number of man-hours 

(for effort) by the total size in KLOC. This provided us with relative attributes 

values for each unit of size (KLOC). 

5.5 Non-qualitative Attributes 

Some attributes in the dataset were quantitative (i.e. non-qualitative) such 

as the size, and defect density. For this reason a discretization for these values 

was done. They were assigned to one of the scales in the used five-point scale 

based on the following tables: 

 

Table 2: Ranges of defects for faultiness level 

Range Faultiness level 

0 ≤ defects < 4.5 VL 

4.5 ≤ defects < 10 L 

10 ≤ defects < 14.5 M 

14.5 ≤ defects < 18.5 H 

18.5 ≤ defects VH 
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Table 3: Ranges of KLOC for each size level 

Range Size level 

0 ≤ KLOC < 10 VL 

10 ≤ KLOC < 25 L 

25 ≤ KLOC < 50 M 

50 ≤ KLOC < 65 H 

65 ≤ KLOC VH 

 

 

After the discretization, the dataset is now ready to be used for the 

evaluation process. The provided ranges of defects are the finally used ones. 

Actually, we struggle with these ranges until we achieved acceptable results 

(see Section 8). 

6 Dependency Modeling  

As mentioned before, and since the dataset contains too many attributes, it 

can’t be used immediately to predict faultiness level. Hence, some form of 

clustering and dependency modeling was done.  We used the B-course [15] 

web based tool with D-trail option. B-Course allows building dependency 

models out of datasets, and shows how to use them for finding relations in the 

data. It runs optimization algorithms to evaluate tremendous number of 

models based on statistical dependencies between attributes. Figure 2 shows a 

sample output of high probability dependency model obtained from the B-

course. 

 

After analyzing the output of the tool, we found that the faultiness level can 

be directly and indirectly predicted by the set of attributes we proposed before 

in our model besides many others. We tried to find evidence in literature to 

relate the other attributes and software faultiness but we were not able to do 

so. Consequently, we considered this relationship as a coincidence and don’t 

necessarily exist in reality. 

 

Conducting such a data clustering and dependency modeling before 

evaluating the model provided us with confidence that we selected the right 

subset of attributes in our BBN model.  
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Figure 2: High probability dependency model obtained from B-course 

[15] 

 

7 Model Evaluation 

To validate our model for faultiness prediction, MODIS dataset which was 

pre-processed as described in Section 5, was used to train the BBN using the 

Netrica
TM

 tool [13]. Netrica is a software package to work with Bayesian 

belief network, decision nets, and influence diagram. It allows learning from 

case examples as well as using this knowledge to predict and test the results of 

other cases. 

 

7.1 Model Training 

 

Since the Netica tool supports two types of learning, which are: EM and 

Gradient learning, we used a combination of both when we trained our BBN. 

Figure 3 shows the resulting BBN after the training: 
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Figure 3: the BBN model after trianing using EM and Gradient 

learning in Netica
TM

 

 

7.2 Model Testing 

After training the model, it was tested by both the data used for training and 

using a comprehensive accuracy testing as follows: 

7.2.1  Testing with Training Dataset 

Since the dataset used for training is quite small, the simplest form of 

testing is by predicting the outcome (i.e. faultiness level) for the dataset used 

in training and compare the results with the actual faultiness level of the 

projects. This form of testing is done for each level in the BBN as shown in 

Table 4. 

 

Table 4: Summary of Error rates for different levels in the BBN 

Node in the BBN Error rate 

Requirements Review Defects 11.11% 

Code Quality 7.407% 

Testing Process Effectiveness 11.11% 

Faultiness Level 14.81% 
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As shown in Table 4, the overall accuracy of the faultiness level predictions 

was 85.19%, which is a considerable achievement within this small dataset. 

To provide more insight into the faultiness level predictions, the results of all 

predictions attempts are summarized in Table 5. 

 

Table 5: Summary of Faultiness level prediction for all projects  

Predicted  

VL VH M L H Actual 

4 0 0 0 0 VL 

1 5 0 0 0 VH 

0 0 4 1 0 M 

0 0 0 9 1 L 

0 0 0 1 1 H 

7.2.2  Comprehensive Accuracy Test  

In order to provide more in-depth validation of our model, a comprehensive 

accuracy test was conducted. The basic idea is to split the dataset into two 

parts: a training part and an evaluation part. Since our dataset is quite small 

(i.e. contains only 27 rows of cases), the training dataset size was 26 while the 

evaluation dataset size was 1. The testing process was repeated 27 times until 

all projects in the dataset were evaluated. The pseudo code for the accuracy 

test is shown in Figure 4. 

 

 

Figure 4: the Pseudo code for comprehensive accuracy evaluation test 

Assumption 1: The MODIS dataset is stored in dataset variable. 

Assumption 2: The BBN model is stored in bbnStructure variable. 

Initialize succeeded to zero // to calculate the success rate 

Initialize trainingDataset to empty // used to temporarily store the training dataset 

Initialize evaluationDataSet to empty // used to temporarily store the evaluation dataset 

Initialize predictionResults to null // used to temporarily hold the results of prediction 

 
For         n = 1 to dataset.size 

Set evaluationDataSet = dataset.Row(n) 

Set trainingDataset = dataset.removeRow(n) 

bbnStructure.train(trainingDataset) 

predictionResults = bbnStructure.predict(evaluationDataSet) 

If            (predictionResults equals evaluationDataSet[faultinessLevel]) 

Then       Set succeeded = succeeded + 1                        

Endif 

Endfor 

 
Set succeeRate = succeeded / dataset.size // successRate contains the accuracy test results 
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The result of the accuracy test was impressing too. We were able to obtain 

70.37% correct predictions. Table 6 provides more insight into prediction 

results. 

 

Table 6: Summary of Faultiness level prediction for all projects in 

comprehensive accuracy test 

Predicted  

VL VH M L H Actual 

2 1 1 0 0 VL 

0 6 0 0 0 VH 

0 0 4 1 0 M 

0 0 2 6 2 L 

0 0 0 1 1 H 

 

8 Problems Encountered 

A number of problems encountered while conducting this research starting 

from the issues of data pre-processing, to picking up the right tool support, 

and finally specifying the ranges of defect densities for each faultiness levels. 

In this section, we will focus on the last one (i.e. ranges of defect densities 

for each faultiness level) as it played an important role in deriving the 

accuracy of our model. 

The problem of specifying the right ranges became substantial when 

validating the model using the comprehensive accuracy test. The accuracy of 

the whole model went down from around 85% (in the simple validation test 

using training dataset) to less than 50% when validating the model using the 

accuracy test. This is usual since the used dataset is very small which makes it 

very vulnerable to noise. Table 7 shows the initial arbitrarily specified ranges 

of defects when we started our research. 

 

Table 7: Initial arbitrary ranges of defects used in this research 

Range Faultiness level 

0 ≤ defects < 5 VL 

5 ≤ defects < 10 L 

10 ≤ defects < 15 M 

15 ≤ defects < 20 H 

20 ≤ defects VH 

 

As mentioned above, the resulting accuracy of the model when using 

ranges in Table 7 was pretty bad. So, we started analyzing the reason for these 
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results. We found that most of these problems occur at the boundary of the 

defect density ranges. This means that most than half of the wrong predictions 

occur for cases with defect density very close to the next or previous 

faultiness level of the predicted one, as the following: 

 

| Defects(case) – Defects(boundary) | = ε (2) 

 

Where Defects(predicted) denotes the defect density for the case under 

prediction, Defects(boundary)  denotes the defect density for the boundary 

between two consecutive faultiness levels which are the predicted and actual 

levels. ε is a small value close to zero. 

 

For example, Project 12 has 4.74 defects/KLOC. It was predicted as having 

L faultiness level while it is belong to VL level if we follow Table 7 (i.e. 4.74 

< 5). As this project has defect density very close to the boundary between VL 

and L, readjusting the boundary will make this prediction successful and 

contribute to the overall accuracy of the model. This can be done because the 

boundaries were identified arbitrarily at the start of the research. 

Figure 5 shows how the boundary was adjusted in five different iterations, 

to increase the overall accuracy. We will show just the actions contributed to 

an increase in model accuracy. 

 

VL L M H VH Accuracy = 48.15%

0 5 10 15 20

VL L M H VH Accuracy = 51.85%

Iteration 1

Iteration 2

VL L M H VH Accuracy = 55.56%Iteration 3

VL L M H VH Accuracy = 62.96%Iteration 4

VL L M H VH Accuracy = 70.37%Iteration 5

 

Figure 5: Effect of modifying the boundaries on model accuracy 

 

9 Conclusion and Future Research 

 

Software faultiness prediction is a problem with significant impact on 

software projects quality. Information predicted can be used as input for the 

project managers and decision makers to assist them in making better recourse 

allocation and staffing decisions, in order to guarantee a certain level of 

quality. 
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This paper studies the problem of faultiness prediction in software systems 

with an emphasis on qualitative software development process characteristics. 

A model for faultiness level prediction was proposed using Bayesian Belief 

Network (BBN). The model was validated using a dataset for software 

projects from the PROMISE repository. The results obtained are promising 

and the model accuracy was considered high.  

Throughout this research, we have used tools support to automate the 

modeling and validation of predictions. We have used B-course tool at first to 

model dependencies and understanding salient relationship between various 

attributes. After that, we have used GeNIe tool to replace missing and null 

values. Finally, we have used Netica
TM

 to support modeling, training, and 

validation of the whole approach. 

Future research includes more comprehensive validation using larger 

dataset from other domains, investigating the sensitivity of the results by more 

careful analysis of the boundary values of faultiness levels, and investigating 

other attributes affecting the accuracy of prediction. 
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1. INTRODUCTION 

Software metrics-based quality estimation models can be effective tools for identifying the 

number of defects of the modules. The use of such models prior to each release planning or re-

planning of the system, or even deployment of that can considerably improve system quality. A 

defect prediction model is calibrated using metrics from a past release or similar project, and is 

then applied to modules currently under development. Subsequently, a timely prediction of 

which modules needs more effort to remove the defects, can be obtained.  

A software defect prediction model is composed of independent variables (software metrics) 

measured and collected during the software life-cycle, and a dependent variable (number of 

defects) recorded later in the life cycle. Initially, the model is calibrated based upon (training 

data) the independent variables and dependent variable of a previously developed system release 

or similar project. The calibrated model can then be used to predict the number of defects of 

software modules currently under development. Thus, if one supplies the software metrics for a 

software module, one can predict what the number of defects is. Subsequently, the project 

management can decide which modules will be targeted for quality improvement activities, 

avoiding resources wasted on testing and improving the entire system.  

The evaluative studies of CBR classifiers have been promising, showing that their predictive 

performance is as good as or better than other types of classifiers. However, CBR can be 

instantiated in different ways by varying its parameters, it is not clear which combination of 

parameters provides the best performance. In this paper we evaluate the performance of CBR 

with a new way of attribute weighting. 

Most notably advantage of a CBR in our context is that the detailed characterization of the 

similar cases can help one interpret the automatic results. In principle, as well, CBR would 
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provide a straight forward approach for dealing with missing values. However, in the context of 

quality prediction using product metrics there are rarely missing values. 

When evaluating the predictive performance of CBR, one first constructs a case base of previous 

components where the source code metrics and the defects are known. A different data set is then 

used as the test set. This can be achieved in a number of different ways, such as a holdout 

sample, cross-validation, bootstrapping, multiple releases, or random subsets. For our study we 

use random subsets. 

In addition to constructing a CBR model, a sensitivity analysis with neural network is done to 

assign the weights of the parameters and a brief relative comparison of different techniques is 

also presented.  

2. DEFECT PREDICTION 

A similarity-based comparison principle for defect prediction improve software quality and 

testing efficiency by constructing predictive models from software attributes to enable a timely 

identification of number of defects of modules.  

The delivery of large software development project is a complex undertaking. Large software 

projects are filled with uncertainty related to changing requirements, sufficiency of the 

architecture, and quality of the delivered source code. Improper estimations in this process result 

in unexpected cost, reduced delivered scope and late deliveries. Project managers have to take 

into account all the resource constraints, adjusting requirements, quality and timelines. They also 

have to anticipate and resolve bottlenecks arising from differing level of progress in different 

teams. One of these bottlenecks can be related to number of the defects in each module. 

One of the most cost-effective strategies for software quality improvement is an approach of 

identifying, before system tests and operations, software modules that are likely to have more 

defects [Khoshgoftaar et al. ‗97]. Such identification can then be followed by targeting quality 

improvement on such high-risk modules. If faulty modules are detected or identified in a timely 

fashion during the development life-cycle, the number of defects likely to be detected during 

operations can be reduced. For example, if software quality estimation models are designed and 

utilized prior to system deployment, the number of defects discovered by customers may reduce 

significantly. Therefore, the outcome of a timely quality improvement would be a more reliable 

and easy to maintain system [Khoshgoftaar et al. ‗01]. 
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The most important goal of constructing this defect prediction model is having a good estimation 

for Project Planning. It can be important for investigation of the ability to deliver the product 

successfully as predefined with a certain level of quality. Even before delivery, during the 

different releases of the software, for designing of high-level plans for intermediate targets of 

quality, with this model, re-planning can be done based on updated information with prediction. 

Exploration of process improvement opportunities is another aspect of usefulness of this 

prediction model to estimate the number of defects, and then the risk analysis for the product 

would be more accurate. In this model, inputs are software metrics collected earlier in 

development, and output is a prediction of the number of faults that will be discovered later in 

development or during operations.  Then it is worthy to use techniques for early prediction of 

software quality based on software complexity metrics because it can considerably reduce the 

likelihood of defects discovered during operations. 

3. CASE BASED REASONING 

Reasoning by re-using past cases is a powerful and frequently applied way to solve problems for 

humans. This claim is also supported by results from cognitive psychological research. Part of 

the foundation for the case-based approach, is its psychological plausibility. Case-based 

reasoning and analogy are sometimes used as synonyms. Case-based reasoning can be 

considered a form of intra-domain analogy.  

In CBR terminology, a case usually denotes a problem situation. A previously experienced 

situation, which has been captured and learned in a way that it can be reused in the solving of 

future problems, is referred to as a past case, previous case, stored case, or retained case. 

Correspondingly, a new case or unsolved case is the description of a new problem to be solved. 

Case-based reasoning is - in effect - a cyclic and integrated process of solving a problem, 

learning from this experience, solving a new problem, etc.  

Case-based reasoning (CBR), broadly construed, is the process of solving new problems based 

on the solutions of similar past problems. An auto mechanic who fixes an engine by recalling 

another car that exhibited similar symptoms is using case-based reasoning. A lawyer who 

advocates a particular outcome in a trial based on legal precedents or a judge who creates case 

law is using case-based reasoning. So, too, an engineer copying working elements of nature 
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(practicing biomimicry), is treating nature as a database of solutions to problems. Case-based 

reasoning is a prominent kind of analogy making. 

It has been argued that case-based reasoning is not only a powerful method for computer 

reasoning, but also a pervasive behaviour in everyday human problem solving; or, more 

radically, that all reasoning is based on past cases personally experienced. This view is related to 

prototype theory, which is most deeply explored in cognitive science. 

3.1 Process Steps 

Case-based reasoning has been formalized for purposes of computer reasoning as a four-step 

process — sometimes referred to as the R4 model — that combine to make a cyclical process 

[Admodt et al. ‗94]: 

1. Retrieve: Given a target problem, retrieve cases from memory that is relevant to solving 

it. A case consists of a problem, its solution, and, typically, annotations about how the 

solution was derived.  

2. Reuse: Map the solution from the previous case to the target problem. This may involve 

adapting the solution as needed to fit the new situation.  

3. Revise: Having mapped the previous solution to the target situation, test the new solution 

in the real world (or a simulation) and, if necessary, revise.  

4. Retain: After the solution has been successfully adapted to the target problem, store the 

resulting experience as a new case in memory.  

Figure 1 illustrates this cycle diagrammatically. Central is the case-base, which is a repository of 

completed cases, in other words the memory. When a new problem arises it must be codified in 

terms of the feature vector (or problem description) that is then the basis for retrieving similar 

cases from the case-base. 
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Figure 1 -The CBR Process [Mahar et al. ‘06] 

Clearly, the greater the degree of overlap of features, the more effective the similarity measures 

and case retrieval. Ideally the feature vectors should be identical since CBR does not deal easily 

with missing values, although of course there are many data imputation techniques that might be 

explored [Little et al. ‗02]. Measuring similarity lies at the heart of CBR and many different 

measures have been proposed. Irrespective of the measure, the objective is to rank cases in 

decreasing order of similarity to the target and utilise the known solutions of the nearest k cases. 

Choosing a value for k is a matter of some debate but for a systematic exploration see [Kadoda et 

al. ‗01]. 

Solutions derived from the retrieved cases can then be adapted to better fit the target case either 

by rules, a human expert or by a simple statistical procedure such as a weighted mean. In the 

latter case the system is often referred to as k-nearest neighbour (k-NN) technique. Once the 

target case has been completed and the true solution known it can be retained in the case-base. In 

this way the case-base grows over time and new knowledge is added. Of course it is important 

not to neglect the maintenance of the case-base over time so as to prevent degradation in 

relevance and consistency. 
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Case-base maintenance implements policies for revising the organization or contents 

(representation, domain content, accounting information, or implementation) of the case-base in 

order to facilitate future reasoning for a particular set of performance objectives (Leake & 

Wilson, 98). 

3.2 Analogy-Based Reasoning 

This term is sometimes used, as a synonym to case-based reasoning, to describe the typical case-

based approach. However, it is also often used to characterize methods that solve new problems 

based on past cases from a different domain, while typical case-based methods focus on indexing 

and matching strategies for single-domain cases. Research on analogy reasoning is therefore a 

subfield concerned with mechanisms for identification and utilization of cross-domain analogies. 

The major focus of study has been on the reuse of a past case, what is called the mapping 

problem: Finding a way to transfer, or map, the solution of an identified analogue (called source 

or base) to the present problem (called target). 

3.3 Why CBR? 

CBR is argued to offer a number of advantages over many other knowledge management 

techniques, in that it: 

1. Avoids many of problems associated with knowledge elicitation and codification. 

2. Only needs to address those problems that actually occur, whilst generative (i.e. algorithmic) 

systems must handle all possible problems. 

3. Handles failed cases, which enable users to identify potentially high risk situations. 

4. Copes with poorly understood domains (for example, many aspects of software engineering) 

since solutions are based upon what has actually happened as opposed to hypothesised models. 

5. Supports better collaboration with users who are often more willing to accept solutions from 

analogy based systems since these are derived from a form of reasoning akin to human problem 

solving. This final advantage is particularly important if systems are not only to be deployed, but 

also to have trust placed in them. 
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4. DATA 

For defect prediction, metrics property has method-level, class-level, component-level, file-level, 

process-level, and quantitative-level categories. Method-level metrics are widely used for 

software fault prediction problem. Halstead (1977) and McCabe (1976) metrics have been 

proposed in 1970s but they are still the most popular method-level metrics. Method-level metrics 

can be collected for programs developed with structured programming or object-oriented 

programming paradigms because source code developed with these paradigms include methods. 

When method-level metrics are used, predicted number of defects of modules is helpful during 

system testing or field tests. Widely used method- level metrics are shown in Table 1. PROMISE 

repository includes public datasets and these datasets have metrics for several NASA projects 

[Catal et al. ‗08]. Distribution of metrics which have been used after year 2005 is shown in 

Figure 2. 

Table 1 - Widely used method-level metrics 
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Figure 2 - Distribution of methods after year 2005 

 

There are well established research communities in defect and effort prediction. A good model 

should be a generalization of real-world data. Collecting data from real world software 

engineering projects is problematic. Because software projects are notoriously difficult to control 

and corporations are often reluctant to expose their own software development record to public 

scrutiny. PROMISE (PRedictOr Models In Software Engineering) and The MDP (Metrics Data 

Program) are the most comprehensive Data Repositories and databases that store problem data, 

product data and metrics data [URL 1], [URL 2]. 

Software management decisions should be based on well-understood and well-supported 

predictive models. Then primary goal of the repository is to provide project non-specific data to 

the software community. And for this research we need datasets which include number of 

defects, too.  

The other important aspect about data in this project is the metrics utilized for prediction. Metrics 

should be selected from different phases of Development. Because we will use the predicted 

number of defects after a complete lifecycle, defects, as the result of all of these phases would be 

matter.  

4.1 Distribution of datasets  

One of the most important problems for software defect prediction studies is the usage of non-

public (private) datasets. Several companies developed defect prediction models using 

proprietary data, but it is not possible to compare results of such studies with results of other 

models because their datasets cannot be reached. Because machine learning researchers had 

similar problems in 1990s, they created a repository called UCI (University of California Irvine). 

Similar to UCI, Software Engineers have PROMISE repository which has several public datasets 

since 2005. NASA fault prediction datasets locate in PROMISE with a format (ARFF) that 
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makes it possible to use these datasets directly from an open source machine learning tool called 

WEKA. 

All the Research works have been divided into four categories regarding to their types of 

datasets: public, private, partial, and unknown. Public datasets mostly locate in PROMISE and 

NASA MDP (metrics data program) repositories and they are distributed freely. Private datasets 

belong to private companies and they are not distributed as public datasets. Partial datasets are 

datasets which have been created using data from open source projects and have not been 

distributed to community. These partial datasets do not locate in public repositories such as 

PROMISE. If there is no information about the dataset, the type of dataset is called ‗‗unknown‖ 

[Catal et al. ‗08]. Doubtless, the underlying characteristics of the problem data set are likely to 

exert a strong influence upon the relative effectiveness of different prediction systems. 

From the available data in the NASA repository, which includes the number of defects, there are 

four types of data attribute.  A list of related fields are shown in Table 2. 

Table 2 - Available Data Fields from related Datasets 

 

First type is coming from McCabe software metrics. Cyclomatic complexity (or conditional 

complexity) is software metric (measurement). It was developed by Thomas J. McCabe Sr. in 

1976 and is used to measure the complexity of a program. It directly measures the number of 
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linearly independent paths through a program's source code. The concept, although not the 

method, is somewhat similar to that of general test complexity measured by the Flesch-Kincaid 

Readability Test. 

Mathematically, the cyclomatic complexity of a structured program is defined with reference to a 

directed graph containing the basic blocks of the program, with an edge between two basic 

blocks if control may pass from the first to the second (the control flow graph of the program). 

The complexity is then defined as [URL 3]: 

𝑀 = 𝐸 − 𝑁 + 2𝑝 

Where: 

 M = cyclomatic complexity 

 E = the number of edges of the graph 

 N = the number of nodes of the graph 

 P = the number of connected components 

Halstead complexity measures are software metrics introduced by Maurice Howard Halstead in 

1977. These metrics are computed statically, without program execution. First we need to 

compute the following numbers, given the program [URL 3]: 

 n1 = the number of distinct operators 

 n2 = the number of distinct operands 

 N1 = the total number of operators 

 N2 = the total number of operands 

From these numbers, five measures can be calculated: 

 Program length: 𝑁 =  𝑁1 + 𝑁2 

 Program vocabulary: 𝑛 =  𝑛1 + 𝑛2 

 Volume: 𝑉 =  𝑁 × log2 𝑛 

 Difficulty: D=
𝑛1

2
×

𝑁2

𝑛2
 

 Effort: 𝐸 =  𝐷 × 𝑉 

The difficulty measure is related to the difficulty of the program to write or understand, e.g. 

when doing code review. 

The other type of metric is related to code. And this part is including the largest number of the 

attributes. But as shown in the equation of the Cyclomatic complexity and Halstead metrics, they 
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can be used to build a new metric which can have more information to predict the number of 

defects. More discussion about them would be in next part. 

The other group of the attributes are about the defects which are introduced as the errors here. 

We will use only the number of the errors (error_count) here. The other ones are related to the 

errors and would not be helpful to predict the errors. 

4.2 Data Pre-processing 

In this project, construction, training, testing and evaluation of this CBR Model are based on 7 

data sets from NASA-MDP. All of them are needed to be in one integrated file with .csv format. 

All the data related to errors joined with the modules data and then all of them, integrated to one 

file. Next step for pre-processing would be dealing with records which have missing records. 

Some of the data sets on the repository were not selected because they did not include or include 

only zero as the value for some attributes. In addition to that, there were some records for 

modules which did not have any reported value as the number of the records. Such these records 

have been deleted, too, because they cannot help the model for training or testing. At the end, 

prepared dataset has more than 5000 records, and %60 of them is considered as the cases in case 

base. The remaining %30 of the data would be used for evaluation of the model.  

4.3 Feature Selection 

Real-world datasets exhibit a complex dependency structure among the data attributes. Learning 

this structure is a key task in data mining and metadata discovery. To find out the dependencies 

between the attributes, using WEKA 3.4.14, the relationships between all combinations of two of 

them (with a graph including two of them on each axis) can be visualized. Some of these 

dependencies are coming from an equation, that relates them e.g. Cyclomatic complexity. In 

Table 3 some of these dependencies and corresponded equations are shown. 

Table 3 – Examples of Dependencies 

Selected Excluded 

• Cyclomatic complexity  M = E − N + 2P  
E = the number of edges of the graph  
N = the number of nodes of the graph  
P = the number of connected components 

• Edge Count 
• Node Count 

 Halstead Length   N ' = n
1
log

2
n

1
 + n

2
log

2
n

2
  

 Halstead Volume  V = Nlog
2
n  

• number of operators  
• number of operands  
• number of unique or distinct 
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 Difficulty D=
𝒏𝟏

𝟐
×

𝑵𝟐

𝒏𝟐
 

 Halstead Content  I = L ' x V = ( 2n
2
 / n

1
N

2
 ) x (N

1
 + N

2
)log

2
(n

1
 + n

2
)  

 n1 = number of unique or distinct operators 

 n2 = number of unique or distinct operands 

 N1 = total usage of all of the operators 

 N2 = total usage of all of the operands 

operators  
• number of unique or distinct 

operands  

 Decision Density Metric (=Decision Count/Size) 

 Design Density Metric (=Design Complexity /Size) 

• Decision Count Metric 
• Design Complexity Metric 

A difficulty for CBR, that is common to all machine learning approaches, is that the similarity 

measures retrieve more useful cases when extraneous and misleading features are removed. 

Knowing which features are useful is not always obvious for at least three reasons. First, the 

features contained in the feature vector are often determined by no more a systematic reason than 

availability. Second, the application domain may not be well understood: there is no deep theory 

to guide. Third, the feature standardisation used by some similarity measures can substantially 

complicate any analysis. This is because some features may actually be more important than 

others; however, the standardisation will assign each feature equal influence. In such 

circumstances co-linearity can be usefully exploited.  

Effectively by using several closely related features, one underlying dimension can be made 

more important in the search for similar cases. Deciding which features to remove is known as 

the feature subset selection problem. There is an equivalent problem relating to case removal, 

known rather unsurprisingly, as the case subset selection problem. Here the situation is one of 

eliminating unhelpful solutions from the case-base. Unfortunately both are computationally 

intractable since they are NP-hard search problems. It is interesting to note though that in 

general, the pattern is for smaller, more relevant case-bases to substantially outperform larger 

less focused ones. 

We have about forty attributes in this dataset. Approaches to searching for subsets fall into two 

categories: filters and wrappers [Kohavi ‗97]. Filters operate independently of the CBR 

algorithm reducing the number of features prior to training. By contrast, wrappers use the CBR 

algorithm itself on some sample of the data set in order to determine the fitness of the subset. 

This tends to be computationally far more intensive, but generally can find better subsets than the 

filter methods. The search is NP-hard so once the number of features exceeds 15-20 this becomes 

computationally intractable.  
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Here, the filter is selected from the WEKA 3.4.14 for attribute selection, after excluding the ones 

in dependencies with the other, and we selected the ones with more gained information in 

retrieval phase. To select the best ones we have used CfsSubsetEval (Attribute Evaluator) and 

Greedy search as the Search Method. The list of the final attributes is shown in the Table 4. 

Table 4 – Selected Features 

 Attributes 

1 MAINTENANCE_SEVERITY 

2 ESSENTIAL_DENSITY 

3 CONDITION_COUNT 

4 DESIGN_DENSITY 

5 CALL_PAIRS 

6 MULTIPLE_CONDITION_COUNT 

7 CYCLOMATIC_COMPLEXITY 

8 HALSTEAD_DIFFICULTY 

9 HALSTEAD_CONTENT 

10 HALSTEAD_LENGTH 

11 HALSTEAD_LEVEL 

12 PARAMETER_COUNT 

13 LOC_CODE_AND_COMMENT 

14 LOC_EXECUTABLE 

5. MODEL 

This similarity function views the independent variables as dimensions within an m dimensional 

space, with m being the number of independent variables. A current case is represented as a point 

within this space. The distance is calculated by taking the weighted distance between the current 

case and a past case within this space. 

We first present some notation to help explain the different CBR parameters. Let xi be the vector 

of product metrics of the ith module in the test data set, and xij be the jth product metric 

measured. Further, let ck be the vector of product metrics of the kth module in the case base and 

let ckj be the jth product metric measured. Furthermore, let the case base be defined by the set 

𝐷𝑥 =   𝑐1, 𝑐2,… , 𝑐𝑘 ,… , 𝑐𝑚−1, 𝑐𝑚   and the test set be defined as 𝐷ℎ = {𝑥1, 𝑥2,… , 𝑥𝑖 ,… , 𝑥𝑁−1, 𝑥𝑁} 

[El Emam et al. ‗01] . 

The Euclidean distance between a current case, i in the test data set and a past case k in the case 

base is: 

𝐸𝑢𝑐𝑙𝑖𝑑𝑒𝑎𝑛𝑖𝑘 =   𝑤𝑗  𝑐𝑘𝑗 − 𝑥𝑖𝑗  
2

𝑗
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5.1 CBR for Defect Prediction 

It has long been recognised that a major contribution to successful software engineering is the 

ability to be able to make effective predictions particularly in the realms of costs and quality. 

Consequently there has been significant research activity in this area, much of which has focused 

on defect prediction. This problem is characterised by an absence of theory, inconsistency and 

uncertainty that make it well suited to CBR approaches. 

5.2 Similarity 

Measuring similarity has generated a range of different ideas. Nearest neighbour algorithms are 

the most popular and are based upon straightforward distance measures for each feature. Each 

feature must be first standardised, so that the choice of unit has no influence. Some variants of 

this algorithm will enable the relative importance of features to be specified, although for poorly 

understood problem domains this may be very problematic. A common algorithm is given by 

[Aha ‗91]: 

𝑆𝐼𝑀  𝐶1,𝐶2,𝑃 =  
1

  𝐹𝑒𝑎𝑡𝑢𝑟𝑒𝑑𝑖𝑠𝑠𝑖𝑚𝑖𝑙𝑎𝑟𝑖𝑡𝑦 (𝐶1𝑗 ,𝐶2𝑗 )𝑗 ∈𝑃

  

Where P is the set of n features, C1 and C2 are cases and 

 

𝐹𝑒𝑎𝑡𝑢𝑟𝑒𝑑𝑖𝑠𝑠𝑖𝑚𝑖𝑙𝑎𝑟𝑖𝑡𝑦  𝐶1𝑗 ,𝐶2𝑗    

(𝐶1𝑗 ,𝐶2𝑗 )2                                    𝑖𝑓  𝑇he features are numeric 

0                          𝑖𝑓 the features are categorical and 𝐶1𝑗  =𝐶2𝑗

1    𝑖𝑓 the features are categorical and 𝐶1𝑗  ≠𝐶2𝑗  respectively

  

5.3 Weighting 

Existing research results have shown that a carefully selected subset, as well as weighting, of the 

attributes may improve the performance of the estimation methods. The general assumption for 

EBA is that the attributes in the historical data set used for defect estimation are correlated to the 

defects made during the implementation of the corresponding object. However, each attribute 

may have different degrees of relevance to the defects of implementing an object. Studies have 

indicated that if this degree of relevance is considered by the EBA methods, the performance of 

the methods could be improved. There are two ways to reflect this degree of relevance of each 

attribute to the effort: attribute selection and attribute weighting [Li et al. ‗08]. 
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5.4 Neural Network 

The inspiration for neural networks was the recognition that complex learning systems in animal 

brains consisted of closely interconnected sets of neurons. As shown in Figure 3, a real neuron 

uses dendrites to gather inputs from other neurons and combines the input information, 

generating a nonlinear response (―firing‖) when some threshold is reached, which it sends to 

other neurons using the axon. Figure 3 also shows an artificial neuron model used in most neural 

networks [Larose ‗05]. 

 

Figure 3 - Real neuron and artificial neuron model [Larose ‘05] 

The inputs (xi) are collected from upstream neurons (or the data set) and combined through a 

combination function such as summation (∑), which is then input into a (usually nonlinear) 

activation function to produce an output response (y), which is then channelled downstream to 

other neurons. 

To construct a Neural Network, first, a combination function (usually summation, ∑) produces a 

linear combination of the node inputs and the connection weights into a single scalar value, 

which we will term net. Thus, for a given node j,  

𝑛𝑒𝑡𝑗 =   𝑊𝑖𝑗𝑥𝑖𝑗
𝑖

=  𝑊0𝑗𝑥0𝑗 + 𝑊1𝑗𝑥1𝑗 + ⋯+ 𝑊𝐼𝑗𝑥𝐼𝑗  

Where xij represents the i th input to node j, Wij represents the weight associated with the ith 

input to node j, and there are I + 1 inputs to node j . Note that x1, x2, . . . , xI represent inputs 

from upstream nodes, while x0 represents a constant input, analogous to the constant factor in 

regression models, which by convention uniquely takes the value x0 j = 1. Thus, each hidden 

layer or output layer node j contains an ―extra‖ input equal to a particular weight W0 j x0 j = W0 j . 
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Artificial neural networks model its behaviour through a nonlinear activation function. The most 

common activation function is the sigmoid function: 

𝑦 =  
1

1 +  𝑒−𝑥
 

5.5 Sensitivity Analysis 

A procedure from Neural Network is available, that called sensitivity analysis, which does allow 

us to measure the relative influence each attribute, has on the output result. Here, a sensitivity 

analysis with regards to the output of a neural network based on the input of the attributes is 

using for weighting.  

This analysis has three steps: 

• Step 1: 

 Generate new observation xMEAN  

 Each attribute value of xMEAN equals mean value for attributes in data set 

 Find network output, for input xMEAN, called outputMEAN 

• Step 2: 

 Attribute by attribute, vary xMEAN to reflect attribute Min and Max 

 Find network output for each variation, compare to outputMEAN  

• Step 3: 

 Determines attributes, varying from their Min to Max, having greater effect on 

network results, compared to other attributes 

 Conclude network more sensitive to changes in one of the attributes  

 Therefore, more important predictor 

The sensitivity analysis will find that varying certain attributes from their minimum to their 

maximum will have a greater effect on the resulting network output than it has for other 

attributes [Larose ‗05]. 

To build the NN, we have used are prepared data set for CBR. The tool used for building this 

model is Alyuda Forecaster. With this tool, first we can have the network. The neural network 

is a similar network of natural neuron, which uses sigmoid function. This method is using for 

classification. The output of that would be a real number. And with defining the thresholds, each 

input can be assigned to a class. For this work, after building the model based on the input, we 
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got the model with %92.6 as the accuracy. The comparison between actual and forecasted values 

from the network, for 500 of the records is shown in Figure 4. 

 

Figure 4 – Comparison of the results from forecaster and actual data 

As mentioned before, the output of the model is a real number. The accuracy is calculated if the 

output is adjusted with 𝑜𝑢𝑡𝑝𝑢𝑡 . After constructing the model, we can use forecaster, provided 

by the tool to do the sensitivity analysis. 

As mentioned in three steps of the analysis, the input value of each attributes would vary from 

min to max, and the forecaster will use the network to give the output value correspond to the 

minimum and maximum value of the input value of the attribute. This would be repeated for all  

After this analysis, the range of the output changed value for varying each input attribute shows 

which one has more influence on the output, and it can be used to weighting. This procedure is 

shown in Figure 5 as an algorithm.  

 

Figure 5 -The algorithm for sensitivity analysis with NN 

The differences between the output values of the minimum and maximum value of each attribute 

is normalized and then these normalized number is used as the weight for each attribute in the 

case based reasoning method. Table 5 shows these weights. 
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Table 5 – the weights assigned to attributes for CBR 

Weights  Attributes  

-0.0025336991  HALSTEAD_LEVEL  

0.013695545  MAINTENANCE_SEVERITY  

0.023868888  ESSENTIAL_DENSITY  

0.062017873  CONDITION_COUNT  

0.062922817  DESIGN_DENSITY  

0.066303627  HALSTEAD_DIFFICULTY  

0.073454542  HALSTEAD_CONTENT  

0.077824635  PARAMETER_COUNT  

0.108005219  LOC_CODE_AND_COMMENT  

0.128493624  CYCLOMATIC_COMPLEXITY  

0.131712325  LOC_EXECUTABLE  

0.332340286  CALL_PAIRS  

0.634596203  MULTIPLE_CONDITION_COUNT  

1.000000035  HALSTEAD_LENGTH  

5.6 Tool Support for CBR 

My CBR is a tool used to construct the model. myCBR is a project at DFKI to build a case based 

reasoning tool that can both be used as standalone application and as a Protégé plugin. myCBR is 

open source, developed under the GPL license. Its aims are:  

 To be easy to use,  

 To enable fast prototyping,  

 To be extendable and adaptable, and  

 To integrate state-of-the-art cbr functionality.  

myCBR builds on top of Protégé, which already provides advanced functionality for defining 

and visualizing object-oriented case representations. However, myCBR-Retrieval will be usable 

as a standalone application as well. And provide many features needed from the tool for CBR 

like: 

 GUIs for modeling knowledge-intensive similarity measures  

 Similarity-based retrieval functionality  

 Export of domain model (including similarity measures) in XML  

 Additional stand-alone retrieval engine  

 Extension to structured object-oriented case representations, including helpful taxonomy 

editors  
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 Textual similarity modelling which distinguishes between word-based and character-

based measures; it even supports regular expressions  

As shown in Figure 6, we will have a major class which is ―DefectPrediction‖ here. Then all the 

attributes are defined as the slots of this class. After these, we can import the input instances. The 

error-count would be the target slot and will not used for model construction. Then the 

―discriminant‖ checkbox would be unchecked for that in the similarity tab. The other thing for 

similarity is the method to calculate the distance between the cases and the query. Here 

Euclidean distance, which is one of the good choices as stated in previous sections, is used. 

 

 

Figure 6 – SimilarityMeasure tab from myCBR 

6. EVALUATION 

For the evaluation, we need to check the model with a test set and measure the accuracy of the 

method. The problem in this project is related to myCBR. This tool is designed for retrieve only 

one query that would get its values of the input attributes manually. But here we need to evaluate 

our model with about two thousands of records. To solve this problem, we have used the web 

demo version of myCBR. We have used the code of that, and changed it to a application that get 

its input values from an input file with CSV format, and put the retrieved case in the output file, 

again with the CSV format. For this, we need the xml file from myCBR that includes 

information about the input attributes and the model. This program gives the option of choosing 

the number of the retrieved cases. 
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The purpose of an evaluation is to get information about the success of the problem solving. This 

includes achievement of the goals and correctness. One distinguishes essentially two kinds of 

evaluations. 

Shallow evaluations investigate the problem solution from the user‘s point of view, for instance 

the aspects just mentioned. This does not depend on the taken solution method and is therefore 

not CBR specific. 

Deep evaluations are concerned with the question to improve the solution or the solution method 

in case the shallow evaluation is not sufficiently satisfactory. This is very relevant for CBR: A 

weak aspect may be in all knowledge containers. Any process or sub process of the process 

model and any knowledge container or sub container can be responsible for a weak performance. 

Deep evaluations require a careful analysis of interaction between the problem details and the 

CBR techniques used. We distinguish essentially three aspects: 

a) The success can directly be determined. This case for instance if the solution is of 

mathematical character that can be controlled. 

b) The solution has to be applied in reality. This is discussed in the Retain part of the 

Aamodt-Plaza cycle. This occurs also in technical environments. Suppose for instance 

that a car is changed in order to improve the speed; this has to be tested. 

c) The solution cannot be immediately evaluated at all; one has to wait for the future. 

Examples are any kind of predictions as a long term weather forecast. 

In this project, the results from the model and the real data is compared, and based on this 

comparison, the accuracy of this model is %86. And in this comparison, only the exact equality 

of the number of defects is considered.   

Accuracy of a software quality model is measured in terms of its Type I and Type II 

misclassification error numbers. A Type I error occurs when the predicted number of defects is 

less than the real number. This kind of error is not good, because if this model is used for release 

planning and based on this model, enough effort would not be assigned for removing them, and 

the plan would fail. This kind of error is measured in this experiment, and it is only %4. The type 

II error occurs when the predicted number of defects is more than the reality. Then the assigned 

effort to remove them would be larger than needed, and the plan would not be the optimized one. 
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In comparison with the previous type of the error, this one would happen in %10 of cases but the 

consequences are easier to handle.  

7. FUTURE WORK AND CONCLUSION 

As a summary, in this project we have used myCBR as a tool for CBR, for defect prediction. We 

have used a sensitivity analysis with neural network for weighting the attributes. And the 

received accuracy for our model is %86 percent. But it is important to stress that there are 

problem domains that are not so well suited to CBR. These can be characterised by one or more 

of the following:  

1. Lack of relevant cases, for example when dealing with an entirely new domain. In truth, such 

situations will be extremely resistant to solution by any technique, though one possibility is a 

divide and conquer strategy so whilst the problem may be novel in its entirety, it may be that 

useful analogies may be sought for some, or all, of its constituent parts. 

2. Few cases available due to a lack of systematically organised data, typically due to 

information not being recorded or being primarily in a natural language format. CBR does not 

deal well with large quantities of unstructured text4. 

3. The problem domain can be easily modelled and is well understood, for example when 

regression techniques can find simple structural equations that have high explanatory power. In 

such circumstances it would seem wiser to use the model based technique. 

In this project, there are some other limitations, too. Here all the projects are done with C and 

C++. Then using the current case based to predict the number of defects for projects with 

different programming language might have less accurate results. This can happen when the 

number of the defects in a module is greatly bigger than the 10, which has not similar ones in 

case based, too. 

In addition to have a good CBR model, these are the suggestions: 

• Model Adaptivity: As new information becomes available, cases can be added to, or deleted 

from, the case library without the need for model re-calibration. This is an attractive property 

of CBR systems, because other techniques may require frequent re-estimation of model 

parameters to incorporate the changes in available data. 

• Model Scalability: CBR systems are scalable to very large case libraries, and fast retrieval of 

cases continues to be of practical advantage.  
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Are Developers Predictive of Defects?

David Ma

1 Introduction

The promise of defect prediction has been to identify modules that are most prone to defects so that corrective
actions can be applied prior to the next version of the software system. Why such identification is needed is
simple, resources (both time and money) are limited and thus we strive to make quality assurance efforts as
efficient as possible. By extension, the net result of predictions should be software that is made to a higher
standard of quality made in the minimal amount of time.

A quick survey into the domain of defect prediction research indicates that various approaches formulate
predictive models based on features that can be inferred from artifacts of the development process. For
instance, some approaches employ a wide range software metrics from a simplistic lines of code count to
cyclomatic complexity measures. Others approaches have considered measures aside from just source code
such as program dependencies, change size, churn, locations of change or various other forms of meta-data.
The common denominator of these approaches is the focus on aspects of the system itself and not of who
is creating the system.

The notion of analyzing who is making changes to a project stems from the intuitive notion that not all
developers are equal and some developers are better than others. Where, in the case of defect prediction,
better can be defined as developers who contribute fewer faults into a system. Furthermore, the concept of
who is making the changes can be further extended into who is making the changes what what does he/she
know about the changes? Implied here is the notion that depending on the actual specifics of what is being
changed, developers may/may not be competent for that change.

Thus the aim of this project is to create a predictive model based on what a developer knows about
the code they are changing. This study is framed as an exploratory study into this concept conducted
from an empirical perspective. The contributions described in this paper centre around investigations into
what developer attributes may be important for predictive models and the methodology used to classify and
evaluate the importance of these attributes.

2 Related Work

Prediction systems postulated from academia have in recent times centred their approach on mining software
repositories for project data. Both the size and accessibility of open source data sets has also meant that
research in the past decade has focused on open source projects as opposed to proprietary works [todo -cite
survey paper]. In a similar vein, this project also relies on data mined from open source software repositories.

The current state of research has achieved respectable prediction results with many approaches nearing
60-80% accuracy. Kim et al. [4] for instance predict the likelihood that a set of changes will contain bugs
using a features such as complexity metrics, change metadata, as well as source code semantics. Alam et
al. [2] formulate a predictive model analogous to the construction of a buildings which can be built new or
atop of old structures. Work by Zimmermann [11] and Schroter [7] analyze dependancies of binaries in their
predictive models.

While the above sample of works is by no means a comprehensive accounting of the works done in this
area, the implicit assumption in research has been that the developers contributing to a project are all equal.
That is, the concept of developer expertise has yet to be investigated as a factor in defects.

1
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3 Risks

Prior to the discussion of the project itself it is necessary to discuss the risks of the project which in turn
drive the decisions made in the methodology.

3.1 Is Expertise Correlated With Defect Proneness?

The notion of predicting the likelihood based on the degree of competency of a developer is based on the
intuitive notion that expert developers tend to create code of higher quality. However, this claim has yet
to proven scientifically. The risk is then that the core of the project is based on a flawed assumption. To
mitigate this risk an investigation on the merits of this assumption must first be conducted. This test is as
follows:

3.1.1 Quantifying Expertise

Here we quantify developer expertise for a change in terms of how frequently they have used the method
calls added under each change. The motivation to use method calls is based upon my previous work [6]
where this measure, coined usage expertise, is shown to be an accurate measure of actual expertise.

3.1.2 Hypothesis Testing

H1: Files that are prone to defects have been modified by developers who, on average, posses a different
amount of expertise than files that are not prone to defects.

A description of the experimental methodology is not included here for the sake of brevity. The Mann–Whitney
U test on non-parametric data yields a statistically significant result thus indicating that we can in this case
reject the null hypothesis. Thus suggesting that there may indeed be a difference in the (usage) expertise of
developers working on defect prone files.

H2: The expertise for defect-prone files less than expertise for non-prone files.

Surprisingly the same statistical test applied to this case strongly implies that data suggests the oppo-
site of this hypothesis. That is, expertise of developers may in fact be less for files that are buggy in nature.
But is this necessarily reflective of actual scenarios? I speculate here that by virtue of having more experience
or demonstrating value above the norm, developers are naturally inclined to work on more complex areas of
the system. As previous research have shown, complexity is in fact a predictor of defects in a system.

3.1.3 Implications

While the above tests were applied only to a single dataset, we can draw some conclusions. Expertise and
defects may in fact be related but a higher degree of expertise (defined by usage expertise) does not imply
that a file will contain fewer defects. Rather, that it leads to the opposite effect.

The implications for this project is that the assumption of expertise demonstrated by using methods is
not enough to formulate a predictive system. This risk is then addressed by investigating features in addition
to this singular measure of expertise. These attributes are described in Section 4.3.

3.2 Social Risk

I posit that the deployment of a defect prediction system in an actual development environment would be
met with great hostility. Predicting bugs based on measures of developer competency would imply that new
developers or developers working on complex systems would be perceived as being poor choices for the job.
Thus leading to unforeseen consequences that may upset the ecology of a development team.

2

Applied Machine Learning Department of Computer Science, University of Calgary 71



Realistically there is little that can be done to eliminate this risk. However we can perhaps reduce
the impact of system on developers by ensuring that the reasoning behind classifications are highly visible
and easily understandable. This is the main motivation behind the selection of a genetic algorithm as
the foundation of my learning approach. Genetic algorithms are not black box approaches, thus allowing
managers to identify the reasons behind classifications. In understanding why, efforts can be made by both
manager and developer alike to take corrective actions to address weaknesses. The application of genetic
algorithms is described in Section 5.

4 Corpus Data

Data used for this project is mined from the the CVS repository of the Eclipse project. The time period of
data ranges from the inception of the project (November 2001) until just after release 3.2 (October 2006).
The selection of the Eclipse project was made under two primary criterion: (1) previous familiarity in dealing
with the dataset; (2) the size of the dataset which allows for training and evaluating across multiple subsets
of time (see 6). Note that although only Eclipse is used, the approach presented in this paper is generalizable
to any project using a version control system and a repository of defect reports.

4.1 Change History Extraction

Mining of CVS repositories is accomplished via the APFEL tool [10]. Information that can be recovered is
the location of a change (files, classes, methods), properties of changes (such as LOC changed, developers,
deltas) and a partial representation of the Java model (such as exceptions, variables and method calls) as
string tokens.

4.2 Defect History Extraction

Because the current repertoire of development tools do not support the explicit association of defects and
versions it must be inferred via heuristic methods. The approach used here is the algorithm proposed
by Sliwerski et al. [9] where a bug fixing commit is identified by a search in CVS commit comments for
references to a bug report (such as bug id’s) and keywords such as ”fixed” or ”bug”. CVS commits identified
has potentially containing a bug fix are then cross-referenced with a Bugzilla database to link with the
corresponding bug report. Given a bug-fixing commit we can then determine which files (and revisions) were
changed and by extension which files were attributed to a defect. Given the corresponding bug report we
can then determine the severity of a bug as well as the approximate release the defect should be attributed
to. Note that bug reports flagged as ’trivial’ or ’enhancement’ are not used in our training data. However,
because bug reports are filed manually it is possible that bug severity may not be entirely accurate as not
all bug reporters make appropriate use of Bugzilla fields [3].

4.3 Developer Attribute Mining

As per the risks identified in Section 3, I propose the use of multiple attributes to infer developer competency.
The attributes proposed in this section are based upon research done on the Eclipse dataset that investigate
patterns of develop activity.

Quantifying Developer Expertise
For our purposes we quantify developer expertise in terms of what they know about the methods of the
system. The rationale is that behaviour of an object oriented system is driven primarily by the methods and
method calls that occur. Therefore we propose the following attributes:

• Experience with a method they are changing. Ma et al. [6] showed that developers who frequently
change a location are typically experts for the said location. Thus frequent changes to a method implies
more expertise for the method.

3
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• Experience with a method they are calling. Also shown was that characterizing expertise in
terms of frequency in which a method was called can be attributed to a greater degree of expertise
for the method. The notion here is that a developer need not know the details of how a method was
implemented to know what the method does and in which context a method can be used.

It is also possible to consider the above attributes in additional dimensions. One such dimension is experience
in terms of direct experience from adding/changing methods/method calls in the source code itself. Another
dimension can be indirect experience that is implied by documenting code either with source code comments,
JavaDocs or in bug reports. However, an informal analysis of data indicates that a sizeable portion of these
comments may in fact be automatically generated by integrated development environments. Furthermore,
it is widely known that documentation inconsistently updated as code evolves; bringing into question the
validity of considering documentation as a valid demonstration of expertise. Thus, expertise gained through
documentation was considered but not implemented as an attribute for this project.

Furthermore it is also possible to consider the length of time since a developer has last manipulated a
method/method call. Intuitively we know that knowledge decays over a period of days if not weeks. Thus
we can weigh experience in terms of how long it has been since he/she has last changed something.

Propensity To Create Defects

• How many bugs a developer has already created. It may be a trait of the developer to be
frequently introduce defects into a system. This may simply be due to carelessness, unfamiliarity or
due to the complexity of the task.

• The day in which a developer has made changes. A previous study conducted on a similar
Eclipse dataset reveals that developers are most likely to create fix-inducing changes on Fridays [8]. So
the day of the week may have an impact on the propensity for a developer to induce defects.

Developer Coding Patterns
In another study conducted on Eclipse, Livshits [5] analyze commits to find sets of correlated method calls
(patterns) that are likely to lead to errors.

• Likely error patterns. Developers, in adding a set of calls commonly attributed to errors, are
considered to have a smaller degree of competency based on the likelihood that this change will lead
to errors.

• Likely usage patterns. Developers, in adding a set of calls that is likely to lead to defect-free code,
are considered to have a larger degree of competency.

Attributes Used in This Project For the purposes of this study I have chosen to consider only: experience
with a changed method, experience with an added method call and the number of bugs already attributed
to a developer. This was done to limit the scope and runtime needed to successfully preprocess data.

5 Application of Machine Learning

As per the focus of this project, the strategy used for predictions hinges on evaluating developer competency
for changes made to a software system. Our working definition for a change is source code located within
a module where a module can be a file, package or component. Each change is assumed to be contributed
by a single developer who at the point in time of a change, is characterized by a set of attributes (see
Section 4.3). Thus modules are comprised of a series of changes which are commited to the system by
developers characterized by a set of attributes for each change. Given this, we predict defects in a module
based on the notion that modules who are changed with developers having a lower level of competence as
candidates for being defect-prone.

How is the competency, or ’fitness’, of the developer determined? This is rather challenging since there
is no single objective measure. Defining competency as experience alone is flawed due to the other myriad of

4
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factors surrounding this concept. In this project we attribute quality as having fewer defects; by extension
our definition of competency is that good developers have the tendency to commit fewer bugs into a system.
The implementation of this concept is described later in Section 5.3.

5.1 What is a Module?

The term module is often vaguely defined in research and thus far has been vaguely defined in this paper.
A module can be as granular as files or a set of changes. Conversely it can be much larger in scope such
as packages, components or entire projects. Here a module is defined as a package. I argue that this
granularity is appropriate for the Eclipse development process for the following reasons. First, to allocate
testing efforts to modules defined as files or changesets is expensive and short cited given that defects may
span several files across several different locations in the program. Second, the Eclipse project is segregated
into sub-projects (components) which in turn are comprised of packages containing code pertaining to a
similar purpose. Thus it makes sense to define a module as a package.

5.2 Normalization of Attributes and Modules

Attributes are quantified as discrete values rather than continuous values. In many instances minute differ-
ences in an attribute are ultimately inconsequential. For example, it is unlikely that there is any discernible
difference between having called a method 20 times and having called a method 21 times. Rather, it makes
more sense to attribute this developer as having called a method a ’large’ amount of times. Furthermore,
some attributes may be non-linear. Again returning to our example of frequency, I posit that the first few
times a method is used the developer is unlikely to hold a large degree of expertise over the said method.
After perhaps 5 times (or some other arbitrary number), we can then classify this developer as having fully
learned the method or as having a ’medium’ level of expertise. Attributes may vary in relation to the size
and age of the project. For instance, initially developers who have created 10 defects when the project is
small and relatively new are said to be ’very defect-prone’. However, if the project is large and 10 defects
are commited over the span of a year then we classify the developer as ’not defect-prone’. Note that scale
for each attribute is not absolute and is adjustable.

Normalization is also applied over the history of changes for a module (package). That is, at each point in
time a subset of a module can be modified by an unfit or fit developer. However, we cannot deem a module
as containing a defect merely because a change was commited by an unfit developer. At a later point in
time the files/methods may themselves be changed by fit developers. Thus we normalize the fitness level of
a module as the average fitness of all developers who have made changes to a module.

5.3 Genetic Algorithm For Learning Attribute Importance

Developer competence is represented numerically under the following equation:

developer score =
n∑

i=1

attributei ∗ weighti

Although developer competency is defined in terms of attributes, we do not know the importance of an
attribute. The weight of an attribute is learned via the application of a genetic algorithm to determine an
optimal weight of each attribute.

Individuals and Fitness Function
Individuals are vectors of weights (a real number between 0 and 1); a population are multiple vectors of
weights. For example:

sample population = {< weight1...weight5 >, < weight5...weight10 >}

5
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In order to define the fitness of each weight vector we first need a case base of ”good” examples and ”bad”
examples of modules. Good examples of modules are modules that contain few or no defects. Bad examples
are modules containing a high amount of defects. We can then compute the attributes of developers who have
worked on modules with no defects and similarly for developers who have worked on defect-prone modules.
A fit weight vector will yield a higher developer score when applied to the attributes belonging to good
modules. Formally:

developer scoredefect−prone < developer scorenot−defect−prone

Weight vectors that maximize the above difference are said to be more fit.

Genetic Operators Implementation of the genetic algorithm was done using the Jenes [1] library. This
choice was based on the ability to export statistics to Excel format.

• Selection. The default tournament selector is used.

• Elitism. The number of weight vectors (size of population) is limited to 10. We take the best 3 weight
vectors for the next iteration.

• Crossover. One point crossover with probability of 80%.

• Mutation. The default mutation strategy is used with a probability of 20%.

6 Prediction

Optimal weights are trained using data recorded at the end of each month in history. The initial population
of each training iteration is seeded with the the optimal set of weights generated during the previous month.
Seeding from previous data is done with the intent of improving the weighting as the project ages. Fur-
thermore, we train periodically (as opposed to only once) with the intent of adapting weights as the project
evolves. That is, at different times, certain attributes may be more important than others.

6.1 Defect Classification and Amount of Defects

Predictions were performed with two aims:

1. Classification. Predicting which module will have defects.

2. Amount. Predicting how many defects a module will have.

Predicting the amount of defects a module will contain is crucial for triaging decisions. If two modules of
equal importance contain defects yet there is simply not enough time to test both then testing should be
allocated towards the module containing more defects.

Performance of our predictive model with regards to the above criteria is to be evaluated in terms of
precision and recall over values summarized by the confusion matrix: number of defective modules predicted
as defective (true positive), number of non-defective modules predicted as defective (false positive), number
of defective modules predicted as non-defective (true negative) and number of defective models predicted as
non-defective (false negative).

Calculations are as follows: precision = tp
(tp+fp) , recall = tp

tp+fn , accuracy = tp+tn
tp+fp+tn+fn

6.2 Cross-Validation

Cross validation is often performed to determine if results are in fact coincidental, as a result of overfitting or
generalizable. The original objective was to perform an evaluation with an n-fold cross validation technique.
However, due to issues described in Section 7 this was not performed.
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7 Results and Discussion

As noted during the presentation (December 4, 2009) results were unable to be generated to an error in
the implementation. At the time of this writing (December 8) progress has not been made due mostly to
concurrent deadlines from the other course.

8 Limitations

8.1 Data Mining Limitations

The approaches towards mining data from version archives are at this point able to approximate data, but
are not necessarily 100% accurate. I argue that the effects of these approximations are a minor blemish
against the internal validity of this project. I now further discuss the details of each concern.

The fine-grained changes recovered by APFEL [10] such as method calls do not fully account for names-
paces of methods being called. For example, ’org.a.sort()’ and ’org.b.sort()’ are simplified (due to runtime
concerns) into ’sort()’. The effect of this is that a two methods belonging to different packages are now
treated as the same method. The implications of this are minor; returning to our example the differences of
’sort()’ maybe subtle but the end results are essentially the same.

Recovery of defect information is also an a best guess approximation. Inferring bug fixes in commit mes-
sages is reliant on developers following commit message conventions as dictated by Eclipse policy (something
that may not always be followed). Furthermore, the nature of defects is such that the inability to detect
bugs does not imply that defects do not occur in the code. The effect of this is that we may be inferring
attributes from ’fit’ files which are in fact full of undiscovered defects.

The structure of many open-source projects is such that anyone can contribute changes to a project but
only a select few have write-access into the repository (commiters). The assumption made in this project
is that the commiter is the sole author of a change when in fact it may not be him/her. Thus the mined
attributes may not necessarily be representative of the commit author.

8.2 Generalizability

The results obtained pertain only to Eclipse and cannot at this point be generalizable to other projects.
Furthermore, Eclipse is an open-source project which may yield different characteristics than products made
in commercial environments.

9 Future Work

9.1 Module or Developer Specific Fitness

Training is currently conducted on a project wide basis yet predictions are made on the level of modules.
Furthermore, the Eclipse project is a compilation of numerous components each with a different aim, dif-
ferent developers and a different set of characteristics. This implicit variance amongst components may be
advantageous for training in the sense that it prevents overfitting. However, it may also be at the same time
be a disadvantage because specific components are not expected to experience a radical change. Perhaps
treating each module independent of another will allow our learning method to adapt to the specifics of the
module which hopefully leads to greater prediction accuracy. Similarly attributes may affect some developers
more than they may others. By training weights specific to a developer it may be possible to improve results.

9.2 Investigation From a Qualitative Perspective

This work is framed primarily as an investigation from an empirical perspective. However, I postulate
that further insight into why and how defects are created in a software system be first investigated from a
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qualitative perspective. The implications of this approach is that future predictive models will be grounded
in reality; this is in stark contrast to many approaches which are based on speculation.
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Abstract 

Nowadays, data is considered as an asset for organizations; therefore, one of the main targets 

of attackers is the database. SQL-Injection is a popular hacking technique which provides 

access to the database through web application. There are different proactive and reactive 

methods to prevent and detect SQL-Injection attacks but none of them are completely 

successful and SQL-Injection is still one of the most effective tools of attackers. In this 

report, we propose an anomaly detection technique, which uses Case Base Reasoning 

approach to learn the behavior of database and in case of good training set, detects most of 

possible SQL-Injection attacks with an acceptable rate of false positives and false negatives.  
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Statements

Case Base

Parser

1. Introduction 

By development of WWW in early nineties, the web base application became the most 

famous ways of providing access to services. Almost in all cases, service delivery needs to 

store a set of data including user's specifications, user authentication information and service 

specific data. In these situations, the web application can be considered as an interface 

between users and storage system, which is a database. While in real world, money is the 

main purpose of robberies; in cyber world, data and information is the most interesting target 

for attackers. Consequently, data should be protected by the web application. Unfortunately, 

the developers of web-based applications often pay less attention to security issues or 

sometimes they do not have enough security skills to protect information that is accessed by 

users through web application. The result of this carelessness is vulnerable codes that are 

target of information thieves. Moreover, the accessibility of web applications helps attackers 

to achieve their goals. There are different types of attacks that are useful for exploiting web 

applications vulnerability. SQL-Injection is one of these attacks that focuses on database as 

the target and abuses the lack of input validation in web applications. Currently, there is no 

completely accurate approach to prevent or detect this type of attack. The reason is that the 

number of possible ways to inject SQL queries is not limited. Additionally, the prevention 

techniques such as making a black list limit the functionalities of web applications most of 

the times, so developers avoid these techniques. According to the discussed motivations, a 

supervised machine learning method can be helpful for building build an IDS
1
 for detecting 

this type of attack. 

This paper presents an anomaly detection approach for detection of SQL-injection attacks 

that focuses on the database behind web-application. We use a case base that is trained by 

normal behavior of the application as well as possible attacks gathered by security 

administrator of the website. The system should be installed for a specific time to be trained 

by the normal behavior of users and a set of attack queries that are produced deliberately by 

the system administrator. After that period, the system is learned enough to start detection. In 

the detection phase, a parser will parse each input statement and the attributes of the 

statement will be applied as an input query for the case base. The case base reasoning system 

in turn returns a set of 'n' nearest neighbors to that query. If there was an attack case in this set 

the system alarms administrator; otherwise the statement will be considered as a normal 

statement and will be sent to the database engine to be executed. The architecture of our 

system is shown in Figures 1 and 2. 

In the remainder of this document, in Section 2, SQL-

Injection attacks are introduced and different types of 

these attacks are discussed. In section 3, the proposed 

countermeasure for defending against SQL-Injection is 

illustrated as the Related Works. The methodology that 

is used in this paper and the similarity measures for the 

case base are described in section 4. The next section 

contains a discussion on the implementation issues and 

evaluation results for the proposed solution. Finally, the 

summary, conclusion and future works can be found in 

section 7. 

                                                                                                                          Figure 1: Training Phase 

                                                 
1
 Intrusion Detection System 
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Figure 2: Detection Phase 

2. SQL-Injection Attacks 

SQL-Injection is a popular attack, designed to compromise web applications. The main target 

of attackers in this type of attack is the database. The vulnerability that is exploited by 

attackers to grant access to database is insufficient input validation. The intruder enters a 

sentence or expression in the input box of a web page in a way that it creates a new query 

which is executed in the database and returns the needed results. A simple example of SQL-

Injection is shown in Figure 3. In this example, the web application programmer has not 

checked the 'username' and 'password' variables before concatenating them with the rest of 

SQL query. The attacker uses this recklessness to gain access to victim's information. The 

victim's username is entered as the username, and an expression like "'t'='t'" is entered as the 

password. Since there is no input validation, the strings are concatenated and the result is an 

always-true condition. The SQL statement is executed in the database and returns "*" that is 

all of the victim's information available in the users table. 

 

Figure 3: A simple SQL-Injection Attack 

Attackers’ purposes for performing SQL-Injection are different. Halfond et al. [5] categorized 

these intents as follows: 

1) Identifying injectable parameters  

Statements

Case Base

Parser

Retrieval
No attack statement in 

nearest neighbors

An attack statement in 
nearest neighbors

DB

 A vulnerable code:

 statement = "SELECT * FROM users WHERE name = '" 

+username + “'and pass='” +password+"';” 

 Malicious Input:

 Result:

 statement = "SELECT * FROM users WHERE name=„Victim‟ and pass=„a' or

't'=„t';” 

 Output:

 e.g. Victims ID Number !

Victim

*****

username:

password: a' or 't'='t
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2) Performing database finger-printing  

3) Determining database schema 

4) Extracting data 

5) Adding or modifying data 

6) Performing denial of service 

7) Evading detection 

8) Bypassing authentication 

9) Executing remote commands  

Although the intention is different, the common thing between all of these attacks is 

exploiting insufficient input validation vulnerability. These days by the improvement of 

web programming tools and focus of developers on security issues, the popular types of 

SQL-Injection is not applicable any more. However, each day a new attack to sensitive 

systems is released by white hat hackers that shows the problem of SQL-Injection is not 

solved yet. The reason is that the number of possible patterns in not limited. Moreover, 

there are many types of inputs in web applications that cannot be bounded by security 

rules. Because of this fact, the detection techniques are developed beside prevention 

techniques.  

3. Related Works 
In this section, the existing detection solutions for SQL-Injection attacks are discussed. 

Halfond et al. [5] gathered a set of proposed countermeasures for SQL-Injection. Most of 

these techniques include a code checker that investigates the application code and finds the 

SQL-Injection vulnerabilities.  

Among the approaches that are discussed in [5], AMNESIA is similar to our approach. It is a 

model-based technique that combines static analysis and runtime monitoring. In its static 

phase, AMNESIA uses static analysis to build models of different types of queries which an 

application can legally generate at each point of access to the database. In its dynamic phase, 

AMNESIA intercepts all queries before they are sent to the database and checks each query 

against the statically built models [9][10]. The main difference between two approaches is 

that in our approach both legal and illegal sentences are considered to build the model, while 

in AMNESIA just normal queries are considered. 

Valeur et al. [2] also proposed a machine learning technique that detects SQL-Injection 

attacks by an Intrusion Detection System. They use a set of typical application queries to 

build a model for the normal behavior of web application. In the detection phase, each input 

query is compared with the model and the system identifies the queries that are not matched 

with the model. 

Bertino et al. [3] suggest a framework based on anomaly detection techniques in which they 

create a fingerprint of an application program based on SQL queries submitted to a database. 

In detection phase, a detection algorithm is used to identify queries that do not conform to 

these rules. The main similarity of this model and our approach is using machine learning and 

anomaly detection. We also used the idea of generating synthetic data proposed in this paper 

to evaluate our approach. 

In addition to discussed papers, other detection and prevention techniques are proposed 

which are specific for special types of attack and does not include the generality of machine 

learning methods. However, the main limitation of learning based techniques is that they can 

provide no guarantees about their detection abilities because their success is dependent on the 

quality of the training set that is used. In the following section, we explain our case based 
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reasoning method that may be able to improve the detection rate as well as false positive rate 

of previous anomaly detection techniques. 

4. Methodology description 

The main goal of the CBR approach is to build a fully trained case based reasoning system 

that contains anomaly cases as well as normal cases and can retrieve the most similar case to 

each input query. The critical point in designing this system is how the similarity should be 

defined. The similarity is defined by using a comparison function which compares the 

distance between different characteristics of cases and a global function. This global function 

receives the distances as the input and computes the global similarity. The characteristic of 

case that is used for comparison is called “Attribute”. Since the system should be able to 

select between normal and abnormal cases, the most selective attributes should be chosen to 

be involved in comparison. The main problem in selecting attributes is the variety of SQL 

statements that does not let us to have the same attributes for all types of statements. 

Consequently, a classification is needed before saving SQL queries in the case base and 

retrieving them in detection phase. In the next two sections, first, the classification method is 

discussed and then the CBR plan including the attribute selection and design of similarity 

measures is explained.  

4.1 Classification 
As we discussed before, the SQL statements of different types have different attributes, thus, 

they should be classified by the type prior to attribute selection. We considered six main 

classes in the system. The first level of classification contains SQL class that is the main class 

and includes all types of SQL statements. Then we move to the second level of classification 

that classifies the statements into four groups. Note that for the purpose of simplicity, we just 

assume four types of SQL statements including: 1) INSERT, 2) UPDATE, 3) SELECT and 4) 

DELETE. The last level class is Condition class that describes the conditions in each type of 

statement. Figure 4 shows the hierarchy of classes that tabulated in Table 1. 

 

Figure 4: Class Hirarchy 

Table 1: Defined Classes Description 

Class Name Description 

SQL The main Class Includes All SQL Statements 

Insert SQL Statements of type "INSERT" 

Update SQL Statements of type "UPDATE" 

Select SQL Statements of type "SELECT" 

Delete SQL Statements of type "DELETE" 

Condition Condition Statement Consists of Column Name, Comparison Symbol and Constant 

SQL

INSERT SELECT

Condition

UPDATE

Condition

DELETE

Condition
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4.2 Case Based Reasoning 
In this section, we describe three stages of designing our CBR system. In the first stage, the 

selective attributes are specified. Then in the second stage, the similarity measures to 

calculate similarity between two values of these attributes are defined. Finally, in the last 

stage, the global similarity measure to compare instances and queries is identified by 

selecting the optimal weight sets.  

4.2.1. Attribute Selection 
In this step of designing CBR system, the selective attributes of each class should be defined. 

We start with the simplest class that is INSERT. The main attributes of INSERT class is 

shown in Table 2. "FULL INSERT" is a Boolean attribute that is true if the insert expression 

includes a value for all columns
2
 of the table; otherwise, the value of this attribute is false. 

The values are the most selective attributes. Assume the following code that gets the 

comments of users and saves it in the comments table: 

INSERT INTO COMMENTS VALUES (No_123,'This article is good'); 

If a malicious user enters "''+SUBSTRING(@@version,1,10)" as the comment, the version 

of database can be seen in the comment lists and can be used for future injections. Therefore, 

the main difference between a normal insert statement and attack statement appears in values.  

Table 2: Attribute Description for INSERT Class 

Class INSERT 

Index of 

Importance 
Attribute Description 

2 Column Names Name of the columns that will be affected by insert query 

3 Full Insert True if the INSERT statement contains value of all Columns. 

1 Column Values An string of values that are inserted in the table 

4 Table The Table in which the values will be inserted 

UPDATE class can be defined as an instance of insert class, which needs some conditions to 

be effective. Table 3 shows the selective attributes in UPDATE class. The major difference 

between a normal update sentence and an injected one happens in the insert part of update 

statement. The second important attribute is condition. Conditions specify the record of the 

table that should be updated. The logical operator is important when there is more than one 

condition and finally the table is considered since some tables like database schema more 

than other tables become the target of injection.  

Table 3: Attribute Description for UPDATE Class 

Class UPDATE 

Index of 

Importance 
Attribute Description 

1 Insert Value 
An instance of Insert class which specifies the values 

inserted to table through update 

2 Conditions 
Conditions in where clause of UPDATE statement  

(Instances of Condition class) 

3 Logical Operators The logical operator between Conditions 

4 Table The table that will be affected by UPDATE 

 

                                                 
2
 In order to prevent conflict between attributes of table in database grammar and attributes in CBR grammar, in 

the rest of this report, the attributes of each table in database are referred to as "Column". 
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Members of the third class are select statements. The selective attributes of this class are 

shown in Table 4. The following sentence shows the typical parts of a select query: 

SELECT [Projection Attributes] FROM [Table] WHERE [SELECTION ATATMENTS]; 

Select statements are the most popular injection tools. The most sensitive part of a select 

statement, which is used in SQL-Injection, is "selection expression" that contains a set of one 

or more conditions. The projection expression is in the second level of importance. Although 

in most of the cases this part of select sentences cannot be changed by the injection, the 

piggy-backed statements may contain a projection column which is not used in the ordinary 

select statements that are included in the applications code. Table and logical operator 

between conditions are in the third and fourth level.  

Table 4: Attribute Description for SELECT Class 

Class Select 

Index of 

Importance 
Attribute Description 

1 Conditions Conditions in where clause 

3 Logical Operators The Condition Symbol between Conditions 

2 Projection Columns List of Columns which will be fetched 

4 Table The Table from which projection columns are selected 

The last second level class contains the delete statements that can be considered as a simple 

type of select statements. The DELETE class has three of the attributes in SELECT class and 

these attributes have the same priority in DELETE class. The condition attribute is not 

required in all the statements; however, the delete statement without condition is used to 

delete all of the records in the table and is not common in the ordinary applications. It 

depends on the application developer weather to add this statement to case base as an 

ordinary or attack statement. The attributes of DELETE class are described in Table 5.  

Table 5: Attribute Description for DELETE Class 

Class Delete 

Index of 

Importance 
Attribute Description 

1 Conditions 
Conditions in where clause of DELETE statement (instance of 

Condition class) 

2 Logical Operators The Condition Symbol between Conditions 

3 Table The Table that will be affected by DELETE 

As you may noticed in the tables 2-4, three out of the four classes of level two have an 

attribute called "Condition". The condition is a third level class that contains three main parts: 

1) Left Side (Column name), 2) Relational Operator and 3) Right Side (a constant Value). 

Between these attributes, the constant value is the most selective attribute for measuring the 

similarity of two conditions. For instance, the condition part in select statement that is used 

for injection is usually an always-true statement. Some special characters like single quote in 

the constant part also increase the chance of categorizing the statement in the attack queries. 

A brief description of Condition's attributes is tabulated in Table 6. 

Table 6 : Attribute Description for Condition Class 

Condition Class 

Index of 

Importance 
Attribute Description 

2 left  Side Column Name Name of the columns that  its value should be compared 
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3 Relational Operator The relational operator that is used for comparison 

1 Right Side Constant The constant value for the specified column 

 

The last class that is discussed in this section is SQL Statement class. This class contains all 

types of statements. In addition to the string of each statement, the user of the application 

who sends this statement can be considered as an attribute in SQL class. However, it is not 

always applicable to have the value of this attribute and it depends on the specifications of 

web application. The user can influence the final decision about abnormality of statements. 

Assume a web application that is used by different types of users in a company. These user 

types include Manager, Staff and Costumer. Consider that some of the statements can only be 

submitted by Managers. In this situation, if one of these statements is sent by a Costumer, it 

can be counted as abnormal activity. The last attribute of SQL Statement class is "normal". 

Normal is a Boolean variable that is true for normal statements and false for attack 

statements. Note that this attribute is not considered in calculating similarity measures and is 

used only for specifying the class of each statement (normal or anomaly class). Table 7 shows 

the attributes of SQL Statement with more detail.   

Table 7: Attribute Description for Global Class  SQL STATEMENT 

SQL Statement Class 

Attribute Description 

User Sender of the statement 

Type Type of Statement 

Normal Attack or Regular Statement 

 

In the next sections, similarity measures for the discussed attributes are designed according to 

the criteria that help in differentiating between normal and abnormal statements. 

4.2.2. Similarity Measures 
After identifying the selective attributes for each class, the next step in designing a CBR 

system is selecting similarity measures. In this step, the distances between two values of an 

attributes should be measured. The measured distance is assigned to a value between zero and 

one that is called "similarity measure". In the rest of this section the similarity measure for 

some of the attributes of level two classes are described.  

a) Column Names 

This attribute is a set of column names that are concatenated to form a unique string. In the 

similarity function, this string is tokenized and each name in the instance is compared to the 

name in its place in the query. The result is the sum of results of these comparisons divided to 

the minimum number of columns. The algorithm is described in Figure 5 with more details. 

b) Column Values or Constants 

This attribute is a set of constant values that are concatenated to form a unique string. The 

type of each constant is specified by using a prefix. For example, if type of the constant is 

string and the value is "BOB", the value in the string would be "S-BOB". In the similarity 

function, the strings of query and instance are tokenized and each constant is compared to the 

constant in its place in the query. If the types of two constants were different, the output of 

comparison function would be zero. Otherwise, if type of both constants was number, they 

are compared according to their difference; and if they were two string attributes, the 

comparison will be done between  
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strings. The comparison function for strings considers their substrings, length, capital letters 

and special characters with some weights. Note that this function depends on the functionality 

and definition of that column in the database and does not have a general rule for all string 

constants. When all of the constants in the query or instance are calculated, the final 

similarity measure is calculated using the same approach that is used for column names 

(Figure 5). 

 

 

Figure 5: Similarity Measure (Column Name) 

c) Logical Operators and Relational Operators 

The logical operator between two conditions and the relational operator in the conditions are 

attributes of type symbol. For this type of attribute, a table can specify the value of similarity 

in a discrete manner. One example of such a table is shown in Figure 6 in Section 5. 

4.2.3. Weight Selection 
The final step for designing a CBR system is defining global similarity measure and selecting 

weight of each attribute in global similarity measure. 

The global similarity measure is defined as the weighted sum of attributes’ similarity as 

shown in equation (1): 

                      (1) 

 

In order to select the optimal weight set, a reinforcement-learning algorithm should be 

applied. In this algorithm, an initial weight set is used and the output accuracy of the results is 

calculated. In the next iteration, weight of the attribute, which caused the false positives or 

false negatives to happen, is decreased. This loop continues until it reaches the minimum 

number of false positives and false negatives. When the best weight set is selected, the design 

of CBR system is complete and the system can enter the training phase.  

5. Implementation and Evaluations 

After considering the main design issues, the CBR system is implemented to test and 

optimize the design parameters. In order to implement the CBR system, a java based machine 

\\Similarity Measure: Column Names
Sim(ColumnNamesQ,ColumnNamesI)
{
\\ LengthQ: Number of Columns in Query
\\ LengthI:   Number of Columns in Instance
MinLength=Minimum(LengthQ,LengthI);
for(i=0;i<MinLength;i++)

result+=Sim(ColumnNamesQ[i],ColumnNamesI[i]);

result/= MinLength;
result*= Length_Distance_Weight;

Return(result);
}

Length_Distance_WeightLengthQ -LengthI

1 

0.2 

0.05 

0More than 2
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learning tool called myCBR [6] is used. myCBR is a case based reasoning tool that can be 

used as standalone application or as a Protégé [7] plug-in. Although myCBR is still in 

development phase and there are some bugs in its last version (2.6.6), it has some special 

characteristics that make it appropriate for testing a CBR system. These properties include:  

1- Open source: It is an open source tool that can be downloaded under GPL license. 

2- Input data: It is easy to import instances to the case base. The instances should be 

saved in a pure text file and be separated by an optional character. 

3- Similarity Measures: There are some built in similarity measures for each types of 

attributes in myCBR. It also provides scripting capability for user to implement their 

code using Jython scripting language. The external executable files can also be 

imported as similarity measures. 

The first step of implementation phase is generating data. The data should be generated in a 

dynamic way so that the specifications of each group of data can be changed to see the effect 

of data in the output. We used a probabilistic approach to generate data. This approach is 

used in [2] to test the association rule method. In this approach, a set of probabilities are 

defined for each attribute values and the output is a list of SQL statement. For instance, if the 

probability of selecting Attribute A1 from Table T1 is P1, P1 fraction of select statements 

start with: “SELECT A1 From T1 ...”. The probability sets can be changed to see the effect of 

dataset in output results. 

The next step is defining attributes and classes in myCBR and importing generated instances. 

In this step, because  myCBR does not support attributes of type “Instance”, the classification 

model is simplified in a way that only the classes of level two are implemented. “User” 

attribute is omitted and condition class is considered as a set of string attributes in each level 

two class. In this case, instead of comparing two classes with different attributes, we write a 

program to compare two strings. We believe that this oversimplification will not have a 

considerable effect in the output. The main effect of this assumption is that the applicability 

of method to real systems will not be evaluated accurately. To solve this problem, we have 

planned to implement the system using our own CBR system as a future work.  

After defining four classes in myCBR, the similarity measures for the attributes are added to 

the system. In order to implement the local similarity functions of type string that are 

discussed in section 4.2.2, we use C language for writing the code and then import the exe 

file of the code to myCBR. The reason for using C instead of Jython scripting is that some of 

the comparisons can be done using C functions with less computational overhead. For 

attributes of type symbol, the built in function of myCBR is used. This function is a table that 

is shown in Figure 5 and describes the value of similarity between two symbols. 

 According to the design specifications that are discussed in section 4, the global similarity 

measure is the weighted sum of local similarities (equation 1).The global similarity measure 

for SELECT class is shown in Figure 2. Note that the “Normal” attribute is used for final 

decision and is not considered as an attribute in calculating global similarity of instances.  
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Figure 6: The Local Similarity Measure for Attribute of type Symbol in SELECT Class 

 

Figure 7: The Global Similarity Measure for SELECT class 

The next step for evaluating system is to define the test queries for the system. For this 

purpose, the data generator program is modified in a way that the output contains more attack 

statements. In order to measure the number of false positives and false negatives in each test, 

the probably of the attack is set to ½ for generating the query data set and the size of the 

query is set to 10% of the size of the case base to increase the reliability and accuracy of 

output results. 

The final step for the evaluation of the system is defining test. In this step, a set of five tests 

are run, the weight set is improved according to results and the five tests are repeated with the 

same datasets. 
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The accuracy of the results is an important parameter in evaluating the machine learning 

systems. However, in an anomaly detection system, accuracy is not enough for evaluation 

[4], thus, other parameters like “False Positive” and “False Negative” rate should be 

calculated. We considered three parameters to measure the detection ability of the system: 1) 

Recall, 2) Precision and 3) F-measure, which is calculated from recall and precision. 

Equations 2, 3 and 4 show the formula for these parameters. Recall shows the partial 

accuracy of the specific class. In binary classification, recall is called sensitivity. Precision 

shows how much the system annoys the normal users by false positives and is analogous to 

positive predictive value. The F-measure is a parameter that is calculated considering the 

amount of importance of Recall and Precision. The β is a non-negative real parameter which 

is used to set the importance of Recall in contrast with Precision. In other words, Fβ measures 

the effectiveness of retrieval with respect to a user who attaches β times as much importance 

to Recall as Precision. 

             (2) 

         (3) 

         (4) 

The results for the SELECT class are shown in Table 8. The table shows that in the second 

weight set, the accuracy of the system is increased in comparison with the first set, but at the 

same time, the FP rate is also increased and so the Precision parameter is decreased. When 

the weight set is corrected in the third try, both Precision and Recall are increased. 

The optimal weight sets should be selected using a reinforcement-learning algorithm to 

maximize the Recall and Precision values. However, since the current implementation of the 

system does not support changing the weights automatically, the weight changing is done 

manually and consequently the weight sets are not reliable and optimal in this stage. 

Nevertheless, as the future works, we plan to implement the system using our own case base. 

In this system weights can be changed automatically so that the reinforcement-learning 

algorithm to find the best weight sets can be applied.  

Table 8: The evaluation parameters for SELECT class in 3 selected weight sets 

 Recall  Precision F-measure 

First Weight Set 0.88 1 0.93 

Second Weight Set 0.93 0.97 0.94 

Third Weight Set 0.96 1 0.98 

6. Summary and Conclusion 

In this report an anomaly detection based technique is described which can be used to detect 

SQL-Injection attacks to database. In the first phase of this learning based approach, the 

system will be trained by the normal behavior of the users of the database system as well as a 

set of possible attack statements which is collected by the software developer. After passing a 

specific time threshold, the system is qualified to be installed as an IDS. In the detection 

phase, each input SQL statement is classified considering its type, and 'n' most similar cases 

to this statement are retrieved from the case base. If one of the retrieved statements was an 
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attack statement, the IDS alarms the administrator and prevents the query from being 

executed. The attack will be added to case base for future detections. 

The main advantage of this method (in comparison with non-IDS based countermeasures) is 

the training ability of system through the time. Consequently, this approach can be useful for 

sensitive databases that are always the target of SQL-Injection attacks. However, the system 

does not guarantee detection at the training phase and therefore, another detection technique 

should be applied in this stage. 

The simplicity of the system (in contrast with other IDS based approaches [1]) is another 

reason for applying CBR to detect SQL-Injection attacks.  

Finally, as the future work, we should apply it to a real database system to see the 

effectiveness of proposed approach in case of real data.  
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Abstract

Malicious software, as computer virus and worms, are a threat that
has been increasingly prevalent, making their detection, and consequent
elimination, an vital task for maintaining computers working properly.
While static analysis is still a valid alternative for some threats, dynamic
approaches has been becoming more important and efficient over time.
However, in order to perform a dynamic analysis, it has been necessary
to develop emulators that are capable of identifying those threats, ideally
for different operating systems and hardware, which is a non-trivial task.

This work describes the experience on applying Case-based reasoning
as a technique to allow the automatic generation of such emulators for
malware detection, also known as anti-virus emulators.

1 Introduction

Detecting the presence of malicious software (malware) is a problem that has
become increasingly harder. Static analysis, based on search for specific string
of characters or on specific attributes of the program, has become less and less
efficient as malware writers use techniques as cryptography or polymorphism to
hide the malicious activity until the moment when it actually happens.

An alternative to that approach is executing a suspicious code in a controlled,
monitored, and preferably isolated environment, so whenever something “bad”
happens, no harm to the production system is done and information about the
code can be collected to allow further identification.

A even safer approach is, instead of executing the code, emulating its exe-
cution. The basic idea of emulation is creating a stage that is considered valid
by the malware so it runs and the malicious activity can be detected without

1
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any harm to the host. By doing this, we can have malicious code be emulated
even in a machine connected to the production environment with no (or really
few) risk.

A common approach for many security researchers is running suspicious
code in virtual machines, which are, in most cases, hardware emulators that are
able of executing common operating systems. This approach does remove the
necessity of purchasing new equipment, however some problems still persist [2]:

1. The actual operating system is executed in the virtual machine, so there
might be some issues concerning copyright and licensing of the OS.

2. Booting the operating system or restoring a snapshot requires an amount
of time that delays the actual task of emulating the code, decreasing pro-
ductivity.

3. Monitoring capabilities are not included or are not designed for the specific
task of detecting malware.

By emulating both hardware and software, one can, thus, avoid these issues.
A drawback is the fact that, sometimes, emulation is not able to understand
some instructions, in special undocumented or not really used ones, and, in
fact, one of the techniques used by malware writers is trying to call one of these
instructions, and if the emulator is not able to understand it, the malicious
activity is not started, thus evading its detection, or detailed analysis, if the
code is already considered malicious by other reasons.

One challenge on producing emulators for detecting malware, specially on
the research setting, is that there is a vast number of hardware and software
characteristics that might need to be emulated in order to create an environment
that is able to run suspicious code and identify its malicious features.

This work is motivated by the idea that is possible to use machine learning
techniques to learn the behaviour of operating systems to automatically generate
emulators that can be used for malware detection. One important characteristic
that must be emphasized is that the behaviour does not to be exact, as long it
is consistent enough not to be recognized by the malware as an emulation. It
means that, even for unknown instructions, our system must be able to return
some result, at least similar to what the code is expecting to receive.

It should be noticed that, when running the same executable several times,
it is expected to have different result in different traces (specially in calls like
mmap, that maps a device into memory). So, it is expected to detect a loss in
accuracy when measures experiments even the results were plausible.

It was used a machine learning technique called “Case-Based Reasoning” to,
based on traces of system calls previously collected, predict the result of system
calls on the execution of code.

This report is organized as follows: First I review the concepts of CBR and
present the used model. Then it is showed details of implementation, the evalu-
ation method and findings. Finally, it is presented conclusions and suggestions
for future work.

2
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2 Case-Based Reasoning: a quick review

Case-Based Reasoning (CBR) is a technique that relies on the knowledge of
previous experiences to help making decision about current situations. One of
the classic examples is when a host that is planning a meal and, by remembering,
from previous events, what dishes might cause allergies to the invited people,
is able to decide what is going to be served, even adapting dishes, if necessary,
for instance, by substituting tofu products for cheese in some cases. [5] The
rationale is, basically, that new problems tend to be similar to others that
happened previously, so the solutions to the new problems might be also similar
to the solutions to the old problems.

In CBR, each one of the situations in our base of knowledge are called cases
(including the new situation being evaluated). Kolodner [5] formally defines a
case as “a contextualized piece of knowledge representing an experience that
teaches a lesson fundamental to achieving the goals of the reasoner”. An impor-
tant keyword in this definition is “contextualized”, as the context of each case
must be clearly defined, otherwise CBR would not be a successful approach.

To solve a problem through CBR, there are basically four steps [1]: The first
is retrieving cases from the case base that have the most similarity measure
when compared to the case presented to the system (this case is usually called
a query) and, in fact, two crucial points when applying CBR is how to measure
similarities and how to efficiently retrieve cases from a large base. The second
step is reusing the information, by combining the solution of the previous cases
to the problem being evaluated. The third step is revising the solution, that
can be done by applying the result in the real world or by evaluating it by a
teacher and correcting it, if necessary. The last step consists on retaining the
experience for future use. The mentioned steps are usually presented as part of
the CBR cycle, as the retaining step introduces constant improvements to the
case base.

3 Implementation

This section presents details of implementation and experiences when developing
this application.

3.1 Environment and tools

All the tests and implementations were performed on a laptop with a Intel Core2
Duo processor, 3GB of RAM and running Ubuntu Linux 9.10.

In the initial stages of the project, it was being used the MyCBR framework
[3], along with its container Protege [6]. However, some problems were found
with that platform.

First, a general model were developed in Protege, but when initiating My-
CBR to work with that model, some errors occurred. After getting in touch, by
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Figure 1: The CBR Cycle [1]

email, to the MyCBR team (in special Laura Zilles, who provided some help-
ful advices), it is assumed that the model as it was developed was not entirely
compatible with MyCBR.

Basically, there was a generalization of System Calls and Library Calls
(called simply Function), an abstract class. Library call was a concrete class,
derived from function, with an additional column (slot) which was a list of sys-
tem calls used by that library call. System calls, on the other hand, were simply
a concrete instance of Function, with no additional feature. It seems that My-
CBR were trying to read the specific slots for system calls (which did not exist),
and returning a Null Pointer Exception.

While that problem was easily solved (by including a test when reading slots
in the MyCBR code), our project required the execution of tests to compare
new cases to what was given by the tool. The initial idea was using locally a
web interface of MyCBR, which code is freely available and described by an
on-line tutorial and works using Apache Tomcat as a container, to iterate with
our testing code. However, not only the tutorial were quite specific to an old
version of MyCBR and did not work well with the current version, but also
comments from the source code did not match the actual code. For example,
the interface needed to instantiate a class by calling its constructor, however
the available constructor was defined as private in the source code, thus it was
not possible to do that.

4
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strace -T -f -v -o <FILE_NAME>.strace -s 256 <FILE_NAME>

Figure 2: Command for collecting trace

Due to the difficulties found and the strict time line to finish the project, it
was decided to implement a simplified version of CBR concepts. The implemen-
tation was entirely done in Python. It is expected that the code is revised and
rewritten in a more efficient implementation and in a not interpreted language,
much likely C.

3.2 Collecting and Modelling data

For an implementation of a proof-of-concept, it was decided that, instead of
interpreting and formatting actual calls from executables, it would be used call
traces, as given by Unix-like commands such as strace or ltrace, as input data
for this system.

In order to collect the information, it was executed traces for every exe-
cutable in the directory /bin of a default installation of Ubuntu Linux 9.10.
That directory was chosen as it contains, by default, all the standard Unix
commands, thus most of the common system calls are expected to be found
there.

The command used to collect the trace information can be seen in Figure
2, with options to get the time spent in each system call (-T), system calls
being captured in forked process (-f), complete information about environment
and structures(-v) and strings being showed up to 256 characters (-s 256)1. It
is important to mention that some executables require user interaction, so the
script for collecting traces were forking the process and letting the command
run for a maximum of two seconds, with the process being killed when that time
was exceeded.

In Figure 3, we can see part of tracing “ls” (command used to list directories
in Unix-like systems). The general of those traces are:

1. The process id number, that identifies which process is executing the sys-
tem call (specially useful when a fork happens)

2. A string that identifies that system call

3. A list of a variable number of parameters, that were, potentially, of differ-
ent types. This list is enclosed by brackets.

4. A signal of equal (=) followed by the return value of the system call. If
an error occurred during the system call, this return value represented the
error code and an optional error message is also returned.

1The use of the options -v and -s 256 later on turned up to be problematic, as the provided
information were basically large strings and calculating similarity with large strings was quite
expensive in terms of time
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5200 mmap2(NULL, 8192, PROT_READ|PROT_WRITE, \\
MAP_PRIVATE|MAP_ANONYMOUS, -1, 0) = 0xb7729000 <0.000012>

5200 access("/etc/ld.so.preload", R_OK) = -1 \\
ENOENT (No such file or directory) <0.000014>

5200 open("/etc/ld.so.cache", O_RDONLY) = 3 <0.000013>

Figure 3: Example of traces

5. The time of the system call enclosed by the symbols of 〈 and 〉

While not explicitly given by the traces, one extra information was also
gathered from the traces files: The sequence on which the system call were
executed. The sequence was an important piece as a call made in the beginning
of the execution would present a totally different result from the same call made
by the end of the execution.

The data format was easily and intuitively converted in the model used.
Each call is described by 7 columns: Name, Parameters, Sequence, Result,
Error, Time and a Label, that uniquely identify each record, for debugging
purposes.

It is also important to note that the initial idea was tracing not only system
calls, but also library calls, however, the scope was reduced due to the given
time for this project. That task by itself might also be an additional challenge
as, different from system calls, there is no default command for tracing library
calls, so, for some operating systems, that might have to be implemented.

3.3 Defining similarities

For the purpose of this application, from the columns that described a system
call, only three needed to be used for measuring similarity: Name, Parameters
and sequence (the last one for reasons already mentioned). On the other hand,
Result, Error and Time were the information to be retrieved from the case base.

Our ultimate application would be an anti-virus emulator, so the the idea is
that, when a program is being emulated, it would make a sequence of calls to
the system, each one with a list of parameters and the emulator would use the
knowledge to give the program back a valid return in a time that reflects what
would be actually happening if the code was actually being executed.

There are two types of similarities to be considered on a CBR system. Local
similarities, that compare specific characteristics of cases, and Global similari-
ties, that compare cases.

For this implementation, Names were simply considered strings of charac-
ters, and the similarity measured by trigrams. This means that all the sequences
of three letters of a string is compared with all the sequences of three letters of
another string, and the number of matches divided by the number of compar-
isons results in how similar the two strings are. Another alternative was simply
comparing exact matches (two strings should be the same), however it is rea-
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sonable to assume that calls like stat, fstat and lstat64 have a similar behaviour
(even though it is expected they differ from each other).

Similarity between two Sequences S1 and S2, S2 ≥ S1, which are simple
numeric values, was defined by 1, when the values are the same and by the
formula Sim = 1 − (S2−S1)

(S2+S1)
, when the values were different. This was a way

of indicate if the two numbers were close to each other without identifying the
greatest and the lowest in the entire case base.

Similarity between parameters was an additional challenge. Parameters can
vary in number, type and content. Number of parameters were compared using
the same numeric comparison used for sequences. For comparing types, the list
of parameters of a call is converted in a list of types, then the list of types is
compared in a similar way to the trigram comparison used for strings: each
element of the list of one call is compared to all the elements in the list of the
other call and the number of matches divided by the number of comparisons
results in the similarity value. And, to compare contents of parameters, as it
was a particularly complex task, it was simplified just by converting all the
parameters of a call into a string, so comparing the parameters of two calls were
simply comparing two strings. However, because of the size of those strings, this
task was quite time-consuming and had a big impact on performance. In the
next subsection, there are some further comments on performance issues and
what was done to deal with it.

The Global Similarity was defined was a weighted sum. Intuitively, it was
assumed that the name of the call was the most important characteristic, fol-
lowed by the parameters and then by the sequence in the execution. For testing
purposes it was defined the weights for each characteristic as 3, 2 and 1, respec-
tively. Those numbers might be reconsidered furthermore and it is part of the
suggested future work.

3.4 Dealing with performance issues

When still in initial development, the code was performing a sequential search
and returning a specific number of items (defined as 5 just for testing purposes)
that were most similar to a presented query. Te first tests indicated that the
code was returning a fairly reasonable result, that sequential search also resulted
in, so for each attempted retrieval in our case base of almost 19000 items, a
waiting time of around 6 minutes. While an instantaneous response was not
even expected, that time was too much.

As it was previously mentioned, it was not expected an 100% accuracy.
So, it was not really necessary a search in the entire case base. It was, thus,
defined a threshold for similarity, so instead of looking at the database for the
most similar results, it would be returned the first results that had a similarity
measure greater than the chosen threshold. If the results in the list had different
values for the similarity, only the ones with the greatest similarity were returned
(sometimes just a single one).

This approach reduced the waiting time for most of the cases, however a
sequential search in the entire case base still happened when there was no case
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with a similarity over the threshold.
Another identified cause for the delay was calculating similarity between

parameters. By themselves, parameters were quite complexes and several at-
tempts were made to optimize this comparison, like ignoring the number and/or
time of parameters and checking just their content, or the opposite, comparing
just the number and types. Those attempts by themselves did not presented a
good option, as the accuracy was more significantly reduced than the waiting
time, specially when the content was ignored and just number and/or types of
parameters were considered.

The next step was the adoption of a simplified implementation of Jrg Schaat’s
Fish and Shrink algorithm [7]. The idea is that if case being compared to a query
has a similarity measure too low, other cases that are similar to that case, will
have also a low similarity measure when compared to the query. Thus, it is pre-
viously computed similarity of all the cases in the database, creating a network
of “neighbours” (nodes that are similar to each other). When performing the
sequential search, if a case with a low similarity value is found (or “fished”),
its neighbours are automatically removed from the list, “shrinking” it. The
similarity is, thus, calculated in two phases: first when defining neighbours and
later when comparing the case base to the query.

For this implementation, at both phases the name of the call and the se-
quence of execution were considered for calculating the similarity, what differs
the phases were how to include the parameters in the metric. For the first phase,
number and types of parameters were considered, and for the second just the
content. This means that, during the search, the content of parameters were
compared, if it is too different from the query, those with similar number and
types of parameters, and also similar name and sequence in the execution, were
removed from the list to be checked.

This implementation resulted in a really significant improvement on perfor-
mance and, at the same time, kept an fairly high accuracy.

The next section present the evaluation methodology and results.

4 Evaluation

In our original case base had a total of 18,736 system calls, in the format of
traces, as previously presented. From this base, it was randomly selected sets
of 5,000 and 10,000 cases, for purposes of testing.

It was also additionally traced 3 executables for evaluation: /bin/ls (which
was already in the case base, but another instance was traced again for the
tests), /usr/bin/xargs and /usr/bin/pdfimages, both were not in the original
traces, with 182, 110 and 206 system calls respectively, a total of 498 queries to
be tested.

For evaluating the results, the trace was read and Name, Parameters and
Sequence were used to find the similar case. From the list of similar cases (up
to 5 items), one were chosen randomly and its results (return value and error)
were compared to the trace used to the query. A direct comparison (i.e., simply
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matching the results) was not sufficient, as some calls (as read or mmap) can
vary in results (number of bytes read or position of memory allocated) each time
they were performed. So, we applied a similarity measure for the results as well.
It was checked if the return value was numeric, making a numeric comparison as
previously described, otherwise it was considered a string and compared using
trigrams. Thus, for each call, we had a result that could vary from 0-1. All
those results were multiplied, giving us the accuracy of the system.

When performing the tests, the system was using 75% as default similarity
threshold. For comparison of the effects in accuracy and time, it was also defined
as 85%. The next subsection presents some of the results that were found so
far.

4.1 Results

Sample
Time (sec)

Total Min Max Avg

8
5

%

~19k 3589 6 272 33 41.3 94%
10k 1137 3 134 10 16.2 92%
5k 447 2 62 4 7.1 93%

Casebase 
size

Acc
Std.Dev.

xargs

Figure 4: Results with a similarity result of 85%

Table in Figure 4 shows the time (in seconds) and the accuracy when using
the traces from /usr/bin/xargs against our case base in three different situations:
considering the full database ( 19,000 cases), 10,000 cases or 5,000 cases.

While the accuracy level was really high, over 90%, the time for performing
the emulation would be definitely a issue, as for the full case base it took almost
one hour to run the experiment in one single sample (110 calls) and almost 8
minutes to the same sample using just one third of our case base. Even really
slow, it is important to notice that it had an average time of 33 seconds, much
faster than the original 6 minutes per call.

Then it was tried to lower the threshold for 75% of similarity, and the results
for the three samples (ls, xargs and pdfimages) are showed in Figure 5. By just
having a lower threshold, the time for running the experiments were significantly
reduced. It took around 12 minutes to run xargs (the same from the previous
test), roughly 1/5 of the time, which can be noticed by the reduction in average
time from 33 to 6 seconds.

It also must be noticed that while some system calls produced a result in
less than one second, others took up to 52 seconds. The reason for this is that
sometimes it was to find a “similar enough” case quite easily in the case base, in
special for common calls, while more rare calls needed a search the entire case
base2 and returning the best possible result.

2Notice that searching the entire case base does not mean compare every single base. Our
“Fish and Shrink” implementation reduced the set by eliminating the too different results
during the process
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These experiments had a lower accuracy, if compared to the previous test,
however it is still over 80%, which is better than the 70% accuracy initially
expected. Some improvements on performance are still necessary, though.

Sample
Time (sec)

Total Min Max Avg

7
5

%

~19k 688 0 49 6 19.1 83%
10k 233 0 19 2 8.1 81%
5k 84 0 13 0 2.8 81%

ls
Full 2045 0 52 11 13.9 89%
10k 922 0 20 5 4.6 87%
5k 300 0 13 1 1.7 85%
Full 4053 0 50 19 25.5 85%
10k 1589 0 21 7 9.9 82%
5k 448 0 13 2 3 82%

Casebase 
size

Acc
Std.Dev.

xargs

pdfimages

Figure 5: Results with a similarity result of 75%

5 Conclusion and Future work

The results demonstrated that it is definitely possible to use machine learning
techniques, specifically Case-Based Reasoning, to emulate the behaviour of an
operating system, with tests finding a fairly high accuracy, consistent with the
initial expectation of some differences in behaviour between the real and the
emulated system.

Even with the high accuracy that was achieved, the time to run the exper-
iments were higher than expected, and it is assumed that, if maintained the
current approach, even with a better implementation, the time for emulation
would be too high to be feasible, so much work is still necessary to improve
performance. One possible approach might be reducing and optimizing the case
base size, another one is using a different or a complementary approach for
retrieval.

Concerning CBR, it is still necessary implement measures for improving
reuse of cases, such as “Derivational Analogy” [8] or “Structural Mapping” [4],
and retainment must be implemented (i.e., including the pair query, result in
the case base for future use).

Defining the global similarity is also something to be considered. So far it has
been used pre-defined values for the weights in the global similarity measure.
This can be potentially improved by introducing a training stage, where the
system would define those weights based on how levels of accuracy.

About the emulation problem, for this project, library calls were not consid-
ered. They include an additional complexity as, along the result of the function,
there must be necessary to learn, also, the systems calls executed by a library
call. Another factor that, for the sake of simplicity, was not considered during
this project is that some calls return information in their parameters (i.e., pa-
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rameters passed by reference) and it is not possible to differentiate them from
the regular parameters using traces. A different approach will be necessary for
the input, which might also result in a different model to our system.
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Abstract: Statistical methods are widely used in petroleum engineering identifying reservoir 

properties where core analysis data is unavailable. However, they fail to satisfy the requirement 

in most cases since their inaccurate predication ability. In this report, a hybrid intelligent 

system combining fuzzy logic and artificial neural network is designed to characterize 

reservoir properties from well logs. Two-stage fuzzy ranking technique with the tolerance of 

imprecise process the feature selection ability and is used to isolate key input variables with 

least dependency from well logs. Subsequently, a three-layer feedforward (multi-layer 

perceptron) neural network learns the complex pattern existed between well logs and core data 

and is further used to predicate reservoir properties in un-cored well intervals and wells. Five 

wells located in Alberta are selected to test the performance, and final results show that our 

system performs better not only in pattern recognition but the generalization process. In the end, 

predicated reservoir properties are visualized along wellbore, stratum and reservoir. 

Keywords: Reservoir Characterization, Well Logs, Core Analysis, Fuzzy Logic, Artificial 

Neural Network, Visualization 

1. Introduction 

Reservoir properties, such as porosity, permeability and saturation, have significant impact on 

reservoir modeling, reservoir management, field operations and environmental site remediation 

processes. However, reservoirs usually lay hundreds or even thousands of meters below the 

surface so that their properties are hard to get in practice. To date, no technology can 

automatically collect these data. Reservoir Characterization is a process for quantitatively 

describing various reservoir properties in spatial variability using all the available field data [8]. 

The data describing the reservoir characteristics include core data, well logs, well tests, 

production data and seismic surveys. Among them, core data provide the most direct and 

accurate information. Well logs provide valuable but indirect information about mineralogy, 

texture, sedimentary structures and fluid content of a reservoir. Generally, well logs embody 
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continuous information with high vertical resolution [8]. In addition, compared to other data, 

well logs are easy to acquire in practice.  

Currently, the reservoir properties can be gathered mainly using two methods: core analysis 

and regression analysis. Core analysis can generally provide reliable reservoir property values 

through laboratory measurements of cores. This is an expensive process and the core data 

(about 15 to 80 records per well) is very limited. For development areas that do not have any 

core data, regression analysis is used for reservoir characterization. Regression analysis builds 

linear or nonlinear correlation between reservoir properties and well logs. It assumes that each 

reservoir property is only correlated with a limited number of variables. For example, it 

assumes porosity is only related to density and resistance. However, the mutual interactions 

between well logs and reservoir properties are far more complex.  This cannot be properly 

dealt with using traditional regression approaches.  Since a regression method only considers 

limited attributes of field data, while ignoring other important variables of the data, this could 

lead to inaccurate results.  

Artificial Intelligence (AI) research includes developing intelligent computing algorithms and 

applying these to various applications. Recently, AI methods have been introduced to 

petroleum applications and have shown great potential in reservoir characterization [2][9], 

fracture zone detection [3], drilling [6], oil sands extraction [11] and etc. Several previous 

works [1][9][10] have demonstrated that artificial neural networks are not only feasible in well 

log interpretation but also superior to statistical approaches in reservoir characterization 

because of their excellent pattern recognition ability.  

This work implements a hybrid intelligent approach, including Fuzzy Logic and Artificial 

Neural Network, to discover implicit and complex patterns within core data and well logs and 

the pattern is further used to determine reservoir properties in un-cored interval and wells. The 

objective of this work is to build an innovative and intelligent software system to characterize 

and visualize reservoir properties. Figure 1 shows the framework of the whole framework. 

Specifically, useful data is firstly collected from multiple sources and converted into 

appropriate form in the begining. Before being used by the system it also needs to be cleaned. 

The system will implement fuzzy ranking techniques to select the dominant input variables 
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from well logs for each reservoir property. Subsequently an artificial neural network will be 

built and trained to interpret the reservoir properties. The system will use geospatial 

visualization methods to produce 3-dimensional reservoir property maps, which is easier for 

users to understand. This intelligent system is designed and realized in order to help lower 

production costs and support field operations and reservoir management.  
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Figure 1 Whole Project Framework 

We select five wells from the middle of Alberta Province for the case study, and their well logs 

and core data are acquired from Divestco Inc. These five wells located in the same area which 

is convenient to the final geospatial visualization. Figure 2 is a snapshot from ArcGIS 9.3 

showing the location and the unique well ID of five selected wells. Normally reservoir 

properties refer to a set of attributes of the hydrocarbon reservoir including porosity, 

permeability, saturation, and etc., and the characterization process of these properties are 

almost the same, so in this study we pick porosity as the studied reservoir property to illustrate 

the work process of the proposed hybrid intelligent system. 
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This report is organized as following: Part 2 explains more detail why statistical approaches are 

insufficient in reservoir characterization. Part 3 illustrates the input variable selection by using 

fuzzy ranking technique, and most significant variables with the least dependency are going to 

be isolated in this section. Part 4 introduces the artificial neural network and setting for this 

system. Part 5 evaluates the results from this work. Part 6 visualizes the predicated porosity in 

multiple ways. Part 7 draws a brief conclusion based the work till to date and describes further 

work.  

 

Figure 2.  Five wells selected from Alberta, Canada are used for case study, with the  

unique well ID shown in the lower right corner 

2. Statistical approaches are not enough 

Statistical methods are fairly used in petroleum industry to build the correlation between 

porosity and well logs, which is further used to estimate porosity in other development area 

where core analysis are not available. For homogeneous reservoirs this effort may or may not 

prove to be adequate, but as the degree of heterogeneity of a reservoir increases, such 

correlations lose credibility [9]. Figure 3 shows the porosity along with depth, Gamma Ray 

(GR), Spontaneous Potential (SP) and Resistivity, from which one may find the relationship 

between porosity and well logs are far more complex for traditional regression analysis to 

handle with. 
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Another drawback of statistical methods is that they can only build the correlation based on 

limited number of variables even use multiple regression technique. By assuming that each 

reservoir property is only correlated with limited well logs, statistical methods may loss useful 

information thus lead to inaccurate result. For example, making the assumption that porosity is 

highly depended on sonic and resistivity logs, cross plot is usually drawn to identity porosity 

from sonic and resistivity logs while neglecting other important information. The problem is 

that even though sonic and resistivity logs contribute to porosity, there might be other variables 

which can provide useful information or add the accuracy to the estimated porosity. Simply 

considering limited attributes of field data, traditional statistical approaches are not enough in 

solving the reservoir characterization problem. 

     

Figure 3.  Cross plot of porosity versus depth, Gamma Ray and Spontaneous Potential 

 

3. Input Variables Selection from Fuzzy Ranking 

It is unreasonable to use all the attributes in well logs to estimate the porosity. For the first 

reason, up to date no evidence has shown that all attributes have close relationship with 

porosity, thus a number of attributes may contribute little or irrelevant to porosity. Secondly, 

irrelevant inputs always bring instability to the system. These unrelated inputs contribute 

nothing to output while swallowing the resource of the system. For computationally complex 

model, like neural network, as the number of inputs raises the learning process tends to 

converge to the local minimum, hence the inputs usually require a lot of ‘tuning’ to get a good 

result. Also, too many irrelevant inputs may lead to the over fitting problem, which will 

decrease the system’s generalization ability significantly. Thirdly, a full well log usually 

contains around 20 attributes and each of them can bring a considerable calculation amount to 
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the system, and it is not wise to waste system’s efficiency on worthless computation caused 

from irrelevant inputs. 

To data, many feature selection methodologies, linear or non-linear, exist. Linear methods, like 

Principle Component Analysis (PCA), generally can’t behave good performance while 

selecting significant inputs for non-linear models [4]. Non-linear inputs selection approaches, 

like forward selection and backward selection, hold the deficiency of computational consuming. 

Since the input selection is designed to work on line, techniques with large computation can 

drop down the entire system’s efficiency. 

Two stages fuzzy ranking method, including fuzzy curve and fuzzy surface, is chosen here to 

identify useful input for each reservoir properties. Fuzzy ranking is a global prioritizing 

technique with linearly computation complexity concerning to the number of input variables.  

Fuzzy Curve 

Fuzzy Curve is based on the assumption that the more important input variable represents the 

output better. The first stage of fuzzy ranking is to simulate the relationship of input and output 

by building a fuzzy curve. Consider a data set ( , )ix y  with correlation ( )iy f x which is 

unknown. For simulating their relationship, local information is gathered from neighbourhood 

from each ( , )ik kx y  by defining a Gaussian fuzzy membership function, shown in Eq. (1), 

where b is chosen to be 8% of the total interval of input ix in this work.  

 

, 2

, ( ) exp( ( ) )

1,2,... ,   N is the length of each input

i k i

i k i k

x x
x y

b

k N

 Eq. (1) 

Here, the membership function is not restricted to be Gaussian, and can be any other 

membership function designed corresponding to different task. The membership function in 

Eq. (1) can be thought of fuzzy rules for output y with respect to each ix  [4]:  

IF ix is , ( )i k ix THEN y is ky . 

Subsequently, the fuzzy curve characterizing the overall information is given by Eq. (2).  
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The mean square error, in Eq. (3), is used to evaluate the closeness from fuzzy curve ic to iy , 

and a large ciMSE means ic is doing a poor job in representing the output with respect to input 

ix . Specifically, if ix is a random noise and has nothing contribution to the output, then the 

fuzzy curve of ix would tend to be flat which results in a high mean square error. Figure 4 

illustrates the process of collecting local information on each data set using the Gaussian 

membership function defined in Eq. (1), and the blue curve in Figure 5 shows the fuzzy curve 

for the random input ix  while the red fuzzy curve is for another input jx which has a 

exponential relationship with the output. 

Fuzzy curve sorts the input variables with the ascending sequence of 
ciMSE  and pick out the 

most important inputs with least mean square error.  With Fuzzy Curve, one can conveniently 

isolate useful variables from input space, but this approach cannot identify the dependency 

among the variables. Considering the problem defined in Eq. (4), if fuzzy curve is implemented 

to extract two variables from input space, 1x and 2x  will be chosen. However, 1x is highly 

related to 2x , so 1x and 3x , or 2x and 3x  are more reasonable. Therefore, fuzzy curve is not 

capable of eliminating the dependent variables, and that why the second stage of fuzzy ranking, 

fuzzy surface, is necessary. 
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Fuzzy Surface 

In order to overcome fuzzy curve’s deficiency, fuzzy surface is designed with two input 

variables, in Eq. (5), which can be considered as two dimensional fuzzy curves.  
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M
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s x x
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k M M

 Eq. (5) 

where  and  i jx x denote two different input variables and ,i k  and ,j k are given by Eq. (1). 

Seeing from fuzzy logic, fuzzy surface can be thought of: 

IF ix is , ( )i k ix  and jx  is , ( )j k ix THEN y is ky . 

,

2

, , ,1

1
( ( , ) )

i j

M

s i j i k j k kk
MSE s x x y

M
                                   Eq. (6) 

And mean square error, defined in Eq. (6), is also computed to sort the variables in an 

ascending sequence. Suppose  ix  is most important input variables given by fuzzy curve, and 

jx ranking with least 
,i jsMSE is determined as the next most important variables which also has 

least dependency with ix at the same time.  

 

Figure 5. Blue fuzzy curve shows a random relation 

and the red one shows the exponential relation 

Figure 4 Gaussian membership function collect local 

information on data point in a random relationship 
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4. Pattern Recognition by Artificial Neural Network 

Artificial Neural Network’s application in facilitating reservoir modeling and enhanced 

recovery design has draw much research attention in the past several years [11][13][14][15], 

and the feasibility of using artificial neural network in well logs interpretation has also been 

demonstrated in [1][9][10]. Artificial Neural Network, which simulates the human brain, is an 

intelligent computing approach that has several specific advantages, namely: it is adaptive, it 

allows for parallel computing, it is effective. Each unit in artificial neural network is called one 

neural which is functionally very simple, like a linear computation unit, however the 

combination of these basic elements can exhibit tremendous nonlinear computation ability. 

Artificial neural network, as a intelligent approach in computer science, can help engineers in 

solving complex problems where traditional approaches are not available since the excellent 

pattern recognization ability, and it has been widely accepted that Artificial Neural Network 

can achieve better accuracy in reservoir characterization than traditional statistical approaches 

[7][9][13].  

 

Figure 6 Three layers Multi-layer perceptron artificial neural network 

Generally, artificial neural network can be used to recognize the pattern between input 

variables 1 2x=[ , ,... ]Nx x x  and output y. The architecture of a simple three layer feedforward 

neural network is given by Figure 6. A typical feedforward neural network consists of input 

layer, hidden layers and output layer. The neural network, shown in Figure 6, only has one 

hidden layer. Each neural in the input layer receive the variables from input space, and after 
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processing them the output from the first layer will be used as input for the second layer, so 

each hidden layer will receive signals from previous layer and transfer them to the next after 

certain processing until the final result is generated from the output layer.  

A widely supervised learning method, namely Back Propagation Algorithm, is used to train the 

artificial neural network to perform the given task. Unlike the signal flow which transfers from 

the input layer to the output layer, the error feedback signal transfers from the output layer to 

the input layer and modify the weights of every neural using the gradient descent  approach. 

The learn process of artificial neural network can be separated into train, validation and test 

processes, among which train and validation refer to feeding the artificial neural network with 

grouped input and output data, by which the network learns the pattern between the input and 

output. The test process is introduced to verify the generalization ability by testing several data 

which are unfamiliar to the neural nets. If the pattern recognized by the neural nets is precise 

enough, it can be used to generalize to new data. 

The objectives using artificial neural network is to find the implicit and complex relationship 

between well logs and reservoir properties. A three-layer feedforward neural network is 

designed to the pattern recognition task. For the purpose of designing ANN in this project, the 

whole data is separated into train data, validation data and test data with the percentage of 60%, 

15% and 25% respectively. Training by Back Propagation algorithm, the feedforward neural 

network learns the complex patterns inherent from train data and adapts its net structure to 

embody these patterns. In the next step, the well trained neural nets will be used to predict the 

reservoir properties in un-cored intervals and wells.  

5. Application  

Five Wells selected from the middle part of Alberta, shown in Figure 2Figure 2.  Five wells selected 

from Alberta, Canada are used for case study, with the, are used to demonstrate the performance of the 

system designed in this report. The author shows the result step by step for the well with the 

location Latitude: 51.32366, Longitude: -113.79759 and the unique well ID: 

100121902727W400.The final results are visualized along wellbore, stratum and hydrocarbon 

pool. 

Applied Machine Learning Department of Computer Science, University of Calgary 112



Intelligent Reservoir Characterization and Visualization from Well Logs 

Page 11 of 21 

 

 

Figure 7  Histogram and statistical information of Core Porosity for well: 100121902727W400 

At the very beginning, core porosity and well log data are collected and pre-processed. Figure 

7 shows the histogram and the statistical information of the core porosity for well 

100121902727W400. Originally, this well has 24 variables recorded in its well log with the 

depth ranging from 1980 meters to 2200 meters. All the variables’ names are listed in Table 1 

and the well logs corresponding to core porosity are exported from the database and shown in 

Figure 8. Since well logs always contain noise or error values, so the data need to be cleaned 

by detecting and correcting missing values, noise and inconsistencies. Here, statistical curve 

fitting approach is used to represent the noisy data, and interpolation technique is used to 

acquire clean data from regression curve. 

Cross plot of porosity versus Depth, Gamma Ray (GR) and Spontaneous Potential (SP) in 

Figure 3 has demonstrates that the relationship among core porosity and well log variables are 

fare complex for statistical regression to tackle, so two-sage of fuzzy ranking methodology is 

utilized to select the most important and the least dependent well logs concerning to the core 

porosity. Firstly, all 24 input variables are sorted in the ascended ciMSE from the fuzzy curve.  

The input variable with least ciMSE  will be selected out, denoted by 1x , while eliminating last 

10% variables in the sorted sequence. Secondly, fuzzy surface is built between 1x  and each 

variable left in the input space. Based on siMSE in Eq. (6) , all input variables will be again 
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sorted in an ascendant way and the first one will be selected out, denoted by 2x  while 

eliminating last 10%. This process will be kept on until only one variable left in the input space 

or the maximum elimination threshold is reached.  

     

Figure 8  Twenty-four input variables exported from well logs for well: 100121902727W400 and are plotted 

along with depth 

 

Table 1 Names of input variables from well logs for well: 100121902727W400 

'DEPTH' 'CAL1' 'CAL2' 'CFTC ' ' CNTC' 'DPDL (DO)' 

'DPLS (LS)  ' 'DPSS (SS)' 'GDEV ' ' GR ' ' HCAL ' 'HDRA ' 

' HMIN' 'HMNO ' ' ILD' ' ILM' 'NPDL (DO)  ' 'NPLS(LS)' 

'NPSS (SS)' 'PEFZ' 'RHOZ (BULK)' 'SFLA' 'SFLU ' 'SP' 

 

Table 2  Input variables selected from two stage fuzzy ranking approach 

' CNTC' 'CFTC ' 'PEFZ' 'CAL2' ' HCAL ' 

'HDRA ' ' ILD' DPLS (LS)  ' 'DPDL (DO)' 'CAL1' 

'NPSS (SS)' ' GR  ' 'SP' 
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Figure 9  Fuzzy ranking result for input variables 

Subsequently, a three layer feedforward neural network with 23 neurals in the hidden layer is 

trained from the grouped well logs and core porosity data. Core porsity is used as ‘teacher’ in 

the supervised learning process. All the grouped data are separated into train data, validation 

data and test data with the percentage of 60%, 15% and 25% respectively. While the train and 

validation data are used to feed the neural network, the test data is used to verify that the net  is 

well trained. 

Figure 10 compares the results from statistcal approach and aritifical neural network, in which 

the left one from [8] is got from multiple regression method and the right one is the fitting 

result got from neural network. Visual observation tells us that multiple regression poorly fit 

with the given data while artificial neural network does a excellent job. Artificial neural 

network, especially feedforward model, is regarded as good nonlinear approximator, and it can 

approximate to any nonlinear function in an infinite way when given enough time. The cross 

plot between core porosity and estimated value are given by Figure 11, and one may notice that 

the correlation coefficient for multiple regression method is only 76.4% while artifical neural 

network has a 98.2% precise, which quantitatively shows that pattern found by neural network 

exel multiple regression approach by 21.8%. 
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Figure 10 Comparison between the correlation found by multiple regression method and the pattern from artificial 

neural network. The left graph is the result from [8] using multiple regression method and the right one is the 

result from feedforward neural network 

      

Figure 11 Comparison between results between multiple regression approach and artificial neural network.  The 

left figure shows the result from multiple regression method in [8] with the coefficient of 76.4% and the right one 

is from artificial neural network with the coefficient of 98.2%.    

Result from artificial neural network given above is baed on train and validation data. 

Although the feedforward neural network has done a good job in pattern recognition, the 

system’s predication  ability is decided mainly by the neural network’s generalization ability. 
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After learning from train and validation data, the trained neural network is tested by the other 

25% data which are unfamilar to the network. Figure 12 shows core porosity versus estimated 

values from ANN, in which the blue solide curve is acquired from the output from the 

feedforward neural network, the red dot curve is plotted using the core porosity data, circle 

points denote the train and validation data and the square points refer to the test data. Visual 

oberservation tells us that estimated curve fits well with the real one in most place while 

several flows existed. Predicted values around the depth 2245 and 2248 differ a lot from the 

real value, which decreas the average predication precise significantely. In Figure 13, the cross 

plots of all the data, no matter train, validation and test, are shown, from which one may find 

the correlation coefficient is 99.1% for the trained data and 72.6% for the test data. The author 

does not have generalization result from multiple regression method to compare with, but 

considering the regression accuracy for training data is only 76.4% it’s not hard to imagine the 

poor generalization ability from multiple regression approach. One may easily find that 

generalization accuracy from neural network is close to regression ability from statistical 

approach, so it means this intelligent system excel regression approach not only in regression 

ability but generalization. This shows the big potential of using intelligent methods in reservoir 

characterization. However, the predicated porosity is not precise enough and further work in 

improving the system’s accuracy is still undergoing. 
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6. Visualization 

For designing a complete system for petroleum industry, result visualization is necessary not 

only for displaying the predication result in a more understandable way but also for practice 

merite. This part has not been completely finished, and several preliminary results are shown 

here. All the visualization can be separated into three parts: wellbore, stratum and hydrcarbon 

pool.  

Like the work in [5], the first stage of visualization display the predicated porosity along with 

single wellbore. Normally, core analysis data can only provide several discrete values, less 

than 80, in a limited depth range. In contrast, well logs with a high resolution usually can 

Figure 13  Core porosity versus estimated value from 

feedforward neural network 

 

Figure 12. Cross plot of both train and test data 

from feedforward neural network 

Figure 14  Predicted porosity visualization along 

with single wellbore 
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provide data along with much wider depth range. After generalization, trained neural network 

can predicate porosity with the depth along with the well logs and the results are displayed 

with the wellbore in Figure 14. This figure shows the porostiy in a more directe way, and the 

avaliable porosity data has been generated to the intervals where original porosity data is not 

existed. 

    

    

 

After finishing the first visualization, it’s not hard to extend the visualization along with 

multiple wells which located nearby so that can give a more general picture to the petroleum 

engineers. As in Figure 2, five well selected for this work are located in the same area, and the 

predicted porosity distribution along with multiple wellbore is illustrated in Figure 15. Axises 

in Figure 15 denote for latitude, longitude and depth respectively, and the color scale indicates 

the value of predicted porosity where red color means smaller value while yellow means larger 

value.  

The distribution of porosity along with each stratum becomes possible after the second 

visualization stage . It’s possible to acquire several samples at a certain formation layer, and 

two dimentional spatial interpolation technique is borrowed from geography area to generalize 

these discrete samples into a surface, as the result shown in Figure 16.  

Figure 15 Predicted porosity visualization along with 

multiple wells located in same reservoir 

 

Figure 16  Predicated porosity visualization along 

with stratum 
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Figure 17 Predicated porosity visualization along with the hydrocarbon reservoir 

At present, the final visualization part which display the porosity distribution in the whole 

hydrocarbon reservoir is clear. One simple way to realize this is to scan the layer one by one 

using the method described in the stratum visualization part, and Figure 17 shows the final 

result. One may notice that the right part of this figure is almost red, and this is caused by the 

insufficient data and the author has to set the porosity value to zero in order to keep the 

validation of the result. Even though two dimentional interpolation technique is easy to realize, 

it holds the disadvantage not counting the information among different layers. Further work 

will be done using cub-interpolation method or any other three dimentional interpolation 

approach in order to improve the visualization precise. 

7. Conclusion and Future Work 

Statistical approaches are commonly used to acquire reservoir properties in un-cored intervals 

and wells in petroleum industry, however they show the deficiency in inaccurate predication 

results. The author designs a hybrid intelligent system combining fuzzy logic and artificial 

neural network to solve this problem. Field data, including well logs and core data, are used in 

reservoir properties identification. These data are cleaned at first and a two-stage fuzzy ranking 

technique is used to isolate the most significant input variables for different reservoir properties. 

Subsequently, feedforward neural network learning from back propagation algorithm is trained 

to recognize the pattern and predict reservoir property where core data is not available. 
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Results, up to date, show big potential by implementing fuzzy logic and artificial neural 

network for precisely predicating the reservoir properties. The pattern recognized from trained 

data by artificial neural network behaves more accurate, over 98%, than the result from 

multiply regression analysis, and the generalization accuracy of this system reaches to 75%. 

Final prediction results are visualized along with single wellbore, multiple wells, stratum and 

reservoir using spatial interpolation methods. 

Future work in improving the system includes three parts. The most significant part is to 

increase the prediction accuracy. Even though current predication accuracy, overall 75%, is 

better than traditional statistical approach, this is not precise enough for the requirement in 

designing enhanced recovery method and reservoir simulation. Reasons in causing the 

imprecise come mainly from the poor tolerance to noise, so further work will focus on ways in 

cleaning the data and increase the stability of the system. Two methods, namely fuzzy 

ARTMAP and semi-supervised learning algorithm are under reviewing in order to solve this 

problem. The second part is to increase the automation ability of this system so that engineers 

without experience in fuzzy logic and artificial neural network can also operate this system 

easily. Using genetic algorithm (GA) to optimize the architecture of ANN has been proven in 

previous work and the author is planning to introduce this methodology into this system. The 

third part is to better the result visualization part. For one thing, domain knowledge from 

petroleum engineering can be borrowed, like what kind of visualization that domain experts 

expect to see, so that the final predication results can be displayed in a more favourable and 

reasonable way. For the other thing, advanced interpolation and visualization techniques can be 

used to increase the visualization accuracy. 
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PROJECT DESCRIPTION 
Among existing machine learning method, Support Vector Machine is applied in this study for its well 

known classification nature.  This study evaluates the performance of proposed SVM based models for 

forecasting short term electricity market price in violate markets such as Ontario and Alberta and a 

milder one such as the Spanish market.  The test is run for three biweekly periods in 2004 Alberta and 

Ontario and in 2000 Spanish market.  Later, a discussion of the performance is delivered.  Finally, future 

work is also proposed. 

BACKGROUND 

Electricity market price forecasting 

Electricity market price forecasting is important to market participants in a competitive electricity 

market environment.  It is a key factor in optimal planning of electricity energy systems.  Predicted 

electricity price profiles allow participants to determine their bidding and selling strategies, and to 

schedule operation with minimum costs.  In general, a short-term/24-hour-ahead forecasting provides a 

practical view of the future prices for operation planning and it has been the focus of various research 

works in the past.  The price forecasting methods presented in the literature focus on point forecasting, 

where an exact value of future prices is predicted.  However, research shows that most demand-side 
customer do not need to know the exact value of future prices, but they mainly react to prices when they 
hit certain thresholds. This point has led to the idea of price classification in electricity markets. 

Available Data 

In order to forecast the electricity market price, different input attributes have been introduced in the 

past literatures.  Among these attributes, the most popular ones are the historical price and system 

demand load.   In this research, only the historical price attribute is considered. 

Historical price is available to public through Independent System Operator (ISO) which coordinates, 

controls and monitors the operation of electrical power system.   There are currently eight ISOs 

operating in North America: AESO (Alberta Electric System Operator: http://www.aeso.ca) for Alberta 

and IESO (Independent Electricity System Operator: http://www.ieso.ca) for Ontario.   The Ontario and 

Alberta data can be downloaded as “.csv” format which is easy to manipulate.  However, a careful 

examination of the data is required.  For example, there is a missing hour input in the 2004 Alberta 

Historical price and a quick fix is done by averaging the previous and subsequent hour price. 
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Although the project focuses on the violate markets such as Ontario and Alberta, a relatively stable 

Spanish market is included for the comparison purpose. The historical price data is achieved from a 

master student in the Power and Energy Systems Group in the Electrical and Computer Engineering 

department. 

The overview of the year electricity price for the Ontario, Alberta and Spanish market is provided in 

Appendix B. 

Goal 

The goal of the project is to use the historical pattern of electricity price to classify the 24-hour ahead 

prices into multiple price intervals constructed by given threshold values, thus consider as forecasting 

and classification problem.  The machine learning method SVM is thus chosen for its strength in pattern 

recognition and classification.  Please note, the project is not aiming to achieve a specific forecasting 

accuracy, instead, it gives an idea how well a SVM based approach performed in electricity price 

forecasting problem. 

PROCEDURE 
Given that the historical price data is the only input for this project, the proposed procedure to forecast 

electricity market price is as follow: 

1. Data Normalization 

2. Model (MSVM, Day-RFE and Double RFE) 

a. MSVM:  just train the multiclass SVM with normalized data  

b. Day-RFE:  selecting important historical days based on the geometric mean measure and 

mean measure from 24 hours per day. 

c. Double-RFE:  selecting important hours of each selected days. 

3. Parameter Tuning 

4. Testing 

Data Normalization 

In this project a normalize/scaling method is used: 

𝑃𝑟𝑖𝑐𝑒𝑖𝑛𝑝𝑢𝑡 −  𝑀𝑒𝑎𝑛 𝑃𝑟𝑖𝑐𝑒 

𝜎
 

It is known as Statistical Normalization which scales the input data to a value within [-a, a], where “a” 

depends on “𝜎", it is set as 10.0 in this project.  

Feature Selection 
Traditional feature selection methods can be divided into three main categories: Filter Methods, Wrapper 
Methods and Embedded Methods.  A filter method uses only the statistical scores of the features of input 
data to filter out weak features.  The process is fast but it doesn’t give the full picture all the time.  On the 
other hand, a wrapper algorithm explores the feature space to score feature subsets according to their 
predictive power.  A wrapper method generally has a larger computation cost, yet, provides more 
accurate results compare to filter methods.  Finally an embedded method performs feature selection in 
the process of model building. 
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In this project, a “Double SVM-RFE” wrapper method is used.  SVM-RFE stands for SVM based recursive 
feature elimination.  “Double SVM-RFE” means both the “important days” days and “important hours” from 

the input data are chosen with the SVM-RFE methods.  In order to have a better idea of how this works, a 
review on SVM is necessary. 

An review of SVM 

Support Vector Machine is a supervised learning algorithm developed by Vapnik and his co-workers at 

AT&Bell Labs in the mid 90’s.  It soon becomes a very popular classification method due to its use of 

kernel tricks for nonlinear data, the one and only one (global) minima solution and the capacity control 

obtained by optimizing the margin. 

Given a training set of instance label pairs (𝑥𝑖    , 𝑦𝑖) where 𝑖 = 1, …, n and 𝑥𝑖     ∈  𝑅𝑛  and 𝑦𝑖  ∈   1, −1 , the 

SVM with soft margin  is required a solution of the following optimization problem: 

min
𝑤 ,𝑏 ,𝜉

1

2
 𝑤   𝑇 ∙ 𝑤   +  𝐶  𝜉_𝑖

𝑛

𝑖=1

 

Subjects to  

𝑦𝑖 𝑤   
𝑇 ∙ 𝑥𝑖    −  𝑏 ≥ 1 −  𝜉𝑖 , 𝑤𝑒𝑟𝑒  𝜉𝑖 ≥ 0  , 1 ≤ 𝑖 ≤ 𝑛  

  

The weight vector can be calculated 

𝑤   =   𝛼𝑖𝑦𝑖𝑥𝑖    

𝑖  

 

The original SVM is a linear classifier, but it can also be implemented as nonlinear classifier by applying 

the kernel trick. The Radial Basis Function (RBF) is a very popular kernel for non-separable data and is 

used in this project, which is given by 

𝑘 𝑥𝑖    , 𝑥𝑗     = exp( −  
 𝑥𝑖    − 𝑥𝑗       

2

2𝜎2 ) = 𝜑 𝑥𝑖     ∙ 𝜑 𝑥𝑗      

After applying the transformation to the weight vector, it becomes 

𝑤   =   𝛼𝑖𝑦𝑖𝜑 𝑥𝑖     

𝑖 

 

And the optimization is now subject to  

𝑦𝑖 𝑤   
𝑇 ∙ 𝜑 𝑥𝑖     −  𝑏 ≥ 1 −  𝜉𝑖  

Finally, the decision function is given by  

𝑓 𝑥  = 𝑠𝑔𝑛  𝛼𝑖𝑦𝑖𝑘 𝑥𝑖    , 𝑥  𝑖 −  𝑏 = 𝑠𝑔𝑛(𝑤   ∙ 𝜑 𝑥  −  𝑏)  
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Multiclass-SVM, One vs Rest strategy 

The original SVM is a binary classifier but it can be easily extended to solve multiclass problems by two 

common approaches, namely the “one-vs-rest” and “one-vs-one” strategies. 

In “on- vs-rest” strategy, m classifiers are constructed for m classes.   Each classifier separates members 

of that class from the members of other (the rest) classes.  Whereas, in “on- vs-one” strategy, 

m*(m+1)/2 classifiers are constructed for m classes.   Each classifier separates members of one class 

from the members of the other.  In [1], it is showed that the “one-vs-one” strategy provides a better 

result compare to the “one-vs-rest” approach; however, the result is argued in [2] that the experiments 

for the comparison were neither fair nor complete.  The literature later showed that the “one-vs-rest” 

approach provides a comparable result to the alternative strategy.   In this project, the “one-vs-rest” 

strategy for the multiclass SVM is applied due to its simple implementation and low computation cost. 

In short, m classifiers based on “one-vs-rest” strategy will be constructed after input data are trained.  

Test data will be assigned to the class which gives the highest output function (decision function) value 

𝑓 𝑥  = max
𝑚

  𝛼𝑖𝑦𝑖𝑘 𝑥𝑖    , 𝑥  

𝑖 

−  𝑏  

SVM-RFE 

Now we have the knowledge of multiclass SVM.  It is time to move to SVM-RFE, the data feature 

selection method used in this project.  This method recursively removes the feature of the input data 

which causes the minimum variation in the cost function 

𝐽 =  
1

2
 𝑤   𝑇 ∙ 𝑤   +  𝐶  𝜉_𝑖

𝑛

𝑖=1

 

Alternatively, the goal is to remove the features which affect 𝑤   𝑇 ∙ 𝑤    at the lowest costs.  The 

algorithm can be found in [3].  It is proven to be an easy to implement yet powerful feature selection 

technique and widely used in different domains of problems suc h as gene selection.  Because SVM is 

the classification method used in this project, it makes sense to keep it consistent with the feature 

selection technique using SVM knowledge. 

Extension of SVM-RFE for multi-classification problem 

So far we have an idea of SVM-RFE and how it can be implemented.  However, this method introduced 

in [3] is only for binary classifier.  In [4], a multiclass SVM-RFE method based on the one-vs-rest 

approach is introduced.  To make it short, in order to target a m-class problem, thus exists m classifiers, 

the SVM-RFE is performed in each of the classifier.  The goal is then to remove the features which 

minimize the variation subject to the mean of 𝑤   𝑇 ∙ 𝑤    from all m classifiers.  The algorithm can also be 

found in [4].  There are other approaches that apply other ranking criteria for SVM based feature 

selection method such as the ones showed in [5], [6] and [7].  They are more complicated and thus not 

included in this project. 
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Model Design 

This project proposes three models to forecast 24-hour ahead electricity price, namely MSVM, Day-RFE 

and Double-RFE.   

The MSVM model is simply a multiclass SVM which uses all hours from the previous 35 days as training 

data for each sample.  Thirty-five is chosen for about the days in a month.  Depend on the testing period, 

different number of sample days are used to train the model.  For example,  

 𝑋  ~ 𝑌    

Where 𝑋  is the training data and 𝑌   is the output data.  The threshold values are set as {50, 100} for 

Ontario, {55, 100} for Alberta and {30, 60} for the Spanish market.  For the case of Ontario market, 

output 𝑌𝑖    is {1, -1, -1}, {1, -1, 1} or {-1, -1, 1} depends if its value is less than 50 dollars, larger or equal to 

50 dollars but less than 100 dollars or larger than 100 dollars.  Then, the relationship between the 

training data and the output data (first hour) can be shown as 

 

 
 

𝑃=1,𝑑−1
1

𝑃=1,𝑑−1
2

⋯ 𝑃=24,𝑑−2
1 ⋯

⋯ 𝑃=24,𝑑−2
2 ⋯

⋯
…

𝑃=1,𝑑−35
1 ⋯ 𝑃=24,𝑑−35

1

𝑃=1,𝑑−35
2 ⋯ 𝑃=24,𝑑−35

2

⋮ ⋱ ⋮
𝑃=1,𝑑−1

90 ⋯ 𝑃=24,𝑑−2
90 ⋯ ⋯ 𝑃=1,𝑑−35

90 ⋯ 𝑃=24,𝑑−35
90

 

 
 

~

 

 
 
𝑃=1,𝑑

1

𝑃=1,𝑑
2

⋮
𝑃=1,𝑑

90

 

 
 

 

Similarly, the same input data set is applied to train the rest of the hours.  In this model, each sample 

contains 35*24 = 840 feature hours which are then used for training purpose. 

The second model proposed in this project is called the Day-RFE model.  It aims to select important days 

from the 35 days in MSVM model.  In order to do so, each day is represented by Geometric Mean and 

Mean measure based on the 24 hour price in that day.  The model can be shown as follow 

Geometric Mean Measure 

 

 
 

𝑃𝑔𝑒𝑜 ,𝑑−1
1

𝑃𝑔𝑒𝑜 ,𝑑−1
2

𝑃𝑔𝑒𝑜 ,𝑑−2
1

𝑃𝑔𝑒𝑜 ,𝑑−2
2 ⋯

𝑃𝑔𝑒𝑜 ,𝑑−35
1

𝑃𝑔𝑒𝑜 ,𝑑−35
2

⋮ ⋱ ⋮
𝑃𝑔𝑒𝑜 ,𝑑−1

90 𝑃𝑔𝑒𝑜 ,𝑑−2
90 ⋯ 𝑃𝑔𝑒𝑜 ,𝑑−35

90

 

 
 

~

 

 
 

𝑃𝑔𝑒𝑜 ,𝑑
1

𝑃𝑔𝑒𝑜 ,𝑑
2

⋮
𝑃𝑔𝑒𝑜 ,𝑑

90

 

 
 

 

Where 

𝑃𝑔𝑒𝑜 =   𝑃1 ∗ 𝑃2 ∗ ⋯∗ 𝑃24
24  
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Mean Measure 

 

 
 

𝑃𝑚𝑒𝑎𝑛 ,𝑑−1
1

𝑃𝑚𝑒𝑎𝑛 ,𝑑−1
2

𝑃𝑚𝑒𝑎𝑛 ,𝑑−2
1

𝑃𝑚𝑒𝑎𝑛 ,𝑑−2
2 ⋯

𝑃𝑚𝑒𝑎𝑛 ,𝑑−35
1

𝑃𝑚𝑒𝑎𝑛 ,𝑑−35
2

⋮ ⋱ ⋮
𝑃𝑚𝑒𝑎𝑛 ,𝑑−1

90 𝑃𝑚𝑒𝑎𝑛 ,𝑑−2
90 ⋯ 𝑃𝑚𝑒𝑎𝑛 ,𝑑−35

90

 

 
 

~

 

 
 
𝑃𝑚𝑒𝑎𝑛 ,𝑑

1

𝑃𝑚𝑒𝑎𝑛 ,𝑑
2

⋮
𝑃𝑚𝑒𝑎𝑛 ,𝑑

90

 

 
 

 

Where 

𝑃𝑚𝑒𝑎𝑛 =  
1

24
 𝑃

24

=1
 

By using MSVM-RFE, important days (columns of the input data above) from each measure can be 

ranked.  The combination of the two rankings gives the final selection from the 35 days used in MSVM 

model.  After the important days are selected, the training model now becomes 

 

 
 

𝑃=1,𝑑−𝑛1
1

𝑃=1,𝑑−𝑛1
2

⋯ 𝑃=24,𝑑−𝑛1
1 ⋯

⋯ 𝑃=24,𝑑−𝑛1
2 ⋯

⋯
…

𝑃=1,𝑑−𝑛𝑝
1 ⋯ 𝑃=24,𝑑−𝑛𝑝

1

𝑃=1,𝑑−𝑛𝑝
2 ⋯ 𝑃=24,𝑑−𝑛𝑝

2

⋮ ⋱ ⋮
𝑃=1,𝑑−𝑛1

90 ⋯ 𝑃=24,𝑑−𝑛1
90 ⋯ ⋯ 𝑃=1,𝑑−𝑛𝑝

90 ⋯ 𝑃=24,𝑑−𝑛𝑝
90

 

 
 

~

 

 
 
𝑃=1,𝑑

1

𝑃=1,𝑑
2

⋮
𝑃=1,𝑑

90

 

 
 

 

Where 

𝑖𝑚𝑝𝑜𝑟𝑡𝑎𝑛𝑡 𝑑𝑎𝑦𝑠 𝑓𝑟𝑜𝑚 𝑐𝑢𝑟𝑟𝑒𝑛𝑡 𝑠𝑎𝑚𝑝𝑙𝑒 𝑑𝑎𝑦 = {𝑛1, 𝑛2, …𝑛𝑝} 

The last model proposed in this project is called Double-RFE, which is an extension to the Day-RFE model.  

With important day selected, it is also a good idea to select important hours from each day.  In order to 

rank the influence of each hour to the output hour, the same RFE approach is used, and thus called 

Double-RFE (RFE for days and hours). 

TEST RESULT  
Miss-classification error rate defined as the number of miss-class over the total number of test hours.  

For example, if it is to test 14 days from July 26 to Aug. 08, there are in 14*24 = 336 hours in total.  In 

the experiment shows in Appendix A, only the best results from different models are included.  Also, due 

to the time consuming problem of the Double-RFE model, only two tests in the summer period of 

Ontario and Alberta have been conduct. 

SOFTWARE INFORMATION 
The project is coded in Matlab 2009a.  A toolbox called Spider (Weston) is used for the SVM algorithms.  

The toolbox can be downloaded at  http://www.kyb.tuebingen.mpg.de/bs/people/spider. 
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DISCUSSION & CONCLUSION 
As showed, the result of proposed threshold forecasting has a worse error rate compare to that of point 

forecasting in other literature [8] [9] [10].  A question comes to mind:  Is it necessary that a threshold 

forecasting gives an error rate lower than that of point forecasting.   First of all, the accuracy measures 

of two forecasting are different.   

For point forecasting, a measure for accuracy called Mean Absolute Percentage Error (MAPE) is 

commonly used 

𝑀𝐴𝑃𝐸 =
1

𝑛
 

 𝐴𝑡 −  𝐹𝑡  

𝐴𝑡

𝑛

𝑡=1

∗ 100%, 𝑤𝑒𝑟𝑒 𝐴𝑡 𝑖𝑠 𝑡𝑒 𝑎𝑐𝑡𝑢𝑎𝑙 𝑣𝑎𝑙𝑢𝑒 𝑎𝑛𝑑 𝐹𝑡 𝑖𝑠 𝑡𝑒 𝑓𝑜𝑟𝑒𝑐𝑎𝑠𝑡 𝑣𝑎𝑙𝑢𝑒 

In threshold forecasting, the Percentage Error is calculated as 

𝑃𝐸 =  
 𝐶𝑡

𝑛
𝑡=1

𝑛
∗ 100%, 𝑤𝑒𝑟𝑒 𝐶𝑡  𝑖𝑠 1 𝑖𝑓 𝑡𝑒 𝑜𝑢𝑟 𝑜𝑓 𝑝𝑟𝑖𝑐𝑒 𝑖𝑠 𝑚𝑖𝑠𝑠𝑐𝑙𝑎𝑠𝑠𝑖𝑓𝑖𝑒𝑑 

It is obvious that the threshold forecasting gives various accuracies depend on the threshold setting, 

which includes the threshold value and the number of thresholds.  The more the classes are defined, the 

less accuracy is achieved.  Similarly, when the threshold values are set at the sensitive price values, the 

percentage error dramatically increases. 

On the other hand, it is important to develop a method to select the best number of features from the 

input data.  The choice of numbers of features also affects the performance of classification by a large 

scale.  This has been seen in the experiment conducted in this project. 

Finally, it is very important to train the SVM with tuned parameters and cross-validation.  It has been 

showed that with proper setting of the 𝐶 value in SVM, the 𝜎 value in RBF kernel and the number of 

folds for cross validation, significant improvement can be achieved.  In this project, the tuning is by trial-

and-error; thus, it is necessary to develop a method to tune up these parameters automatically, or, to 

develop a mathematic formula to calculate these parameters. 

It is noticed that the Day-RFE and Double-RFE models have similar performance compare to the MSVM 

model, especially in a relatively stable market such as the one in Span, but with a much larger 

computational cost.  In future, alternative feature selection will be applied in order to perform a better 

forecasting.  Furthermore, other data such as system load demand will be included in the training to 

evaluate their importance in electricity price forecasting. 
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APPENDIX A 

 
Electricity 
Market 

Feature 
Selection 

Test Period Sample 
Numbers 

No. of 
Feature 
Days 

No. of Feature 
Hours for Each 
feature day 

Total no. of 
Features 

𝝈 of 
RBF 
Kernel 

C of SVM Average Missing 
Class (%) 

Ontario 2004 MSVM July26-Aug.08 90 35 24 840 40 500 26.19 

Ontario 2004 Day-RFE July26-Aug.08 90 15 24 360 40 500 25.31 

Ontario 2004 Double-RFE July26-Aug.08 90 20 15 300 40 500 24.17 

Ontario 2004 MSVM Dec.13-Dec.26 90 35 24 840 40 500 31.55 

Ontario 2004 Day-RFE Dec.13-Dec.26 90 15 24 360 40 500 33.33 

Ontario 2004 Double-RFE Dec.13-Dec.26 − − − − − − − 

Ontario 2004 MSVM April.26-May09 60 35 24 840 40 500 26.19 

Ontario 2004 Day-RFE April.26-May09 60 15 24 360 40 500 26.49 

Ontario 2004 Double-RFE April.26-May09 − − − − − − − 

Alberta 2004 MSVM July26-Aug.08 90 35 24 840 60 500 36.90 

Alberta 2004 Day-RFE July26-Aug.08 90 15 24 360 60 500 35.12 

Alberta 2004 Double-RFE July26-Aug.08 90 20 15 300 60 500 37.80 

Alberta 2004 MSVM Dec.13-Dec.26 90 35 24 840 60 500 27.38 

Alberta 2004 Day-RFE Dec.13-Dec.26 90 15 24 360 60 500 28.27 

Alberta 2004 Double-RFE Dec.13-Dec.26 − − − − − − − 

Alberta 2004 MSVM April.26-May09 60 35 24 840 60 500 52.98 

Alberta 2004 Day-RFE April.26-May09 60 15 12 360 60 500 43.15 

Alberta 2004 Double-RFE April.26-May09 − − − − − − − 

Spanish 2000 MSVM July26-Aug.08 90 35 24 840 40 500 11.61 

Spanish 2000 Day-RFE July26-Aug.08 90 15 24 360 40 100 11.31 

Spanish 2000 Double-RFE July26-Aug.08 − − − − − − − 

Spanish 2000 MSVM Dec.13-Dec.26 90 35 24 840 40 500 7.74 

Spanish 2000 Day-RFE Dec.13-Dec.26 90 15 24 360 40 100 8.33 

Spanish 2000 Double-RFE Dec.13-Dec.26 − − − − − − − 

Spanish 2000 MSVM April.26-May09 60 35 24 840 40 500 11.01 

Spanish 2000 Day-RFE April.26-May09 60 15 24 360 40 100 11.90 

Spanish 2000 Double-RFE April.26-May09 − − − − − − − 
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APPENDIX B 
An overview of the electricity market price of Ontario 2004

An overview of the electricity market price of Alberta 2004 
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An overview of the electricity market price of the Spanish Market 2000 
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Abstract. Power transformers as a crucial part of the electric transmission system represent a 

significant portion of utilities maintenance and capital investment costs. Power transformer 

failures can result in extremely high financial losses which includes lost revenue exposed to 

utility and the capital expenditure of unit itself. This is while utility and industrial capital 

spending on new and replacement power transformers is at its lowest level in decades. In this 

project, it is focused on considering the trends of variation of power transformers health 

indicators and unfolding the hidden relationship between various factors affecting status of a 

transformer. By doing so, it is tried to predict the future condition of the transformers which 

helps the asset managers to identify the units which might be in alarm status at a future time 

and should be considered for preventive maintenance. 
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1 INTRODUCTION 

Global electrical grids are verging on the largest technological transformation since the 

introduction of electricity into the home. The antiquated infrastructure that delivers 

power to our homes and businesses is being equipped with a collection of digital 

systems to form the smart grid [1]. This grid is the modernization of the existing 

electrical system that enhances customers’ and utilities’ ability to monitor, control, and 

predict energy use. The advent of the smart grid undoubtedly lays the groundwork for 

adopting intelligent ways of using the mountain of data at hand to improve the 

operation and maintenance of the over stressed and aging power infrastructure. Figure 

1 represents the lost ring in the chain of modern power system IT infrastructure. 

 

SCADA

IEDs

Asset 
Management

Business 
Intelligence

Other 
Elements

Smart Grid Components

Information
Sensors

Monitoring 
Devices

Offline 
Measurements

Other Data 
Sources

Data

 

Figure 1-Smart grid information-wise structure. 

As a clear example, Alberta’s electricity transmission system is comprised of 12000km 

transmission lines and 250 substations, which has not been significantly upgraded in 

more than two decades. No major new lines have been built since the 1980s. Since then, 

Alberta’s population has grown by more than one million and the economic value has 

more than quadrupled [2]. The current situation of such power networks is absolutely 
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different than the over designed networks of former decades and so should operators 

break the precedents in maintenance practices. 

Power transformers as a crucial part of the electric transmission system represent a 

significant portion of utilities maintenance and capital investment costs. Power 

transformer failures can result in extremely high financial losses which includes lost 

revenue exposed to utility and the capital expenditure of unit itself. This is while utility 

and industrial capital spending on new and replacement power transformers is at its 

lowest level in decades. To worsen matters, its utilization continues to grow as 

population and economy grow. Increased equipment utilization, deferred capital 

expenditures and reduced electrical maintenance expenses are all challenges facing 

today’s power transformer owners. Faced with this situation, the power industry is 

demanding more efficient and accurate tools to make use of data available through 

smart grid to support decisions for asset management and maintenance resource 

scheduling [3]. 

Over the past several decades, two significant approaches have been adopted to 

improve the effectiveness and efficiency of maintenance programs. These approaches 

have focused on maintenance task improvements and technology improvements 

associated with the equipment operation and the use of on-line monitors. While these 

improvements are in place, yet, the utilities have not necessarily taken full advantage of 

existing data available through primary smart grid bricks for establishing optimized 

maintenance cycles, or directing the maintenance budget to the due points. The 

objective of this project is to use case based reasoning (CBR) technique to predict the 

future status of a power transformer based on the history of data available in 

maintenance and protection groups, as well as data provided with supervisory control 

and data acquisition (SCADA) and intelligent electronic devices (IEDs). These data are 

rarely collected and viewed all together. Hence in this project, it is focused on 

considering the trends of variation of power transformers health indicators and 

unfolding the hidden relationship between various factors affecting status of a 
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transformer. By doing so, it is tried to predict the future condition of the transformers 

which helps the asset managers to identify the units which might be in alarm status at a 

future time and should be considered for preventive maintenance. 

This report is outlined as follows. A description of the major transformer condition 

indicators and inspection practices is provided in Section II. Section III introduces CBR 

as a prediction method used for the project. Section IV deals with maintenance 

prioritization method for power transformers. Test results are presented in section V 

and finally the report is concluded in section VI. 

2 TRANSFORMER CONDITION INDICATORS 

A transformer has been defined by ANSI/IEEE as a static electrical device, involving no 

continuously moving parts, used in electric power systems to transfer power between 

circuits through the use of electromagnetic induction [4]. The term power transformer is 

used to refer to those transformers used between the generator and the distribution 

circuits and are usually rated at 500 kVA and above. Power systems typically consist of 

a large number of generation locations, distribution points, and interconnections within 

the system or with nearby systems, such as a neighboring utility. The complexity of the 

system leads to a variety of transmission and distribution voltages. Power transformers 

must be used at each of these points where there is a transition between voltage levels.   

The investigation of transformer problems or failures is in many respects similar to 

medical procedures. The health of a transformer can be monitored using the many 

diagnostic tools available today. Ignoring a minor problem can lead to a more severe 

failure. Documenting and recording the results of operation and diagnostic testing is 

essential to a complete evaluation. Early detection and mitigation of developing 

problems can, in the long term, save the cost of major repairs. Experience has indicated 

that what may appear to be minor details sometimes hold the essential clues for 

solutions. Collection of all relevant data is the most important aspect of problem and 

failure investigation. Also, maintenance benefits represent resources saved in 
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maintenance activities by the application of on-line monitoring as a predictive 

maintenance technique. On-line monitoring can mitigate or eliminate the need for 

manual time-based or operation-based inspections by identifying problems early and 

allowing corrective actions to be implemented. There are a numerous inspection and 

monitoring practices that are performed by utilities to identify the condition of a 

transformer. Radio Influence Voltage (RIV), Polarization index (PI), Power factor test, 

Degree of polymerization test (DP), High performance liquid chromatography (HPLC),  

Dissolved oxygen in oil, Oil water content and DGA analysis, Oil dielectric break down 

voltage, Oil interfacial tension test (IFT), Oil acidity number test, Oil water content, Oil 

power factor (PF) and et al are examples of these practices. Since our data are limited to 

Dielectric strength value, Inter Facial Tension test and DGA, these specific items are 

described further here.  

2.1 DIELECTRIC STRENGTH 

This test is performed to determine the dielectric breakdown voltage of service-aged oil. 

There are two commonly used methods to determine the dielectric breakdown voltage 

of oil. ASTM D 1816, which utilizes spherical capped electrodes of the Verband 

Deutscher Elektroechniker (VDE) type in its test cell, is recommended primarily for 

filtered, degassed, and dehydrated oil prior to and during filling of electrical power 

equipment rated above 230 kV, or for testing samples of such oil from this equipment 

after filling. ASTM D 877-87, which utilizes flat electrodes, is recommended for all other 

apparatus, which is by far the majority of all electric power equipment. By products of 

contamination and deterioration generally reduce the dielectric strength of oil. The 

dielectric breakdown voltage of oil is important to measure the oil’s ability to withstand 

electrical stress without failure. High dielectric strengths do not indicate the absence of 

all contaminants. There should be no direct correlation between a certain breakdown 

voltage and failure, except in extreme cases. Empirical values exist with respect to 

condemning limits for operation of the equipment, as well as, relative condition. 
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2.2 INTERFACIAL TENSION (IFT) 

This test is performed to determine the interfacial tension of service-aged oil against 

water. This test method should be used to indicate the interfacial tension between an 

electrical insulating oil and water. This is a measurement of the molecular attractive 

force between their unlike molecules at the interface. This test provides a means of 

detecting soluble polar contaminants and products of deterioration in the oil. There is a 

unique relationship between IFT and NN in that the NN of the oil increases and the IFT 

decreases as oil oxidizes. To a certain extent the IFT is a measure of the remaining useful 

life of the oil, short of its being reclaimed. Levels are not indicative of a problem in the 

equipment, but of a potential threat to the future operating condition of the equipment. 

Empirical values exist with respect to condemning limits for operation of the equipment 

as well as continued use of the oil. 

2.3 WATER CONTENT 

There is always some moisture present in any practical transformer. In addition, since 

the paper in the insulation system has a great affinity for water, most of the moisture 

present will be in the paper. The dielectric strength of the paper is very sensitive to the 

presence of moisture as is the oil. Therefore, it is important that the moisture content be 

known and its concentration controlled. An estimate of the moisture content of the 

paper is determined by measuring the moisture content of the oil. Water migrates 

between the solid and liquid insulation in a transformer with changes in load and, 

therefore, temperature. Consequently, the concentration of water-in-oil alone expressed 

in parts per million does not provide sufficient information to obtain an adequate 

evaluation of the insulation system dryness. Relative saturation provides a better 

evaluation under a wide range of operating conditions and temperatures. Even using 

percent saturation to evaluate insulation system dryness has some inherent biases due 

to the fact that water never reaches equilibrium in the solid and liquid insulation. The 

further from equilibrium the system is when the sample is taken, the greater the bias. 
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The bias may be either positive or negative and can be affected by short-term transients 

at solid/liquid surfaces or by longer-term transitions within the thicker insulation. 

2.4 DGA ANALYSIS 

The most favorable test for transformer incipient fault diagnosis is the DGA analysis [5].  

This type of analysis includes the conventional DGA, which is based on routine oil 

sampling, and the modern technology of on-line gas monitors. Conventional DGA has 

been in practice for about thirty years, and has gained tremendous success compared to 

other techniques. The main reason for this success is that the sampling and analyzing 

procedures are simple and inexpensive, and easy to be standardized. Many experiences 

have been gained from the process and several DGA standards have been set up such as 

IEC599 and C57.104 [5]. Major diagnostic gases have been identified as hydrogen (H2), 

ethane (CH4), methane (C2H6), ethylene (C2H4), acetylene (C2H2), carbon monoxide 

(CO) and carbon dioxide (CO2). An important problem with conventional DGA 

methods, however, is over reliance on experts. Since transformers of different size, 

structure, manufacturer, loading and maintenance history may have different gassing 

characteristic, they need to be considered differently in most cases. DGA is thus often 

referred to as art instead of science. On-line gas-in-oil monitors have become 

widespread in utilities recently. An advantage of these on-line monitors is the 

continuous measurement of one or more gases, so that any gassing trend, which is 

critical information for incipient fault screening, can be easily obtained. Problems with 

these monitors are related to selectivity and durability of the gas molecule screening 

membrane, field calibration, measurement range and resolution. Selectivity refers to the 

membrane allowing certain kinds of gases to pass but preventing the rests. Poor 

selectivity lowers measurement accuracy. Membranes with poor durability deteriorate 

faster, especially under field conditions where temperatures vary greatly between 

summer and winter, or even between day and night. Since the inputs of the monitors 

are non-electrical quantities, while the readout device of the monitors contains 

electronic circuits that are subject to offset and characteristic shift due to factors like 
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temperature and humidity, field calibration of the device could be a big problem. 

Generally the measurement range and resolution of on-line monitors are far behind that 

of laboratory tests. However, with the new generation of monitors being developed, the 

gap is becoming narrower. For all these reasons, on-line monitors are usually used as 

screening tool to identify possible abnormal units. Detailed fault diagnosis is then left to 

conventional DGA. Networking capability and diagnostic intelligence are also 

important requirements for on-line monitors. 

2.4.1 Mechanisms of gas formation 

The thermal and electrical stressors are the major contributors to paper and oil 

insulation degradation and gas evolution. Under thermal and electrical stresses, the 

hydrocarbon molecules of mineral oil can decompose and form active hydrogen and 

hydrocarbon fragments. These fragments can combine with each other to form gases 

like hydrogen (H2), methane (CH4), ethane (C2H6), ethylene (C2H4), acetylene (C2H2), 

etc. It should be noted that the amount of each individual gas is dependent on the 

temperature in the neighborhood of the stressed point. It is revealed that gases are 

generated in the following order with an increase of temperature: H2 → CH4 → C2H6 

→ C2H4 → C2H2. Hydrogen is generated at low temperature and its amount steadily 

increases, while acetylene is generated at a very high temperature (close to 1000°C) and 

also steadily increases its amount. This is while the transformer solid insulation 

degradation is conventionally diagnosed according to the amount and ratio of dissolved 

carbon monoxide (CO) and carbon dioxide (CO2). Their amount is found to increase 

dramatically above a threshold temperature of about 140°C-150°C. However, this 

finding is not sufficient to setup a definitive technique for the diagnosis, because CO 

and CO2 can be present in the transformer simply as a result of long-term low 

temperature oxidation of oil. Researchers have found that CO and CO2 can be absorbed 

into the paper insulation after being generated, resulting in a fluctuation of the 

measured concentrations. 
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3 CASE BASED REASONING FOR TRANSFORMERS CONDITION ASSESSMENT 

Case-based reasoning (CBR), broadly construed, is the process of solving new problems 

based on the solutions of similar past problems. An auto mechanic who fixes an engine 

by recalling another car that exhibited similar symptoms is using case-based reasoning. 

A lawyer who advocates a particular outcome in a trial based on legal precedents or a 

judge who creates case law is using case-based reasoning. So, too, an engineer copying 

working elements of nature (practicing biomimicry), is treating nature as a database of 

solutions to problems. Case-based reasoning is a prominent kind of analogy making. 

CBR could be potentially a very efficient prediction tool by which, a future status could 

be forecasted based on past similar experiences of the system. This is the case for a 

power transformer, which transits from one condition to another based on the former 

situation and the load. In Figure 2 data instances and the experiences that have to be 

stored for future retrieval is indicated and in Figure 3 the process of prediction based on 

knowing the current condition of a transformer and availability of the load forecast is 

presented. 

  

IFT(Time)
Dielec Sngth(Time)
Moist(Time)
DGA(Time)
Age

IFT(Time+1)
Dielec Stngth(Time+1)
Moist(Time+1)
DGA(Time+1)
Age+1

Load(Time+1)

 

Figure 4-Data instances to be stored. 
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Figure 5-Prediction procedure and data requirements. 
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In this context it is possible to predict future status of the transformer having the load 

value and use it as a condition evaluation tool.  

In order to adopt CBR as the prediction method the first step would be setting weights 

for the attributes of the problem. The attributes are split into three categories of 

important, mediocre and non-important ones. This categorization has been done based 

on the importance of indicators in revealing the real condition of the asset. For instance 

CO2 is formed in process of decomposition of the oil inside the transformer and this 

depends on temperature of the oil and other factors. Hence it can be considered as an 

unimportant condition indicator in this case. Table I presents the weights values 

considered for this problem. 

Table I 

The value of weights considered for every indicator 

Age  Acetylene  CO2  CO  Diele Stng  Ethane  

Mediocre Not Important Not Important Mediocre Important Important 

5  2  2  5  8 8  

Ethylene  H2  IFT  Methane  Moisture  Load  

Important Not Important Important Mediocre Important Important 

8  2  8  5  5  8 

TRNS  Manufacturer  Type  KV  MVA   

Not Considered Not Considered Not Considered Not Considered Not Considered  

0  0  0  0  0   
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3.1 PREDICTION METHOD 

The method of prediction is based on CBR and for this project the MyCBR tool is used. 

The closest instance to the under investigation case is retrieved and the rate of change of 

the found instance is applied to the case to calculate future condition. It has happened 

in some cases that the indicator is changed through time in an unanticipated way. For 

instance, the dielectric strength of the transformer is seen to be increased while the 

transformer was in service. To avoid such oversights in estimation procedure a worst 

case scenario has been defined. Based on this procedure for any indicator that changes 

in an unanticipated way, the next closest CBR retrieval will be used for the prediction. 

The IFT and dielectric strength values are expected to decrease in time while the other 

indicators are expected to increase as for taking the worst case into consideration.  

Table II presents an example of the procedure for estimating the future condition of the 

data. 

Table II 

Method of prediction applied to transformer number 9 at the age of 6 

TRNS # Acetylene CO2 CO 
Diele 

Stng 
Ethane Ethylene H2 IFT Methane Moisture Load 

9-6 0 1140 510 26 1 1 16 40.3 4 4 1.3 

5-2 0 263 126 27 1 1 19 41.7 1 5 1.344 

5-3 0 370 224 32 2 2 24 41.1 2 4  

Change% 0% 40% 77% 18% 100% 100% 26% 1.7% 100% -20%  

9-7 1 1604 906 15.1 2 2 21 39.7 8 9  

 

In this example the condition of the transformer is to be predicted at age of 7 given the 

current condition of the transformer (at the age of 6) and also the load value. It is found 

Applied Machine Learning Department of Computer Science, University of Calgary 148



Machine Learning Project Report December 8, 2009 

 

 13 

that the closest instance is the transition of transformer number 5 from age 2 to 3. The 

percent of changes of each indicator is calculated for the case of transformer 5 and is 

applied to transformer 9 for which the numbers of the very bottom row are yielded. As 

it could be seen on the table, the amount of Moisture in oil has been decreased over time 

which is not reasonable. However based on the next closest instance the value is 

increased from 4 to 9.    

4 CONDITION RANKING METHOD 

The health of equipment constituting the substation is critical to assuring that the 

supply of power can meet the demand. As has been seen recently in catastrophic 

blackouts in United States and other countries, the power industry is already beginning 

to reach a point where the instantaneous demanded power load is approaching the 

substation equipment’s limit. Thus, the system disturbances resulted from power 

equipment unscheduled outages could not be tolerated. 

The equipment making up the foundation of a substation, primarily transformers and 

circuit breakers, are expensive, as is the cost of power interruptions. The savings that 

would be accrued from the prevention of failures in substation equipment would be in 

the millions of dollars. In the past, most maintenance of large substation transformers 

was done based on a pre-determined schedule. Maintenance crews would inspect a 

transformer at set intervals based on its past age and performance history. As can be 

expected, this leads to many catastrophic failures of improperly diagnosed transformers 

and the over inspection of other healthy transformers. Because of the cost of scheduled 

and unscheduled maintenance, especially at remote sites, the utility industry has begun 

investing in new approaches to reduce their maintenance and asset management costs. 

Originally, utilities followed calendar based strategies based on vendor 

recommendations; these programs were labor intensive, due to very conservative 

maintenance recommendations from the vendor, who received many of the benefits of 

an arduous maintenance program without increasing the purchase price of the 
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equipment. The original programs were expensive – therefore, utilities generally 

extended maintenance intervals and identified unnecessary tasks. This was generally 

done through the use of Reliability-Centered Maintenance (RCM), although less 

rigorous tools were also used. A key principle of RCM that every organization 

understood was that maintenance should be based on equipment condition, which 

correlates only occasionally with the passage of time. Currently, utilities make some 

maintenance decisions based on understanding equipment condition. More decision 

making will be based on equipment condition in the future.  

Equipment condition can be determined or estimated using a number of methods more 

accurate than simply tracking calendar time. These methods can include installation of 

advanced condition monitoring equipment, but this project will focus more on the use 

of data already available at most utilities, but which may not be integrated, processed or 

analyzed for making maintenance decisions.  

Reducing time-based maintenance and replacing it with condition-based maintenance is 

the key to continued optimization. Better information on the condition of equipment 

will lead to more timely maintenance intervention, plus better and more easily justified 

maintenance decision making, and, eventually, more cost-effective maintenance. 

The data obtained from previous section is used here for ranking the transformers 

based on their condition. The primary reference considered for evaluating the condition 

of a transformer is the number of time steps it takes to pass at least one standard 

threshold. Hence, the asset with fewer time steps to pass the limit is closer to failure and 

ergo, is considered as worse in sense of health. The algorithm of such method is as 

follows, 

1- A transformer is picked. 

2- The next time step (year) condition of the transformer is predicted using CBR. 

3- If any of the indicators pass their Std limit, the time to failure is found for the 

according asset, otherwise, the condition found is used to predict the next time 
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step’s condition of the transformer. This procedure will be practiced till at least 

one of the indicators passes a Std criterion. 

The flowchart according to the mentioned algorithm is presented in Figure 6.  

 

Retrieve cases with closest 

Load(Time) and Status(Time-1)

Time = Current year +1

Calculate Status(Time)
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the indicators 
pass Std limit?

TRNS = 1

Time = Time + 1
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TRNS?
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Initialization 

NO
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NO
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Figure 7-Flowchart of condition ranking method. 

Some cases may find identical values of time to failure for which case, the following 

rules has been considered to distinct such cases. Firstly the number of indicators that 

have passed IEEE limits will be considered as a measure to identify the unhealthier 

unit. If two assets are found to be with identical number of indicators passing the 

criteria, the one that has violated the more prominent indicator will be considered as the 

worse in sense of condition health. The importance of the indicators is ordered as 

follows: 
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1- Dielectric Strength 

2- IFT 

3- Acetylene 

4- Ethylene 

5- Ethane 

6- Methane 

7- CO 

8- Moisture 

9- CO2 

10- Hydrogen 

Finally the severity of value is the base for condition ranking if identical indicators pass 

the limit.  

5 CASE STUDY 

A collection of twenty one transformers has been monitored for three years in a row 

and the data according to the indicators are presented for the years 2006, 2007 and 2008 

in tables III, IV and V respectively. 
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Table III 

Condition of Transformers in year 2006 

TRNS Hydrogen Methane 
Carbon 

Monoxide 

Carbon 

Dioxide 
Ethane Ethylene Acetylene Moisture IFT 

Dielectric 

Str. KV 

(D877) 

1 9 3 160 385 0 1 1 4 47 30 

2 17 24 1154 2760 4 16 0 4 42 31 

3 17 21 966 2715 2 4 0 6 43.8 26 

4 3 1 66 386 0 0 0 6 43.9 37 

5 17 3 51 149 0 0 0 5 41.7 27 

6 15 3 226 753 0 0 1 6 42.6 39 

7 12 3 235 857 0 0 0 8 37.6 46 

8 13 3 403 748 0 0 0 5 41.5 47 

9 23 4 455 787 0 0 0 5 40.2 45 

10 9 14 101 593 6 2 0 5 41.7 37 

11 8 8 61 313 1 1 0 4 43.8 35 

12 14 3 242 531 0 0 0 4 42.8 27 

13 16 9 244 478 1 8 0 3 46.2 33 

14 10 6 509 1756 0 35 0 4 40.2 41 

15 15 7 696 2132 0 38 0 7 34 53 

16 15 37 868 2336 8 17 0 11 29.2 30 

17 261 40 834 2103 9 13 0 9 31.7 26 
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18 18 5 641 2051 17 52 2 10 34.8 34 

19 14 5 737 2786 11 58 0 13 35.7 27 

20 0 2 146 353 0 0 0 4 43.8 31 

21 9 3 160 385 0 1 1 4 46.5 30 

 

Table IV 

Condition of Transformers in year 2007 

TRNS Hydrogen Methane 
Carbon 

Monoxide 

Carbon 

Dioxide 
Ethane Ethylene Acetylene Moisture IFT 

Dielectric 

Str. KV 

(D877) 

1 9 3 160 385 0 1 1 4 47 30 

2 16 25 1198 3005 7 27 0 4 42 31 

3 20 22 958 3034 5 7 0 6 43.8 26 

4 8 1 106 491 0 0 0 6 43.9 37 

5 19 1 126 263 0 1 0 5 41.7 27 

6 13 3 250 1062 1 1 0 6 42.6 39 

7 13 3 255 1226 1 1 0 8 37.6 46 

8 12 4 414 918 1 1 0 5 41.5 47 

9 15 4 438 912 0 0 0 5 40.2 45 

10 0 16 89 686 8 3 0 5 41.7 37 

11 5 18 129 546 5 3 0 4 43.8 35 

12 12 8 250 519 2 10 0 4 42.8 27 

13 11 3 245 586 0 0 0 3 46.2 33 

14 9 4 399 1796 1 37 0 4 40.2 41 

15 17 11 618 1964 20 29 0 7 34 53 

16 9 34 706 2036 11 14 0 11 29.2 30 

17 10 37 719 1926 13 10 0 9 31.7 26 
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18 51 5 523 2105 1 45 0 10 34.8 34 

19 56 4 511 2510 1 56 0 13 35.7 27 

20 5 3 188 424 0 1 0 4 43.8 31 

21 6 3 191 428 0 0 0 4 46.5 30 

 

 

Table IV 

Condition of Transformers in year 2007 

TRNS Hydrogen Methane 
Carbon 

Monoxide 

Carbon 

Dioxide 
Ethane Ethylene Acetylene Moisture IFT 

Dielectric 

Str. KV 

(D877) 

1 9 3 160 385 0 1 1 4 47 30 

2 15 23 1168 3062 7 24 0 3 39.7 21 

3 23 21 984 3193 5 7 0 4 37.7 27 

4 11 2 157 522 0 0 0 4 39.5 24 

5 24 2 224 370 1 2 0 4 41.1 32 

6 15 3 286 915 1 1 0 6 38.2 28 

7 16 3 310 1202 1 1 0 5 39.1 30 

8 13 4 508 1092 1 1 0 4 40.6 36 

9 16 4 510 1140 1 1 0 4 40.3 26 

10 0 20 86 599 16 3 0 3 38.4 26 

11 3 24 163 526 7 5 0 3 38.4 36 

12 9 8 276 561 2 18 0 3 42.1 32 

13 10 3 279 620 1 1 0 4 42.9 23 

14 6 3 382 1924 1 37 0 6 33.8 31 

15 1 2 124 585 0 25 0 5 36.6 38 

16 19 4 506 2110 1 38 0 5 27.6 29 
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17 18 3 439 2386 1 50 0 4 30.7 18 

18 5 3 271 536 0 1 0 3 42.8 34 

19 4 3 244 498 0 0 0 4 42.1 20 

20 18 33 675 2312 12 9 0 9 26.9 27 

21 11 31 674 2200 12 8 0 9 26.4 22 

 

The condition of the transformers has been predicted for the next year and ranked 

based on the rules mentioned in the previous section. The result is presented in Table V. 

Table V 

Ranked Predicted Condition of Transformers in year 2009 

TRNS 

# 
Acetylene CO2 CO 

Diele 

Stng 
Ethane Ethylene H2 IFT Methane Moisture 

Violation 

Year 

17 1 2557 534 13.1 21 53 21 25.8 5 6 1 

21 1 2726 693 15.2 18 40 20 25.5 42 27 1 

16 1 2261 520 21.4 2 41 22 23.2 7 8 1 

2 1 3120 1198 14 7 24 14 37.5 24 5 1 

3 1 3361 1011 18.2 5 12 27 32.4 22 4 1 

20 1 2865 694 18.6 18 45 33 26 35 21 1 

19 1 701 434 12.9 1 1 6 41.4 6 9 1 

9 1 1604 906 15.1 2 2 21 39.7 5 9 1 

8 1 1365 591 20.8 2 2 14 39.7 6 9 1 

18 1 570 402 22 1 3 7 38.5 6 4 1 

14 1 2062 437 23.4 20 40 7 28.4 5 9 1 

5 1 521 399 27 2 3 31 40.5 3 9 1 

4 1 550 162 17 7 1 14 34.6 31 9 1 
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13 1 873 289 20 3 10 13 42.2 8 9 1 

6 1 1288 328 20.1 2 2 18 34.3 6 14 1 

7 1 1692 355 22 2 2 19 35 6 12 1 

12 1 607 305 23 3 33 12 41.4 16 4 1 

15 1 622 242 24 37 26 2 32.9 4 8 1 

11 1 609 206 24 10 9 5 33.6 32 4 1 

The transformers have been ranked based on severity of their conditions in the Table V. 

The attributes that have passed the Std criteria are indicated in red. Such condition 

ranking list helps the asset managers to direct their maintenance budget to the points 

that are in need of maintenance. This brings about improvement in maintenance costs of 

utilities and prevents over doing maintenance on the healthy units.    

6 CONCLUSION AND FUTURE WORK 

The increasing demand to carry greater loads with higher reliability on power delivery 

systems coupled with the accelerating pace of information technology in smart grids 

have created a great interest by utilities to search for the best business intelligence they 

can achieve practically on asset management. There is, therefore, an increasing interest 

by utilities to perform the maintenance tasks more wisely and to get the most out of 

their assets. In order to do so, intelligent methods are required to be developed to 

manage the huge amount of data gathered by power delivery organizations and 

monitoring systems such as SCADA and newer multi-function intelligent electronic 

devices. This data can provide invaluable information for developing the new set of 

equipment performance and diagnostic models and algorithms. This project work 

addresses the need of industry by providing intelligent algorithms and methods for 

interpreting the inspection results of power transformers, doing prediction of future 

status of the asset and gives a priority list according to transformers to optimize the 

maintenance costs and efforts of power utilities. Use of the developed method is 
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expected to bring about significant cost savings in maintenance program of power 

utilities.  

CBR method is adopted for prediction part of the algorithm and the preliminary results 

prove the efficiency and viability of the method. A specific point about the CBR is that 

CBR finds the most accurate result based on the past experiences. The accuracy of 

estimations is going to be improved as time goes and more data is recorded. This is a 

definite advantage of CBR over other prediction methods such as neural networks 

which are needed to be trained. Such algorithms face diverging problems in some cases 

that the quality of data is not high enough, which is the case in most practical problems. 

However, CBR does away with the issue by making efficient use of the data at hand.  

This project can be continued in future in several aspects. The first aspect embraces the 

improvements of the data and inclusion of much more attributes that affect a 

transformer’s condition. Specifically the pattern of the load on the transformer is a very 

prominent factor on deterioration of a transformer. The average load on a transformer 

as well as the peak load and the according duration times are the factors could be 

considered in this circumference. The fault currents that a transformer undergoes are 

another factor that improves the accuracy of the prediction. The availability of ambient 

temperature helps the prediction results as well.  

Converting the computed time to failure and condition ranking list into failure rate is 

another aspect that this project can be progressed in. Failure rate of an element is the 

basic input to reliability analysis of power substations. Though still the problem 

remains unsolved that how it would be possible to extract the failure rate of equipment 

from condition data, specifically for the case of power transformers. Using other 

prediction methods can provide another comparison basis for proving the ability of 

CBR in prediction. Finally cost worth analysis of currently in-use maintenance practices 

versus the developed method proves the efficiency of the current condition list and 

directing maintenance expenses in a more efficient manner.  
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Abstract 

The City of Calgary business unit for Waste & Recycling Services manages residential and commercial 

waste collection. Planning the budget and resources for the upcoming years is one of the main activities 

being followed there. One of the main factors in the plan is the amount of garbage produced by the 

residential and commercial units. In this paper we propose a model for prediction of this garbage amount, 

using a machine learning technique named K-Mean clustering. We used Weka, which is a famous open 

source tool, to do the experiments and evaluate the model. Results showed an acceptable level of 

accuracy for the prediction model. 

1. Introduction 

Service development takes place in a dynamic context of frequently changing technologies, and 

limited resources. Service providers are under ever-increasing pressure to deliver quality services 

within budget, in high quality and within time. The City of Calgary business unit for Waste & 

Recycling Services (WRS) manages residential waste collection for 300,000 residential homes 

and operates three landfills and various community recycling depots, and is expanding to provide 

a city-wide residential recycling service. Its focus is on taking action to protect Calgary‟s 

environment, with the goal to recycle 80 per cent of waste by 2020. This strategic objective 

creates new challenges in process and service management. Traditional strategic planning 

methods are no longer sufficient to manage this new dimension of size and complexity of 

services. Decision-making towards collection services needs to be done more effective and 

efficient in order to accommodate resource and budget constraints of the forthcoming years.  

Information technology was early considered as a tool with significant potential for overcoming 

the cognitive limitations of human beings, in terms of bounded rationality, misconceptions and 

biases, improving therefore both the effectiveness and efficiency of decision making. The 

development of information systems that support decision making was welcomed by business 

managers. Strategy is significant in organisations and business managers are deeply concerned 
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about it. Strategy is the process by which the organization takes decisions for its future, sets 

objectives, analyses trends and the competitive environment, assesses the resources needed to 

attain the objectives and determines the policies and activities required to achieve the objectives 

[1]. 

Strategic planning is defined as the process of diagnosing an organization‟s external and 

internal environments, deciding on a vision and mission, developing overall goals, creating and 

selecting general strategies to be pursued, and allocating resources to achieve the organization‟s 

goals. The objective of strategic planning is to align an organization‟s activities with its 

environment, thereby providing for its continuing survival and effectiveness. It requires an 

organization to monitor its internal and external environments constantly for changes that may 

require modifying existing strategic and tactical plans or developing different ones altogether [2]. 

Usually, the choice of a framework depends upon the type of organization (profit or not-for 

profit), competition, operating environment (stable or dynamic, simple or complex), what is 

produced (service or product), mission and strategic goals. For example, when an organization‟s 

strategic goals cannot be easily measured, the goal approach will not be suitable. Similarly, when 

an organization must respond to changing external environmental variables such as customers, 

and community demand for good citizenship, the resource-based approach is not suitable 

because it does not adequately consider an organization‟s link to its external environment [2]. 

„„Effective strategy process can influence organizational effectiveness‟‟ (Gerbing et al., 1994) 

and the processes involved in decision- making affect the effectiveness of the resulting decisions 

(Dean and Sharfman, 1996). In the private sector, the measures of the effectiveness of 

competitive strategies include their contributions to organizational performance in terms of 

returns on investment and owner‟s equity and assets, earnings per share growth rate, market 

share growth, and improvements in and stabilization of a firm‟s profits over an extended period 

[2]. 

In the public sector, a multi-dimensional conceptualization of strategic planning effectiveness 

(i.e., its internal organizational success) that is focused on its capabilities, objectives or intent is 

often used. This is because public agencies are not-for-profit organizations and their performance 

and effectiveness cannot be measured by the traditional financial measures of private sector 

organizations. The measures of strategic planning effectiveness based upon this 
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conceptualization include strategic planning‟s ability to help organizations develop their 

missions, foresee major future transportation opportunities and threats, properly appraise 

strengths and weaknesses, clarify priorities and develop long range useful plans. Others are 

strategic planning‟s ability to help anticipate future needs of customers, respond to customer 

demand, anticipate future capital needs, design appropriate technologies, and its use in resource 

allocation decisions [2]. 

The decision-making process is considered as fundamental to the management in organisations. 

A decision can be made to control routine operations, or monitor long-term performance. The 

former type of decision is normally concerned with how business operations can be performed 

efficiently, whilst the latter is to determine how effectiveness and strategic advantages of the 

business can be maintained. These different types of decisions are normally formulated by 

managers at three levels of management, which are often referred to as operational, tactical, and 

strategic. Strategic management deals with issues at the corporate level, which are related to 

formulating vision and mission, setting goals and objectives for the direction, and forming 

polices and rules for the organisation [3]. 

Information provision is only one step towards quality decision-making. Running a business 

cannot simply follow a „waterfall‟ model, in which a decision is made at an early stage and then 

implemented. It often involves interpretation, interaction, and negotiation between the parties 

concerned [3]. 

There is no deterministic relationship between a question and an answer in strategic decision-

making, as the process normally involves a great deal of personal experience and sophisticated 

reasoning, which may be difficult to be modelled mathematically. This decision-making process 

can be facilitated by providing a sufficient amount of relevant information and displaying similar 

patterns of decision problems and related information [3]. 

A major problem with developing information systems for decision support is to determine 

information requirements. The MITAIS approach with its techniques can resolve this problem by 

creating an environment to allow the users to express their decision problems in an articulated 

manner through interaction with the system. The MITAIS approach enables the interactive 

articulation of decision problems and information requirements for strategic decision support. 

This can enhance the capability of information systems for decision support. Strategic decision-
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making normally requires information from multiple information sources, such as databases, 

files, data warehouses, and web-based systems, within companies or public domain sources [3]. 

On the way from problem description and data collection to an optimal strategic decisions are 

the data mining/data analysis, modeling and simulation based on the knowledge gained from 

mining and analysis, and subsequent optimization towards stated (multiple) objectives. 

In data analysis data mining refers to methods and techniques to discover hidden knowledge 

from large amounts of data. One fundamental problem for this project will be the analysis of the 

delivery system and the subsequent use of this analysis for evolutionary model building. While 

the project's aim is to start with the analysis of as much data as possible out of the operation of 

the delivery system, there are some potential data sources (like GPS) that have been initially 

ruled out and naturally the collected data will be noisy (for example, based on the traffic or 

weather conditions, the performance of a truck with crew can differ quite a bit for the same 

collection route). 

2. Problem definition and goal 

Strategic planning at the waste and recycling services of city of Calgary is performed based on 

several factors like the income of this unit (from recycling and landfills), the utility expenses (gas, 

electricity etc.) and resource consumption (e.g. human and truck). The overall goal of this unit is 

to plan the budget for the next three years as well as managing the resources.  

One of the main factors that affect the resource management is the amount of the waste 

(garbage) produced by the residential units. The more the waste, the more trucks (and human) 

are required for collecting them. If the trucks be less than the required amount the quality of 

service decreases. On the other hand, if they be more than required then we are wasting the 

resources (and budget). So knowing ahead the amount of waste for each day of the year can help 

the budget planning greatly. But the problem is that knowing the exact amount is impossible. 

Therefore, machine learning techniques are required to predict this amount as close as possible. 

The goal of this project is predicting the amount of waste produced by residential units for each 

desired day in any time period. We use K-means clustering to address this goal. Like most of the 

machine learning techniques we need data (history data of the system) to build the mode based 
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on. So in the next section we‟ll explain the data provided by the partner of the project and also 

data pre-processing stage. 

3. Data pre-processing 

Since we were the first research group analyzing the data of WRS unit at the city of Calgary, no 

ready-to-use data set was available there. After several meetings with the staff and looking at the 

available data at their IT department, I could get my desired data files. The files are mainly the 

daily reports (since 2006) from their software applications, in two formats: 

 Waste (garbage collection) reports 

These reports contain the details about waste amount collected by each truck per day 

and per “beat”. A beat is a geographic area which one truck can collect its garbage in 

one day. However the truck could go one or more rounds in one beat to give service to 

all houses. There are almost a hundred beats in the city of Calgary. There are other 

attributes in this report, like the travelled distance by the trucks, time spent for each one, 

etc. The actual report has more than twenty attributes per record.   

 Beat info 

The WRS keeps the information about the beats and updates it every couple of months. 

It‟s been getting updated faster recently. There are more than eighty attributes in this 

file describing the characteristics of the beats, e.g. number of single family houses, 

apartments having more than 5 units, etc. I could find thirteen different files for beat 

info since 2006. 

The waste report files looked like Figure 1 at the first glance. There were lots of noises, extra 

records and columns etc. First, data cleaning was done to remove noises. Then, extra columns 

were deleted. The next stage was data aggregation. Since there were multiple records per day per 

beat (and it wasn‟t desired for us), data aggregation was performed to merge multiple records 

into one record containing the summation. So we could reduce the 100K+ records to 62K+ 

records without loss of any information. 
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Figure 1 snapshot of the waste report 

The next stage was joining the waste reports with the beat info files. As was mentioned before, 

there are thirteen different files since 2006. So, we had to find the beat info based on the date of 

the waste record. For example for a waste record in March 12, 2007, we joined it with the record 

in the beat info whose period includes that date. So by this method, we can ensure the validity of 

the joining. 

Using MS Excel and writing some Java codes, the joining was performed and resulted in 62K+ 

records with 101 attributes. Although the value of all attributes is available and can be used for 

prediction usually a smaller set of attributes is used due to performance issues. So in the next 

section the attribute selection process will be discussed. 

4. Attribute selection 

There are several filters in Weka for attribute selection. We‟ve used two attribute evaluators 

with six search methods, as comes in Table 1. These filters calculate the effect of each input 

attribute on the target attribute („TotalKG‟ here). Every filter generates a unique list of attributes. 

Considering these results and also intuitively considering the available attributes, the result from 

(CfsSubsetEval, Greedy Stepwise) was selected. This filter also generates a ranking of the 

BaRCollS - Beat and Route Collection System

Residential Loads and Scale Times

District:1

Foreman Area: 512

Date Range:2008/01/01 to 2008/03/31

Design Used Veh Vehicle Beat Coll. Date 
BDU's

R/T Km's 
Kg's/Load

Kg's/
Scale Times

Scale Prod. Minutes 

Vehicle Vehicle No. State No. Day Collected Km's Trav. Day Last Time Left in Day

Labrie
Labrie Primary 1033N WE 2008/01/02 147 19 16 # 1,890 13:12 13:12 402 168
Labrie Primary 1033N WE 2008/01/09 147 19 12 # 1,900  15:03 15:03 513 57
Labrie Primary 1033N WE 2008/01/16 147 19 14 # 1,600  13:23 13:23 413 157
Labrie Primary 1033N WE 2008/01/23 147 19 10 # 1,500  12:05 12:05 335 235
Labrie Primary 1033N WE 2008/01/30 147 19 15 # 1,500  13:20 13:20 410 160
Labrie Primary 1033N WE 2008/02/06 147 19 12 # 1,700  14:46 14:46 496 74
Labrie Primary 1033N WE 2008/02/13 147 19 15 # 1,445  12:50 12:50 380 190
Labrie Primary 1033N WE 2008/02/20 147 19 100 # 1,675  13:31 13:31 421 149
Labrie Primary 1033N WE 2008/02/27 147 19 37 # 1,500  13:13 13:13 403 167
Labrie Primary 1033N WE 2008/03/05 147 19 13 # 1,400  13:15 13:15 405 165
Labrie Spare 1033N WE 2008/03/12 147 19 14 # 1,690  13:11 13:11 401 169
Leach Spare 1033N WE 2008/03/19 147 19 20 # 2,000  11:31 11:31 301 269
Labrie Primary 1033N WE 2008/03/26 147 19 13 # 1,700  13:05 13:05 395 175

Average District Foreman Area 512 Labrie 147.00 # #

Leach
Leach Primary 1011N TU 2008/01/08 905.62 23 100 # 17,110  10:24 15:19 15:19 529 41
Leach Primary 1011N TU 2008/01/15 905.62 23 87 # 13,290  11:41 15:04 15:04 514 56
Leach Replacement 1011N TU 2008/01/22 905.62 23 71 # 11,590  11:17 14:51 14:51 501 69
Leach Primary 1011N TU 2008/01/29 905.62 23 91 # 10,490  11:15 14:55 14:55 505 65
Leach Primary 1011N TU 2008/02/05 905.62 23 88 # 14,200  11:11 14:44 14:44 494 76
Leach Primary 1011N TU 2008/02/12 905.62 23 88 # 8,855  11:22 11:22 292 278
Leach Replacement 1011N TU 2008/02/12 905.62 23 88 # 3,700  14:29 14:29 479 91
Leach Primary 1011N TU 2008/02/19 905.62 23 88 # 12,235  12:23 14:59 14:59 509 61

Printed On: 2009/11/18 Page:

BaRCollS - Beat and Route Collection System

Residential Loads and Scale Times

District:1

Foreman Area: 512

Date Range:2008/01/01 to 2008/03/31

Design Used Veh Vehicle Beat Coll. Date 
BDU's

R/T Km's 
Kg's/Load

Kg's/
Scale Times

Scale Prod. Minutes 

Vehicle Vehicle No. State No. Day Collected Km's Trav. Day Last Time Left in Day

Leach Primary 1011N TU 2008/02/26 905.62 23 89 # 12,315  11:36 14:34 14:34 484 86
Leach Primary 1011N TU 2008/03/04 905.62 23 89 # 12,125  11:53 14:34 14:34 484 86
Leach Replacement 1011N TU 2008/03/11 905.62 23 81 # 16,220  11:39 15:17 15:17 527 43
Leach Primary 1011N TU 2008/03/18 905.62 23 93 # 13,285  11:24 15:04 15:04 514 56
Leach Replacement 1011N TU 2008/03/25 905.62 23 91 # 14,715  11:57 11:57 327 243
Heil Spare 1011N TU 2008/03/25 905.62 23 5 # 2,000  15:25 15:25 535 35
Leach Primary 1011N WE 2008/01/02 944 16 70 # 16,670  10:30 14:41 14:41 491 79
Leach Primary 1011N WE 2008/01/09 944 16 88 # 13,635  11:04 15:01 15:01 511 59
Leach Primary 1011N WE 2008/01/16 944 16 70 # 8,995  10:53 13:55 13:55 445 125
Leach Replacement 1011N WE 2008/01/23 944 16 81 # 8,940  10:58 13:49 13:49 439 131
Leach Primary 1011N WE 2008/01/30 944 16 75 # 7,330  10:19 13:25 13:25 415 155
Leach Primary 1011N WE 2008/02/06 944 16 70 # 8,535  10:54 13:14 13:14 404 166
Leach Primary 1011N WE 2008/02/13 944 16 100 # 8,255  11:08 13:42 13:42 432 138
Leach Primary 1011N WE 2008/02/20 944 16 72 # 12,210  11:05 13:55 13:55 445 125
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selected attributes. Only twenty attributes were selected for the next levels. These attributes and 

their ranking assigned by the filter can be seen in Table 2. 

Table 1 attribute evaluators and search methods used in Weka 

Attribute evaluator Search method 

CfsSubsetEval Best First 

CfsSubsetEval Genetic Search 

CfsSubsetEval Greedy Stepwise 

CfsSubsetEval Rank Search 

InfoGainAttributeEval Ranker 

 

 

Table 2 results from Greedy Stepwise attribute selector 

Rank Attribute Rank Attribute 

0.418 OverallOtherCount 0.418 RowTownhouseEqual8Bldg 

0.418 OtherBldg 0.417 Month 

0.418 ApartmentEqual7 0.417 Other 

0.418 MCRowTownhouseLess5UnderConst 0.416 OverallApartmentLess5unitCount 

0.418 CollectionDay 0.416 TotalCCCCustomers 

0.418 ApartmentEqual7Bldg 0.414 ApartmentEqual8 

0.418 MCApartmentLess5Vac 0.411 TotalCBCCustomers 

0.418 MCApartmentLess5Bldg 0.408 ApartmentGreater8Bldg 

0.418 MCApartmentLess5UnderConst 0.402 Converted 

0.418 ApartmentEqual5Bldg 0.365 TotalParcelCount 
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5. Tool 

We‟ve used the last version of Weka (Weka 3.7) which is available in SVN repository of Weka. 

Eclipse IDE was used to compile the source code and execute it. Weka is well-known open-

source software written in Java language. It has a lot of machine learning/data mining techniques 

already implemented and ready-to-use. It‟s also easily extensible.  

The Weka workbench contains a collection of visualization tools and algorithms for data 

analysis and predictive modelling, together with graphical user interfaces for easy access to this 

functionality. The original non-Java version of Weka was a TCL/TK front-end to (mostly third-

party) modelling algorithms implemented in other programming languages, plus data pre-

processing utilities in C, and a Makefile-based system for running machine learning experiments. 

This original version was primarily designed as a tool for analyzing data from agricultural 

domains, but the more recent fully Java-based version (Weka 3), for which development started 

in 1997, is now used in many different application areas, in particular for educational purposes 

and research. The main strengths of Weka are that it is [4] 

 Freely available under the GNU General Public License, 

 Very portable because it is fully implemented in the Java programming language and 

thus runs on almost any modern computing platform, 

 Contains a comprehensive collection of data pre-processing and modeling techniques, 

and 

 Is easy to use by a novice due to the graphical user interfaces it contains. 

Weka supports several standard data mining tasks, more specifically, data pre-processing, 

clustering, classification, regression, visualization, and feature selection. All of Weka's 

techniques are predicated on the assumption that the data is available as a single flat file or 

relation, where each data point is described by a fixed number of attributes (normally, numeric or 

nominal attributes, but some other attribute types are also supported). Weka provides access to 

SQL databases using Java Database Connectivity and can process the result returned by a 

database query. It is not capable of multi-relational data mining, but there is separate software for 

converting a collection of linked database tables into a single table that is suitable for processing 

using Weka. Another important area that is currently not covered by the algorithms included in 

the Weka distribution is sequence modeling [4]. 
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Weka's main user interface is the Explorer, but essentially the same functionality can be 

accessed through the component-based Knowledge Flow interface and from the command line. 

There is also the Experimenter, which allows the systematic comparison of the predictive 

performance of Weka's machine learning algorithms on a collection of datasets [4]. 

The Explorer interface has several panels that give access to the main components of the 

workbench. The Pre-process panel has facilities for importing data from a database, a CSV file, 

etc., and for pre-processing this data using a so-called filtering algorithm. These filters can be 

used to transform the data (e.g., turning numeric attributes into discrete ones) and make it 

possible to delete instances and attributes according to specific criteria. The Classify panel 

enables the user to apply classification and regression algorithms (indiscriminately called 

classifiers in Weka) to the resulting dataset, to estimate the accuracy of the resulting predictive 

model, and to visualize erroneous predictions, ROC curves, etc., or the model itself (if the model 

is amenable to visualization like, e.g., a decision tree). The Associate panel provides access to 

association rule learners that attempt to identify all important interrelationships between 

attributes in the data. The Cluster panel gives access to the clustering techniques in Weka, e.g., 

the simple k-means algorithm. There is also an implementation of the expectation maximization 

algorithm for learning a mixture of normal distributions. The next panel, Select attributes 

provides algorithms for identifying the most predictive attributes in a dataset. The last panel, 

Visualize, shows a scatter plot matrix, where individual scatter plots can be selected and enlarged, 

and analyzed further using various selection operators [4]. 

5.1. Extension of Weka 

We‟ve extended Weka in two aspects. First, adding weights to attributes for similarity measure. 

Second, customized output from the clustering needed to evaluate the prediction model. 

Since the weighing of attributes was not supported by Weka, we‟d to extend the source code to 

do it. So the class “WeightedEuclidianDistance” was added to distance function list. This class 

was extended from EuclidianDistance which was already in Weka. We‟ve changed the distance 

from un-weighted version (i.e. all weights equal 1) to the weighted one. The weights are defined 

in a separate setting file. Figure 2 shows a piece of the WeightedEuclidianDistance class.  We 

overrode the „difference‟ method in order to use the attribute weights. 
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Figure 2 WeightedEuclidianDistance implementation 

For the next extension, the customized output of clustering, the method „evaluateClusterers‟ in 

„ClusterEvaluation‟ class was changed to do it. Figure 3 shows a part of the code. 

 

Figure 3 customized output from Weka 
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6. K-means clustering 

In statistics and machine learning, k-means clustering is an unsupervised method of cluster 

analysis which aims to partition n observations into k clusters in which each observation belongs 

to the cluster with the nearest mean. It is similar to the expectation-maximization algorithm for 

mixtures of Gaussians in that they both attempt to find the centers of natural clusters in the data 

[4]. 

Given a set of observations (x1, x2, …, xn), where each observation is a d-dimensional real 

vector, then k-means clustering aims to partition the n observations into k sets (k < n) S={S1, 

S2, …, Sk} so as to minimize the within-cluster sum of squares (WCSS): 

𝐸 =    (𝑥𝑗 − 𝜇𝑖)
2

𝑥𝑗∈𝑆𝑖

𝑘

𝑖=1

 

where μi is the mean of Si. 

The procedure follows a simple and easy way to classify a given data set through a certain 

number of clusters (assume k clusters) fixed a priori. The main idea is to define k centroids, one 

for each cluster. These centroids should be placed in a cunning way because of different location 

causes different result. So, the better choice is to place them as much as possible far away from 

each other. The next step is to take each point belonging to a given data set and associate it to the 

nearest centroid. When no point is pending, the first step is completed and an early grouping is 

done. At this point we need to re-calculate k new centroids as barycenters of the clusters 

resulting from the previous step. After we have these k new centroids, a new binding has to be 

done between the same data set points and the nearest new centroid. A loop has been generated. 

As a result of this loop we may notice that the k centroids change their location step by step until 

no more changes are done. In other words centroids do not move any more. 

The algorithm is composed of the following steps: 

1. Place K points into the space represented by the objects that are being clustered. These 

points represent initial group centroids. 

2. Assign each object to the group that has the closest centroid. 

3. When all objects have been assigned, recalculate the positions of the K centroids. 
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4. Repeat Steps 2 and 3 until the centroids no longer move. This produces a separation of 

the objects into groups from which the metric to be minimized can be calculated. 

Figure 4 shows the algorithm as an activity diagram. Although it can be proved that the 

procedure will always terminate, the k-means algorithm does not necessarily find the most 

optimal configuration, corresponding to the global objective function minimum. The algorithm is 

also significantly sensitive to the initial randomly selected cluster centers. The k-means 

algorithm can be run multiple times to reduce this effect. 

 

Figure 4 Activity diagram of Weka 

7. Prediction model 

The goal of this project is the prediction of waste amount (attribute „TotalKG‟) for a desired 

beat (based on beat info) and day. We use K-means clustering for this aim. After training the 

system with the training set, we will have some clusters with the known mean. For each new 

instance (of the test set) we find the closest cluster (cluster mean) to it based on the Weighted 

Euclidian Distance similarity measure. Then we set the attribute „TotalKG‟ of the closest mean 

as the predicted value for the new instance.  

As any prediction method, it will not be error free. So we have to measure the accuracy of the 

prediction model. We define the prediction error for the instance i of the test set as 
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𝐸𝑖 = |𝑉𝑖 − 𝑃𝑖 |/𝑉𝑖 

Where Vi is the actual value of the test instance for attribute „TotalKG‟ and Pi is the predicted 

value. 

And the accuracy of the prediction model is simply defined as 

𝐴𝑡𝑜𝑡𝑎𝑙 = 1 − (
1

𝑁
) 𝐸𝑖
𝑖∈𝑇

 

Where N is the number of instances in the test set and T is the test set. 

8. Evaluation Criteria 

We evaluate the model with two aspects, cluster evaluation and prediction evaluation.  

Since K-means clustering is a NP-hard problem, it cannot guarantee to reach to the optimal 

result. As was mentioned in the previous sections there is a measure named „within cluster sum 

of squared errors‟ which determines how good the clustering is. The less this value the better the 

clustering is. Another measure for cluster evaluation is cluster stability. We run the clustering for 

both a small (66% of dataset) and a large set (whole dataset) of training data and measure the 

within cluster sum of squared error. However, since the size of the two training set is different, 

we divide WCSS by their size. So it gives us the average clustering error. If this value be the 

same (or close enough) for two sets, then we have a stable clustering.  

Another evaluation is the prediction evaluation. Considering the previous section about the 

model evaluation, we consider the average prediction error as the measure. The less this value 

the better the prediction. So, we train the system by 66% of whole instance in the dataset and 

then test it by the other 34% to measure the prediction error. 

9. Experiment results 

We have two purposes by doing the experiments. First is running the model with the different 

weights for attributes to find the best weight profile. After finding the desired weight profile, we 

run the model with different number of clusters. In K-means the initial number of clusters (K) is 

an important factor in the accuracy of the whole system. So we do that to find the optimal K.  
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9.1. Running with different weight profiles 

We considered three weight levels high, medium, and low for the attribute and digitized high as 

8, medium as 5, and low as 2. We ran the model with several weight profiles and got different 

result from each one. Table 3 shows the attributes and three weight profiles. The first profile is 

simply assigning 1 as the weight of each attribute. The second profile comes from intuitively 

considering the system and assigning the desired weight. The third profile resulted from the 

ranking generated by the Greedy Stepwise algorithm. For all the weight profiles the weight of the 

target attribute „TotalKG‟ was set to 8, as the highest importance. 

Table 3 attributes weight profiles 

Attribute Weight 

Profile 

(1,2,3) 

Attribute Weight 

Profile 

(1,2,3) 

OverallOtherCount 1,2,5 RowTownhouseEqual8Bldg 1,8,2 

OtherBldg 1,2,5 Month 1,8,5 

ApartmentEqual7 1,5,5 Other 1,2,5 

MCRowTownhouseLess5UnderConst 1,2,5 OverallApartmentLess5unitCount 1,2,8 

CollectionDay 1,8,5 TotalCCCCustomers 1,5,8 

ApartmentEqual7Bldg 1,5,5 ApartmentEqual8 1,5,8 

MCApartmentLess5Vac 1,5,2 TotalCBCCustomers 1,8,8 

MCApartmentLess5Bldg 1,5,2 ApartmentGreater8Bldg 1,5,8 

MCApartmentLess5UnderConst 1,2,2 Converted 1,2,8 

ApartmentEqual5Bldg 1,5,2 TotalParcelCount 1,8,8 

 

After running the model with all the profiles and comparing the results, profile 2 created a 

better result (regarding to the clustering error) for several cluster numbers. So it was selected for 

the next step. 
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9.2. Running with number of clusters 

We ran the model for eight different cluster numbers to find the optimal one. Table 4 shows the 

detail result. Etotal shows the clustering error for the whole training set. And Etraining shows the 

clustering error for the training set (66% of dataset).  

Table 4 experiment results 

# of clusters Etotal Etraining Accuracy 

5 9.09 7.78 73.07% 

6 9 7.76 72.88% 

10 6.9 7.04 73.51% 

15 6.38 6.24 76.49% 

20 5.62 5.59 77.89% 

25 4.91 4.79 77.11% 

30 4.52 3.45 77.61% 

40 3.69 3.14 76.43% 

 

As can be seen in Figure 5, as the number of clusters increase the clustering error decreases. 

The main point here is the closeness of Etotal and Etraining which shows the stability of the 

clustering. 

Figure 6 shows the accuracy of the prediction model based on the cluster numbers. As the 

cluster numbers increase from 5 to 20, the accuracy increases from 73% to 78%. It means the 

clustering is getting better and also the prediction model. But after this point not only there is no 

more improvement in the accuracy but also the accuracy decreases. This is because the instances 

are over-fitted in the clusters. So, the optimal number of clusters will be 20. 
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Figure 5 Effect of number of clusters on clustering error  

 

Figure 6 Effect of number of clusters on accuracy 

10. Summary 

In this project we used K-means clustering to 
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1. Cluster 62k records dataset 

2. Build a prediction model for waste management 

We extended Weka to support weighted Euclidian distance. We used Weka to 

1. Find the best weight profile 

2. Evaluate the model 

Results showed 78% accuracy in average for prediction of the waste amount. 

11. Future works 

The future work of this project is using the predicted waste amount for  

1. Resource management: truck/human 

2. Calculating (predicting) the travelling/fuel amount 

12. Acknowledgement 

I wanted to thank the instructor of the course, Dr. Richter, for the valuable and kind help and 

support of this project. Without his leadings these result would not be attained. 

13. References 

[1] G. Fragidis and K. Tarabanis, “The Business Strategy Perspective on the Development of Decision 

Support Systems,” Computational Intelligence for Modelling, Control and Automation, 2005 and 

International Conference on Intelligent Agents, Web Technologies and Internet Commerce, 

International Conference on, 2005, pp. 968-975. 

[2] K. Obeng and I. Ugboro, “Effective strategic planning in public transit systems,” Transportation 

Research Part E: Logistics and Transportation Review, vol. 44, May. 2008, pp. 420-439. 

[3] L. Sun and K. Liu, “A method for interactive articulation of information requirements for strategic 

decision support,” Information and Software Technology, vol. 43, Mar. 2001, pp. 247-263. 

[4] http://en.wikipedia.org/wiki/K-means_clustering 

 

Applied Machine Learning Department of Computer Science, University of Calgary 176



Adaptive Traffic Light Control Using Reinforcement Learning
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Abstract

Currently, fixed control traffic lights are the most common traffic lights used in urban cities.
However, these traffic lights are unable to adapt to the dynamic nature of road traffic. This
project seeks to improve on the fixed control traffic light by applying reinforcement learning to
the traffic lights allowing them to react to their environments. Results from the experiments
show that the learning traffic light allows roughly 10% more cars to pass through the controlled
intersection than the fixed control traffic light in unexpected traffic events such as lane closure
or rush hours.

1 Introduciton

In urban cities, road traffic congestion is a fact of life. Traffic congestion is often caused by the
fact that there are too many drivers on the road thus overloading its capacity. For example,
travelling to work during rush hour can take much longer than non peak hours since many other
drivers are headed to the same destination. Other factors such as traffic accidents and weather
can also cause traffic congestion. Accidents can cause lanes to be blocked, forcing other drivers
to merge into free lanes reducing both the capacity of the road and the speed of the vehicles.
Poor weather reduces the driving speed of the vehicles thereby slowing the flow traffic.

Road traffic congestion has a very negative impact on our society. Drivers that are stuck in
traffic will miss work. This is a big financial impact to business as employees are spending time
on the road instead of doing productive work. Traffic delays also impact the psychological health
of drivers. Drivers that are stuck in traffic could build up stress over missing appointments and
meetings. In addition, the environment is also impacted by traffic delays as CO2 emissions from
idling cars contribute to the buildup of greenhouse gas.

There are many different approaches to deal with road congestion. One approach that
this project explores is improving traffic control lights to allow more vehicles to pass through.
Currently, most traffic lights are controlled by a fixed cycle (FCTL). This works for normal
traffic flow. However, if there was an accident or unexpected delay, the traffic light would not
be able to adapt to such conditions thereby creating a slower network than necessary.

Instead of having a FCTL, the traffic light can adapt to its environment and, depending on
the condition, change the interval of each traffic light. One way to accomplish this is to use
machine learning to allow the traffic lights to learn how to best react to its environment. To do
so each traffic light signal is represented as a single agent. There are different states that each
traffic light signal can be in depending on the volume of traffic. Using reinforcement learning
techniques [4] the traffic light can select different actions that would allow the most number of
cars to pass through that traffic light.

2 Related Work

Since traffic optimization is such a hard problem researchers have built many different systems
to improve the flow of traffic through improving traffic lights. In [3] Findler and Strap pro-

1

Applied Machine Learning Department of Computer Science, University of Calgary 177



posed an expert system that represents a traffic light controller. Each expert system is able
to communicate with adjacent systems to provide more knowledge about the traffic conditions.
The expert system acts on a rule based approach where a rule is selected depending on certain
conditions such as rush hour or work day vs. weekends.

In [6] Tavladakis and Voulgaris introduced an adaptive distributed system that manages the
control of traffic lights. Using loop detectors, the traffic load would be continuously measured
and reported to connected traffic light controllers. The duration and phases of each traffic light
signal would change dynamically depending on the information gathered. This system tries to
use the current cycle to predict the next cycle and the prediction that allows the least number
of cars in the queue would be selected.

Researchers have also looked into reinforcement learning to improve traffic light controls.
Weiring et al. [7] used reinforcement learning with Q-learning to reduce the waiting time at
traffic light intersections. Their system was focused on estimating the waiting time of each car
and the traffic light would use that information to make a decision as to which action to take.
The difference between Weirings system and this project is that this project does not consider
the views of the car but instead considers the volume of the lanes. The traffic light makes a
decision based on the volume at each controlled lane. Using information based on the car waiting
time cannot easily be done in real world settings as it would require a system to facilitate the
communication between the traffic lights and the cars. Using only lane information such as
volume makes this system easier to implement in real world settings as lane information can be
determined from existing cameras at most intersections.

Evolutionary algorithms have also been used to optimize traffic lights as shown in [5]. Using
evolutionary approach traffic lights can be optimized to provide efficient timing of different
phases.

3 Learning Traffic Lights

Due to the large number attributes that can affect the flow of traffic it was necessary to focus
on key attributes due to the time limitation and complexity of the problem. The first attribute
is the traffic light. This is represented as an agent that controls specific lanes. Each traffic
light can also control the duration that each lane is spent in green, yellow, red phase. The next
attribute are cars. Cars travel on the lanes that are controlled by the traffic lights. Each car
can only travel as fast as the maximum speed of the lane it is travelling on.

3.1 Reinforcement Learning

Since the goal is to have the traffic lights adapt to different situations depending on the environ-
ment that it is in, reinforcement learning is best suited for these requirements. Reinforcement
learning is a machine learning technique that tries to learn the best action given a situation in
order to maximize the rewards.

There are many different algorithms to learning the best actions for different situations.
One such reinforcement learning algorithm is Q-learning. This algorithm works by learning
action-value function that gives the expected utility of taking a given action.

To represent the environment as different states, the volume of the traffic of each lane must
first be determined. To achieve this, the length of the lanes is determined and then used to
calculate the number of cars that can fit in that lane. The volume of each then is then divided
into three different categories: light, medium, and heavy. Light volume is when the cars only
occupy less than 35% of the available lane capacity. Medium volume is when the cars occupy
greater than 35% but less than 75%. Heavy volume is greater than 75 percent. Each traffic
light can have at most 4 lanes and since each lane can be light, medium, or heavy volume each
traffic light can have at most 81 possible states.

Each traffic light can choose different actions depending on the number of directions that
light controls. Each action controls how long the lanes stay green, yellow, and red. For a 4

2
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direction traffic light, there would be 5 different actions. First, the traffic light would give equal
time to both the north-south and east-west traffic. The second action would give small priority,
20% additional time spent green, to the north-south direction. The third action would similarly
give a small priority to the east-west direction. Finally the last two actions would give a larger
priority, 50%, to the north-south and east-west directions respectively.

Initially, the Q matrix is initialized to 0. Once the learning begins, the action selected by the
traffic light agent is based on the epsilon greedy strategy provided through the reinforcement
learning toolkit [1]. The epsilon value used is 0.2. This allows other actions to have a higher
chance of being chosen than the common 0.1 epsilon value. Once the action has been selected
and carried out, the environment determines the new state of the traffic light along with the
reward of the previous action. The reward is determined by the number of cars that have passed
through the traffic light during that round. The number of cars that passed through that round
is subtracted by the average number of cars that have passed through the traffic light. The Q
matrix is then updated depending on the value of the reward according to equation 1. This
process is repeated until the learning is finished.

Q(st, at)← Q(st, at) + αt(st, at)× [rt + γ ×maxQ(st+1, a)−Q(st, at)] (1)

4 Experiment

To evaluate the effectiveness of the learning technique, Simulation of Urban Mobility (SUMO) [2]
simulator was used to simulate the traffic network. SUMO is a road traffic simulator that allows
users to simulate microscopic road traffic where each vehicle is considered an individual. By
using the TRACI protocol provided by SUMO, users are able to control different attributes such
as vehicle speed and traffic light changes. Using SUMO we tested the reinforcement learning
technique against the FCTL.

To evaluate the effectiveness of the learning traffic light compared to the FCTL, experiments
were carried out on different scenarios. For each scenario, the simulation was performed twice;
once for the FCTL and again for the learning traffic light. Each simulation consists of 100
rounds and each round consists of 128 steps within SUMO. In SUMO one step represents one
second in the real world. For the fixed traffic lights with no learning, each round will start with
north-south lights running green for 60 steps. This is followed by 4 steps for the yellow/red
light switching. Then the east-west lights will be green for another 60 steps and finally 4 last
steps for yellow/red. For the adaptive lights, the 5 actions are as follows. The first action is
a balanced action same as the fixed traffic light. The second action gives the north-south 70
steps and east-west 50 steps. The third action is reverse of the second action. The forth action
gives the north-south lanes 90 steps of green and east-west 30 steps. Finally, the fifth action
is a reverse of the 4th action. For each experiment, the simulator runs 100 rounds or 12800
steps twice: once for the learning and once for the fixed time traffic lights. At the end of each
simulator run, the program reports how many cars have passed through each of the traffic light.
The total tally of all the cars that have passed through each traffic light is used to measure the
effectiveness of the learning traffic light against the FCTL.

4.1 Even Flow

In this scenario the traffic flow in all direction are fairly even. There is no congestion and the
cars flow quickly throughout the network. Figure 1 depicts the even flow network within SUMO.
The yellow triangles in the figure represents the cars currently in the network. None of the lanes
are congested and there are similar amount of cars travelling on each road. Table 1 shows the
results in of the simulation runs. Both the learning traffic light and the FCTL show comparable
results. Since none of the lanes have more traffic flow than the other the best action would be a
balanced action that gives both directions equal priority. The explanation of why the learning

3
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Figure 1: Depicts the even flow traffic scenario.

traffic light performed a bit worse than the FCTL is that the learning algorithm was trying
different actions initially until it found that the balanced action gives it the best reward.

Table 1: Even flow traffic results.
Fixed Cycle Traffic Light Learning Traffic Light Difference

3986 3938 -1%

4.2 One Lane Down

This scenario is when the south to north lane is closed down as depicted in figure 2. This could
reflect an accident in real life where a lane has to be closed down or perhaps road construction
causing the lane closure. The traffic flow from the other lanes are quite heavy. The results of
this scenario is shown in table 2. In this scenario, the learning traffic light is an improvement
over the FCTL by 13%. Since one lane is closed down, the ideal action would be to give more
time for traffic to flow through the east-west direction instead of the north-south direction as
that would allow more traffic to flow through. Because the FCTL is unable to change its timing,
it could not adapt to this new environment. The learning traffic light was able to quickly realize
that it would receive more rewards if it selected the action that gives the most time to the
east-west lanes.

Table 2: One lane unavailable traffic results.
Fixed Cycle Traffic Light Learning Traffic Light Difference

3535 3983 13%
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Figure 2: Scenario where one lane is unavailable.

4.3 Rush Hour

The rush hour scenario tries to model a one way rush hour similar to that of drivers going to
work. In this scenario the car volume would be concentrated in one direction while the other
lanes are more sparse shown in figure 3. Table 3 shows that the learning traffic light outperforms
the FCTL. The reason why the learning performed better is similar to that of previous scenario.
There are more cars passing through east-west lane as opposed to the north-south lanes. The
learning algorithm picked up on this and was able to choose the action that gives the east-west
lanes the most time in the green phase.

Figure 3: One direction rush hour scenario.

Table 3: Rush hour traffic flow traffic results.
Fixed Cycle Traffic Light Learning Traffic Light Difference

2936 3222 10%
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5 Discussion

One weakness of this implementation is the fixed set of actions that the traffic lights can choose
from. The values of 20% and 50% are not optimal for every situation and it would be better if
the system could learn the best values for the actions depending on the situation. This could
be accomplished using neural nets to learn the best weights for the actions.

Another weakness is that the reward provided by the system is not optimal. Currently, the
gives the rewards depending on how much better that round is compared to the average number
of cars that have passed through. If the environment were to suddenly change then the previous
rounds would not provide a good basis as to what can be expected of future rounds thus the
rewards would not be reflected in the new environment.

In addition, due to an issue with the simulator, the learning system was unable to simulate
multi-lane traffic. This results in the system being unable to evaluate the different scenarios
such as accidents and lane merging that is a part of normal traffic.

Finally, one last issue with the implementation is that since each traffic light only considers
its local environment, the system can only achieve a local optimization. In order to have global
optimization the traffic lights could communicate with each other and consider the different
states of each traffic lights. However, this greatly increases the number of possible states a
traffic light can be in since it must consider its neighbour’s states. Instead of using reinforcement
learning we could use genetic algorithm to provide the global optimal using the local results from
the reinforcement learning.

6 Conclusion

Current FCTL solution is not ideal due to the dynamic nature of road traffic. Instead, applying
machine learning to the traffic lights allow them to learn and adapt to their surroundings.
With reinforcement learning the traffic lights are able to react to the different lane states and,
depending on the states, choose action that would give them the most reward. The experiments
carried out showed that this adaptive behaviour improves upon the FCTL by roughly 10% for
unpredictable scenarios such as lane closures and rush hours. For normal traffic flow the learning
traffic light provides a comparable result to the FCTL. Instead of FCTL, adaptive traffic lights
based on reinforcement learning would allow more traffic to flow through the intersections when
it is needed the most: during unexpected events.
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ABSTRACT
In this project, we investigate the utility of an existing test-

ing methodology to compare and contrast proposed methods
for learning in an advised autonomic system. The testing
methodology treats the advised autonomic system as a single
agent within an execution environment. Using evolutionary
methods, the testing system then evolves sequences of events
encountered by the system. To compare the benefits of each
learning method, sequences that produce an improvement in
the system’s emergent behaviour are considered more fit. To
contrast the detrimental effects of each learning method, se-
quences that produce unwanted emergent behaviour are con-
sidered more fit. Evaluation results are provided by instanti-
ating the testing method with an advisor assisted autonomic
system designed to solve instances of the package delivery
problem. The proposed methods of learning are implemented
by the advisor as rules designed to change which agent solves
each task or the order the agents solved the tasks or both.
The evaluation results show the utility of the testing method-
ology in assisting a system designer to make a judgement in
this usually ambiguous choice of learning methods.

1. INTRODUCTION
Autonomic systems are an increasingly popular multi-agent
solution used to address the complexity of systems consist-
ing of distributed parts. These systems are designed such
that intelligence and decision-making of the system is dis-
tributed into the individual agents of the system.[3] The
benefit of these systems is that they are robust and with-
out single points of failure as each interchangeable agent
is of relatively simple design. These multi-agent systems
are given the term autonomic or self-organizing given their
properties of being able to solve a problem without exter-
nal guidance.[7] The term given to the behaviour that the
system demonstrates from its agents’ interactions is emer-
gent behaviour. Emergent behaviour is a complex problem
when designing self-organizing multi-agent systems because
an examination of an individual agent does not necessarily
explain why certain behaviours appear when multiple agents

interact.[4] It is necessary to examine both the environment
and the complete interaction of all the agents of the system
to understand emergent behaviour. An acknowledged down-
side of designing a self-organizing system is that in order to
gain the robustness of distributed intelligence the designer
must sacrifice the ability to optimize the system’s response
to a given problem. It is almost always possible to find a sit-
uation in which the default emergent behaviour of the given
system is not the optimal response possible given the sys-
tem’s resources. This occasional suboptimal response may
be considered acceptable by the system designer due to the
fact that the systems flexibility is a much more valued char-
acteristic of the system. This suboptimal response becomes
a problem when the system encounters a recurrent problem
over and over since now the system is consistently subopti-
mal despite its flexibility and this may be unacceptable for
the chosen implementation.

1.1 Domain
In order to counter the problem of efficient use of resources,
research has demonstrated that an additional agent may
be added to the existing self-organizing multi-agent system.
This agent is called an advisor and adds the possible bene-
fits of learning to the overall system.[6] In order to remain
discrete and not impact the autonomy of the existing agents
in the system this advisor interacts with the system in an
offline manner. After each encounter with a problem each
individual agent in the system sends a message to the advi-
sor component containing information about its experiences
with the given problem. The advisor agent keeps track of
this information and out of it creates a problem description
defining the problem encountered by the system. Then af-
ter a few iterations collecting multiple problem descriptions
over time the advisor agent examines the descriptions in
order to find what the recurrent characteristics of the prob-
lem were. Then the advisor compares how well the agents
had responded to this recurrent problem and what was dif-
ferent from this response when compared to a determined
optimal response. The advisor then formulates advice in
the form of rules that are communicated back to individual
agents. These rules are designed so that when the system
encounters future problems that the system is more likely
to demonstrate beneficial emergent behaviour that is closer
to the optimal response. This advisor adds a learning com-
ponent to the system designed to improve the performance
of the system when encountering problems with recurrent
characteristics while attempting to maintain the flexible au-
tonomic properties of the original system.
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1.2 Problem in Domain
The problem encountered when creating an advisory agent
for an autonomic system is making a determination on what
method the learning component will use to affect the auto-
nomic system. The advisor produces advice as rules that it
communicates to individual agents designed to change the
emergent behaviour of the autonomic system. There are
many possible types of rules that may be proposed for the
advisor depending on the specific circumstances of the prob-
lem the autonomic system is designed for or depending on
what emergent behaviour of the system is attempting to be
improved. As a result it is a valuable ability for the system
designer to be able to make a judgement on which of the pro-
posed methods of learning has the most beneficial and least
detrimental emergent behaviours. The problem is that it is
difficult to examine a proposed learning method through a
simple examination of its impact on an individual agent that
is advised by a given rule. It is also difficult to make a gen-
eralized judgement of the suitability of a learning method
without exploring the possible range of produced emergent
behaviours. This is due to the complexities of emergent be-
haviours.

1.3 Learning Goal
The goal of this project is to address the problem of compar-
ing proposed learning methods by implementing an existing
testing method and a variation of it to provide exploratory
results on the consequences and benefits of each methods.
This evolutionary testing method has shown the ability to
test for unwanted behaviour in an advised autonomic system
by evolving sequences of events where the advisor’s advice
produces detrimental behaviour in the autonomic system.
This testing method will be used to explore the possible un-
wanted consequences produced by using each different learn-
ing method in the system. Additionally, this testing method
will be changed into a different form in order to allow the
exploration of the possible beneficial consequences produced
by using each different learning method in the system. In
the case of the experimentation unwanted behaviour is an
increase and beneficial behaviour a decrease in the total dis-
tance travelled by all the agents in the advised autonomic
system. The produced exploratory results will be used to
compare and contrast the proposed learning methods by
considering the method with greater demonstrated benefi-
cial results and lesser demonstrated unwanted results as a
better choice than the others.

2. PREVIOUS WORK
Existing research has demonstrated that evolutionary meth-
ods can be used to test the performance of a self-organizing
system without an advisor.[2] More specifically this research
showed that genetic algorithms can be used to evolve prob-
lem instances which are evaluated by comparing the ac-
tual systems performance to the possible optimal perfor-
mance. These problem instances demonstrated examples of
unwanted behaviour due to suboptimal resources use. This
showed the benefits of having an advisor which is designed
to counter this suboptimal resources use. Additionally, this
research demonstrated that other problem instances could
be evolved that demonstrated examples of unwanted be-
haviour being produced by the advisor’s influence in the
self-organizing system. These problem instances demon-
strated examples of the possible consequences of the learn-

ing method that was being used by the advisor at that time.
This demonstrated method of testing will be used in its ex-
isting form to test for unwanted behaviour produced by the
different proposed learning methods and a variation of it
will be used to test for beneficial behaviour produced by the
different proposed learning methods.

The autonomous system that is used for experimentation,
called the Digital Semiochemical Coordination Simulator
(DSCS), imitates the natural paradigm of biological semio-
chemical communication in order to provide coordination in
a multi-agent system (see [1] for details). On top of this is an
advisor system, called the Efficiency and Coordination Ad-
visor (ECA), that is able to give advice to individual agents
which improves the DSCS system’s performance when en-
countering recurring run sequences (see [6]). This combined
advisor assisted autonomous system provides a solution to
the package delivery problem with recurrent events (see [5]).
The DSCS provides the coordination through each execution
of an event instance where the individual agents use semio-
chemical signals to collect and deliver packages on a move-
ment grid. The ECA system then executes after a period of
run instances possibly sharing one or more recurring pickup
and delivery events and evaluates a window of previous run
instances to identify recurring events. After determining the
metric based optimal solution to the events, the ECA pro-
vides individual advice to agents that affects their decisions
designed to move this performance towards optimality. For
experimentation the form of advice given by the ECA will
be based on the specific learning method being tested at the
given time. The performance of the autonomic system as a
result of this provided advice will be used to determine the
fitness value of the problem instance it encountered.

3. BASIC DEFINITIONS AND CONCEPTS
This section introduces the general terminology and basic
notations used to describe an advised autonomic system.

3.1 Agent
An agent may be described as a 4-tupleAg = (Sit, Act,Dat, fAg)
where Sit is a set of situations the agent can face (ie, its
perceptions of the environment), Act is a set of actions the
agent can perform, Dat is a possible values the agent’s inter-
nal data can take and fAg : Sit×Dat→ Act is the agent’s
decision function describing how an agent selects an action
based upon its situation and current values in its internal
data. An agent acts within the environment Env. The ad-
vised autonomic system A can be thought of as a multi-agent
system A = {Ag1, ..., Agn}.

3.2 Run Instance
The structure of a generalized problem that the advised au-
tonomic system may encounter consists of a subset of events
from a set E. These events are announced to the multi-agent
system A, respectively a subset of agents within A, within an
interval of T ime and form a run instance for the system. A
run instance can be thought of as being all the events A en-
counters within a single period of execution. Therefore, over
the multiple periods of the system’s execution, A encounters
a sequence of run instances. Formally, a run instance can be
described as
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r = ((e1, t1) , (e2, t2) , ... , (em, tm))

with ei ∈ E, ti ∈ T ime and ti ≤ ti+1. The experimental
system makes use of a more concrete definition of an event
suitable for the pickup and delivery problem.

3.3 Run Sequence
A run sequence is the sequence of run instances that A en-
counters during its period of execution. So formally it can
be described as

R = (((e11, t11), (e21, t21), ..., (em11, tm11)), ...,
((e1k, t1k), (e2k, t2k), ..., (emkk, tmkk)))

a sequence of k run instances. The experimental system
utilizes a more simple form of a run sequence.

3.4 Efficiency Control Advisor
An efficiency control advisor is an agent AgECA ∈ A that
collects a set of run instances by communicating with the
rest of the agents within A. This set of run instances is
a subsequence of the system’s run sequence R, meaning
(ri1 , ..., rik ) ⊆ R. This subsequence represents a window
of run instances in the history of the system’s execution.
Out of this sequence of run instances AgECA computes a
sequence of recurring events (erecc1 , ..., ereccp ). Then AgECA

extracts an optimal solution solving this collection of events
and provides advice to each relevant agent in Ag only if the
solution created by A is much worse than the optimal. This
advice takes the form of rules that, when triggered, produce
behaviour that results in better performance from the global
perspective of A.

4. COMPARING LEARNING METHODS FOR
AN ADVISED AUTONOMIC SYSTEM

As stated in previous sections, in this project we are inter-
ested in using an evolutionary testing method to evolve run
sequences that produce unwanted and beneficial behaviours
in an advised autonomic system. These run sequences and
their performance evaluations will be used as exploratory re-
sults of the possible beneficial and detrimental consequences
of using each learning method. These evaluations will be
used to compare the proposed learning methods.

4.0.1 Unwanted Behaviour
The clearest instantiation of a run sequence that produces
unwanted behaviour consists of two run instances. The first
run instance is repeatedly encountered by the advised au-
tonomic system and as a result AgECA identifies the set of
events that make up this run instance as the sequence of
recurring events. Correspondingly the AgECA computes an
optimal solution from this set of events and produces ad-
vice for the other agents in the system that adapts them to
perform the first run instance in this setting nearer to op-
timal performance. The amount of time given is sufficient
for the AgECA to achieve as close to optimal performance
as possible. The second run instance follows the first and
is encountered by the system adapted to better perform the
first run instance. This instantiation of a run sequence has

the best chance of clearly showing unwanted emergent be-
haviour. This unwanted emergent behaviour is character-
ized by the level of performance of the system decreasing
below an accepted threshold of performance during the sec-
ond instance in comparison to its performance without the
provided advice from AgECA . This run sequence can be
formally defined as

R∗ = (((e11, t11), (e21, t21), ..., (em11, tm11)),
((e12, t12), (e22, t22), ..., (em22, tm22))).

4.0.2 Beneficial Behaviour
The clearest instantiation of a run sequence that produces
beneficial behaviour consists of a single run instance. As
before this run instance is repeatedly encountered by the
advised autonomic system and the amount of time given
is sufficient for the AgECA to achieve as close to optimal
performance as possible. This behaviour is characterized by
the level of performance of the system increasing over time
due to the provided advice from AgECA . This run sequence
can be formally defined as

R∗ = (((e11, t11), (e21, t21), ..., (em11, tm11))).

The exploratory run sequences produced by the evolutionary
testing will be comparable between learning methods based
on the performance metric that the learning methods of the
advisor were attempting to improve.

5. INSTANTIATION
In this section we explain the instantiation of the testing
methodology using an autonomic system designed to solve
instances of the Pickup and Delivery Problem (PDP). The
autonomic system used is the DSCS advised using the ECA
as previously described. This instantiation will be used to
compare proposed ECA learning methods designed to im-
proved the performance of the DSCS.

5.1 The Pickup and Delivery Problem
The Pickup and Delivery Problem is a well-known problem
class (see [5]) that is used to model transportation problems.
The general description of the problem is that there exists a
limited set of vehicles to move packages around an environ-
ment and the problem is how to most efficiently transport
the packages available at different times from location to lo-
cation. The measure of efficiency depends on the metric of
evaluation applied and in our instantiation the most efficient
solution is the assignment of vehicles to pickup and delivery
tasks that minimizes the total distance travelled by the fleet
of vehicles.

In the testing instantiation a problem specification consists
of three parts: Env = (G,S) where G is a graph on which
vehicles can move and S is a set of stations where packages
can be picked up at or delivered to, V a set of vehicles, where
A = V ∪AgECA, which can pick up and deliver packages and
R is a run sequence of pickup and delivery events. An event
for an autonomous system solving the Pickup and Delivery
Problem can be formally defined as a task ei = tai = (sa, sb)
with sa, sb ∈ S. The task is announced to be available for
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pickup at station sa at time ti and its delivery location is
announced at sb at time ti. A solution to a run instance in
the pickup and delivery problem is

sol = ((ta′1, Ag
′
1, t
′
1) , ... , (ta′m, Ag

′
m, t
′
m))

with ta′i ∈ {ta1, ..., tam}, ta′i 6= ta′j ∀i 6= j, Ag′i ∈ A and
t′i ∈ T ime. A solution is an assignment of each task ta′i in
the run instance {ta1, ..., tam} to a vehicle agent Ag′i in the
system A.

5.2 Linking the Autonomic and Test Systems
In order to determine a performance evaluation and find the
fitness of a run sequence the ECA produces an output file
containing, for each run in the sequence, the optimal and
actual performance of the system under the metric of total
distance travelled. This output information is then used by
the testing system to generate a fitness value for the run
sequence individual. This output file for a run sequence r∗i
can be formally described as

output = ((act1, opt1), (act2, opt2), ..., (actx, optx))

where actj and optj are the actual and optimal performance
of the system during run j.

5.3 Testing System
The testing system implements a set of genetic operators
designed to transform the run sequences in such a way that
unwanted or beneficial behaviour is likely to emerge in the
resulting run sequences. This testing system evolves a pop-
ulation of individual run sequences. To accomplish this the
system converts the internal individual representation of a
run sequence into an experiment protocol. Then it invokes
the advisor assisted autonomic system on the experiment
protocol input. After the system has completed its execu-
tion it then parses the created output file for information on
the autonomic system’s performance over the run sequence.
The parsed information is used to create a fitness value for
the individual by evaluating the run sequences that created
the best example of unwanted or beneficial emergent be-
haviour performance in accordance to the metric of opti-
mality as most fit. The more fit individuals are favoured to
be selected for development using a variety of evolutionary
operators.

5.3.1 Basic Single Point Mutation Operator
The mutation operator acts on a single run instance parent

r∗i = (((ta11, t11), (ta21, t21), ..., (tam11, tm11)),
((ta12, t12), (ta22, t22), ..., (tam22, tm22)))

selecting a single task-time pair (tak, tk) of one of the pair of
run instances making up the run sequence. Then based upon
randomized selection the operator on (tak, tk) = ((sa, sb), tk)
selects either sa, sb or tk to mutate. This mutation is done
by picking either a new random station from S or by picking
a new time from T ime. Constraints are included to ensure
that mutation occurs within allowed minimum and maxi-
mum values of T ime as well as ensuring pickup and delivery
locations are different.

5.3.2 Basic Crossover Operator
The crossover operator acts on two run instance parents
r∗i , r

∗
j with i 6= j ∀i, j where

r∗i = (((tai11, t
i
11), (tai21, t

i
21), ..., (taim11, t

i
m11)),

((tai12, t
i
12), (tai22, t

i
22), ..., (taim22, t

i
m22)))

and
r∗j = (((taj11, t

j
11), (taj21, t

j
21), ..., (tajm11

, tjm11
)),

((taj12, t
j
12), (taj22, t

j
22), ..., (tajm22

, tjm22
))).

The operator iterates y from 1 tom1 selecting either (taiy1, t
i
y1)

or (tajy1, t
j
y1) and iterates z from 1 to m2 selecting either

(taiz2, t
i
z2) or (tajz2, t

j
z2). These selected task-time pair itera-

tions are each a run instance and together form the new run
sequence.

5.3.3 Basic Twin Point Mutation Operator
This more targeted mutation operator for unwanted behaviour
was developed on examination of successful results to in-
crease the convergence of the search. The operator acts on
a single run instance parent

r∗i = (((ta11, t11), (ta21, t21), ..., (tam11, tm11)),
((ta12, t12), (ta22, t22), ..., (tam22, tm22)))

selecting two twinned task-time pairs (tak1, tk1) and (tak2, tk2)
one from each run instances making up the run sequence.
Then based upon randomized selection the operator on
(tak1, tk1) = ((sa, sb), tk1) and (tak2, tk2) = ((sc, sd), tk2)
selects either sa and sc or tk1 and tk2 to mutate. This mu-
tation is done by picking either a new random station s ∈ S
or by picking a new time t ∈ T ime. Then both selected
values are set to the selected value, sa := s and sc := s or
tk1 := t + ε1 and tk2 := t + ε2. Constraints are included to
ensure that mutation occurs within allowed minimum and
maximum values of T ime as well as ensuring pickup and
delivery locations are different.

6. PROPOSED LEARNING METHODS
As given earlier an actual solution produced by the auto-
nomic system for a pickup and delivery problem run instance
is

solact = ((ta′1, Ag
′
1, t
′
1) , ... , (ta′m, Ag

′
m, t
′
m))

At the same time we know the advisor has determined an
optimal solution to the same run instance

solopt = ((ta′1, Ag
′
1, t
′
1) , ... , (ta′m, Ag

′
m, t
′
m))

There are two simple learning methods that will be tested
that can be derived from these two solutions designed to
bring the actual solution of the system closer to the deter-
mined optimal. The first is to change which vehicle com-
pleted which tasks by providing rules. The second is to
change in what order the vehicles completed that tasks by
providing rules. These two methods can be combined to-
gether into a third method which uses both rules.
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6.0.4 Rules for Task-Vehicle Assignment
This learning method is designed to improve task to vehicle
assignment of the solact of the system. First the solact and
solopt are sorted by task. Then the advisor iterates through
the ordering comparing between the solopt and the solact if
the same task was completed by the same vehicle. When
the advisor encounters a discrepancy in the assignments of
the solact it produces an exclusion rule for the agent in the
solact which recently completed the task telling it to ignore
that task in the future. This exclusion rule is designed to
ensure that this determined suboptimal vehicle choice will
not attempt to do the specified task. During the next run
a different agent as a result will have to complete the spec-
ified task. The design is to move the solact task to vehicle
assignments closer to the determined optimal with the end
goal of improving performance.

6.0.5 Rules for Ordering of Tasks
This learning method is designed to improve the task order-
ing of the solact of the system. First the solact and solopt
are sorted by order of completion. Then the advisor iterates
through the ordering comparing between the solopt and the
solact if the same task was completed in the same order.
When the advisor encounters a discrepancy in the ordering
of the solact it produces an exclusion rule for the agent in the
solact which recently completed the task telling it to ignore
the current task until after the one previous in the optimal
ordering should have appeared. This exclusion rule is de-
signed to allow the system to ignore a current task until a
more optimal time to complete it. During the next run the
agent will have to wait until the task previous in the opti-
mal ordering has appeared before attempting to complete
the indicated task. The design is to move the solact order-
ing closer to the determined optimal with the end goal of
improving performance.

6.0.6 Both
This learning method used both previous explained rules to
improve both the task vehicle assignment and task ordering
of the actsol of the system. It first attempts to use the
task to vehicle rules to ensure the right vehicles do the right
tasks and then uses the ordering rules to attempt to make
each vehicle complete its assigned tasks in the determined
optimal ordering.

7. EXPERIMENTAL EVALUATION
The evaluation of using the testing methodology to compare
proposed learning methods requires the establishment of a
metric of performance for the autonomic system. This met-
ric of performance is minimize the total distance travelled by
all the agents in the system. After the system encounters a
run sequence it produces an output file of statistics of the ac-
tual total distance travelled by the agents in the system and
the determined optimal distance they could have travelled.
These performance measures are used in the fitness function
of the testing methodology to produce an evaluation of the
run sequence provided to the system as input.

7.1 Fitness Functions
7.1.1 Unwanted Behaviour

A run sequence in the system is described as r∗i = (r∗i1, r
∗
i2)

where r∗i1 is the first setup run instance that executes x

times and r∗i2 is the second break run instance that executes
a single time. In order to get the performance of the second
break instance before adaption it is executed once before
the x executions setup run instance. Finally the break run
instance executes once. The output file for this run sequence
is defined as

output = ((actbreak0 , optbreak0 ) , (actsetup1 , optsetup1 ) , ...
, (actsetupx , optsetupx ) , (actbreakx+1 , optbreakx+1 ))

The fitness function consists of three parts influenced by a
weighting. The practical fitness is the difference in perfor-
mance for the break after exclusion rules compared to before
exclusion rules. The theoretical fitness is the difference in
performance for the break after exclusion rules compared to
the optimal possible. The adaption fitness is the difference
in performance for the setup instance before exclusion rules
compared to after exclusion rules have been possibly given
as advice by the AgECA. The resulting fitness function is as
follows:

fit(r∗i ) = 1.0 + ((practical + theoretical + adaption)/opt0)
practical = max[(actbreakx+1 − actbreak0 ) ∗ wpract, 0]
theoretical = max[(actbreakx+1 − optbreak0 ) ∗ wtheo, 0]
adaption = max[(actsetup1 − actsetupx ) ∗ wadapt, 0]

where actj is the actual system performance during run j of
the run sequence and optj is the optimal system performance
during run j of the run sequence. As well optj ≤ actj since
the replacement search algorithm minimizes the optimal so-
lution for a run instance. The weightings w are positive
values that influence the importance of each of the parts in
the final fitness value. Note that x is the amount of times
that the first run instance of a sequence will be repeated
meaning that 0 and x + 1 represents the single runs of the
second break run instance. Additionally, the testing system
is designed to produce run sequences with the largest fit-
ness value since these sequences consist of the largest actual
distance travelled in respect to the smaller optimal distance
possible.

The practical part favours run sequences in which created
exclusion rules produce unwanted behaviour in the break
instance. The theoretical part favours run sequences that
have the worst performance after created exclusion rules
when the break instance is compared to its possible opti-
mal performance. The adaption part favours run sequences
in which the created exclusion rules have improved perfor-
mance in the setup instance. As a result, the better the
adaption rules are for the setup instance and the worse adap-
tion rules for the break instance the higher the fitness value
of an individual. With correct weightings this produces run
sequences with unwanted behaviour.

7.1.2 Beneficial Behaviour
A run sequence in the system is described as r∗i = (r∗i1) where
r∗i1 is the first setup run instance that executes x times. The
output file for this run sequence is defined as

output = ((actsetup1 , optsetup1 ) , ... , (actsetupx , optsetupx ))
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The fitness function consists of two parts influenced by a
weighting. The theoretical fitness is the difference in per-
formance for the setup before exclusion rules compared to
the optimal possible. The adaption fitness is the difference
in performance for the setup instance before exclusion rules
compared to after exclusion rules have been possibly given
as advice by the AgECA. The resulting fitness function is as
follows:

fit(r∗i ) = 1.0 + ((theoretical + adaption)/opt1)
theoretical = max[(actsetup1 − optsetup1 ) ∗ wtheo, 0]
adaption = max[(actsetup1 − actsetupx ) ∗ wadapt, 0]

where actj is the actual system performance during run j of
the run sequence and optj is the optimal system performance
during run j of the run sequence. As well optj ≤ actj since
the replacement search algorithm minimizes the optimal so-
lution for a run instance. Additionally, the testing system is
designed to produce run sequences with the largest fitness
value since these sequences consist of the best improvement
in actual distance travelled in respect to the smaller optimal
distance possible.

The theoretical part favours run sequences that have the
worst performance before created exclusion rules when the
setup instance is compared to its possible optimal perfor-
mance. The adaption part favours run sequences in which
the created exclusion rules have improved performance in
the setup instance. As a result, the better the adaption
rules are for the setup instance the higher the fitness value
of an individual. With correct weightings this produces run
sequences with beneficial behaviour.

7.1.3 Test System Evaluation Results
Evaluation results were developed using a metric of perfor-
mance based on minimizing total distance travelled by the
agents within the autonomous system. The environment of
the tests was chosen to be a simple square grid of pickup and
delivery stations connected horizontally, vertically and diag-
onally to their adjacent stations by edges for travel. Each
edge was weighted by the Euclidean distance between the
stations. The depot was centrally located in the graph. The
set of agents for tests was chosen as 2 or 4 agents as this
configuration allowed for behaviour to be produced more ef-
fectively for more tasks allowing for quicker testing cycles
as each run simulation scales based on the amount of tasks.
The set of tasks for test was chosen as 2, 4 and 6. Other-
wise the testing environment was left as simple as possible,
leaving only the manipulation of task pickup and delivery
stations and times. This was done under the premise that
if unwanted or beneficial behaviour could be found in unbi-
ased and unmanipulated circumstances then the increased
complexity of more varied graph structures and additional
individual task parameters could be examined as well.

7.2 Final Evaluation Results
7.2.1 Unwanted Behaviour

The weightings were set at wtheo = 1.0, wpract = 500.0,
wadapt = 5.0. These weightings were designed to favour run
sequences in which the setup run instance when encoun-
tered by the AgECA created exclusion rules that detrimen-

tally effected the break instances performance in compar-
ison to how it would have performed without rules while
beneficially effecting the system’s performance for the setup
instance. These weightings were successful at producing the
desired run sequences.

7.2.2 Beneficial Behaviour
The weightings were set at wtheo = 1.0, wadapt = 500.0.
These weightings were designed to favour run sequences in
which the setup run instance when encountered by theAgECA

created exclusion rules that beneficially effected the setup
instances performance in comparison to how it would have
performed without rules. These weightings were successful
at producing the desired run sequences.

7.2.3 Evaluation Results
There were three different chosen types of proposed learn-
ing methods that this project was attempting to compare.
These learning methods consisted of the rules to change the
order the tasks were completed in, rules for changing which
vehicle completed a task and both rules being used at the
same time. These three types of learning methods were com-
pared for usage with 2 or 4 vehicles and for 2, 4 or 6 tasks.
For these 6 combinations of tasks and vehicles there were 2
different areas being explored, that of unwanted behaviour
and that of beneficial behaviour. This means there were
12 general categories of tests that were performed in which
there were 3 different learning methods being compared. For
each of these learning methods the testing method was run
4 times to allow for an average of results. This means there
were 144 testing runs completed, each of these consisting of
500 generations of 100 individuals. Each of these individu-
als can take up to a few seconds to complete, especially for
the complexity of 4 vehicles and 6 tasks. Results for more
complex combinations of tasks and vehicles are desirable but
the results were limited to these due to time and resources
constraints.

The results can be examined in the tables included following
this reports references. There are two classes of tables, the
Adapt tables show the results of using the testing method
to find instances of beneficial behaviour and the Comp ta-
bles show the results of using the testing method to find
instances of unwanted behaviour. This means for Adapt ta-
bles it is better to have a higher fitness as this means that the
learning method is better at improving the systems perfor-
mance as the average of better performance is higher. This
also means for Comp tables it is better to have a lower fit-
ness as this means the learning method is better at avoiding
extreme unwanted behaviour as the average of worse perfor-
mance is lower. Each of these tables represents one of the
general categories of tests and is a combination of a certain
amount of tasks and a certain amount of vehicles. Each of
these tables contains a line for each of the proposed learn-
ing methods for the advisor. The green line is the learning
method of both rules, the red line is the learning method
for vehicle assignment rules and the blue line is the learning
method for ordering. Each line is an average of the 4 most
fit individuals in the population for the given generation of
the genetic algorithm run.

From an examination of the Adapt tables of the produced
results a observation can be made that the learning method
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using both rules shows a better ability to improve the emer-
gent behaviour of the system. At the same time an exam-
ination of the Comp tables of the produced results do not
necessarily give conclusive results of which learning method
produces the worst unwanted behaviour. It is possible more
generations in the testing would have made this more con-
clusive. But as it stands using the judgement that it does
not necessarily seem obvious which learning method pro-
duces the worst unwanted behaviour then it would be best
to implement the learning method that uses both rules as
this method at least shows evidence of demonstrating the
most beneficial behaviour.

8. CONCLUSION
The goal of this project was to address the problem of com-
paring proposed learning methods by implementing an ex-
isting testing methodology and a variation of it to provide
exploratory results on the consequences and benefits of each
methods. This evolutionary testing method was success-
fully implemented to test for both unwanted and beneficial
behaviour in the advised autonomic system. This testing
method did allow an exploration of the possible beneficial
and unwanted consequences produced by using each of the
different learning methods. As well the comparison of the
produced results is useful for the system designer to make
judgements and choose a learning method for the advisor
to use. In this case the best choice is the learning method
that combines the use of both rules as it appears to provide
a much better improvement in beneficial behaviours while
having approximately the same unwanted behaviours as the
other two methods. Although these results are not exhaus-
tive, they are not meant to be. They are exploratory results
designed to give the system designer insight into the conse-
quences of the proposed learning methods when otherwise
making a choice between the proposed learning methods is
ambiguous. This project did encounter difficulties related
to time and resources. The complexity of finding the opti-
mal solution for a run instance is a computationally hard
task to begin with and can take up to seconds to find. To
do this for each individual in each generation at least once
quickly increases the time to do the testing. This meant the
complexity of the testing was limited given the resources
available. The benefit of evolutionary methods is that it
would be easy to distribute the simulation and evaluation
of individuals. This means that it is not necessarily difficult
to use this method given the correct resources that would
drastically reduce the time limitations on the computation.

9. FUTURE WORK
There are many possible avenues of future work related to
this project. The simplest possibility is to explore its ability
to test other proposed learning methods for different types
of systems. But in terms of future considerations it is a
desirable end goal to internalize this testing method into the
advisor itself so that it could compare and contrast the rules
it is proposing to the autonomic system and avoid unwanted
emergent behaviours in this manner.
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Figure 1: Beneficial 2 Tasks Figure 2: Beneficial 4 Tasks
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Figure 3: Unwanted 2 Tasks Figure 4: Unwanted 4 Tasks
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Applied Machine Learning on CAFAS Scores 
 
Introduction 
 
 Is the world we live in full of random events or are there patterns that we fail to 
see?  How can we tell the difference from many coincidental random acts and a 
continuous pattern?  With the continued increase in computer memory and computer 
processor speeds, there is a growing amount of data that is being accumulated.  Data 
without context is meaningless, thus the field of machine learning has been developed.   
 
 The field of machine learning has helped to find new patterns and new methods in 
many different fields of study.  From pattern recognition algorithms used in Medicine to 
genetic algorithms used in genetic research and gaming systems to neural nets used in 
image recognition systems, machine learning is now used in many different ways for 
many different purposes.  This paper discusses the attempt to use different clustering 
algorithms to help find patterns in the social behaviors of troubled youth. 
 
Wood’s Homes 
 
 Wood’s Homes is a nationally accredited mental health treatment center for 
children.  Started as an orphanage in 1914, this Christian organization has become a 
social services agency that helps thousands of troubled youth and their families each year.  
This not for profit organization is based in Calgary, Alberta, also provides programs in 
Canmore, Fort McMurry, Lethbridge, Strathmore, as well as Fort Smith, N.W.T.  With 
the mission statement “to promote and assist the development and well-being of children, 
youth and families within the community”, Wood’s Homes helps over 450 young 
individuals and their families each day. 
 
 Wood’s Homes currently provides 30 programs staffed by over 315 people.  The 
key services of Wood’s provides are residential programs, shelters and warming centers 
for homeless youth, immediate and no-cost walk-in counseling, 24/7 phone and mobile 
crisis response, stabilization centers to provide a timeout for families in crisis, specialized 
learning centers and a network of safe and nurturing foster care homes for young people.  
These programs and services that are provided can be separated into 4 main categories: 
Intensive Residential Treatment, Community Outreach and Foster Care, Regional 
Services, and Specialized Learning Centers.   
 

With so many children, youth, and their families in need, Wood’s Homes needs to 
manage their resources to provide the best treatment possible.  For this reason, Wood’s 
has their own research department.  This department monitors quality, reports on program 
outcomes and investigates promising practices.  This is done by keeping track of work 
done in the different programs, collecting and analyzing feedback from clients, 
determining the successfulness of different treatment, communicating successes with 
presentations and publications, tracking agency- wide issues and concerns, and finding 
promising practices from around the world. 
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 To help keep track of the success for each individual, Wood’s uses the Child and 
Adolescent Family Assessment Scale or CAFAS.  This internationally recognized system 
is used to measure each client’s progress.  A client is tested at intake, each three month 
period while at Wood’s, and at discharge.  By comparing the scores of the standardized 
CAFAS scale, the progress of each client can be determined. 
 
Child and Adolescent Family Assessment Scale (CAFAS) 
 
 CAFAS is a child and youth assessment scale used to determine the individual’s 
degree of impairment in functioning day to day life.  Developed in 1996 by Dr. Kay 
Hodges at the University of Michigan, it is referred by some as the gold standard in youth 
assessment and is widely used in the United States and Canada.  This scoring system is 
used to help create informed decisions about level of care, placement, type of treatment 
and its intensity.  The CAFAS scale is easily completed in ten minutes by a trained 
practitioner provides a behaviorally description of problem behaviors, strengths, and 
goals of a youth. 
 

The CAFAS scale is separated into eight subscales.  These scales include 
School/Work, Home, Community, Thinking, Behavior Toward Others, Moods/Emotions, 
Self-Harming Behavior, and Substance Use.  Each subscale is separated into 4 levels of 
intensity with scores of 0, 10, 20, and 30 with 0 being the best and 30 being the worst.  
Each level of intensity contains multiple questions or statements that are very specific in 
nature.  The practitioner selects which statements best describe the client.  The score for 
each subscale is determined by the highest valued statement/question.  For example, if 
under the Moods/Emotions subscale, if all statements true of the client are 0 except one, 
which has a score of 20, then the score for the whole subscale will be 20.  Once the score 
for each subscale has been determined, all the subscale scores are added together to 
produce the clients CAFAS score. 
 
The CAFAS score describes the individuals overall level of dysfunction.   

0 – 10  Youth exhibits no noteworthy impairment 
20 – 40 Youth likely can be treated on an outpatient basis provided that 

risk behaviors are not present.   
50 – 90 Youth may need additional services beyond outpatient care 
100 – 130 Youth likely needs care which is more intensive than outpatient 

care and/or which includes multiple sources of supportive care 
140 & higher Youth likely needs intensive treatment, the form of which would 

be shaped by the presence of risk factors and the resources 
available within the family and the community 

 
Goal 
 

Wood’s Homes has collected the CAFAS scores of clients for the past six years.  
All this data should contain some form of patterns and information.  With a desire to help 
Wood’s find any patterns hiding within the data, machine learning algorithms will be 
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applied to the CAFAS scores.  Wood’s Homes has provided the discharge scores for all 
clients in their seven intensive care programs from 2002 until 2008.  To maintain the 
anonymity of the clients, only the birth date, sex, discharge date, program, the eight 
CAFAS subscale scores and the total CAFAS score have been provided.  For ease of use, 
all clients have been given an ID number from 1 – 375.  The goal of this project is: 

 
“To find any hidden information to help Wood’s better compare discharge 
results from their seven Intensive Care programs” 

 
Methods used 
 
 The first way to help understand the data given is to locate any patterns or 
classification groups.  The data available is static and will not change.  There is a large 
amount of data with 375 individual client discharge scores provided.  With no current 
classification class existing, unsupervised learning is needed.  These facts suggest a good 
place to start would be to use clustering to create classes which then can be analyzed 
further.  Two different clustering algorithms are used. 
 
K-Means Clustering 
 
 The first algorithm used was k-means clustering.  This is a quick and efficient 
system to implement.  This algorithm needs to be given the desired number of clusters.  
For this project, three (3) was selected.  This was a semi-random selection as two clusters 
would not show much and too many clusters would just complicate the results.  This 
algorithm also needs the initial positions of the cluster centers.  Because different initial 
placement of the cluster centers may drastically change the final output, two very 
different starting sets were provided and calculated. 
 

 
Figure 1 - Mathematical description of K-Means Algorithm taken from Dr. Richter's slide set 2009 
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 The k-means clustering algorithm is used to minimize the Euclidian distances 
from each instantiation to the nearest cluster center.  The Euclidian distance is calculated 
by subtracting the position of the point from the cluster center and squaring the 
difference.  This is done for each instance to every cluster center.  Once all distances are 
calculated, each instance belongs to the closest cluster center.  Each cluster center is then 
recalculated using all the instances that belong to each cluster.  If a cluster center shifts 
position, then the whole process is repeated until all cluster centers remain in the same 
place. 
 
 The k- means clustering algorithm has some disadvantages.  The first drawback of 
this algorithm, as mentioned above, is that k must be pre-set.  This may lead to 
misleading results if there are naturally four clusters and three was chosen or visa versa.  
Another drawback is if there are outliers or noisy data.  A few random instances of noise 
may distort the cluster centers pushing or pulling points from their proper cluster.  The 
initial placement of the cluster centers may have a large impact on the final placement of 
the cluster centers.  These disadvantages of the k-means clustering algorithm show the 
further need of using another clustering algorithms. 
 
Results of K-Means Clustering 
 
 For the purposes of the k-means algorithm, only the CAFAS subscale scores for 
each client were used.   
 

The results of the k-means clustering showed some interesting indications.  First, 
the three clusters seem to be evenly distributed (see Figure 2).  This could mean that the 
data is almost uniform in its spread over the vector space.  The second interesting thing is 
that two very different initial positions for the cluster centers made very little change to 
the position of the final cluster centers (see Figure 2 & Figure 3).  This further shows 
there may be a uniform distribution of the instances over the vector space.  
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Figure 2- k-means cluster centers from initial set 1 
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Cluster and Cluster Centers vs Client ID, Run 2
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Figure 3 - k-means cluster centers from initial set 2 

 
The initial values for the first run of the k-means cluster centers are C1 - (20, 30, 0, 20, 
20, 0, 10, 0), C2 – (30, 30, 20, 30, 30, 20, 20, 20), and C3 – (0, 0, 0, 0, 0, 0, 0, 0).   
 
The initial values for the second run of the k-means cluster centers are C1 – (20, 30, 0, 
20, 20, 0, 10, 0), C2 – (30, 30, 30, 30, 30, 0, 0, 0), and C3 – (20, 20, 10, 20, 20, 20, 0, 0). 
 
To show that there truly is a difference between the clusters from the two different runs, 
the number of instances in each cluster is:  
 

Run 1  Run 2 
Cluster 1  113  111 
Cluster 2  139  145 
Cluster 3  123  119 
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Figure 4 – k-means clusters and centers against Client IDs for Initial set 1 
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K-Means Clusters for clients, Run 2
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Figure 5 – k-means clusters and centers against Client IDs for Initial set 2 

 
 
 The k-means clustering algorithm used was based on the slides from Dr. Richter’s 
CPSC 601.03 class notes.  The algorithm was implemented using Microsoft Excel.  The 
calculation of all Euclidian distances was done by an Excel Macro while comparing 
which cluster each instance belonged to was calculated using equations within Excel. 
 
Density Based Clustering 
 
 With a desire to find more hidden information from the data, the Density Based 
Clustering algorithm was also used.  This is an unsupervised learning algorithm that 
creates clusters based on the density of the different parts of the vector space.  This 
algorithm finds clusters in a way that shape and size does not matter.  The number of 
clusters is calculated by the algorithm and no initial points for cluster centers are needed.  
 
 The density algorithm uses the Euclidian distance, minimum points and maximum 
distance to calculate the clusters.  The Euclidian distance is the distance between each 
instance and another instance.  The minimum points and the maximum distance are pre-
calculated values.  These values are needed to determine if an instance is a ‘Core Object’.  
An instance is a core object if it has the minimum number of points (other instances) 
within the range of the maximum Euclidian distance.  If an instance is a core object then 
all instances within the maximum distance belong the same cluster as the core object.  
For this project, the DBSCAN density based clustering algorithm was used. 
 

The first step to running a density based algorithm is calculating the maximum 
distance and the minimum number of points.  A simple way to calculate these two values 
is to use Heuristics.  Heuristics is an algorithm that is used to create a graph which 
indicates where a good value set is located.   To start this process, a small number k is 
needed.  The Euclidian distance is calculated from each instance to its kth nearest 
neighbor.  Once this distance is calculated for all instances, the values are sorted and 
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graphed verses the number of points in the vector space.  There should be a sharp curve 
on this graph.  The value of the position of the sharp curve indicates good values for 
maximum distance and the minimum number of points.  Calculations were made for k 
values of 2, 3, and 4.  The k value selected was 2 because its graphs seemed to have the 
sharpest curves.  See figure 6. 
 

 
Figure 6 - Heuristic algorithm taken from Dr. Richter's class notes 2009 

 
 
 To calculate and find the clusters within the data, all the core objects must be 
found.  As stated above, an instance is a core object if it has more then the minimum 
number of points within the maximum Euclidian distance.  When a core object is found, 
all points within the maximum distance belong to the core objects cluster.  Each cluster 
must have at least one core object and a core object can not belong to two different 
clusters.  If a core object is found to belong to more then one cluster, the clusters must be 
merged.  Because the data is static and no instances will be moved or removed, there is 
no need to consider splitting clusters.  If an instance does not belong to a cluster (within 
range of a core object) it is marked as noise.  This allows for tighter clusters that are not 
distorted by noise.  These calculations need to be done for every instance.  See figure 7. 
 

This algorithm may use more computational time then the k-means clustering 
because the Euclidian distance needs to be found from each instance to every other 
instance.  This makes density clustering great for manageable sizes of data but can cause 
large delays if the number of data points grows too large.  The data supplied by Wood’s 
Homes contains 375 instances which are easily within the ability of the density based 
clustering algorithm. 
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Figure 7 - Mathematical description of the DBSCAN algorithm taken from Dr. Richter's slide 2009 

 
 
Results of Density Based Clustering 
 
 For the purposes of the runs 1 and 2 of the density based algorithm, only the 
CAFAS subscale scores for each client were used.  The third run used the total CAFAS 
score, the program the client attended and the age at discharge in days. 
 
 The first step was to create the Heuristic chart and determine the maximum 
distance and the minimum number of points.  These values were calculated to be MaxPts 
= 7 and MinDis = 24.5.  See figure 8. 
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Figure 8 - Heuristic for CAFAS subscale scores 
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 The result from the first run of the density based cluster algorithm was surprising.  
All the instances, except two, belonged to one cluster.  To see if a slightly different 
minimum number of points and maximum distance values might change this result, a 
second run was done.  The change in the initial values just added values to the noise 
component, but all the other instances still belonged to one cluster.  Further runs with 
different initial values just increased the number of instances classified as noise.  This 
indicates that there is a may be an even spread over the vector space of the CAFAS 
subscale scores.  See figures 9 and 10. 
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Figure 9 - Cluster results for Density Based Clustering - Run 1 

 
 

Density Clusters using 8 CAFAS Subscales, Run 2
with MaxDist=22.5, MinPoints=32
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Figure 10 - Cluster results for Density Based Clustering - Run 2 
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 Given that the CAFAS subscale scores produced only one cluster, an third run 
was done using different data.  A new Heuristic chart was developed which gave the 
points: MinDist = 194.1 and MaxPts = 14.  See figure 11.  The third run using the new 
data with these initial values created two clusters as shown in figure 12.  Interestingly, the 
second cluster only has 16 instances in it while there were 25 instances of noise and the 
other 334 instances still belonged to the first cluster.  Further runs using slightly different 
initial values again created only one cluster with instances of noise.  This further 
indicates an evenly spaced spread of instances across the vector space. 
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Figure 11 - Heuristic for Program, Total CAFAS Scores, and Age at Discharge 
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Figure 12 - Cluster results for Density Based Clustering - Run 3 

 

Applied Machine Learning Department of Computer Science, University of Calgary 201



The density based clustering algorithm used was based on the slides from Dr. 
Richter’s CPSC 601.03 class notes.  The algorithm was implemented using Microsoft 
Excel.  The calculation of all Euclidian distances and determining which cluster each 
instance belonged to was done by an Excel Macro while helpful data was calculated 
using equations within Excel. 
 
Predetermined Risks 
 
 When starting this project, three possible risks where identified.  The first risk 
was that different practitioners could score the same client differently.  The second risk 
was the possibility of insufficient insight into the CAFAS scaling system at the beginning 
of the project.  The final risk identified was the possibility that the data was completely 
random and that no true clusters existed.  The first risk is minimized due to training and 
yearly updates on how to score clients using CAFAS done at Wood’s Homes.  The last 
two risks seemed unlikely at the beginning of the project, but both risks were encountered 
as complications. 
 

The first risk that was encountered was the understanding of the CAFAS scaling 
system.  At the beginning of the project, the assumption was made that the answers to the 
approximately two hundred yes/no questions would be available.  This initially led to the 
wrong choice for a clustering algorithm.  The understanding that the scores of about 200 
questions that were conceptual (yes/no) and not numerical in nature led to the initial 
choice of using the COBWEB clustering algorithm.  The COBWEB algorithm maximizes 
the predictability and the predictiveness.  Predictability is the probability that an instance 
in a certain cluster would have a given value for a certain attribute.  Predictiveness is the 
probability that an instance with a certain value for an attribute would belong to a certain 
cluster.  Now knowing that CAFAS scoring does not answer all two hundred questions 
but only marks the highest score for a given subscale (giving a numerical value), the 
COBWEB algorithm will not work. 
 
 The second risk that was encountered was that the data was completely random 
and that no true clusters exist.  This seems to have happened in an interesting way.  
Although in one small situation a second cluster was found, the data seems to be 
randomly spread over the vector space in such a way that one big cluster seems to exist.  
This greatly reduces the ability to analyze different clusters to find hidden information. 
 
Future Work 
 
 This project does not end with the CPSC 601.03 Fall 2009 class.  More work will 
be done to find different clusters using the Age, Sex, Discharge Date, Program, and 
CAFAS scores.  If and when these clusters are found, then a decision tree algorithm will 
be run to identify the differences between each cluster and why the instances belong to 
each cluster.  Once this continued analysis is done, Wood’s Homes will be given the 
information so they can better compare the results from the seven intensive care 
programs currently available. 
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Reinforcement Learning for Mobile Robots 

 

ABSTRACT 

Programming mobile robots can be a long and time-consuming process. The idea of having a 

robot learn how to accomplish a task becomes more realistic then other more complex ideas. It 

seems easier to be a teacher for the robot and tell him what to do and how to do it in order to 

achieve a certain task. In this project we introduce a framework for reinforcement learning on 

mobile robots and describe the experiments and the results given by these experiments.    

INTRODUCTION 

Reinforcement learning is a machine learning perspective that has particularly good 

performance in robot learning.  

There are essentially two large subdivisions of learning: supervised and unsupervised learning. 

In supervised learning, a robot is given input/output pairs and, after many examples, it 

develops its own function that can decide what to do with a given input.[1] 

In unsupervised learning the robot receives feedback from each action it performs, which 

allows it to judge how effective the action was. The feedback is extracted from the environment 

either through sensors or internal states such as counting. This approach is the one chosen for 

the project described.[1] 

There are two types of unsupervised reinforcement learning. The first requires a model of the 

environment so it can make proper decisions. The second one uses an action-value mode, 

which creates a function to deal with different states, also called Q-learning. Q-learning 

algorithm is used in this project because it was used in many other robot applications and it 

gave the greatest performance.[1] 

BACKGROUND 

The tool used in this project is a C++ Reinforcement Learning Toolbox that gives us the 

functions for implementing all the algorithms used in Reinforcement Leaning techniques. This 

toolbox will help teach the robot how to navigate using colored landmarks for reference. Using 

reinforcement learning we want the robot to reach a target as fast in time as possible. 
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DATA  

We used real-time data directly from the robot when testing the algorithm. The input data 

received are the landmark color and the values of the 3 sonar sensors. There is no old data 

gather in a database as a data input for training before testing the algorithm. But once we begin 

testing we can denote the data used as training data. 

The environment is represented by a portion of a lab that contains couple of boxes and some 

tables and chairs.   

IMPLEMENTATION AND CONSTRUCTION 

A Q-learning robot can determine the value of an action right after the action is performed, and 

does not need to know about the larger world model. It just needs to know the available 

actions for each step. [1] 

Q-learning values are built on a reward scheme. We need to develop a reward algorithm that 

will motivate our robot to perform goal-oriented behavior. For this project we created a goal-

based robot that is rewarded for finding colored landmarks. This is more easily to achieve using 

the following criteria: 

1. Finding a colored landmark 

2. Finding the landmarks in a certain order. For example, we have 2 landmarks blue 

and pink, and we want the robot first to find the blue landmark and then to find the 

pink landmark. So, if the previous color detected was blue and the latter one is pink 

the robot gets a reward of +7. Otherwise, if the previous color was blue but the next 

color is green the reward is only +3. 

3. Stop if finding the target landmark, in our example given by the pink landmark. 

The robot is equipped with a PTZ camera. The color detection is accomplished using another 

algorithm especially used for color detection in image processing. The sonar sensors are used to 

identify the obstacles and the distance between the obstacle and the robot, so that we can 

have a good navigation. 

The Q-values are calculated using the following formula: 

           , where 

       Q       A       i        J         R 
A table of Q-
values 

Previous 
action 

Previous 
state 

The new 
state  

Action 
producing  
max value 

Learning 
rate 

Reward 
function 
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Basically the equation increases the Q-value when a reward is positive, decreases the value 

when a reward is negative, and holds the value at equilibrium when the Q-values are optimal. 

In order to implement this algorithm, all movement by the robot must be divided into steps. 

Each step can be expressed by reading the percepts, choosing an action, and evaluating how 

well the action performed. All Q-values are set to zero in the beginning, but during the process 

it will change.  

States and actions 

The sensors on the robot (sonar sensors and the camera) are used to describe the state of the 

robot. The state is just a current summary of all perceptions that a robot is monitoring. Q-

learning is a little bit like statistics – gathering, and it means that the robot keeps a table of 

statistics (Q-table) that describe how successful an action is when presented with a state. 

 

   We developed three actions: 

- Turn Left 

- Turn Right 

- Drive Forward 

When describing the states there can be a conglomerate of states. For example if we are in 

state 1 (which might mean that the robot identified the blue landmark) the robot might try 

action 2 – Turn Right. 

The robot is an active learner, so every time it is given a state it tries out an action: then after 

the action is performed, it evaluates how successful it was by using the reward function. If we 

had to analyze a simplified example like: 

The robot can only discern 2 states: landmark blue or no landmark, and it only has 2 actions 

Turn Left and Turn Right. The entire Q-table for this robot would be as follows: 

 

States/Actions Action 1 Action 2 

State 1              -5 +10 
State 2 +2 +5 
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For every step the robot takes, it can look up the state in the table. In order for it to pick up the 

best action available, it should pick the action that will give the highest Q – value (that is the 

one that in the past has produced the highest reward).  

Another influencing parameter in the learning process is the learning rate, that is chosen 

between 0 and 1. This constant determines the rate of convergence to the optimal path. It is 

important to choose the right value, because if we use a value that is too high, each new step 

taken will dominate the previous Q-value history and produce a ‘feeling’ that robot has no 

memory of previous situations. On the other hand if the robot has a small rate , the robot will 

be known as a slow learner.  

EVALUATION 

The environment where the experiments were made is the Signal Processing Laboratory from 

University of Calgary. At first we build up a small area where the robot can look. The landmarks 

that we used are essentially pieces of colored paper glued on different pieces of furniture from 

the lab.  

The actions that the robot can perform are TurnLeft, TurnRight and DriveForward. That means 

that it can turn right or left with 60 degrees, or it can drive forward a certain distance.   

The evaluation task consists in finding first the blue landmark and then “looking” for the pink 

landmark. Once detected the robot has to stop, because it reached its end-goal. The looking 

phase it is basically turning around and on the base of it sonar sensors finding a way where it 

can navigate, where the robot is not detecting any obstacles, so it can move forward in order to 

find the pink landmark. 

The duration of the test where for first two tests the robot would stop in 3 to 4 minutes, after 

finding the pink landmark. Bur those where lucky experiments, because on another day we had 

two other experiments and it did not reach the target. 

 

PROBLEMS AND REMARKS 

However, the camera used has a slow image processor, and that means that it has a delay of 4 

to 5 seconds to process the image while moving. In other words the robot has a current image 

that after moving stays for a while until it changes to the new image. 

Another challenge that I found, is related to the mechanical constrains of the robot. Due to a 

malfunction of one of the wheels of the robot, when trying to change actions (for example from 

drive forward to turn right) the robot cannot drive forward, it has a circular movement.  
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Those two major complications can have a great effect on the performance of the algorithm 

itself , but the good part is that the algorithm works, and can have lots of improvements. 

 

FUTURE WORK 

There are a lot of things that can be improved, and tested it. I want to change the learning rate 

of the algorithm, from 0.1 to something larger to see the results.  

Another action that can be done is giving as input the location of the robot and then see what 

are the new performance of the algorithm. A good change would be fixing the mechanical 

problems so we can really see how it will affect the results.  

Lots of experiments can be developed once we have resolve all the technical problems, and I 

will work on making the robot find the elevator, as a end target.  
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Ole Rehmsen 

Geometric Gesture Recognition using Motion Trajectories 

  

 Motivation 

In recent times we have seen a hype towards new input techniques: Touch screen, multi 

touch devices, the Nintendo Wii and Microsofts Project Natal. All of these promise a more 

natural access to the computer than mice and keyboards provide.  

Using gestures for controlling computers has a number of advantages: They do not require 

the user to have a device in his reach, thus removing the need for batteries, removing the 

risk of loss, allowing multiple users to control one computer simultaneously, increasing the 

hygiene for publicly accessible computers. Furthermore gestures have a very long tradition 

as a form of communication between humans, potentially making using gestures very 

intuitive. Lastly, gestures can be performed in 3-D space as opposed to mice, which always 

stay in the two dimensions of the screen. Thus gestures are potentially well suited for tasks 

that require this kind of 3-D control, such as 3-D modeling. 

Many existing approaches to gesture recognition require special hardware such as stereo 

cameras or distance meters. In this project we want to develop a recognition system that 

works only with common consumer hardware, namely webcams as they can be found in 

nearly all notebooks that are sold today. Methods that work well on standard hardware can 

expect to experience a must faster adaption as production and distribution of new software 

is a lot cheaper and faster than that of new hardware.  

 

 Problem statement 

The problem we are ultimately trying to solve is the following: Given an image sequence 

recorded by a regular webcam, classify the depicted gesture as one of a set of priorly 

learned gestures. In this project, our focus is on exploring the potential of approaches that 

break down the problem to classifying the motion trajectory of a moving object (e.g. a 
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hand). To this end we want to extract the motion trajectories and cluster them using a time 

series similarity measure. In the end we want to analyse to what extend the resulting 

clusters match the expected classes. This gives us a measurement of how well the 

preprocessing steps and the similarity measure are fit to classify the kind of gestures we are 

using.   

 

 Data 

Our data set contains of 400 recordings of ten types of gestures. The gestures were 

performed by two different individuals, at different distances from the camera and at 

different speeds. The gestures where chosen to be pairwise similar in at least one aspect to 

stress test the systems ability to classify even similar gestures. The gesture types used are: 

Swipe right and upright, checkmark, eight, infinity and circle, imploding and exploding, 

sinus and zig-tag. Note that imploding and exploding (opening and closing the hand) do not 

have one motion trajectory (the motion goes either from the center to the outside or the 

other way around). This is to test the systems behavior in cases where the given approach 

should not be able to make a successful classification.  

 

 Method 

The central idea of our method is to extract the motion trajectory from the image sequence 

and then apply similarity measures originally developed to compare curves in relational 

clustering. The algorithm has four main steps: Computation of a sequence of optical flow 

fields, extraction of the motion trajectory, computation of the dissimilarity matrix, 

clustering. A more in-depth description of these steps is given in the following paragraphs. 

 

Given an color image sequence depicting a gesture, our system first converts it to a grey 

value image sequence. This is done as the optical flow computation technique we are 

intending to use is defined for pairs of grey value images. Next, Gaussian smoothing is 

applied to the grey value sequence. This improves the approximation of the optical flow 
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fields that will be computed in the next step. We use the classical method proposed by Horn 

and Schunck. This is a variational optical flow algorithm using the grey value constancy 

assumption and a smoothness term with quadratic penalizers, requiring us to solve a linear 

system of equations with 2*w*h unknowns for each pair of two subsequent frames. To 

solve this we use the SOR algorithm, an iterative method. Their exist more accurate energy 

functionals than Horn and Schunck [HS81], but since we are only interested in the motion 

trajectory, this algorithm should be accurate enough. Similar, there are significantly faster 

iterative approaches than SOR, like Multigrid strategies [Bru06], but since this is only a 

prototype performance does not matter as much. These computations, however, can be done 

in real-time if necessary (for an end-user application).  

 

Once we have computed the optical flow fields, several strategies can be applied to extract 

what is hopefully the most significant motion in the gesture performance. Two strategies we 

have implemented as part of this project are Max and Average filter. The Max filter takes 

from each frame the displacement vector with the maximal length and connects them to a 

motion trajectory. The Average filter takes the average displacement of all pixels in one 

frame. This has the disadvantage that in most image sequences, a large amount of the pixels 

will not have moved, which will result in a relatively small average displacement. It would 

also be interesting to take a certain quantile of the largest displacements and then compute 

the average angle from this set. Independent from the curve extraction strategy chosen it is 

advisable to normalize the resulting curves, as external factors such as the distance of the 

hand towards the camera and the camera resolution will determine how large a motion 

trajectory occurs in the image sequence. By normalizing all curves to start at the origin and 

not to exceed distance of one in positive and negative x and y direction the motion 

trajectory becomes robust towards these factors and more comparable.  

 

The third step is to compute the distances between all pairs of gestures. This can be done 

using any similarity measure for curves/time series. In this project we use Dynamic Time 

Warping [Sak78]. This algorithm belongs to the class of the man-dog distance measures, 

that define the distance of to curves by the minimal distance between points of these two 
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curves. In the case of Dynamic Time Warping, the algorithm starts at the beginnings of the 

two curves and matches points on the two curves in such a way that the sum of the 

distances between all the points on both curves is minimal. The main advantage of this 

distance measure is that it is robust with respect to speed: If one gesture is performed at a 

faster speed than another, its motion trajectory will contain of fewer data points. To make 

them comparable, it is necessary that the distance measure adjusts the matching between 

curves accordingly.  

 

The last step in our application is clustering. Since at this stage we do not want to compare 

the curves themselves directly, but instead use the distances between each pair computed in 

the previous step, we want to select a clustering algorithm from the class of relational 

clustering algorithms. For our project we have implemented a variant of k-medoids 

clustering, called Hard C-Medoids algorithm, and a fuzzy version of it, Fuzzy C-Medoids 

[KJY99]. The decision whether to use fuzzy or hard clustering depends on the intended 

application: If the clustering should be used to devise a decision tree for a gesture 

classification system, hard clustering is more useful (if we are looking for a crisp decision). 

If gestures are commands, then the system has to decide which command was given (or 

reject the gesture as not recognized). For analysis of different preprocessing steps and 

similarity measures, however, it can be very useful to not only no the closest cluster, but 

also the second and third best match. This is where fuzzy clustering comes in: Its result is a 

membership matrix that tells us for each gesture the degree of membership in each cluster. 

Fuzzy clustering is also useful in other cases where we do not look for a hard decision. 

For both the fuzzy and the hard clustering it is necessary to specify the number of clusters 

that should be used. Also these clustering techniques do not have a special handling for 

outliers. This will become important in the evaluation.  

 Evaluation 

To evaluate our algorithm and to allow for more insights in this and similar approaches, we 

have developed a testing framework, which allows the user to select different algorithms 

for each step and compare the results. The user can visualize motion trajectories,  and 

Applied Machine Learning Department of Computer Science, University of Calgary 213



display distances, cluster memberships and partitions.  

From looking at the generated clusters at different configurations, we have identified a 

number of problems with the current approach:  

The most severe problems occurs due to insufficient handling of outliers: Since we know 

that the total number of distinct gesture types is ten, we decided to have the clustering 

algorithm create ten clusters. It turned out, however, that single outliers would be far off 

any other gestures and end up being put into their own cluster. This leads to the problem 

that there are not enough clusters for the rest of the gestures, which results in two gestures 

that are fairly close being put into one combined cluster. From this problem it becomes 

obvious that some sort of specific handling for outliers needs to be used, as there will 

always be gestures that cannot be correctly classified. A recognition system for gestures 

should be able to reject sloppy gestures as it can not be prevented that the user performs 

unclear or nonexistent gestures.  

Other problems included the accuracy of the motion trajectory: The system was in many 

cases not able to differentiate between a zig-zag gesture with sharp changes in direction and 

a sinus gesture, that consists of a smooth up and down. Correctly classifying these two 

gestures will require another similarity measure, that does not only compare one point on 

each curve at a time, but also takes in account properties such as smoothness or curvature 

of the motion trajectory.  

 Future Work 

There are several points that should be improved, both in the algorithm and the testing 

framework.  

The most important seems to be proper handling for outliers. One possibility would be to 

use another clustering algorithm such as density clustering that is able to identify outliers 

and omit them in the clusters. A simple approach would be to increase the number of 

clusters so that outliers may end up in there own clusters, but still have enough clusters for 

the different gestures. It is however unclear how the number of clusters should be chosen, 

and each selection will only work decent for a certain arrangement of gestures. One last 

option would be to identify and remove outliers prior to clustering. Since we know that in 
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the learning phase, each gesture type is contained multiple times, we should be able to 

identify motion trajectories that are dissimilar to any other appearance an exclude them 

from clustering.  

Another improvement could be to not only measure the distance of points, but also the 

distance of the derivative[KP01] or curvature at these points. This would enable the system 

to deal with gestures that differ in the degree of smoothness. One has to decide, however, 

how much accuracy is required. It is easy to design a large number of very distinct gestures 

which could in practice make it unnecessary to use very similar gestures.  

If one wants to allow or more general gestures (not only those which can be represented by 

a single motion trajectory), one could chose extract and compare statistical moments such 

as average, skewness and kurtosis instead of the motion trajectory and combine this with a 

suitable similarity measure. This approach has the disadvantage that it is less accessible and 

visual for humans, but might turn out giving good results.  

One aspect that should be improved in future work is the performance of the system. It 

would be rewarding to skip optical flow computation and instead estimate the motion 

trajectory using tracking approaches. If one decides to stay with optical flow, one should 

use a more advanced iterative solver such as a multigrid method to speed up convergence 

when solving the Euler-Lagrange equations. Suitable methods exist already and only have 

to be implemented and integrated in the system.    

A huge improvement that should be done to the testing framework is a good user interface 

for parameter tweaking: Many of the used algorithms require parameters that can vastly 

influence the goodness of the recognition. It should be easily possible to tweak these 

parameters to achieve good results. The main challenge here is to generate the UI 

independent from the actual algorithms, to keep the flexibility to exchange an algorithm 

using different parameters without having to redesign the user interface.  

A second feature that would be desirable is to provide a grouping mechanism that allows 

for a better overview of the data. At the current stage, the system can show distances for 

example only between each of the 80 000 possible pairs, which renders in depth analysis 

almost impossible.  
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Decision Trees has been used successfully in many diverse areas such as medical 
diagnosis, character recognition, remote sensing, expert systems and speech 
recognition to name only a few. Perhaps, the most important feature of a decision 
tree is their capability to break down a complex decision-making process into a 
collection of simpler decisions, thus providing a solution which is often easier to 
interpret. 
 In this project a group of book covers is aimed to be classified under the name of 
their publishers. Apparently books inside each of these groups share some basic 
characteristics which in a higher level form the structure of the book cover that can 
be identified for that publisher. Some helpful features to address this classification 
problem include taking the advantage of different colors, shapes and relational 
position of objects on the design of book cover which will further serve as the 
attributes for building the decision tree. 
Hopefully the proposed method will be easily generalized to other image 
classification problems as in medical image diagnosis or pattern recognition. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
1 Introduction 
Classification represents an important task in machine learning and data mining 
applications. It’s mostly consists in inducing a classifier from a set of historical 
examples (or training set) with known class values and then using the induced 
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classifier to predict the class value or the category of new objects given the values of 
their attributes or features. 
In this project we want to solve a classification problem in domain of image 
processing. A bunch of book covers are aimed to be classified under the name of 
their publishers. The books belonging to each of these groups share some basic 
characteristics which in a higher level form the structure of the book cover that can 
be identified for that publisher. 
The classification task can be done by a group of techniques: statistical techniques 
like discriminate analysis and artificial intelligence based techniques like artificial 
neural networks, k-nearest neighbors, Bayesian networks and decision tree. The 
latter, namely, decision trees, are considered as one of the most popular 
classification techniques. They are able to represent knowledge in a flexible and 
easy form which justifies their use in decision support systems, intrusion detection 
systems, medical diagnosis and many more. 
Inductive inference is the process of moving from concrete examples to general 
models. In one form, the goal is to learn how to classify objects or situations by 
analyzing a set of instances whose classes are known. Classes here are mutually 
exclusive labels such as medical diagnoses, qualitative economic projections, image 
categories, or failure modes. Instances are typically represented as attribute-value 
vectors that give the numerical or nominal values of a fixed collection of properties. 
Learning input consists of a set of such vectors, each belonging to a known class, and 
the output consists of a mapping from attribute values to classes. This mapping 
should accurately classify both the given instances and other unseen instances. 
More descriptive names for such tree models are classification trees or regression 
trees. In these tree structures and after the tree is built, leaves represent 
classifications and branches represent conjunctions of features that lead to those 
classifications.   
The main machine learning method which is used in this project is decision tree. 
Decision tree learning is widely used in data mining and machine learning.  There  
the decision tree is used as a predictive model which maps observations related to 
an item to conclusions about the item's target value. More descriptive names for 
such tree models are classification trees or regression trees. In these tree structures, 
leaves represent classifications and branches represent conjunctions of features 
that lead to those classifications. 
 
 
2 Overview of the problem 
Once there was a proverb which said: ”do not judge a book by its cover”. Nowadays 
the book cover designs need more attention and specialty in being more and more 
attractive and interesting as possible. In the highly competitive world of business 
and trading maybe it’s fairly sensible for publishers to invest in hiring powerful 
designers to come up with creative and appealing styles for books to capture more 
attention and as result more customers. Eye-catching book covers that make each 
publisher’s book stand out from the rest are in every book store .  
Book cover designers often use the same design structure for the same category of 
books.  This means most of the time you can recognize the books from the same 
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publisher even from a far distance just because you have already read something 
from the same series of that publisher. 
The main objective of this project is then finding an image processing procedure for 
classification of different book covers which shares the same style.  Of course it’s 
worth mentioning here that we don’t want to take advantage of just detecting the 
publisher’s name or special symbol on the book cover and solve the problem as a 
pattern recognition problem. We want to come up with a method which is able to 
extract the visual characteristics of the book cover design to play the role of our 
attributes and then perform the classification based of these features. 
Looking from a higher level this methodology can then further be used for 
classification of other types of images like medical images by being able to extract 
the visual features that identify that specific image. That sort of classification in the 
field of medical imaging can be used for medical image diagnosis which is a hot 
research topic these days.  In that domain book cover images can be easily replaced 
with CT or other medical images, the publisher name can be replaced as the name of 
the disease and the goal can be either the classification of patients who are prone to 
have a specific disease, or just identifying a disease, or extracting an abnormal tissue 
or tumor in the whole image. 
 
2.1 Database 
The first step of this project was to generate a related database. More specifically we 
needed to find a bunch of book covers from different publishers and of course we 
limit ourselves to picking just the ones which share certain characteristics with each 
other. 
In total we came up with 54 book cover images taken from amazon.com.  The size of 
these images is chosen to be 500*715 for the sake of uniformity. The images are 
saved in jpg format.  These 54 pictures was primarily aimed to be used as input 
images or the training dataset for building the decision tree.  Another group of 24 
images also were collected to be used further for the testing of the final proposed 
procedure. 
Each of these 54 book cover images belong to one of the 9 selected publishers. 
Here are some samples of different book covers and their publishers. 
 
Group 1: Wiely “Dummy” series 

                 
 
 
Group 2 : Barron’s “Student choice” series 
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Group 3 : Kaplan “Higher score guaranteed” series. 

             
 
 

Group 4 : Mcgrawhill “5 steps to” series. 

               
 
 

Group 5 : Princeton review “Proven techniques series” 

            
 

 
 
 
Group 6 : O’reilly “Solutions and examples” series 
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Group 7 : Apress “The expert’s voice” series 

             
 

Group 8 :  Wiely “Wrox programmer to programmer” series 

           
 

Group 9 : O’reilly Pogue press “ The missing manual” series 

                 
 
 

2.2 Tool 

Matlab 2009 image processing tool box is used. Image Processing Toolbox™ 
software provides a comprehensive set of reference-standard algorithms and 
graphical tools for image processing, analysis, visualization, and algorithm 
development. You can restore noisy or degraded images, enhance images for 
improved intelligibility, extract features, analyze shapes and textures, and register 
two images. Most toolbox functions are written in the open MATLAB language, 
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giving you the ability to inspect the algorithms, modify the source code, and create 
custom functions.  

2.2.1 Images in Matlab 

The basic data structure in MATLAB is the array, an ordered set of real or complex 
elements. This object is naturally suited to the representation of images, real-valued 
ordered sets of color or intensity data. 

MATLAB stores most images as two-dimensional arrays (i.e., matrices), in which 
each element of the matrix corresponds to a single pixel in the displayed image. 
(Pixel is derived from picture element and usually denotes a single dot on a 
computer display.)  

For example, an image composed of 200 rows and 300 columns of different colored 
dots would be stored in MATLAB as a 200-by-300 matrix. Some images, such as 
truecolor images (mostly refer to RGB images) , require a three-dimensional array, 
where the first plane in the third dimension represents the red pixel intensities, the 
second plane represents the green pixel intensities, and the third plane represents 
the blue pixel intensities. This convention makes working with images in MATLAB 
similar to working with any other type of matrix data, and makes the full power of 
MATLAB available for image processing applications. 

 

2.3  Proposed algorithm in a quick view 
For solving this classification problem, we face a sort of two fold issue. The first 
issue is preparing the images for the classification by decision tree. This means that 
we need to devise a strategy to extract some distinguishable features out of images 
to play the role of attributes for the further step of building the decision tree. Having 
these attributes at hand then we can build the decision tree based on the common 
methods and by taking advantage of available tools.  
 
 

 
Figure1 : a two-fold problem 

 
 
2.3.1 Attributes 
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Before focusing on extracting attributes as the first step toward solving the problem, 
we need to decide which features of the images we want to use as attributes. Giving 
another look to the book images we can recognize that the structure of these book 
covers can be identified by three key characteristics: 

- Color, 
- Shape and 
- Relational position of objects. 

 
These are actually the commonalities among all the images that belong to the same 
group. As here we have color images, thus color is one of the key features in 
identifying different images from each other. On the other hand each book cover 
style in a rough level is consist of different shapes and these shapes are placed in 
different positions with respect to each other. Therefore a combination of above 
features seems to be a strong characteristics for distinguishing each publisher 
uniquely.  
After deciding about the attributes, the solution of the problem can be summarized 
in 3 steps as shown in the flow chart. 
 

 
Figure2 : different steps toward the final classification 

 
In the next subsections we describe in details how we proceed in each step toward 
the formation of the final solution.  
 
 
2.3.2 Attribute Extraction 

The main technique which comes to the mind after looking at the nature of the 
attributes is the image segmentation technique. 

 In computer vision, segmentation refers to the process of partitioning a digital 
image into multiple segments or sets of pixels also known as super pixels. The goal 
of segmentation is to simplify and/or change the representation of an image into 
something that is more meaningful and easier to analyze. Image segmentation is 
typically used to locate objects and boundaries such as lines and curves in images. 
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More precisely, image segmentation is the process of assigning a label to every pixel 
in an image such that pixels with the same label share certain visual characteristics. 
The result of image segmentation is a set of segments that collectively cover the 
entire image, or a set of contours extracted from the image. Each of the pixels in a 
region are similar with respect to some characteristic or computed property, such as 
color, intensity, or texture. Adjacent regions are significantly different with respect 
to the same characteristic. 

Therefore by segmenting the image into different objects which have the same color 
we are able to extract our first two attributes simultaneously which is very good and 
efficient.  

We follow the below steps for extracting attributes systematically: 

First step:  
Segment the image by k-means color clustering 

Second step: 
Choose the cluster of your interest based on the color you want to segment. 

Third step:  
Create a mask for segmenting this cluster from sample images. 

Forth step:   
Fill the matrix of the attributes by applying the mask on each input image 
and extract the mean color for the pixels inside the target segment to be used 
as the value for the attributes related to the row which represent this input 
image in the matrix of attributes. 
 

Now we describe each step in details. 

2.3.2.1 Segmentation technique 

Image segmentation techniques come with a great variety.  Clustering methods, 
histogram-based methods, edge detection methods, region growing methods, level 
set methods, graph partitioning methods, watershed transformation and model 
based segmentation are the most popular techniques which are used nowadays. 
Depends on the application domain one can choose the technique which fits the goal 
of the segmentation and take the best advantage of the domain characteristics. Most 
of the time segmentation is not the end goal and it’s often used to support further 
decision-makings or to make image analysis easier and more efficient. 
Because the primary focus of segmentation in our problem is to extract different 
shapes which have different colors we choose to use k-means clustering technique 
to partition the image.  

The K-means algorithm is an iterative technique that is used to partition an image 
into K clusters. The basic algorithm is: 

1. Pick K cluster centers, either randomly or based on some heuristic 
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2. Assign each pixel in the image to the cluster that minimizes the variance 
between the pixel and the cluster center 

3. Re-compute the cluster centers by averaging all of the pixels in the cluster 
4. Repeat steps 2 and 3 until convergence is attained (e.g. no pixels change 

clusters) 

In this case, variance is the squared or absolute difference between a pixel and a 
cluster center. The difference is typically based on pixel color, intensity, texture, and 
location, or a weighted combination of these factors. K can be selected manually, 
randomly, or by a heuristic. 

The algorithm is guaranteed to converge, but it may not return the optimal solution. 
The quality of the solution depends on the initial set of clusters and the value of K. 

In terms of performance the algorithm is not guaranteed to return a global 
optimum. The quality of the final solution depends largely on the initial set of 
clusters, and may, in practice, be much poorer than the global optimum. Since the 
algorithm is extremely fast, a common method is to run the algorithm several times 
and return the best clustering found. We choose to run the algorithm three times to 
make sure that the clustering is precise enough for our segmentation goal. 
Experiments shown that three times is fair enough for obtaining distinct clusters.  A 
drawback of the k-means algorithm is that the number of clusters k is an input 
parameter. An inappropriate choice of k may yield poor results. The algorithm also 
assumes that the variance is an appropriate measure of cluster scatter. 

 After investigating the images we find out that the major colors available in each 
image is most of the time 3 colors and in some cases 4. So the choice of K for the 
clustering technique here is not very difficult. Based on this choice we cluster the 
images into 3 (or 4) major groups of pixels.  

So initially we read in all the images and store them in 3 dimensional matrixes in 
Matlab. The Image Processing Toolbox software represents colors as RGB values. 
However, there are other models besides RGB for representing colors numerically. 
The various models are referred to as color spaces because most of them can be 
mapped into a 2-D, 3-D, or 4-D coordinate system; thus, a color specification is made 
up of coordinates in a 2-D, 3-D, or 4-D space. The various color spaces exist because 
they present color information in ways that make certain calculations more 
convenient or because they provide a way to identify colors that is more intuitive. 
For example, the RGB color space defines a color as the percentages of red, green, 
and blue hues mixed together. Other color models describe colors by their hue 
(green), saturation (dark green), and luminance, or intensity. The toolbox supports 
different color spaces by providing a means for converting color data from one color 
space to another through a mathematical transformation. 

However the standard terms used to describe colors, such as hue, brightness, and 
intensity, are subjective and make comparisons difficult. In 1931, the International 
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Commission on Illumination, known by the acronym CIE, for Commission 
Internationale de l'Éclairage, studied human color perception and developed a 
standard, called the CIE XYZ. This standard defined a three-dimensional space 
where three values, called tristimulus values, define a color. This standard is still 
widely used today. In the decades since that initial specification, the CIE has 
developed several additional color space specifications that attempt to provide 
alternative color representations that are better suited to some purposes than XYZ. 
For example, in 1976, in an effort to get a perceptually uniform color space that 
could be correlated with the visual appearance of colors, the CIE created the L*a*b* 
color space (also known as CIELAB or CIE L*a*b*) which enables us to quantify the 
visual color differences better. This color space consists of a luminosity layer 'L*' (a 
measurement of brightness), chromaticity-layer 'a*' (an objective specification of 
the quality of a color regardless of its luminance, that is, as determined by its hue 
and colorfulness) indicating where color falls along the red-green axis, and 
chromaticity-layer 'b*' indicating where the color falls along the blue-yellow axis. All 
of the color information is in the 'a*' and 'b*' layers. We can measure the difference 
between two colors using the Euclidean distance metric.  

So before performing the k-mean algorithm we convert our images from the default 
sRGB color space (Standard adopted by major manufacturers that characterizes the 
average PC monitor) to  L*a*b* color space to take the best advantage of color 
characteristics. 

 Since the color information exists in the 'a*b*' space, our objects are pixels with 'a*' 
and 'b*' values. The k-means algorithm takes these two values for each pixel and 
search for minimizing the distance between each pixel and randomly chosen cluster 
centers . Then we can easily label every pixel in the image using the output results 
from k-means. 

In the figure below a sample segmented image from each group is shown. 
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Figure3 : k-means algorithm results, clustered images 

 

2.3.2.2 Building the masks 

After performing the k-means clustering technique on each group of images we now 
have different color clusters which have different shapes. In each group in order to 
be able to cover all test samples which have a similar shape with the same or a close 
color we need to create a specific mask for testing the pixel values inside each 
cluster. By mask we mean a binary image having all 1s inside the cluster and 0s 
outside the cluster. The masks created for group 3 is shown in the figure below. 
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Figure4 : From left to right: main image, mask created for the red cluster, mask 
created for light blue, mask created for dark blue. 

In order to create these masks for each shape we merge all the similar clusters 
resulted from segmenting all the members of each group.  (the ones having similar 
shapes and the same color) By merging we mean performing a logical AND operator 
on all 6 masks created for each of the members in each group. By doing this later we 
find out that the risk of failing to identify a test image is significantly decreased.  
Logically by merging all shapes with the same color we will end up having a mask 
which can fit all the similar shapes later. In total we create 17 different masks to 
identify different clusters of interest inside book cover images. 

Group 1: Wielly “Dummy series” 
In this group we have a dominant yellow background so we decide to segment this 
yellow part of the image and use it as the mask for characterizing this group of book 
cover designs. The mask for this group is shown in the figure below. 
 

 

 

Figure5 : final mask for identifying group one 
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Group 2 : Barron’s “Student choice” series 
In this group we have a green anchor on the top of the images and also a white 
irregular background. These masks are shown in the figure below. 
 

 

 

Figure6 : final mask for identifying group two 

Group 3 : Kaplan “Higher score guaranteed” series 
In this group we have a red band on the top right and a bubble star on the 
background which is in one cluster. The next cluster is the dark blue segment 
containing the title of the book and the third is the light blue background. The masks 
are shown in the figure below. 

 

 

Figure 7: final mask for identifying group three 
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Group 4 : Mcgrawhill “5 steps to” series 
In this group we identify two different clusters, the orange shape on the top right 
and another mixed shape which is the combination of the black arrow, the top white 
background and the dark bottom background. The resulting masks are shown in the 
figure below. 
 

 

 

Figure8 : final mask for identifying group four 

Group 5 : Princeton review “Proven techniques series” 
In this group after performing the k-means algorithm, we realized that all share a 
cluster in the location of the face of the people on the book covers, so we merge all 
face clusters to build a mask for identification of the people’s face. The second mask 
is the white background. The resulting masks are shown in the figure below. 
 

 

 

Figure9 : final mask for identifying group five 
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Group 6 : O’reilly “Solutions and examples” series 
In this group we have a teal box containing the title of the book which has different 
size and location in different images, so merging the masks from different images 
will result in a mask which can easily identify them all, and we see here in this 
example that the rationale behind making masks is to reduce the risk for the book 
covers inside which the clusters does not necessarily have a fixed position and size.  
 

 

 

Figure 10: final mask for identifying group six 

Group 7 : Apress “The expert’s voice” series 
In this group we identified 2 major clusters, the yellow anchor on the bottom and 
the black background. The resulting masks are shown in the figure below. 
 

 

 

Figure11 : final mask for identifying group seven 
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Group 8 :  Wiely “Wrox programmer to programmer” series 
In this group we just pick the red background as the major cluster. The resulting 
mask is shown in the figure below. 
 

 

 

Figure12 : final mask for identifying group eight 

Group 9 : O’reilly Pogue press “ The missing manual” series 
In this group we pick the dark green box in the middle of the image as one cluster 
and the light green segment as the second cluster. The resulting masks are shown in 
the figure below. 
 

 

Figure13 : final mask for identifying group nine 

Applied Machine Learning Department of Computer Science, University of Calgary 236



Publisher recognition from book cover images     Machine Learning course project technical report  
 

21 

 

2.3.3 Building the decision tree  

A decision tree is an arrangement of tests that prescribes an appropriate test at 
every step in an analysis. In general, decision trees represent a disjunction of 
conjunctions of constraints on the attribute-values of instances. Each path from the 
tree root to a leaf corresponds to a conjunction of attribute tests, and the tree itself 
to a disjunction of these conjunctions. More specifically, decision trees classify 
instances by sorting them down the tree from the root node to some leaf node, 
which provides the classification of the instance. Each node in the tree specifies a 
test of some attribute of the instance, and each branch descending from that node 
corresponds to one of the possible values for this attribute. An instance is classified 
by starting at the root node of the decision tree, testing the attribute specified by 
this node, then moving down the tree branch corresponding to the value of the 
attribute. This process is then repeated at the node on this branch and so on until a 
leaf node is reached.  

Decision trees have some main characteristics: 

 They are simple to understand and interpret. People are able to understand 
decision tree models after a brief explanation. 

 They have value even with little hard data. Important insights can be 
generated based on experts describing a situation (its alternatives, 
probabilities, and costs) and their preferences for outcomes. 

 They use a white box model. If a given result is provided by a model, the 
explanation for the result is easily replicated by simple math. 

 They can be combined with other decision techniques.  As in our problem we 
can easily combine k-means clustering with decision tree and perform a very 
precise and reliable classification. 

Of course there are just a certain groups of problems that are appropriate for 
decision tree Learning. Decision tree learning is generally best suited to problems 
with the following characteristics: 

 Instances are represented by attribute-value pairs.  
o Instances are described by a fixed set of attributes (e.g., temperature) 

and their values (e.g., hot). 
o The easiest situation for decision tree learning occurs when each 

attribute takes on a small number of disjoint possible values (e.g., hot, 
mild, cold). 

o Extensions to the basic algorithm allow handling real-valued 
attributes as well (e.g., a floating point temperature). 

 The target function has discrete output values.  
o A decision tree assigns a classification to each example.  

 Simplest case exists when there are only two possible classes 
(Boolean classification). 
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 Decision tree methods can also be easily extended to learning 
functions with more than two possible output values. 

o A more substantial extension allows learning target functions with 
real-valued outputs, although the application of decision trees in this 
setting is less common. 

 Disjunctive descriptions may be required.  
o Decision trees naturally represent disjunctive expressions. 

 The training data may contain errors.  
o Decision tree learning methods are robust to errors - both errors in 

classifications of the training examples and errors in the attribute 
values that describe these examples. 

 The training data may contain missing attribute values.  
o Decision tree methods can be used even when some training examples 

have unknown values (e.g., humidity is known for only a fraction of 
the examples). 

Learned functions are either represented by a decision tree or re-represented as 
sets of if-then rules to improve readability. 

After creating all the masks, one last step before building the decision tree is to form 
a matrix of different attribute values related to each book cover image and also to 
form another corresponding matrix containing the related class of each image. 
Basically this step is forcing the supervision into the learning algorithm, as we know 
beforehand that each of our training input data belongs to which class, so by 
forming the mentioned matrixes we are encapsulating the supervision in form of 
two matrixes which is meaningful for Matlab. Having these two matrixes we can get 
Matlab to build the optimal decision tree for us.  

For building the attribute matrix first we convert all the input images to graylevel 
images for the sake of simplicity, otherwise we need to deal with 3 color 
components for each mask and this will result in having 51 (17masks* 3 color 
components) attributes which seems to be far too many attributes.  By converting 
the color images to graylevel images without losing a significant data we will have 
17 attributes. a graylevel or grayscale digital image is an image in which the value of 
each pixel is a single sample, that is, it carries only intensity information. Images of 
this sort, also known as black-and-white, are composed exclusively of shades of 
gray, varying from black at the weakest intensity to white at the strongest. 

So  we apply all the resulting masks one by one on each of the 54 input images and 
calculate the mean value of the color of the pixels inside each mask. The mean 
values obtained are then inserted into the matrix of attributes for the images.  So 
each row of this matrix contains the value of different attributes related to a certain 
image. The matrix of attributes is shown in the table1. 
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Table1: the matrix of attributes and classes 

 
Once the attribute matrix is ready we use the Matlab “classregtree(X,y)” function to 
build the tree. This function creates a decision tree t for predicting the response y as 
a function of the predictors in the columns of X. X is an n-by-m matrix of predictor 
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(or attribute) values. If y is a vector of n response values, classregtree performs 
regression. If y is a categorical variable, character array, or cell array of strings, 
classregtree performs classification. Either way, the result is a binary tree where 
each branching node is split based on the values of a column of X. Incomplete values 
in X or y are taken as missing values, and observations with any missing values are 
not used in the fit. 
The final pruned decision tree for classification is shown in the figure. 

 

Figure 14 : final built decision tree used for classification 
 
 
2.3.4 Testing and validation 
 
Once the tree is built we can convert it into a set of “if-then-else” rules and then use 
it to classify other images from our test dataset. 
 
Here are the rules for testing the classification: 
 
1  if x3<165.273 then node 2 else node 3 
 2  if x1<179.147 then node 4 else node 5 
 3  if x3<196.489 then node 6 else node 7 
 4  if x4<131.963 then node 8 else node 9 
 5  class = wiely dummy 
 6  if x10<199.302 then node 10 else node 11 
 7  class = barrons 

Applied Machine Learning Department of Computer Science, University of Calgary 240



Publisher recognition from book cover images     Machine Learning course project technical report  
 

25 

 

 8  class = a press 
 9  if x1<155.996 then node 12 else node 13 
10  if x12<204.254 then node 14 else node 15 
11  class = princeton 
12  if x8<142.283 then node 16 else node 17 
13  class = kaplan 
14  class = pogue press 
15  class = o reily 
16  class = mc growhill 
17  class = wiely prog 
 
Then  we test images inside our test dataset and find out that algorithm can 
precisely classify all the test images into their related groups. 
 
 
2.3.5 Discussion 
 
Looking to the tree which is built we see that just 6 attributes out of 17 are used in 
the classification. This means that we can reduce the number of attributes without 
losing any significant data which would be helpful for the classification. The first 
choice which comes into mind is removing the masks related to white backgrounds. 
Also for some groups we used 3 masks which can be reduced to just one cluster 
containing the major color or a color which can not be found in other groups and 
can be looked at like a unique identifier for a certain group.  
Thinking to the generalization of the problem and applying the proposed procedure 
to other domains of images such as medical images, we can be hopeful that by 
finding unique masks which represent a tissue or some sort of abnormality, after 
segmenting the image into meaningful clusters we can have enough attributes to 
build an optimal decision tree to solve our problem of interest.  
The risk involved with this project is mostly about having the series of book covers 
which do not share the same structure or do not have that much in common in 
terms of the chosen attributes. This is possible that the publishers do not choose the 
same design for the book covers or do not get the same designer design the book 
cover for that series. This proposed algorithm can be successfully applied to the 
classification of the book covers which share some good visual characteristic with 
each other, otherwise total assumptions leading to the results would be meaningless 
and can not be used to achieve precise classification results.  
 
3 Conclusion 

In this technical report a classification procedure to classify book cover images 
under the name of their publishers is presented. On the top level the classification is 
done by decision tree which is a simple and still powerful tool for supervised 
classification of objects. On a detailed level, the k-means clustering technique is used 
to prepare the information for building a precise decision tree. To capture the 
knowledge from available samples and then feed it to an algorithm which will be 
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able to use that knowledge for further decision making was one of the greatest 
lessons learnt through this project. A combination of two machine learning 
techniques which were applied consequently to perform the classification was also a 
good inspiration to think to different alternatives while searching for a solution 
which best fits a certain type of problem.  
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Knowledge discovery in biological data sets has important implications for disease

identification. Discovering this knowledge is known to be difficult due to the complexity

of domain knowledge and the specific statistical characteristics of the data. In this

paper, we investigate the decision making problem for gene expression data sets

by means of fuzzy discretization while maintaining interpretable results based on

association rules discovered with rough set computations. We conduct both supervised

learning and unsupervised learning: for the supervised learning, the fuzzy rough

combination demonstrate effectiveness of learning gene expression data sets and for

unsupervised learning, we proposed a novel clustering algorithm based on majority

voting methodology. The two main contributions of the paper are the successful

application of efficient and effective data mining techniques to the computational

biology and the development of a user friendly model that benefits and guides disease

discovery.

1 Introduction

Data mining aims at finding hidden patterns or
rules in data sets. Examples are data mining
of gene expression data [1] and data mining to
discover trends in financial time series data sets
[2]. Data mining is a subject that combines both
mathematical models and information theory [3].
It has a large number of practical applications
since knowledge or patterns found during from a
well-designed data mining procedure can provide
important information for general analysis of a
given data set.

Machine learning techniques have become more
important in recent data mining research in the
context of pattern recognition [4, 5]. Gene expres-
sion data sets provide one of the most important
examples of application domain [6], and the al-
gorithms developed for static data mining tasks
such as association rule mining algorithms have to
be extended to account for domain specifications.
Also, when considering gene expression data, in-
put from domain experts are often needed. The
data mining of gene expression data is therefore

a challenging task, not only because of the com-
plexities inherent in the computer modeling of the
problem, but also because of the domain specifics
of such data sets. The domain knowledge there-
fore needs to be investigated in advance before
applying any data mining techniques to discover
any hidden knowledge with respect to biological
or medical interpretations [7].

In this paper, we intend to investigate gene ex-
pression data from a new perspective, that is, we
incorporate rough set computations and fuzzy dis-
cretization techniques into the data mining tech-
niques to address the effectiveness and efficiency
issue. We conduct both supervised learning and
unsupervised learning: for the supervised learn-
ing, the fuzzy rough combination demonstrate ef-
fectiveness of learning gene expression data sets
and for unsupervised learning, we proposed a
novel clustering algorithm based on majority vot-
ing methodology. .

This paper presents two procedures for discov-
ering hidden knowledge in expression data sets
using rough Set theory and fuzzy discretization.
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The paper is structured as follows: In section
2, related work and solution framework are pre-
sented; In section 3, we discuss background tech-
niques and concepts used in this paper; In section
4, we introduce both supervised and unsupervised
learning methods; In section 5, we demonstrate
the effectiveness of our approaches through real
gene expression data sets. We conclude the inves-
tigation in section 6.

2 Related Work and Initial

Framework

2.1 Related Work

In the broadest sense, data mining is a relatively
new field that emerged out of the requirements
for pattern recognition and knowledge discovery
from large data sets. Data mining combines an
algorithmic analysis and mathematical computa-
tion using tools from artificial intelligence to find
us hidden knowledge in the data. In this paper,
we approach data mining of gene expression data
from a soft computing perspective and the aim is
to build intelligent systems using powerful com-
putational methodologies [8]. Several of the con-
cepts used to develop the learning system are out-
lined below.

Rough set theory has been widely employed for
finding temporal rules and performing classifica-
tions on data sets [9]. The main advantages of
using rough set theory in data mining are the ef-
ficiency and completeness of the knowledge dis-
covery. The completeness is acknowledged by the
mathematical computation models [10]. For ex-
ample the powerful approach proposed in [11] is to
use rough set theory to find the maximal frequent
itemsets. Rough set data mining methodologies
have been expanded over recent years. Examples
are finding the qualitative rules [12] and to use
those tools in mining domain specific data sets
[13].

Another powerful soft computing technique is
fuzzy set theory which was initially introduced to
address the imprecision in data analysis [8]. Fuzzy
set theory was originally invented as an extension
of probabilistic theories for handling the concept
of partial truth which could be anywhere between
”completely true” and ”completely false”. Ac-
cordingly the degree of membership of an item

in a fuzzy set varies between 0 and 1 depending
on whether the value is somewhere between com-
pletely true or completely false. In fuzzy set the-
ory, a membership function is therefore used to
categorize data to a degree of belief. The fuzzy
set approach has become popular in recent data
mining research in various data domains since it
incorporates human logic in the reasoning process
and the mined results.

As an extension to either of the set based
methodologies we combine the fuzzy technique
with rough set approximations. It is worth not-
ing that there are other combined methods such
as Fuzzy-Rough (approximation of a crisp set in a
fuzzy approximation space) and Rough-Fuzzy (ap-
proximation of a fuzzy set in a crisp approxima-
tion space) computations [14, 15, 16]. Some data
mining approaches are successfully developed us-
ing such hybridization. See for example the Fuzzy
Rough Support Vector Machine which is intro-
duced in [17].

In the context of mining sequence data, sev-
eral segmentation techniques are introduced to
pre-process data sets in general, including the top-
down algorithm, the bottom-up algorithm and the
sliding window algorithm [18]. This category of
approaches essentially reveals the dynamics of se-
quence data sets. However, the approaches often
overlook some specifics of the data domain. Rules
based pattern recognition methods are important
when formulating the knowledge requirements in
specific domains, interested readers can refer to
[19, 20].

Similarity retrieval approaches using distance
measurements and threshold comparisons are pro-
posed in [21]. Similarity measurement has greatly
influence pattern and periodicity discovery in se-
quence data sets, and they are useful in a large
number of application domains. Compression and
indexing techniques can be seen as the continua-
tion of similarity retrieval methods, as they mea-
sure the compressed data sets that preserve the
knowledge of the original data sets, and then in-
dex the data in a way that facilitates pattern
and periodicity discovery. Fuzzy time time series
methods are also developed [22, 23] and have been
used in performing various data mining tasks [24].

Domain specific research in mining gene expres-
sion data has been studied, such as fuzzy cluster-
ing based classification [1]. This approach facili-
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tates the interpretation of the mining results with
fuzzy translations. The symbolic representation
of time series data is also useful in dealing with
stream algorithms and data encoding outlined in
[2] with financial application domain.

Sequential pattern mining approaches can also
be used in similar settings. Given a customer se-
quentially time-stamped transactional database,
with transactions of bought items made by differ-
ent customers in different time periods, an inter-
esting task is to find frequent patterns [3]. This
issue was initially treated and solved as an exten-
sion of the Apriori based association rule mining
algorithm proposed by Agrawal and Srikant [25].
This sequential pattern mining problem has a
large number of applications, such as accumulated
disease pattern discovery [26] t is of particular in-
terest to investigate sequential databases that fea-
ture time variants in the data accumulation pro-
cess. Three categories of approaches to mining
such sequential patterns are [27]: Apriori based
horizontal data formatting approaches, Apriori
based vertical data formatting approaches and
pattern growth approaches, also referred as pro-
jection based methods. Set based approaches are
generally more efficient in mining the sequential
patterns and such an improved approach can for
example be found in [28].

2.2 Proposed Framework

In this paper, we address the problem of achieving
efficiency and effectiveness in mining gene expers-
sion data sets by means of:

1. Rule based classification while maintain-
ing the interpretable results with fuzzy dis-
cretization and rough set approximations.

2. Both supervised(when class labels are known
from data sets) and unsupervised learning
procedures(when class labels are not known
from data sets).

The system workflow is shown in Figure 1. In
the solution framework, we use four layers in min-
ing gene expression data sets. The layers are de-
tailed below:

– Feature acquisition and model fitting - this
layer focuses on the selection of useful infor-
mation in forming the features that can be

Figure 1: System work flow for mining gene ex-
pression data

used to inform the Information System de-
fined in the Data Mining stage in the context
of the Rough Set computation.

– Fuzzy pre-processing - this layer performs
the fuzzy discretization process in further
preparation of the knowledge discovery phase
in terms of the fuzzy set definitions and
the fuzzy membership functions. This pre-
processing is advantageous in interpreting
the rule-based results.

– Data mining - this layer performs the core
knowledge discovery function using mathe-
matical models and data mining techniques.
In this paper, we use rough set theory in find-
ing association rules and the unsupervised
learning technique K-means clustering in for-
mulating the hidden knowledge, as well as su-
pervised learning. The possible fine-tuning of
the output rules is also done in this layer.

– Forecasting - this layer performs the fore-
casting task based on the rules and patterns
found in the data mining layer. This stage
is particularly useful for end-users who are
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not equipped with domain specific knowledge
such as the mathematical models in the min-
ing analysis.

3 Background

3.1 Rough Sets

Rough set theory (RST) is used to approximate
imprecise information and support decision mak-
ing. Our goal is to systematically explore and ap-
ply rough set theory to real-world gene expression
data sets. The aim of the theory is to mine In-
formation Systems that consist of many features.
Abstractly, the Information System can be views
in table form where the features are described as
attributes. There are two types of features: con-
ditional features and decision features with the
relationship that each conditional feature has cer-
tain degree of support of the decision feature. The
minimal set of conditional features that determine
the decision features, also referred as the core con-
ditional variables, is called the key set. Another
concept in RST is the reduct: a reduct is a min-
imal set of conditional features such that no fea-
tures can be removed from the reduct set without
affecting the dependency measure. Rough set the-
ory provides reasoning rules that allow us to find
the key set in the Information System, as well
as feature associations and dependencies. This
knowledge can have great influence on informa-
tion extraction for gene expression data sets that
often contain a large number of high-dimensional
tables.

To formally define an Information System (I) in
the context of RST, let I = (U, A, Va, fa) where U
is a nonempty, finite set of objects also called the
universe of disclosure and A is a nonempty, finite
set of attributes that can be classified into two
finite groups: conditional features, C and decision
features, D, that is A = C ∪D. Va is the domain
of each feature in A and fa is a mapping function
or information function that maps each object in
U to the domain of the object, that is, fa : U →
Va.

In an Information System I = (U, A, Va, fa), a
P-equivalence relation or P-indiscernibility rela-
tion IND(P ) for ∀P ⊆ A and some feature a is
defined as:

IND(P ) = {(x, y) ∈ U2|∀a ∈ P, a(x) = a(y)}.

In other words, two objects are equivalent if and
only if they have the same attribute values. Let
P = {a1, a2, ..., an}, a partition U/IND(P ) gen-
erated by IND(P ) is defined as:

U/IND(P ) = ⊗
1≤i≤n

{U/IND(ai)}

where

A⊗B = {X ∩ Y |∀X ∈ A,∀Y ∈ B, X ∩ Y 6= ∅}

Let a set of object X ⊆ U , to approximate X
using an attribute set P ⊆ A, P-lower approxi-
mation is defined as

PX = ∪{Y ∈ U/IND(P )|Y ⊆ X}

and P-upper approximation is defined as

PX = ∪{Y ∈ U/IND(P )|X ∩ Y 6= ∅}

By this definition, we can see that P-lower ap-
proximation is a more conservative measurement
compared with P-upper approximation, as such,
a Rough Set is a tuple (PX, PX).

In this paper, we employ the Rough Set
based association rule mining algorithm called the
LEM2 (Learning From Examples Module Version
2) proposed by J. W. Grzymala-Busse [12]. The
main idea is to include the value of attributes into
condition while finding the the local covering over
the set of minimal complexes. Interested readers
should refer to [13] for a straight-forward example
of the algorithm. The output decision rule takes
the form of

(a1 = t1) ∧ (a2 = t2) ∧ ... ∧ (an = tn)→ (d = j)

where ai ∈ C, d ∈ D and ti is the value of at-
tribute ai for 1 ≤ i ≤ n.

3.2 Fuzzy Discretization

The concept of fuzzy set [23, 22] has been widely
deployed in numerous settings, for example, in
university enrolment forecasting [24]. In [2], fuzzy
computations are useful in pre-processing or dis-
cretizing data sets. We introduce basic concepts
of fuzzy set theory in this section.

Let X = {x1, x2, . . . , xn} be a collection of ob-
jects or universe of discourse (UoD). A fuzzy set
Ai of U is defined by:

µAi
(x1)/x1 + µAi

(x2)/x2 + ... + µAi
(xn)/xn
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where µAi
: U → [0, 1] is called the membership

function of the fuzzy set Ai and xk is a value
to be fuzzified. µAi

(xk) ∈ [0, 1] is the degree of
membership of xk to the fuzzy set Ai for 1 ≤ k ≤
n.

Fuzzy sets are frequently used in conjunction
with fuzzy linguistic variables. For example, Ai

can be defined as LARGE, NORMAL, or HIGH
etc. However, it is worth mentioning that high-
order of fuzzy sets, i.e., bigger size of each interval
in the UoD affects the computation complexity.
The next question is then how to define linguistic
variables? To properly define the linguistic vari-
able, we need to take the domain knowledge into
consideration.

Further, fuzzy modifiers can be used to en-
rich the interpretation and flexibility of exist-
ing fuzzy linguistic values, and users can define
their own fuzzy modifies to customize the min-
ing results. For example, the fuzzy modifier
can be customized as VERY SHORT, NOT and
HIGHER THAN AVERAGE etc. To apply fuzzy
modifiers, the original membership function needs
to be changed, for example, to apply the negation
modifier NOT, simply change the µAi

(xk) to 1 -
µAi

(xk).

3.3 Clustering Index

Clustering is an unsupervised learning method
with no prior knowledge of data objects. The goal
is to cluster similar objects into groups so that
each group of objects share some characteristic to
a certain degree. There are three major categories
of clustering techniques: partitioning algorithms,
hierarchical algorithms and density-based meth-
ods. For the different techniques, a fundamental
task is to measure the degrees of similarities and
dissimilarities between two data objects. These
measures are called the similarity measure and
the dissimilarity measure between two data ob-
jects. In this section, we discuss three validity in-
dices to gauge the goodness of clustering results
using these measures and they will be used in de-
termine the best number of clusters as input to
the K-means algorithm.

– The silhouette value is

S =
b(i)− a(i)

max{a(i), b(i)}

where a(i) is the average dissimilarity of ob-
ject i to all other objects of the same cluster
and b(i) is the minimum of average dissimi-
larity of object i to all objects in other clus-
ter. We see that −1 ≤ s(i) ≤ 1. If s(i) is
close to 1, it implies that the sample is well
clustered; if s(i) is close to -1, it implies that
the sample is poorly clustered.

– The Dunn’s index is

D = min
1≤i≤n

{ min
1≤j≤n,i6=j

{
d(ci, cj)

max
1≤k≤n

{d′(ck)}
}}

where ci represents the ith cluster among all
the n clusters and d(ci, cj) measures the dis-
tance between clusters ci and cj and d′(ck)
measures intra-cluster distance of ck. From
the formula, we can see the Dunn’s in-
dex maximizes the distance among all clus-
ters and compress the intra-cluster distance.
Therefore, the greater the index is, the better
is the clustering result.

– The Davies-Bouldin’s index is

DB =
1

n

n
∑

i=1

max
i6=j
{
Sn(ci) + Sn(cj)

S(ci, cj)
}

where n is the total number of clusters, Sn(ci)
is the average distance of all objects from
the ith cluster to their cluster center and
S(ci, cj) is the distance between clusters’ cen-
ters. From the definition, we see that a
smaller Davies-Bouldin’s index implies that
a clustering result is compact and that the
clusters are reasonably well separated.

4 Mining Procedures

In this section, we introduce both supervised and
unsupervised learning of the gene expression data
sets. Both procedures use the fuzzy discretization
technique both to pre-process the data sets and
to be better able to interpret the mining results.

4.1 Fuzzy Discretization

In our mining procedures, we use fuzzy discretiza-
tion technique to pre-process the data sets and
better illustrate the mining results. The fuzzy set
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membership functions to be used in this investiga-
tion are: RIGHT-LINEAR, LEFT-LINEAR and
TRIANGLE as detailed below.

– RIGHT-LINEAR

right−linear(x : a, b) =











1 for x < a
(b−x)
(b−a) for a ≤ x ≤ b

0 for b < x

– LEFT-LINEAR

left−linear(x : a, b) =











0 for x < a
(x−a)
(b−a) for a ≤ x ≤ b

1 for b < x

– TRIANGLE

triangle(x : a, b, c) =



















0 for x < a
(x−a)
(b−a) for a ≤ x ≤ b
(c−x)
(c−b) for b < x ≤ c

0 for x > c

We combine these membership functions in
translating the gene expression data set. We also
use the K-means clustering algorithm for deter-
mining class labels in case of unsupervised learn-
ing.

4.2 Supervised and Unsupervised

Learning

Use the fuzzy discretization and rough set com-
putation, we can devise the following procedure
to learn gene expression data.

Step 1. Prepare the data. In this step, we
also cleanse the noise possible presented in the
data due to imperfect measurement by manually
delete them.

Step 2. Fuzzify the values computed from
Step 1. We fuzzify the measurements, that is, we
compute the maximum membership for the input
values. We define the UoD, as [⌊Imin⌋ , ⌈Imax⌉],
where ⌊Imin⌋ is the maximum value of the data
set to be fuzzified and ⌈Imax⌉ is the minimum
value of the data set to be fuzzified.

Step 3. This step is for unsupervised learn-
ing, if class labels are known in advance this step
should be skipped. In this step, we perform un-
supervised learning, i.e. K-means clustering. We
rely on the discretized data set, as it is safer not to

pre-judge the unseen data. We use the K-means
clustering algorithm in our investigation. How-
ever, the important parameter of the K-means to
be determined prior to the clustering process is
the number of clusters k. We use the Algorithm
1 for determining the number of clusters. After
we find the best k by the Algorithm 1, we clus-
ter the training data with the K-means algorithm
and use clusters as the class labels or decision fea-
tures for rule extraction.

Step 4. In this step, we form the Information
System with definitions of condition (C ) and de-
cision attributes (D) previously acquired and use
the LEM2 algorithm to find association rules.

Step 5. In this step, we intend to refine the
patterns found in Step 4. We firstly extract the
patterns for prediction, then merge some pat-
terns generated from the rough set computation.
For example, if we have three patterns gener-
ated: {A, B, C} → {1}, {A, B, D} → {1} and
{A, B, E} → {1}. In this case, we may view the
third attribute as don’t-care and the rule can be
refined to {A, B, ∗} → {1}. A, B, C, D, E can
be any of the fuzzy linguistic variables defined in
Step 3. The degree of merging is defined by the
end user. After Step 6, we have generated a set
of possibly useful rules for prediction.

Step 6. In this step, we prepare for the fore-
casting based on the set of rules generated from
Step 5. We find the confidence values of the gen-
erated rules on the training data set. We use these
confidence values as virtual weights to predict un-
seen values. The confidence of a rule of the form
{A, B} → {X} is defined as:

|A ∪B ∪X|/|D|

|A ∪B|/|D|

Where |D| is the size of the data set.
Step 7. In this step, we do the final forecast-

ing on the decision variable by the following pro-
cedure.

7.1. Repeat Step 1 to 3 to fuzzify the testing
data set.

7.2. Match the patterns found in step 6 with
the testing data set.

7.3. If there is only one match, the predicted
value is the decision feature indicated in the rule.

7.4. If there are multiple matches, the pre-
dicted value is the decision feature indicated in
the rule with confidence value defined by end
users.
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7.5. If there is no match, we record a miss and
the row is added in the training data set to be
used in future mining tasks.

Algorithm 1 Determine the best k

kmax← 2
kmin← 10
Validity indices V = {silhouette value, Dunn’s
index, Davies-Bouldin’s index }
indexMatrix := [ai,j ]1≤i≤kmax;1≤j≤3 = 0
for k from kmin to kmax do

Run with K-means clustering with input pa-
rameter k
indexMatrix[k, :] = validity indices from V
for t from 1 to 3 do

write indexMatrix by column t in the or-
der of increasing cluster validity with inte-
ger values

end for

end for

output Arg
c

. max(
∑

1≤c≤i

indexMatrix[c, :])

5 Experimental Results

In this section, we conduct experimental case
studies for the learning procedures. The microar-
ray data that has been used in the context of gene
expression classification is publicly available(see
http://www.ncbi.nlm.mih.gov/geo/; for example,
accession number GSE5460).

The data contains the gene expressions of 54675
genes for 129 patients with breast tumor. The
patients were either Estrogen receptor positive
or negative (ER+ or ER-) and Human epider-
mal growth factor receptor-2 positive or negative
(HER2+ or HER2-).

We also generate synthetic data sets to investi-
gate limitations of the approach, since the point
of the simulated experimental study is to demon-
strate the usability of the model so that software
engineers can embed the procedure into real-time
systems.

The fine-tuning process in Step 5 is user-
dependent in that some features are deemed less
important than others in domain specific consid-
erations. Therefore, the merging process can be
done without loss of relatively important informa-
tion. In the final step, we can use the rules found

to predict decisions represented by the clustering
labels.

In this study, we merge the rules as much as
possible to forecast the unseen values and the re-
sult is shown in Table 1.

Table 1: Classification Accuracy.
Training-Testing Data HER2 ER

10%− 90% 73% 80%

20%− 80% 80% 82%

30%− 70% 82% 86%

40%− 60% 88% 87%

50%− 50% 89% 83%

60%− 40% 86% 85%

70%− 30% 88% 81%

80%− 20% 80% 76%

90%− 10% 81% 77%

From Table Table 1, we can see that over-fitting
occurs when too much data is used for training.
In order to demonstrate further the limitations of
the approach we use some synthetic data sets in
the next section.

5.1 Synthetic & Non-scaled Data

In order to thoroughly investigate the limitations
of the procedure, we choose to simulate some syn-
thetic and non-scaled data sets as opposed to the
real data sets. We first generate the 4 data sets
shown in Table 2 with different value ranges at-
tempting to answer the following two questions:

1. How does the data distribution affect the
classification results?

2. What are the controllable factors in produc-
ing the useful association rules in doing the
classification?

In this synthetic data sets investigation, we take
first 70% records of each batch sequentially to be
the training data set and the remaining 30% to
be the testing data set. The results are shown in
Table 3.

Table 2: Synthetic data sets
No. Data Range Scaling Size

1 [-20, 20] scaled 300

2 [-80, 80] scaled 300

3 [-150, 150] scaled 300
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Table 3: Forecasting results with 4 synthetic data
sets
Batch No. HER2 ER

1 80% 82%

2 65% 68%

3 33% 41%

From the experiments, we can answer the two
questions on the limitations of the procedure:

1. If the data set is not scaled, the classifier
does not perform well overall, as certain num-
ber of fuzzy sets defined fail to discretize the
data set properly. As a result, the fuzzified
data set loses substantial information com-
pared with the original data set and conse-
quently, the rule-finding process with rough
set computations cannot generate informa-
tive rules to guide the forecasting in the fol-
lowing stage.

2. From batches 2 and 3, we can see the impact
of having large and small data value ranges
to the forecasting procedure. As the data
range gets large, the problematic situation
as with non-scaled data arises, that is, the
data values are forced to be discretized into
certain number of fuzzy sets, leading to unin-
formative rules to forecasting unseen values.
Therefore, our forecasting procedure is gen-
erally more suitable for less volatile data sets.

In this section, we summarized the limitations
of the approach with the facts from the synthetic
and non-scaled data sets. The limitations can be
alleviated by possibly increasing the number of
the fuzzy sets to ensure that the degree of lost
of information in the fuzzifying process is mini-
mized. This change is not difficult, however, since
the use of the fuzzy sets mainly aims for interpre-
tation of the forecasting results, and the number
of the fuzzy sets to be used can be chosen by the
domain experts.

6 Conclusions

In this paper, we addressed the problem of finding
hidden rules in gene data sets and then using these
rules to build a classifier. The hybrid approach
is based on the powerful mathematical concept of

the rough set model for finding hidden association
rules. We devised both supervised and unsuper-
vised learning procedures. We conducted differ-
ent case studies on different data sets showing the
feasibility and the limitations of our approach.

The main contribution is that we addressed the
issue of achieving efficiency and effectiveness in
mining gene expression data sets from a cross-
disciplinary perspective.

The study developed in this paper has revealed
some interesting findings that could lead to sev-
eral extensions. We plan to extend the hybrid
approach presented in this paper in a number of
major directions:

– Refine the fuzzy set computations, for exam-
ple, in the LEM2 algorithm, ”core” is used in
deriving association rules, however, in the ap-
plication domain, the ”core” does not neces-
sarily present the best of information; there-
fore we need to account for this when using
the rouget set model in future development.

– To eliminate the effect of over-fitting oc-
curred in the training process.

– The question of ”How much information lost
is tolerable?” needs to be answered with ap-
proximation and gauging system thresholds.
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In this work we have build a stochastic model of quorum sensing in E.coli bacteria. We 

have extended the model by utilizing Particle Swarm Optimization (PSO) method to fine 

tune parameters of the model. By fine tuning parameters, the model is able to more 

accurately predict dynamic behavior of the system. 

 

Quorum Sensing 

Quorum sensing is a decentralized decision making process which depends upon cell-

population density. Decisions are made based on regulation of gene expressions [1]. 

The process of producing, releasing, detecting and responding to the signaling 

molecules in bacteria is referred to as Quorum Sensing. Thus Quorum Sensing is a 

method of intercellular communication which allows populations of bacteria to work 

together as a team. The signaling molecules are called autoinducer. The concentrations 

of autoinducers increase as the bacteria population density grows. The bacteria react to 

a minimal concentration of an autoinducer (threshold) as it influences their gene 

regulation pathways. 

 

Signaling Cascade Details 

Many different quorum-sensing systems have been discovered. Some of them are 

extremely specific for a particular species, whereas others are common in all bacteria. 

In this work, we ought to establish a synthetic autoinducer-2 (AI-2) signaling system 

taken from its natural counterpart in Vibrio harveyi. AI-2 is produced and released by 

many species of Gram-negative and Gram-positive bacteria. LuxS synthase is 

responsible for the production of AI-2. Production of AI2 is represented by the following 

interaction rule: [LuxS]  [LuxS + AI2]. In our model, the emission of AI-2 initiates the 

following interaction processes. AI-2 is bound to a periplasm protein called LuxP. LuxP 

is constitutively attached to another membrane-bound kinase protein, LuxQ. The LuxPQ 

complex interacts as a sensor for AI-2. At low cell density, in the absence of sufficient 

amounts of AI-2 in the environment, this sensor acts as a kinase and phosphorylates 
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cytoplasmic  protein LuxU. Represented by  [ [LuxPQ] [LuxU + p] ]  [ [LuxPQ] 

[LuxU.p]]. Phosphorylated LuxU then acts as a kinase itself and adds a phosphate to 

DNA-binding response regulator protein LuxO. This is represented by  [LuxU.p + LuxO 

+ p ]  [LuxU.p + LuxO.p]. Lastly, the phosphorylated LuxO would bind to a complex of 

transcription factor, namely Sigma 54 and RNA-4 promoter ( [LuxO.p + qrr4.sigma54]  

[LuxO.p.qrr4.sigma54] ) which signals the expression of GFP protein 

([LuxO.p.qrr4.sigma54]  [LuxO.p.qrr4.sigma54 + GFP]). GFP emits light which makes 

the bacteria glow. At high cell density, however, AI-2 accumulates in the environment. It 

eventually enters the periplasmic space of bacteria, and is detected by the LuxPQ 

complex. Hence, this sensor switches from being a kinase to acting as a phosphatase, 

resulting in LuxPQ removing the phosphategroup from LuxU ([LuxU.p  LuxU + p]). 

Since LuxU can just act as a kinase, it is not able to dephosphorylate LuxO. However, 

the housekeeping phosphotases slowly take away the phosphate from LuxO ([LuxO.p] 

 [LuxO + p]), which does not bind to Pqrr4 promoter, thereby turning the signal off. 

Without the signal, the bacteria are no longer able to produce GFP and they will turn 

dark with degradation of the existing GFP.  

 

Membrane Computing 

The model is build upon membrane computing (MC) formalism. MC also known as P 

system is a new branch of natural computing that aims to abstract from the structure 

and the functioning of biological cells [2]. MC abstracts from the hierarchies of 

compartments within biological cells, such as the nucleus, the cytoplasm (inside region) 

and periplasm (border region). In MC framework biochemicals and proteins are 

encoded as multisets of objects. Processes such as transportation, diffusion, 

transcription, translation, degradation and other biomolecular interactions are 

represented by rewriting rules that operate on these multisets. Communication rules are 

responsible for the transfer of molecules through membranes among the compartments. 

Only rules in a region delimited by a membrane act on those objects in that region. One 

major strength of MC lies in its rigorous, formal computational constructs. Thus we 

utilized MC’s formalism to implement the quorum sensing in E.coli bacteria.  
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Compartmental Gillespie 

In order to model (simulate) a biological system’s evolution over time, a precise 

mathematical model which takes into account stochasticity of the involved processes is 

required. The Gillespie algorithm developed and published by Dan Gillespie in 1977 is a 

mathematical model which generates possible solution of a stochastic system [3]. In this 

work we use an extended version of Gillespie’s algorithm called Multi-compartmental 

Gillespie Algorithm introduced by Perez-Jimenze and Romero-Capero, 2006 [4]. In the 

original Gillespie Algorithm only one volume is taken into account. In P systems, 

however the notion of multi-compartments dictates multiple regions. Furthermore, the 

application of a rule inside a given membrane can also affect the content of another 

one. 

Membrane computing provides the formalism for the model. Compartmental Gillespie 

introduces parallelism in to the model and allows for a stochastic approach. In order to 

precisely predict behavior of a complex system, one needs to monitor dimensions of the 

system closely. Our model has more than 30 dimensions many of which are not yet 

known. For example the model has 23 interaction rules which represent chemical 

reactions for the signaling cascade described earlier. Each rule has a rate which directly 

affects the system. Many of these rule constants are not know. By utilizing particle 

swarm optimization we took our model a step further and introduced learning ability to 

the model. The model is now able to fine tune its rule parameters.  

 

Optimizer 

As mentioned above, the machine learning technique used in our project is a genetic 

based optimization algorithm. In particular, we used a Particle Swarm Optimizer (PSO) 

[5] with the 23 rule constants as exploration dimensions for the particles. A PSO 

simulates social interaction as a means of solving multi-dimensional exploration 

problems. So far, PSO’s have been used to solve supervised problems – where the 

solution is available – in a non-changing environment (i.e. mountain climbing, neural 

network evolution, etc.). However, in our scenario, the randomized property of the 
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Gillespie Algorithm introduces a more dynamic search space for the particles. In other 

words, the same position in N-dimensional space may generate different results, hence 

a different fitness score. This adds a variety of difficulties to our project, which will be 

elaborated further in this report. The basic structure of the algorithm used in our work is 

the following:  

for each particle i: 

 fitness = computeFitness(i) 

 if fitness[i] > local_best[i]: 

  local_best[i] = fitness[i] 

 if fitness[i] > global_best: 

  global_best = fitness[i] 

 for each dimenstion d: 

v[i] = (w*v[i] 

   + c1*r1*(local_best[i,d] – pos[i,d]) 

    + c2*r2*(global_best[d] – pos[i,d])) 

  pos[i] = pos[i] + v[i] 

Where w represents an inertia value, r1 and r2 represent random numbers between 0 

and 1, and finally c1 and c2 represent the affinity for local and global maxima, 

respectively. The algorithm above dictates the movement of the particles in the following 

way: Given a particle i and a dimension d, the fitness of that particle is computed and 

compared with the local best of the particle and global best of the system. Hence, based 

on the local/global affinity of the particle (c1 and c2), the velocity of the particle is 

determined using the formula for v[i] above. 

The fitness function for each particle in our PSO is computed by using input parameters 

obtained from the position of a given particle, into our model of Quorum Sensing, and 

screening for certain biological elements at the end of the simulation. This proves to be 
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difficult, because our problem deals with a dynamic exploration space. Nevertheless, as 

will be described later, we obtained some valid results using the following fitness 

function with weights (w1 to w5): 

 Fitness[i] = w1*envAI2 + w2*aveLuxCDABE + w3*avemRNA  

      + w4*aveAI2cPlasm + w5*aveAI2pSpace 

Where envAI2 is the number of AI2 molecules in the environment, aveLuxCDABE is the 

average number of LuxCDABE molecules (per cell), avemRNA is the average number 

of mRNA molecules, aveAI2cPlasm is the average number of AI2 molecules in the 

cytoplasm, and finally aveAi2pSpace is the average number of AI2 inside the 

periplasmic space. 

              Interface / Tool 

As part of our project, we also 

constructed an optimizing tool for any 

membrane-computing model using 

Apple’s Cocoa Objective-C framework. In 

our interface, a biologist can create a 

membrane model as well as the 

interaction rules, and use the integrated 

optimizer to fine-tune the biological 

parameters.  

Model View 

In the model view (Figure 1.1) a user may 

add components to the environment. 

Components can be either membranes or 

atomic parts. The framework for the 

membrane computing was built using tree 

structures with bidirectional pointers and Figure 1.1: Model View 

 

Applied Machine Learning Department of Computer Science, University of Calgary 258



7 

      Figure 1.2: Rule View 

 

search functions for easy data access. 

For this project, we built the Quorum sensing model using our own model creation 

interface. We created 20 E. Coli cells with 10 LuxS molecules, 1 qrr4 promoter and 10 

LuxPQ complexes. The components not shown in the model such as phosphate are 

assumed to be of unlimited supply.  

 

Rule View 

The rule view, as shown in Figure 1.2, allows a user to build interaction rules for the 

components defined in the Model view. Three rule templates are provided to user when 
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adding a new interaction to the model. This project focuses on the optimization of the 

rule constants defined in this view. 

Optimizer View 

The optimizer view as shown in Figure 1.3, is a very important component of our 

interface. Here, a user is able to control the particle swarm optimizer for the model that 

is predefined in the Model View and the Rule View. For the optimizer, the number of 

particles, the number of iterations and the global vs. local affinity can be controlled using 

sliders. In addition, when computing the fitness of each particle, the number of Gillespie 

Iterations can also be defined. Ideally, a user may choose a maximal number of 

iterations for a more accurate fitness computation. The optimizer view provides a simple 

interface for controlling the fitness function. The user may change the weights of the 

fitness function to make the results more biologically relevant. Finally, the optimizer view 

provides an output view and various graph views that can be accessed from anywhere 

      Figure 1.3: Optimizer View  
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in the framework to display more information to the user. In this project we use the 

output view and the graph to track the particle positions and local bests as well as the 

global maximum fitness of the PSO. 

Results 

In this section we describe and attempt to interpret the results from a biological as well 

as a machine learning point of view. We show that the optimizer works on our model by 

adjusting the rule constants to offer a better biological understanding of the quorum 

sensing system. 

For our experiment, we kept a few rule constants static. That is, for constants such as 

membrane permeability for AI2, the rate is the same for each side of the equation. We 

ran the optimizer with 30 particles for 30 iterations using a 50-50 global vs. local affinity. 

In addition, we allowed the Gillespie Algorithm to run for 20,000 iterations to allocate 

enough time for the model to achieve the desired biological interactions. We selected a 

high weight (10) for the environmental AI2, a weight of 2 for the LuxCDABE, a weight of 

1 for the mRNA, a weight of 0.001 for cytoplasmic AI2 and finally a weight of 0.002 for 

periplasmic AI2. From a biological point of view, high amounts of AI2 in the environment 

show that the system is functioning, with the next 

logical step being the decrease in fluorescence of the 

bacterial cells. The rest of the weights are chosen to 

give the PSO a hint. In the early stages of optimization, 

it is useful to select  cells with some LuxCDABE, 

mRNA and AI2 in the cytoplasm. The model then 

evolves toward a more efficient solution where 

environmental AI2 is at a very high value (as shown in 

Figure 1.4). One can notice a general increasing 

pattern in the peaks presented in Figure 1.4. This 

proves that the PSO is finding more efficient solutions 

using the particle communication schema as time goes on. 

Figure 1.4: The results of out 

optimization. The bars 

represent the fitness value of 

the particles as time goes on. 
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Similar to the disabling of some dimensions (rule constants), we plan to apply more pre-

existing biological knowledge to our system. By eliminating some dimensions from the 

problem, the PSO will be able to provide more precise tuning of the remaining 

constants.  

 

Conclusion and Future Work 

In this work we present a novel approach to optimize biological models. We use a 

Particle Swarm Optimizer to automatically adjust the parameters on a Membrane 

Computing Quorum Sensing model in E. Coli. We also implemented a framework and 

interface for constructing membrane computing models as well as controlling the 

optimizer. Our results show that there is a general increasing pattern of environmental 

AI2 in our optimizations. This is a biologically relevant fact because in the real-life 

model, the disabling of the fluorescence in the bacteria follows high levels of AI2 in the 

environment. 

For future work, we plan to gather further biological information or hints to apply to our 

optimizer. By reducing the number of dimensions, the optimization process can be more 

directed and thus more efficient. In addition, we plan to develop a more rigorous fitness 

evaluation process. That is, we plan to measure the components of the model at 

different time stages – not just at the end – to compare it to real-life patterns. 
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