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Interactive Data Styling and Multifocal
Visualization for a View-Aware Digital Earth

Mark Sherlock, Mahmudul Hasan, and Faramarz Samavati

Fig. 1. Interactively created multilevel focus+context hierarchy showing elevation and political boundaries (S1, S2).

Abstract—A Discrete Global Grid System (DGGS) is a powerful tool for creating the discrete reference models that support geospatial
dataset integration, organization, processing, and visualization in a Digital Earth (DE) application. However, the growing size and scale of
geospatial datasets present significant obstacles to the interactivity and accessibility of geospatial visualizations. To address this
challenge, we present a portable DGGS that runs in web browsers on a client device and efficiently communicates with a server-side
DGGS. In our method, the client-side is responsible for triggering queries for missing data, managing the viewing area, and rendering
various styles and effects. The server is responsible for generating data representations for DGGS cells in response to queries from
clients. The resulting system is capable of interactively displaying multiple simultaneous viewpoints which enable support for multilevel
focus+context visualization on the globe. We also provide several real-time data styling techniques that are designed to work efficiently on
both the client and server. These methods help make DE more accessible and informative than ever before.

Index Terms—earth, data integration, visualization, spatial resolution, context awareness, client-server systems
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1 INTRODUCTION

ADigital Earth (DE) is a 3D representation of the Earth on
which geospatial datasets of any type can be efficiently

integrated, organized, and visualized by using the Earth’s
surface as a reference model [1]. Such representations aim
to provide the world’s citizens with access, via meaningful
interactions and visualizations, to the ever-larger amounts
of geospatial data collected daily [2]. It is an important
challenge to make such large dynamic multiscale datasets
accessible, both in terms of their availability and the in terms
of interactive viewing. In this work, we detail approaches
to tackle the problem of accessing and displaying multiple
large datasets at once. for maximum accessibility, our method
targets web browsers, which are now accessible by more
than three billion internet users. Thus we introduce a suite
of techniques for the interactive web-based visualization of
large multiscale datasets for the entire globe.
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One of the main challenges in developing such a system
lies in the size of DE datasets, many of which measure in the
terabytes. A single operation, such as the rendering of a map,
may require the use of several of these datasets at varying
resolutions. To address this challenge in a web-based (client-
server) environment, we need to solve problems related
to memory limitations, computational costs, and network
throughput.

Another obstacle to the visualization of DE is the limita-
tion of space, which introduces difficulties in the effective
presentation of the large differences in scale, large distances
between locations on the globe, and the wide varieties of
data available. Viewing two distant cities, for example, at
high enough detail level to discern roads is not possible
with a single point of view. Furthermore, datasets often have
interesting information at multiple levels of detail. Viewing
a dataset at city-scale and country-scale simultaneously is
often impossible without special visualization techniques.
Likewise, there is a limit to the amount of data that can be
overlaid on a single view of the globe. We overcome these
challenges through the use of multilevel focus+context visu-
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alization. Our implementation of focus+context visualization
uses multiple live views of the globe in order to concurrently
display a variety of locations at separate levels of detail, as
shown in Fig. 1. We extend the use of these multiple views
to allow for per-focus styling, which allows each individual
view of the globe to style, combine, and filter data differently.

In a web-based application, utilizing all required datasets
at their native resolution over the entire globe is an extremely
slow and resource-intensive approach. Hence, we utilize
only what is necessary to accommodate the various view of
the globe. For a set of different views, chosen interactively,
transmit only those data required by these views, and
at resolutions proportional to the size of the viewports,
defining the degree of interest (DOI) [3]. Therefore, to
capture the importance of this multi-view awareness, we
use the analogy of multi-view aware Digital Earth. Our DE can
rapidly determine which parts of the Earth are needed for
visualization (and at what resolution) and queue them for
transmission via the web. Views are defined and controlled
by virtual cameras, which render their views to a series
of viewports. The viewports constitute the nodes in the
multilevel focus+context visualization hierarchy.

To create an efficient web-based framework, we divide the
required operations between the server and the web browser
application (client). An efficient data structure is required to
handle the thousands of pieces of data, the geometry of the
Earth, and the various textures in play, all of which exist at
multiple resolutions. This data structure should also facilitate
communication between the server and clients. For this
purpose, we use a Discrete Global Grid System (DGGS) [4].
In a DGGS, the Earth is discretized into a hierarchy of highly
regular cells with unique indices using a multiresolution
tessellation. Commonly, DGGSs define equal area cells due
to the ease of statistical analysis on the data assigned to
these cells. DGGS provides a powerful reference system for
organizing, integrating, and transmitting geospatial data on-
the-fly, without the need for GIS experts to process the data
[4].

The functionality required of the grid system on the
server-side is different from those on the client-side. The
DGGS on the server-side is typically more complex and
sophisticated, geared towards providing an efficient hi-
erarchical data structure for rapid integration, accurate
sampling, and data analytics for data associated with the
Earth. On the other hand, the DGGS on the client-side should
be streamlined for the tasks of handling user interaction,
organizing multiple views, and creating flexible and high-
quality renderings for various visualization scenarios. Hence,
our method expects the server and clients to use different
grid systems, and therefore it is necessary to have an efficient
way to convert between these grids.

In our implementation, the server runs off a hexagon-
based DGGS [5], [6], which is an appropriate choice for
efficient sampling of data. As images come in rectangular
formats and rendering pipelines expect square or triangular
inputs, it makes sense to convert these hexagonal cells into
quadrilaterals before they are transmitted by the server
to any clients. This conversion allows for a much more
lightweight system on the client, which stores the data in
its own quadrilateral-based DGGS. The conversion between
these two hierarchical grid systems is efficient and can be

performed largely on-the-fly, converting cells as they are
requested by the client [7], [8]. Fig. 2 illustrates how these
systems interact in our implementation. Such a setup also
allows for a high level of interoperability with different
flavours of DGGS, as no implementation-specific spherical
projections are required on the client.

In order to visualize multiple datasets at once, our choice
of a quadrilateral DGGS allows us to encode data as 2D
textures – where each pixel in the texture represents a single
cell within the DGGS – that can be utilized together during
the rendering process in various ways. These textures, which
we hereafter refer to as data textures, are transmitted as
standard images files. We present a method of encoding these
data textures, enabling sophisticated rendering techniques
and real-time style modification on the client.

Rather than representing colours, each texel of a data
texture encodes cell data into the four available channels
(RGBA). This is done by sampling the cells within the chosen
datasets, normalizing the values, and quantizing them into
one or more channels. Up to four datasets can therefore be
encoded into a single texture. These textures, when passed to
the GPU on the client-side, can be styled in real-time by, e.g.,
informing the lighting model. An advantage of this system
is that it allows the client to alter or animate styling rapidly
without the need to request differently-styled data from
the server. We further leverage this styling functionality to
demonstrate the idea of per-view globe styling, which allows
multiple concurrent views of the same globe to produce
multiscale visualizations.

In summary, our contributions span several areas of work.
We present a novel application of multilevel focus+context
visualization to Digital Earth. We show how a DGGS can be
extended to work natively within a web-based framework.
Finally, our work gives credence to the use of DGGS as a
data conversion tool, which allows for the generation of data
that is well-suited for rendering regardless of the original
data format.

In the domain of visualization, we propose a method
to provide client-side data styling with benefits to storage,
transmission, and interactivity. This extra styling function-
ality is provided without significant performance impacts
on the server or on the rendering process. We also show
the usefulness of fast client-side styling as it enables dataset
animation and per-view styling. These visualizations also
respect the underlying DGGS framework as the data texture
texels correspond to discrete DGGS cells.

This article is arranged as follows. Section 2 covers
previous work and related material on DGGS. Section 3
details our approach and implementation. Section 4 discusses
the performance characteristics of our method. In Section 5,
we display our results. Section 6 concludes this article and
acknowledges those who contributed to this work.

2 RELATED WORK

In this section, we review background literature related to the
two main aspects of our work: Digital Earth and multilevel
focus+context visualization.

2.1 Digital Earth
Digital Earth encapsulates various methods allowing for the
storage, integration, processing, visualization, and retrieval
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of various types of geospatial data on a virtual globe [1]. One
of the most effective tools for supporting a Digital Earth is
the Discrete Global Grid System (DGGS) [1], [9]. A DGGS
encodes a globe as a hierarchy of discrete indexed cells, each
representing an area on the surface of the Earth, in contrast
to conventional geographical coordinate systems that encode
infinitesimal point locations.

Latitude/longitude discretizations exist, but are problem-
atic due to the convergence of lines of longitude at the poles.
The resulting cells vary immensely in area causing, among
other challenges, difficulties in sampling and determining the
appropriate level of detail when requesting data. Ideally, in a
DGGS, the cells at a particular level of the hierarchy should
all be of approximately equal area, otherwise challenges arise
in sampling and in determining an appropriate resolution at
which to request and display data.

One method for achieving consistent cell areas is to
initially approximate the globe with a polyhedron, such as a
cube or icosahedron. The faces of this polyhedron represent
the base-level of cells for the DGGS. A hierarchy is then
constructed by repeatedly subdividing the cells down to an
arbitrary level of detail and projecting them to the surface
of the globe. There are subdivision schemes that produce
children that are regular and of equal area to their siblings
[4].

Many different strategies exist for the creation of a DGGS,
differing by cell shape, initial polyhedron, cell refinement and
indexing schemes, and the type of projection. These aspects
allow for many different variations in the implementation of
a specific DGGS, each with its own possible strengths and
weaknesses. For a more in-depth review of DGGS, Mahdavi-
Amiri et al. [4] survey existing DGGSs and their uses.

As only three cell shapes – triangles, quadrilaterals, or
hexagons – can be tiled regularly, most DGGSs employ
these cell shapes [4], [9]. Using hexagonal cells produces
superior sampling and a uniform neighborhood [5], [6], but
quad cells are a better choice when defining hierarchy or
rendering [10], [11], [12]. Due to their desirable properties,
hexagonal cells appear in several DGGS implementations
[13]. Hexagons are also easily sampled [14], [15], and a simple
grid conversion to the other cell types [7], [8] allows us to
bypass the lack of direct hardware support for hexagons as
well as the difficulties in hexagonal indexing and refinement.

Various types of initial approximating polyhedrons have
been used in different DGGSs. Typical choices include
tetrahedrons [16], cubes [17], [18], [19], octahedrons [20],
[21], [22], dodecahedrons [23], and truncated icosahedrons
[6], [24], [25].

To represent finer level of details, smaller cells need to be
produced. Apart from being very similar in shape and area,
cells of a particular detail level also need to be produced in
a predictable order such that the DGGS cells remain able
to be indexed; Mahdavi-Amiri et al. [8] present various
indexing methods and conversions between them. This index
is used to store or retrieve a unit of data from a DGGS and
is analogous to a latitude/longitude coordinate. Refinement
methods include 1-to-4 refinements for triangular cells [21],
[26], [27], 1-to-2 and 1-to-4 refinements for quadrilateral
cells [17], [28], and 1-to-3 [6], [29] and 1-to-4 refinements
for hexagonal cells [30], [31], [32]. The ability to access data
at predictable detail level, size, and location is a powerful

functionality that is essential to our work.
The DGGS also needs to account for the distortion

produced when the cells are projected onto the globe from
their planar parents. Equal area projection methods are
usually preferred for the purpose of data integration, and are
used extensively in cartography [33], [34], [35].

2.2 Multilevel Focus+Context Visualization

Conventional Digital Earths suffer from visualization diffi-
culties stemming from the scales and distances involved in
geospatial data. It is difficult to visualize regions that are
vastly different in scale as a single perspective is often insuf-
ficient. Viewing two or more distant areas at a high level of
magnification is also problematic with a single point of view.
Multilevel focus+context visualization techniques overcome
this limitation by providing multiple dynamic views of the
data at customizable resolutions and perspectives.

In the fields of information and scientific visualization,
Hauser generalized the common methods for discrimina-
tion between focus and context based on their degrees
of importance [36]. The use of a virtual lens to magnify
foci is a common method for discriminating between focus
and context [37], [38], [39]. Such visualizations draw their
inspiration from preexisting techniques common in medical
and scientific imagery, where the artist highlights areas of
interest with magnified sub-images [40]. Our implementation
uses a discontinuous undistorted technique [37], rather than
the continuous style [38], [39], as the views are discrete and
independent.

Packer et al. [41], [42] created a system allowing for mul-
tilevel focus+context visualization of layered tube-shaped
structures with continuous artistic transitions between differ-
ent levels of details. However, their work does not allow
branching structures, unlike ours. Other works include
multifocal visualization of medical data by Ropinski et al.
[43]; a multifocal, multilevel system by Cossalter et al. [44]
for visualizing networks; a multifocal treemap visualization
by Tu and Shen [45]; and multifocal and multicontext aug-
mented reality systems by Mendez et al. [46] and Kalkofen et
al. [47], respectively. Our approach differs from these works
in that it is based on view-dependent resource allocation
derived from the viewing volume of the foci.

The work of Hasan et al. [48], [49] produced a system
allowing the exploration of large-scale 2D and 3D image
data through a multilevel focus+context environment. The
work is based upon a balanced wavelet transform [50], and
produces a tree structure where each level of magnification
is available for further magnification by adding additional
lenses. Except for the root, each node in the tree can represent
both focus and context in this environment and has varying
DOIs [3] directing resource allocations. This was a primary
motivation for our work, in which we have added virtual
cameras to our tree nodes.

3 METHODOLOGY

Our methodology is broken down into topics covering how
we reference data, construct the view-aware globe, and build
the data visualization system.
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3.1 System Overview

As illustrated in the visual synopsis of our system in Fig. 2,
tasks are divided between a server and one or more clients.
Each client machine runs our client-side web application
within a web browser, accessible via a URL. The web appli-
cation houses a DGGS with a quadrilateral-based hierarchy
of cells. We refer to this as the client DGGS. A client is
responsible for determining which cells (based on each’s
visibility within the current views and each’s resulting screen
size) need to be downloaded. A client sends queries for the
desired data to the server and stores the query responses
within its simplified DGGS.

The server has access to a database of geospatial datasets,
referenced using a DGGS. When this server is queried with
a cell and a dataset, it samples the DGGS-referenced data
and produces a quadrilateral result for the query via grid
conversion. The query result takes one of two forms: the
geometry of the cell being requested or a data texture
representing the data thereupon.

3.2 Data Accessibility

In this subsection, we explain the details of the DGGSs in
use within our system. We also demonstrate an adaptation
of DGGSs into a web-based client-server model.

3.2.1 Discrete Global Grid System

A core concept in DGGS is the idea that a cell with a
particular index represents a physical piece of the Earth and is
a bucket to which geospatial data may be assigned. This cell
has a particular resolution, position, and size. Every dataset
within the DGGS has an identical cell structure. This feature
allows for multiple datasets to be combined without the need
to track any per-dataset information such as position or scale;
this information is intrinsic to the grid. This stands in contrast
to, e.g., raw satellite imagery, in which samples are typically
aligned with the path in which the satellite is travelling. It
is difficult to render or analyze this data as each sample
has its own position and scale. This problem compounds
once other datasets are combined, each potentially with its
own reference system. By using a DGGS, we bypass these
difficulties via a universal grid system that does not vary
from one dataset to another.

Though DGGSs often include complex indexing and
projection schemes, these are not needed on the client-side
if the server has the ability to serve cell geometry. The two
tests that the client needs to perform are tests for on-screen
visibility and cell size, both of which may be performed
on this geometry. This approach enables us to support
interoperability with different DGGSs, since the client is
not dependent upon a particular DGGS and can interact with
a variety of data providers’ servers without modification.

The client requests geometry and data starting at the
coarsest level of resolution, and in regions of interest (ROIs)
it requests refined cells until an appropriate level of detail
is acquired. This requires the client to be able to predict the
indices of children cells, which is easily provided by the
client-side hierarchy.

Fig. 2. High-level overview of the system.

3.2.2 Client-Server DGGS

It is impractical to load full datasets onto the client due to
limitations of memory and network throughput. To reduce
the amount of data transmitted between the client and the
server, we limit the data to only that which is required
to render the globe from the current views. As views are
changed (e.g., by zooming or panning) or added, the data
needed to accommodate these views are requested and
downloaded. The client requests the missing data from the
DGGS server as shown in Fig. 2. Since the exact size and
resolution of cells are explicitly available, a DGGS provides
a useful framework for querying, and allows the client to
be very specific about which data are needed to complete a
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view.
In our client-server framework, the server transmits two

types of information for rendering geospatial data on the
client. The first type is globe geometry, consisting of 3D
meshes that approximate the curved surface of the globe
within a chosen cell. As DGGS cells are indexed at various
levels of resolution, this system can be queried in a manner
capable of producing the mesh for a globe, in part or in
whole, at a wide variety of resolutions. The second type of
transmitted information is the cell-based data that are to
be visualized on the globe. To acquire these data, the client
query references a data-source and a cell, and the server
responds with a sampling of data values within the cell.
Since the cells in both of these query types represent the
same areas on the globe, their correlation is straightforward.

Fig. 3. An example Client-Server cell refinement process.

To reduce the processing load on the server, tasks such
as rendering the globe and visualizing requested data is
done using the CPU and GPU resources of the client.
Additionally, for the sake of efficiency, our server behaves
in a stateless manner. This means that it does not track the
individual requirements of each attached client. Therefore,
the client is also tasked with monitoring its downloaded cells
and for querying any missing data at its own discretion.
To accomplish this, the client maintains a tree structure
containing its downloaded cells.

The DGGS underlying the server and database is typically
not tuned for rendering or data transmission in a web-based
environment. As shown in in Fig. 2, the native DGGS [5] on
our server is built using hexagonal grids. Hexagons have
numerous advantages in the context of a DGGS, but require
specialized methods for transmission and are not natively
supported by graphics hardware.

To address this issue, the server converts the data into
a format compatible with the client DGGS via efficient
hierarchical grid conversion [7]. This conversion technique
allows us to pack and convert hierarchical hexagonal grids
into hierarchical quadrilateral grids with their own indexing
methods. This packing can be seen in Fig. 3. The resulting
indexing method allows us to build a tree of downloaded
cells on the client-side, which can be efficiently traversed.
Moreover, the resulting quadrilateral cells are compatible

with the rendering pipeline, including shaders’ 2D texture
samplers.

DGGSs use a variety of projection schemes for to map
planar data to the surface of the Earth. To maintain inter-
operability with different DGGSs, our system performs the
projection on the server. This frees the client of the need to
consider the often complex projection formulas specific to
any particular server. A result of this, however, is the client
cell hierarchy may not be perfectly congruent. To correct
for this, we use bounding volumes that are slightly larger
than the cells (such that the bounding volume is guaranteed
to contain all descendant cells) when performing on-screen
visibility tests. This prevents false-negatives in these tests,
which would result in missing geometry near the edge of the
screen.

Though the discrete nature of a DGGS makes it im-
mediately applicable to raster data, DGGSs are capable of
working with vector data as well. Vector data are common
in datasets related to boundaries or areas (for example, a
dataset containing all water bodies in Canada), and datasets
can be very detailed due to the complexity of the boundaries
of natural landmarks. This complexity is addressed by our
server-side DGGS through the conversion of vector data
to cell-based rasters for transmission to and rendering on
the client. Furthermore, the multiresolution hierarchy of our
server-side DGGS enables a level-of-detail representation of
the vector data aligned with the underlying grids at various
resolutions.

3.3 View-Aware Globe and Multiple Views

Our main approach to multilevel focus+context visualiza-
tion is to utilize multiple virtual cameras. Each camera is
responsible for the live creation of one view of the Digital
Earth. In this section, we detail how our system manages
appropriate levels of detail and determines what new data
to download. We also show how our system allows multiple
simultaneous views of the globe and how this enables
multilevel focus+context visualization.

3.3.1 Spatial Decision Making
To render a high-detail DE in real-time, a system has to
be discerning about its allocation of resources. A complete
high-detail globe is impractical to download or render in
real-time. Instead, our client-side globe tracks the present
cameras and adapts to each of them. Such adaptation ensures
that the portions of the globe that are rendered are those
that can be seen by the camera and are of appropriate
resolution. Therefore, we base our method on two factors –
determining what parts of the globe are visible to the camera,
and determining the appropriate level of detail that should
be presented to a camera.

We determine which cells are outside of the view camera
frustum so they can be ignored by the rendering process. The
tree hierarchy of the client DGGS, introduced in Section 3.2,
is useful for determining the visibility and scale of portions
of the globe. Additionally, to determine the appropriate level
of detail, we determine the ratio of visible data samples
in a cell to the number of screen pixels that it covers. For
each cell (representing a quadrilateral region on the surface
of the Earth) that is stored in the tree, a bounding volume
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Fig. 4. Bounding volumes used as an indicator for globe
refinement.

is calculated. In our implementation, we used bounding
spheres, though other types of volumes are possible.

The bounding volumes are used alongside a camera
to calculate the approximate size of a cell on the screen.
By projecting the bounding volume into screen space via
the camera, it is measured in pixels. By measuring the
approximate ratio of data samples (i.e., texels in a data
texture) in the cell to the number of screen pixels the cell
occupies, we calculate a factor that determines whether the
cell’s resolution is appropriate for the current view. If this
ratio is lower than a certain threshold, the cell is too large
on the screen and is then replaced with its children. On the
other hand, if this ratio is high, the cell is too small and
contains data that are sub-pixel on the screen. In this case,
its rendering costs exceed its benefit to the visualization, so
it (and its siblings) are replaced with the parent cell instead.
Fig. 4 shows cell bounding volumes (represented by circles
for simplicity), and the refinement of a single cell as it is
replaced by its higher-resolution children.

The bounding volumes are also used to determine
whether a particular cell is visible to the camera. If the
bounding volume of a cell does not intersect the viewing
frustum, the cell and its children are not visible. This property
makes the culling of the globe efficient as entire branches of
the tree can be quickly pruned without the need to test every
individual cell in each branch.

This culling process can run many times between frames
of animation. This allows the globe to adapt to a multitude
of concurrent cameras. We render the cameras sequentially,
adapting the globe to each in turn just before it is rendered.

3.3.2 Globe Tree Traversal
In our method, the processes of rendering the globe and
queuing the download of missing data are combined into a
single tree traversal.

Since our client starts with very little information about
the DGGS it is about to use, it requires a starting set of data.
Therefore, when first created, the client requests from the
server a list of indices for the cells at the coarsest resolution

and queues these cells for download. Once the geometry for
these cells are received, it becomes possible to determine
each’s size and location, and to then traverse the client’s
DGGS tree for each camera using Algorithm 1.

Algorithm 1: Tree traversal for requesting data and
culling.

input : node, a cell in the client DGGS
if node is not in the camera frustum then

return
end
if data texels to screen pixels ratio for node is sufficiently
large then

add this node to the render queue;
else

foreach child node do
if child node has no data then

queue data download for child node;
end

end
if any child node had no data then

add this node to the render queue;
return

end
foreach child node do

call Algorithm 1 recursively;
end
if no children were added to the render queue then

add this node to the render queue;
end

end

Algorithm 1 recursively produces a list of cells that should
be rendered for a particular camera for a single frame, while
it queues the download of missing data for cells. Since these
downloads are an automatic by-product of our visibility
checks, any camera in the scene can trigger the globe to
download additional data as needed.

3.3.3 Multiple Views and Multilevel Focus+Context

While, by this point, we have all the tools needed to
create multilevel focus+context, the visualization itself is still
missing. Our DE can be explored at a variety of scales and
with full mobility for the virtual cameras. This produces
challenges for how the foci and contexts fit within the
scene and how they are rendered. Our system supports
dynamic multilevel focus+context visualization, in which
multiple ROIs can be viewed simultaneously, regardless of
proximity or difference in scale. These different views form
a multilevel, multiview hierarchy and provide context cues
where applicable, allowing a viewer to easily identify the
areas or different types of data being emphasized.

We adapt the method proposed by Hasan et al. [49] for the
creation and management of our multilevel focus+context
visualization hierarchy. Initially, a new ROI can be chosen
on the globe view interactively. This may be achieved in a
variety of ways, such as by sketching strokes or by drawing
a bounding box. A new camera is then created in the scene
so that its viewable area matches the chosen ROI. Next, a
magnified view of the ROI as viewed by the new camera
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is rendered separately on the screen. Finally, we render
semitransparent connections between the chosen ROI and its
magnified view. In the focus+context creation scenario thus
described, the ROI is located on the initial globe view, which
provides contextual information. Additionally, however, a
magnified view of an ROI can recursively serve as the context
for new ROIs. This allows the system to facilitate the creation
of a multilevel focus+context visualization hierarchy (see Fig.
1, for example).

Each of the newly created cameras is dynamic and may
move about the globe or change zoom level as desired.
Alternatively, these cameras may be moved or animated
procedurally. For example, a camera can be made to follow
the orbit of a satellite, providing a live view from the
satellite’s point of view.

As discussed in Section 3.3.2, our globe adapts to the
views of cameras, showing the globe from each view in the
scene an appropriate level of detail. Because downloading
new data is also a byproduct of this process, creating, moving,
or zooming any of these cameras requests missing data where
applicable. As this process only downloads missing data,
regions viewed by two cameras at the same level of detail do
not require the data to be acquired twice.

3.4 Client-Customizable Visualization

One of the goals of this work is to provide a toolset for
diverse visualization and styling of data on the globe. As a
consequence, our system also reduces the amount of work
performed on the content server and improves web caching
performance. This section explains how we encode data on
the server-side for transmission to the client and our client-
side data-rendering process.

3.4.1 Texture Encoding
Digital globes, such as Google maps, often use a secondary
layer to overlay information or additional imagery on the
surface of the sphere. The tactic of replacing the surface
texture of the globe works for a single overlaid dataset but
starts to create problems as additional datasets are added.
When a dataset is converted to a texture, the underlying
values are often obfuscated by the styling. Combining these
datasets for visualization is then difficult because multiple
datasets might use the same colour or pattern for multiple
purposes. We overcome this problem by encoding the layers
of our globe in a different manner. Since web browsers
and shaders can efficiently work with images, we encode
the various datasets as images. Rather than producing
an RGB image to be rendered directly on the globe, the
server converts data layers to multiple raster images (RGBA
channels). These raster images are packed as a series of
textures, called data textures (as shown in Fig. 5.) that
are then transmitted to the client. On the client-side, they
are used to create various visualization styles of the input
datasets.

Up to four data layers can be encoded in standard RGBA
image file formats such as PNG. Image files compress well
and are compatible with the content caching mechanisms that
are in common use on the internet, in addition to our own
server-based caching strategies. Since the colour channels in
an image are only one byte each per pixel, these channels

Fig. 5. From data layers to data textures.

are not capable of containing all possible value ranges. If
the range of the data values is [α, β], we need to map this
range to [0, 255] and quantize to integer bins. For many
visualization tasks, this range is sufficient. However, in some
cases, the loss of data granularity would be disruptive. In
such cases it is possible to use more than one channel for
the data. For a full 32-bit (four-channel) image, 4.2 billion
values are available, providing sufficient precision for many
visualization scenarios.

A typical GPU in the WebGL environment has access
to 16 texture units, meaning that in a single render pass 16
individual textures may be sampled. With up to four data
layers packed into a single texture, this allows 64 possible
data layers, sufficient for many practical applications. In a
rare situation, if more layers of data need to be visualized,
multiple passes of transmission and rendering can be used.

3.4.2 Data Styling
To meet the requirement that our globe should be capable of
diverse styles, we introduce a novel approach to texturing.
Styling could be done exclusively on the server-side, however
this lessens the benefit of web caching and increases the work
needed to be done by the server. In such a scenario, if two
clients request identical data yet under different styles, the
server will have to work twice for every tile visible to both
clients. Any time the style is changed on the client-side, the
request needs to be handled by the server yet again.

To allow a better solution to this problem, we perform
styling on the client-side. To even better leverage the client’s
computational power, we use the client’s GPU to process
styling. A given cell on the globe can have several datasets
visible on it at a time. For our quadrilateral cells, the data are
sampled and stored in a 2D array. When fed into the shader,
these values are rendered into colours and mapped onto the
surface of the globe.

Imagery and vector datasets associated with the globe
are commonly rendered as RGB values. Instead of treating
the image channels at colour values, our system provides
further styling options by allowing the mapping of input
data to attributes such as emission, height, glossiness, or
even animated patterns. Since information can be conveyed
by variations in patterning or glossiness, for example, this
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expanded styling toolset increases the amount of data that
can be layered on the same area of the globe.

The most direct approach we use is to employ a styling
matrix, Mstyle and calculate

Plighting = TdataMstyle (1)

where Tdata is the data texture and Plighting are the lighting
parameters (e.g., red diffuse, glossiness, emission, etc). The
styling matrix can be easily modified on the client to produce
a wide variety of combinations and styling of the data. A
limitation here is that Mstyle can only produce a linear
remapping of the data values. However, shaders can be
assembled from discrete modules and compiled very quickly,
so a more general solution is also possible,

Plighting = f(Tdata) (2)

where f is an arbitrary mapping function. This f is any
mapping function, written as a snippet of shader code.

Styling functions can be changed simply by changing
shader uniforms, or by replacing or modifying the shader
program. Because such modifications are inexpensive, they
can be used in interesting ways. In our implementation, we
experimented with per-view styling. Instead of attaching the
styling matrix, Mstyle, to the globe, it is attached to each
camera. This permits each camera to have its own, unique
view of the data. This technique can be used to emphasize
certain data on zoomed-in views, or even show entirely
different data in different views by suppressing datasets in
the styling. An example use case is opening two magnified
views of the same city – one view showing streets and
neighbourhoods and the other showing population density. A
third view could be used to show a blending or combination
of the two.

4 PERFORMANCE CONSIDERATIONS

The performance of the proposed system is a major factor in
its design, as there are various interacting constraints. For our
solution to work in practice, the server should be efficient,
and ideally should benefit from technologies that scale well
to large numbers of clients. The client’s limitations also needs
to be considered, as caching large amounts of data within
a web browser is not practical; only the RAM of the client
machine should be considered available. Our system achieves
a balance between these constraints while providing benefits
to rendering and interactivity over current technologies. Here,
we examine the performance characteristics of the main areas
where performance bottlenecks could occur. These areas are
the tree culling algorithm, which needs to be efficient in
order to support multiple views, and the data encoding and
caching mechanisms. These factors impact memory, network,
and CPU use on both the client and server.

4.1 Tree Hierarchy and Culling
Fast and appropriate culling is vital to this work. In order to
render multiple simultaneous live views of a globe in real-
time, we need to produce visible geometry that is suitable
for fast rendering. Additionally, this decision needs to be
quick as it has to be made for each camera in the scene.
We expect our spatial tree to be able to cull data very

TABLE 1. Comparison between the number of cells checked
for visibility, cells visible to a camera, and the total number of
DGGS cells at various resolutions.

Level of Checked Visible Cells at given
Resolution Cells Cells Resolution

1 90 45 90
2 153 78 810
3 279 41 7290
4 315 34 65610
5 351 33 590490
6 414 56 5314410
7 486 56 47829690
8 495 67 430467210

quickly. We validated this hypothesis experimentally using
Algorithm 1. For instance, we tested a render made up of
cells predominantly at the 8th resolution. At this resolution,
it would take 430,467,210 quadrilaterals to fully cover the
globe. As shown by the examples in Table 1, our system only
needs to consider 495 of these quadrilaterals in the process
of determining the 67 required for this rendering.

A drawback to using downloaded globe geometry to
populate a spatial tree is that lower resolution regions
must be downloaded before their higher resolution children.
However, the overhead of a single parent cell is shared by all
of its children. Thus, on average, the overhead is

∑R
r=1

1
nr ,

where n is the number of children cells in the multiresolution
scheme and R is the level of resolution for a viewed area.
Experimentally, we find that this is close to the trend in our
system. From the example above, the 67 visible quadrilaterals
required only 7 cells from coarser resolutions to support them
within the hierarchy, close to the 7.44 we would expect.

4.2 Data Transmission and Encoding

There are different approaches for encoding the various
data that appear on a globe. For our visualizations, we
mainly focused on raster and vector datasets, such as digital
elevation models and political boundaries.

As discussed in Section 3.4.1, we rasterize all types
of datasets. This is justifiable for vector datasets due to
their potential complexity: commonly used datasets such
as political boundaries may in fact be comprised of hundreds
of thousands or millions of data points. Rendering this kind
of dataset in real-time is a challenging task. Therefore, vector
datasets are converted to discrete data within a DGGS and
rendered to a texture, allowing a sampled approximation of
all these boundaries to be produced and rendered efficiently.
Our system treats these sampled vector data identically to
raster data and therefore incurs no overhead from vector
datasets.

Our primary method of encoding raster data is in the form
of square textures which are overlaid on quadrilateral regions
on the globe. This texturing system uses the indexing scheme
of Mahdavi-Amiri et al. [7], [8], which can produce square
textures wherein each texel represents a single cell of the
DGGS from which it was sampled. In essence, these textures
can be viewed as a method of batching a series of cells
for transmission. With this in mind, next we compare this
process against the transmission of the hierarchical DGGS
data if it were transmitted in some other format.
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If the data were, for example, batched as a hierarchy
of hexagons rather than data textures corresponding to the
quadrilateral regions used in our client-side DGGS, the total
amount of data sent would be similar. The hierarchy would,
however, represent a region that is difficult to access within
a shader. It would be possible to run the grid conversion
algorithm [7], [8] on the client to take some load off the
server. We considered this model, but opted for the server-
side grid conversion largely due to the asymmetry in the
environments between client and server. The server has the
ability to work with large hard drives and sizeable caches,
whereas a browser-based client is largely limited to just
RAM. This allows the server to access small sections of a
large dataset to handle the grid conversions per-request. A
client-side grid conversion would likely require the client to
maintain a memory-resident cache of cellular DGGS data as
well as an entirely duplicate set of render-friendly rectangular
textures and geometry.

Our method of packing datasets into data textures is
not exclusively used for improving the visual results; it
also produces some considerable performance benefits. A
particular dataset can be used for different purposes by
different users. On one visualization, an elevation dataset
may be used for shading terrain, whereas on another it could
be used to colour a topographic map. To meet the demands
of both clients, the server only needs to generate a single
texture. This result can be used by both clients for their
respective visualizations. This considerably improves the
server’s efficiency as it is able to cache results from a wide
variety of visualizations with a relatively small number of
textures.

Similar benefits exist on the client-side as well. Some data
textures on the globe can be reused between visualizations.
If the client switches between two renderings where geopo-
litical boundaries are visible, the textures defining these
boundaries do not need to be re-downloaded, even if they
are styled differently. Our interactive data styling method
utilizes this property. Since styling is purely a choice on how
the textures are converted into colours on the screen, no new
request for data is sent to the server when styling parameters
are altered.

Though web caching works well with our system, there
is a second type of caching that additionally helps with
the overall server performance. A web cache will only
get a successful cache hit on a texture if all four of the
image channels match a previous request and if they were
normalized and quantized with the same functions. Cache
hits are therefore most probable if the images contain
data which are commonly used together. To improve cache
efficiency further, we also cache the individual data layers
before they are packed into data textures for transmission to
clients. This allows for cache hits even when a client asks for
data arranged in a layer order not previously requested.

5 RESULTS

Since an interface built atop a DGGS provides access to many
datasets, we have been able to produce a variety of results
using our implementation. Each render in this article is the
product of multiple datasets used in a variety of manners.

In Fig. 6 we show examples of our data styling shaders,
and how they are influenced by the lighting of the scene in
which the globe resides. Fig. 6(a) mixes an artistic colouration
of the globe with a digital elevation dataset that is used to
produce shading and normal information for the purpose of
enhancing topographic and bathymetric features. In Fig. 6(b),
the textures for topographic and bathymetric shading are
reused from Fig. 6(a) and do not need to be re-downloaded
if the client transitions from one to the other. This globe
uses Bing maps for a base texture, while a vector dataset
of world political boundaries is mapped to luminosity and
height to increase visibility. Fig. 6(c) uses a combination of
world political boundaries and world population densities.
In this render, the population density data is mapped both to
a colour as well as luminosity, allowing populated places to
glow in the absence of light. Fig. 6(d) shows the interaction
of light with datasets when luminosity is used.

Fig. 6(e) shows the versatility of styling matrices. The
three types visualization shown use the same four underlying
data textures on the globe. Styling matrices can be used to
produce a variety of visualizations, emphasizing different
aspects of the data. These styling matrices may be blended
or altered in real-time on the client, producing smooth
animation from one style to another. Since these styling
calculations are run on the client, these changes are made
without any additional interaction with the server.

Providing an interface that can map data to various
lighting parameters allows us to produce a variety of complex
results. Figures 6(f), 6(g), and 6(h) show globes which use
physically-based shading to produce materials that react
realistically to their environments. The ability to integrate
physically-based shading is important for producing 3D
scenes with consistent lighting throughout, and is useful as
it allows for digital globes to be used in a wider variety of
applications. Rather than being confined to a purpose-built
application designed to render only the Earth, the globe can
be integrated seamlessly into larger 3D scenes.

Fig. 7 shows a collection of multilevel focus+context
visualizations possible with our system. Fig. 7(a) illustrates
one of the primary benefits of this type of visualization on
a virtual globe. Within a more typical system, it would be
difficult to have a side-by-side comparison of regions that
are not nearby. Our system facilitates easy and effective
comparisons of ROIs in very distant locations or at very
different scales. Despite the scales and distances involved,
the respective contexts allow a user to easily perceive scale
and location of the data being viewed.

Next, Fig. 7(b) highlights the geographical awareness that
is made possible with multilevel focus+context visualization.
This single visualization conveys the location of the Univer-
sity of Calgary within a view showing an entire continent. In
Fig. 7(c), we display the population densities of a few ROIs
on the Earth. In a single-view DE visualization, it would not
be possible to show this level of detail for areas so far apart.

Finally in Fig. 7(d), we illustrate another benefit of a client-
side rendering of data. Here we present a flood warning
dataset, which originally comes in the form of vectors.
When overlaying such a dataset on a map, the result can
be confusing because the colours used by the dataset may
conflict with those employed by the map. To avoid such
confusion in this visualization, we apply an animated water-
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(a) Artistic texture and shading for topogra-
phy and bathymetry (S1, S3).

(b) Map textures and embossed political
boundaries (S1, S2, S4).

(c) Population data and political boundaries
as luminous textures (S1, S2, S5).

(d) Population density superimposed on map data (S2, S4, S5). (e) Three different visualizations of the same data but using
different styling matrices (S1, S2, S3, S4, S5).

(f) Glossy material (S1, S3). (g) Plastic material (S1, S3). (h) Metallic material (S1).

Fig. 6. Various client-side data styling scenarios.

like ripple to the flood dataset, allowing it to stand out
strongly against the background map. As all of our views
are real-time, these regions animate within the various foci
and on the base globe simultaneously.

See our developed prototype in action at 1x speed in the
supplemental video available from the publisher’s website.

6 CONCLUSION AND FUTURE WORK

Our approaches to DE visualizations overcome several major
hurdles in the visualization of geospatial data. Our system
also allows our globe to adapt to a particular view and render

in real-time, enabling a multitude of concurrent live views
to be produced for every frame of animation. Using this,
we overcome screen space limitations through multilevel
focus+context visualization, applied interactively on our
globe. We also demonstrated the integration of disparate
data sources through the use of DGGS.

We leveraged the ability of DGGS to correlate data layers
to provide a styling system that is able to produce a wide
variety of visualizations. By separating the styling from the
data textures, we provide a mechanism for improved server
caching, and thereby improve our system’s scalability.
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(a) Comparison of Canadian road networks in Alberta and Nova Scotia (S1, S2, S7, S8).

(b) Diverse levels of magnification (S1, S2, S4).

(c) Population densities in different parts of the world (S1, S2,
S5).

(d) Calgary water bodies and flood projection (S4, S9, S10).

Fig. 7. Various focus+context visualization scenarios.
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Relevant future works include the expansion of this
system to handle large-scale time-varying data. An example
of this would be smoothly and interactively traversing
through years of Landsat data. We are also interested in
the exploration of data-driven procedural content on the
surface of the globe, such as the generation of 3D forests with
high levels of detail. Additionally, we would like to expand
the set of data styling functions for use on the client side.
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