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Abstract 

Effective provisioning in the cloud demands an understanding of application workload 

dynamics. Current methods are extremely challenged given the mix and diversity of workloads 

and their on-demand deployment. This dissertation examines cloud workloads through statistical 

analysis to determine their salient features. These are employed to address three important issues 

in cloud environments: 1) Isolation of statistical models that accurately capture workload 

dynamics 2) Forecasting such workloads over short and long timescales, and 3) Resource 

provisioning to meet workload Quality-of-Service (QoS) requirements.  

A diverse set of traces from production cloud environments was analyzed. Henceforth a 

methodology was developed, one that classifies cloud workloads according to their 

distinguishing statistical features. This methodology has enabled the isolation of a novel 

statistical model that describes salient features specific to cloud storage workloads. The model 

employs current methods from econometrics described as Autoregressive Conditional Score 

(ACS) in this realization. The forecasting algorithm realized from this model improves accuracy 

over existing methods, reducing forecasting errors by 10% up to 25%. The algorithm has been 

realized in MATLAB and integrated into the R statistical computing package. Furthermore, this 

model has inspired the development of a novel measure of workload burstiness, its variance, one 

that extends current measures by employing statistical features specific to each workload. That 

is, if a workload demonstrates standard or nonstandard variance properties, the burstiness is 

calculated accordingly.  It is described as the Normalized Score Index (NSI). It also provides a 

means for burstiness comparison which facilitates resource provisioning given its [0,1] range 

expressible as a percentage. Thus workloads with scores of 0.2 and 0.6 are assigned resources by 

their scores. 
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Regarding resource provisioning, two novel algorithms have been realized each 

integrated as rate-based solutions applicable at integral points in cloud networks. The first targets 

the cloud network edge using the NSI in bandwidth provisioning. This was realized as a rate-

adaptive framework applicable in virtualized cloud environments. The second algorithm is 

developed specifically as a scalable solution given enterprise cloud infrastructure. The methods 

have been tested under diverse conditions and found to provide tractable bandwidth assurance 

and foster QoS provisioning in dynamic cloud environments. 
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Chapter One: Introduction 

1.1 Background 

As the cloud continues to evolve, providers are required to allocate finite resources 

among customers with unique performance objectives that present challenges in meeting service 

guarantees. Cloud computing is offered under a limited but growing number of service models: 

X-as-a-Service, where X is variously Infrastructure, Platform and Software [1]. With particular 

focus on the Infrastructure-as-a-Service (IaaS) model, collocated tenant applications compete 

primarily for compute, network, memory & storage resources in an environment where Quality-

of-Service (QoS) provisioning is largely reliant on resource monitoring by clients. In this regard, 

clients conduct measurements over their application’s communication lifecycle which can range 

from minutes to weeks. Once application communication patterns are observed, resources are 

deployed in order to attempt to meet observed communication patterns.  

In such environments, on demand or pay-as-you-go [2] application deployment makes 

QoS provisioning inherently complex. Resource consumption is unique and unequal for each 

hosted application. Furthermore, keeping track of application communication pattern across 

multiple clients for infrastructure that spans tens to thousands of servers and virtual resources is 

prohibitively expensive. QoS has a different meaning for each tenant application. High 

Frequency Trading (HFT) applications, given the nature of financial markets, have an 

exceptionally stringent delay requirement measured in nanoseconds. Cloud hosted video 

application providers are more concerned with delay variation (jitter) than delay. Given the 

foregoing, traffic sent and received by cloud-hosted applications is by definition volatile, 

volatility being a measure of variation that does not stay constant over measurable time periods 

which exacerbates QoS provisioning. 
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Given the mix and volatility of traffic attendant to IaaS environments, providers rely on 

predictive methods applied in resource provisioning for QoS maintenance. Time series analysis 

finds application in this regard given that the accumulated history of measured traffic has 

properties amenable to empirical modeling by which meaningful statistics such as its mean, 

variance and other useful properties can be extracted [3]. Given the diversity of applications that 

are deployed in the cloud, various time-series models that capture their salient statistical features 

have been developed. Current research has corroborated such models through statistical analysis 

done by different researchers both for existing as well as emergent applications and cloud use-

cases.  

A major problem faced both by cloud operators and clients is to determine which model 

provides the best statistical fit for an application. While a wealth of models has been realized, 

there has been no concerted effort in appraisal of the models and the applications they describe 

statistically. This thesis investigates which model provides the best statistical fit for an 

application. Time-series models inform prediction and resource provisioning both of which are 

integral to QoS maintenance for individual applications. The classification of models benefits a 

selection process whereby models are fitted to applications based on empirical evidence. This 

also enables the isolation of new models for emergent application areas and use-cases for which 

current research has not yet provided the best statistical fit. Thus, further to the identifying which 

model provides the best fit for an application, this thesis realizes a new model based on an initial 

classification of existing models with the new model specific to cloud storage workloads. 
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1.1.1 Time-Series Analysis and Forecasting 

Time series models can be either time or frequency domain models. For time domain 

models with which this work is primarily concerned, there are three broad categories which are 

autoregressive models (AR), integrated models (I) and moving average (MA) models. These are 

all based on a linear relationship between the current and past terms of a time series. Nonlinear 

time domain models include Threshold Auto-Regressive (TAR) models and the Generalized 

Auto-Regressive Conditional Heteroskedasticity model (GARCH) and its variants which 

employs changes over time in the variance as a measure of volatility in time series. These are the 

focus of situations when the terms of a time series cannot be adequately described by linear 

relationships. Non-stationarity & nonlinearity have motivated interest in the GARCH model 

which measures time-variation in variance, a departure from the traditional modeling of the mean 

as done in ARIMA models. Researchers have employed this statistical measure to track volatility 

in cloud and internet traffic with some success as demonstrated in [4] & [5]. Recent studies [6, 7] 

however indicate that the GARCH model while nonlinear in its representation of the variance, 

inefficiently tracks volatility once basic assumptions are dropped regarding the statistical 

distribution of errors (this being Gaussian assumptions).  

To this end, a newer class of dynamic models that employ an improved method over the 

GARCH model has been adopted in this research for QoS provisioning in cloud networks. The 

newer model is based on statistical decision making. Once Gaussian assumptions are deemed 

statistically inadequate to describe observed features, the baseline model that employs variance is 

replaced with one that employs a score measure. This work has adapted the Autoregressive 

Conditional Score (ACS) model of Harvey [8] which employs a more accurate metric, to 

determine the volatility of a time-series. The score is the second derivative of time-series 
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variables which yields a metric that more accurately captures volatility better than standard 

variance, when nonstandard features are present in time-series. The realization of this model 

comes with the challenge of using optimization to determine the score, a process that does not 

always a guarantee the minimum necessary. This challenge was mitigated by preprocessing the 

time-series under study usually by its log transformation. Every effort was made to include a 

diverse set of time-series and in the analysis and while some required the transformations 

necessary for the optimization, all returned a minimum for the score computation. In the event 

that such a time-series that fails to yield a minimum is encountered, alternatives will have to be 

sought and this represents a threat to validity.   

This adaptation comes with two novel contributions. In the context of QoS provisioning 

in cloud networks, this work contributes a volatility metric inspired and used in conjunction with 

the ACS model to enable online adaptation to load fluctuations. This is done by utilizing the 

absolute deviation from the mean traffic load as an online metric to track volatility. When used 

in conjunction with the score model of Harvey, this work improves adherence to Service Level 

Agreements (SLA) as obtain in IaaS cloud environments. This is accomplished by leveraging the 

ACS model’s improved forecasting method with a measurable reduction in forecast errors (Mean 

Absolute Percentage Error) reduced by 10% to 25% when compared with GARCH and ARIMA 

models respectively.  

1.2 Research Problem 

 The main goal of this thesis is the accurate provisioning of cloud bandwidth as a resource 

in a manner that adapts to application workload variability over small and appreciable timescales 

while able to provide measurable QoS. The fundamental assumption of this work is that the past 
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history of cloud workloads is readily available while they can also be periodically measured in 

real time. In order to address this problem, this thesis tackles the following: 

1. Analyze cloud workload traces by elicitation of their time-series in order to capture the 

salient features that describe them employing statistical methods. 

2. Develop a methodology that delineates existing and emergent models, the latter given 

new statistical observations in cloud workloads, and employ this methodology to isolate 

the most statistically appropriate model for a given workload. 

3.  Develop forecasting solutions based on identified models that are able to predict the 

future of cloud workloads while mindful of the attendant errors that come with prediction 

over both short and appreciable timescales into the future. 

4. Use developed forecasting solutions to realize bandwidth provisioning techniques 

applicable in cloud computing environments for the maintenance of application QoS. 

The trace workloads discussed and analyzed are taken from production cloud datacenters. 

The cloud datacenter network integrates computing resources across a multilayer topology (both 

physical and logical) designed to enable scalability and fault tolerance. It also integrates resource 

provisioning protocols to enable measureable QoS assignments on a per client and/or aggregated 

basis. While the cloud obviates the need for clients to invest in computing resources which is 

made available to them on demand, there’s still a necessary requirement to automate scalable 

resource provisioning when changes in ingress load makes it necessary as well as the rollback of 

the same when the extra resource is no longer needed.  

Thus, the main goal of this work in the context of the cloud network is the development 

of an adaptive framework for forecasting network bandwidth and provisioning of the enterprise 

cloud datacenter network. The forecasting framework anticipates the events associated with 
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traffic dynamics through learning from historical traces which is employed in resource 

provisioning to administer the network as a resource necessary in client SLA maintenance.  

The problem statement this work aims to address given adaptive provisioning in the 

cloud network is hereby framed as the following three questions. 

1. How do we isolate the most appropriate time-series model for a cloud workload given the 

diversity of cloud applications, use-cases and deployment scenarios? Such methods must 

employ statistical analysis to determine the salient features from the time-series of such 

workloads. Furthermore, the methods must ensure the proper statistical validation process 

and be able to corroborate empirical evidence supporting such models as appropriate and 

reject such models when empirical evidence invalidates them. Such methods must conduct 

analysis on time-series that are sufficiently large in order to ensure statistical validity.  

2. How do we ensure that predictive solutions realized from the time-series model of a 

workload present accurate forecasts given modeling constraints?  The realization of a 

forecasting solution begins with the analysis of its forecasting error to determine the accuracy 

of a realized predictive solution. This forecasting error must also be calculated for both short-

term and long-term timescales. Thus, a trade-off must be accomplished between short 

timescales which might prove more accurate and longer timescales which might be necessary 

in order for provisioning solutions to function accurately.  

3. How do we deploy bandwidth provisioning solutions realized from time-series models of 

cloud workloads given the dynamic nature of the cloud environment?  Provisioning 

frameworks based on forecasting should be deployed with the dynamic nature of cloud 

computing environments in mind. The conditions under which the original time-series was 

obtained will not be the same as when the forecasting solution is applied.   
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1.3 Thesis Contributions 

 We outline the contributions of this dissertation based on the questions posited in the 

previous section. 

1.3.1 Development of a novel Workload Model Selection Methodology 

 A novel workload model selection methodology is realized, one with a global view that 

bridges simple to complex models. This methodology first employs the existing time-series 

modeling theory to analyze a diverse selection of current workloads from cloud computing 

environments. This has enabled their classification into three distinct groups: linear, nonlinear and 

hybrid models. The linear and nonlinear classification employs methods from current statistical 

theory. The hybrid classification is done by introducing time-series error modeling with a measure 

different from the variance of classical nonlinear models. This measure was adopted from the 

econometrics literature given that it is able to capture cloud workload features in a way not done 

by existing linear and nonlinear models. The conditional score model which in econometrics 

employs the second derivative of the log likelihood of a random variable to track variability has 

found application in capturing cloud workload dynamics. This enables the realization of novel 

models under the hybrid categorization of the methodology. 

1.3.2 Development of a Novel ACS-l Time-Series Model  

The described selection methodology has enabled the realization of a novel model. Based 

on empirical observations corroborated in current research, this model is able to uniquely capture 

the salient features specific to a particular subset of cloud workloads. When the time-series of 

cloud workloads display statistical evidence of right-tailed distributions, such time-series are 

captured uniquely by conditional score models with right-tailed errors. The novelty introduced 

by this model is the identification of the lognormal model as the right-tailed distribution that 
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provides an accurate fit with the least amount of parameters from similarly right-tailed 

distributions. This model is described as the Autoregressive Conditional Score (ACS) model 

with lognormal errors, the ACS-l. The ACS-l model is specific to the current research literature 

where the lognormal distribution has been identified as the best statistical fit for cloud storage 

and video traffic in the family of right-tailed distributions. The proposed and realized model has 

enabled the subsequent realization of forecasting solutions  

1.3.3 A Novel Forecasting Algorithm Based on the ACS-l model 

 A novel forecasting algorithm has been realized based on the ACS-l model. When 

compared with existing linear and nonlinear models, the ACS-l forecasting algorithm offers a 

reduced error in forecast by 10% when compared with the GARCH model and 25% when 

compared with ARIMA models. The realized algorithm has been tested extensively for both in-

sample and out-of-sample forecasting scenarios. It is able to provide forecasts over horizons, 

future forecasts lengths, ranging from minutes to weeks dependent on the workload at hand. The 

forecasting algorithm has been implemented in MATLAB and it has also been realized as code 

added to the R statistical computing package made available to research community. 

Furthermore, the addition of the forecasting solution to the R environment also provides a means 

by which researchers can employ it in the simulation of cloud storage and video workloads. This 

forecasting solution is also extensible in the area of comparison with other right-tailed 

distributions developed employing conditional score models. 

1.3.4 A Novel Measure of Workload Burstiness: The Normalized Score Index (NSI) 

 Further to the realization of a novel model that captures the salient features of certain 

types of cloud workloads, a novel measure of burstiness has been realized. Burstiness is by itself 

a general expression for variability in traffic which is statistical captured by variance. This new 
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measure is described as the Normalized Score Index (NSI). It is so described because it extends 

the traditional measure of variance, the index of dispersion. Where the index of dispersion 

expressed variability as the ratio of the variance to the mean of a random variable, the 

normalized score index expresses the same as the log of the conditional score to the mean. The 

motivation for this realization is the improved accuracy of the ACS-l model when forecasting 

cloud workloads especially storage and video. The NSI has been developed both as a static 

metric and an instantaneous measure of burstiness of workload variability. It has been compared 

with existing measures demonstrated to provide a more accurate measure of workload burstiness. 

1.3.5 An Adaptive Rate-Based Algorithm integrated into the Cloud SDN stack  

Given virtualized solutions in modern cloud datacenters, we developed an adaptive rate-

based algorithm for QoS maintenance in virtualized cloud environments. This algorithm employs 

the NSI to effectively track bandwidth variability by offline profiling to determine its measure of 

burstiness. Subsequently, it employs the offline profiled NSI for online adaptation to workload 

conditions as exists in cloud environments. This solution is resident in the application layer of 

the SDN stack as a controller and deployed in the OpenStack
1
 environment. This is a rate-based 

approach which periodically measures end-to-end application throughput to determine 

provisioning requirements. This method targets the modern datacenter network edge at the nexus 

of virtualized servers and networks for effective SLA maintenance in multitenant cloud 

environments. The method has been applied to a diverse set of workload types and scenarios 

including cloud storage applications, multitier web applications and general bulk data. Using this 

method and with application response time as the QoS metric, adherence to SLA was maintained 

                                                 

1
 OpenStack is a free, open-source cloud-computing solution that provides resources as required for the IaaS model.  
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at 95% or greater for individual application QoS. The SLA is based on the definitions that are 

employed by cloud providers. For instance Amazon’s Elastic Compute Cloud (EC2) SLA
2
 is 

expressed as uptime percentage on a monthly basis calculated by subtracting from 100% the 

percentage of time the service was unavailable. Unavailability been the number of minutes 

resources were unavailable. The SLA from Amazon and other cloud providers is this regard is 

for 99% availability. Similarly the SLA definition adopted here is from 95% to 99%. 

1.3.6 An Adaptive Rate-Based Algorithm for Large-Scale Cloud Environments 

An algorithm was developed that avails itself of a robust feature of conditional score 

models for rate-based bandwidth management in the context of large-scale cloud environments. 

This compliments the earlier discussed rate-based algorithm which targets the newer SDN cloud 

network edge. While the realized algorithm is applicable in various cloud scenarios, in its current 

form, it does not benefit the large-scale transport infrastructure at the core of the cloud network. 

This algorithm is developed to mitigate some of the drawbacks of the state-of-the-art 

Transmission Control Protocol (TCP) which is still employed as the transport protocol in cloud 

environments. The algorithm employs a feature of conditional score models to enable robustness 

as applies given the diverse operating conditions that obtain in the core of the cloud transport 

network while it enables scaling to track load fluctuations in meeting QoS guarantees. It has been 

tested in large-scale scenarios and compared with existing bandwidth-based control methods 

with performance based on Average Flow Completion Time (AFCT). Our methods show a 60% 

AFCT reduction in comparison with TCP and a 25% reduction when compared with the Rate 

Control Protocol (RCP).  

                                                 

2
 https://aws.amazon.com/ec2/sla/ 

 

https://aws.amazon.com/ec2/sla/
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1.4. Thesis Organization 

This dissertation is organized as follows: 

Chapter 2 provides the necessary statistical background necessary to understand the key concepts 

elucidated in subsequent chapters. Chapter 3 details the statistical analysis conducted on time-

series elicited from real cloud computing environments. Chapter 4 discusses the isolation and 

realization of novel forecasting model based on observations of novel identified features from 

real cloud workloads. Chapter 5 discusses the forecasting algorithm based on the model 

developed in chapter 4. Chapter 6 provides a novel measure for cloud workload burstiness also 

based on the model of chapter 4. Chapter 7 details the adaptive-rate based algorithm developed 

for virtualized environments. Chapter 8 details a second algorithm developed for the core of the 

cloud network while chapter 9 details the conclusions and future work. 
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Chapter Two: Statistical Background 

2.1 Introduction 

 This chapter presents the statistical basis employed for the characterization and modeling 

of time-series elicited from the datasets selected for study. It provides the necessary theoretical 

background that informs the methodologies selected while also providing the definition of terms 

pertinent to analysis of time-series in general. This also provides the background fundamental to 

the subsequent chapters. Given the importance of time-series analysis which forms the 

cornerstone of this research, the fundamental characteristics that describe them are discussed.  

2.2 Definition of Terms 

2.2.1 Time-Series 

  A time-series is an ordered sequence of the values of a variable at equally-spaced 

intervals over time [9]. Time-series are observed in many diverse fields. Daily temperatures 

monitored in meteorology are extracted from observations which are collected sequentially over 

time [10]. The daily closing prices of stocks observed in the field of econometrics and the Dow-

Jones Industrial Index are further examples. In the context of cloud-computing, a time-series is 

observable in data gathered over time from computing infrastructure. Metrics gathered from 

memory, disk, CPU and network are all observable as time-series.  

To illustrate the diversity of fields in which time-series analysis plays a key role, two 

different time-series plots outside of cloud-computing are employed. Figure 2.1 illustrates the 

time-series of the quarterly earnings of Johnson & Johnson from 1960 to 1981. This was realized 

through R-programming code made available by Shumway and Stoffer [11]. Figure 2.2 also 

plotted with data from [11] illustrates the New York Stock Exchange (NYSE) for 2000 trending 

days (February 1981 to December 1991).  
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 Figure 2.1: Johnson & Johnson quarterly earnings, 84 quarters 1960-1st to 1980-4th. 

 

 

 

 

 

 

 

 

Figure 2.2: Daily weighted market returns of the NYSE 

The plot of earnings for Johnson & Johnson illustrates a general upward trend while the NYSE 

time-series demonstrates what is generally observed as ‘bundling’ along the time interval of 

observation. Here, bundling refers to data-points of a time-series concentrated into clusters over 

time. This phenomenon is widely attributable to financial and econometrics time-series. Both 
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serve to illustrate the practice of initial visual observation of time-series to infer some of its 

characteristics. 

Time-series analysis determines that the observations over time of the variables of any 

given series must follow a given structure. The determination of that internal structure leads to 

the realization of models that describe time-series. These models can be employed in simulation 

for design and testing where resource provisioning is concerned. It also leads to the realization of 

forecasting frameworks for future resource planning. 

2.3 Basic Time-Series Characteristics 

 This section discusses the basic statistical measures used to describe time-series data. 

These measures apply to subsequent datasets from production cloud environments from which 

diverse but representative time-series were realized.  

2.3.1 Marginal Distributions 

 Given the definition of a time-series as an ordered sequence of variables, these variables 

are generally assumed to be drawn from a much larger population of variables. This population 

in turn is defined by a statistical distribution often described as the marginal distribution of the 

population. The identification of this marginal distribution is integral to the proper isolation of a 

model for the time-series under study. One simple way of identification of the marginal 

distribution is to plot the histogram of time-series data. The shape of the histograms leads to 

inference of the distribution from which time-series variables are drawn. 

2.3.2 Conditional Distributions 

 Time-series variables are a subset drawn from a much larger population. In order to 

arrive at quantitative measures of its properties, its observations over time are the only available 

variables by which inferences can be made. For instance, if a web application is deployed in the 
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cloud and observed over 24 hours, statistical assumptions can be made by using the data 

available from the beginning to the end of the measurement. Thus, inferences can be made of the 

future conditional on the variables observed in the past. Given the web application example, 

inferences can be made about the properties of the time-series for the 6
th

-hour period given data 

available up to and including the 5
th

-hour period. In contrast, the marginal distribution has no 

notion of past variables as a determinant of present and future values. Of more importance in 

time-series analysis is the conditional distribution as it contains knowledge of the time-series 

variables up to a determined point in time necessary to determine future values. As illustrated in 

Figure 2.3, the observations of the random time-series with terms up to time “T-1”, (7 on the x-

axis) is employed to determine properties of time-series from time T.  

 

 

 

 

 

 

 

 

 

 

 

 

Figure 2.3: Random Time Series illustrating Conditional Distributions 
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 The finite set of observations available for any given time-series determines how 

efficiently future characteristics can be determined. Hence, the larger the dataset available, the 

better the time-series can be inferred to be a true representation of statistical distributions 

(marginal and conditional). This also makes for better determination of future characteristics.  
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2.3.3 Stationarity  

A time-series is stationary when its properties are independent of time. This means that 

all the observations in the time-series can be shifted forward or backward in time without 

affecting its underlying statistical properties. Furthermore, its statistical properties captured in 

the mean and the variance must be constant over the time period of measurement. 

Using the notations for mean and variance for a variable Y employed in statistics, EY and 

EY
2
, the following definitions describe stationarity of the first and second order: 

A time-series is first-order stationary if it has constant mean EY. A time-series is second-

order stationary if it has constant variance EY
2
. When a time-series is first and second-order 

stationary, they can be modeled using linear methods. When a time-series is stationary in the 

first-order but non-stationary in the second-order, linear models become inefficient in the 

determination of its parameters [12]. 

2.3.4 Auto-Correlation Function (ACF) 

The ACF of a process Yt, describes the correlations over time lags. It is given by: 

                                                                                                                                                    (2.1) 

 

Where E is the expectation, Yt is the time-series while μt is the mean of the observations of which 

Yt is composed. The standard deviation at lags t and h is given by 𝜎t and 𝜎h respectively. The lag 

is the numeric distance that separates time-series data.  This gives the measure of the relationship 

of the time-series’ observations over (t-h), t and h being the time lag that separates the 

observations of the series.  

If the process is stationary, the correlation is dependent only on the lag t-h. Furthermore, 

the ACF decays exponentially as the lag increases. If the process is not stationary, the ACF will 

𝑅(𝑡, ℎ) =
𝐸[(𝑌𝑡 − 𝜇𝑡)(𝑌ℎ − 𝜇ℎ)]

𝜎𝑡𝜎ℎ
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decay with a noticeable lack of the exponential form that characterizes stationary time-series data 

[11]. This will be elaborated in greater detail in succeeding sections detailing initial exploratory 

analysis of time-series. 

2.4. Observable Properties 

 Analysis by visual exploration is an integral component to time-series analysis. While 

this is prone to human error, it is confirmed or denied by rigorous statistical tests. In addition, it 

provides opportunities for good inferences necessary for modeling. The properties that can be 

observed are explained. 

Seasonality 

 Seasonality means periodic fluctuations in time-series data. This kind of variation is fixed 

and is for known periods in the time-series.  

Trends 

 A trend represents a long-term increase or a decrease in time-series data. It is observable 

as tending in one direction which is upward or downward. 

Cyclic Episodes 

 Cyclic episodes represents rises and falls in time-series data which are random and are 

not fixed for known periods as obtains for seasonality. 

Clustering 

 Clustering is the tendency for large changes in time-series data to be followed by large 

changes and for small changes to be followed by small changes. This phenomenon observed over 

time is a typical measure of volatility. A typical example of this is the time-series plot of the 

NYSE returns given in Figure 2.2. This characteristic has also been observed in time-series 

realized from cloud computing metrics [13],[14],[15]. 
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2.5 Time-series Components and Decomposition. 

The properties earlier discussed as observable in time-series plots also serve as a starting 

point for the realization of models. From a general perspective, time-series are composed of 

components. Employing the perspective of Hyndman [16], a time-series Yt is composed of three 

components: a seasonal component St, a trend component Tt and zt is the residual or error term. 

The error term will be expanded further given its significant role in modeling. The Hyndman 

model can be realized either as an additive or a multiplicative model: 

 

               (2.2) 

               (2.3) 

Equations 2.2 and 2.3 represent the general class of models representative of time-series. 

The additive model according to Hyndman is found to be appropriate when variations around 

seasonal patterns and trends do not show appreciable change with the mean-value of the time-

series. When seasonal properties or trends vary in proportion to the mean value of the time-

series, the multiplicative model is deemed to be better applicable in modeling time-series. 

Multiplicative models find application in econometrics and financial time-series. They will also 

come into play regarding volatility observable given certain situations in time-series realized 

from cloud computing metrics. 

Both models illustrated will be employed in the modeling phase for the time-series 

analyzed for this research. 

  

𝑌𝑡 = 𝑆𝑡 + 𝑇𝑡 + 𝑧𝑡 

𝑌𝑡 = 𝑆𝑡𝑇𝑡𝑧𝑡 
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2.5.1 Errors, Innovations, Residuals and Noise 

 The centrality of time-series analysis across multiple fields has led to the different terms 

employed to describe an important common variable. Innovations, residuals and noise all refer to 

the error term in time-series models. The error term is an integral component of time-series 

given natural noise that exists in the universe and in many fields of engineering. Any analyzed 

time-series is to some extent corrupted by noise. For uniformity, the term noise is adopted.  

 Noise analysis in time-series is of fundamental importance given that its properties are 

necessary for the realization of accurate models employed in simulation and forecasting. 

2.5.2 White Noise 

 The autocorrelation function is employed to discover any relationships that might exist 

between the observations of any given time-series. When there is no relationship over lags for 

the observations of a time-series, the autocorrelation is zero. In this regard, the observations are 

said to be uncorrelated. A collection of random variables that are uncorrelated form a series that 

is used to model noise. Given its origin in signal processing theory, the term white noise is 

indicative of white light in the electromagnetic spectrum given that it contains periodic 

oscillations which are all present in equal strength. A time-series generated from white noise has 

zero mean and is of finite variance. White noise is here denoted by zt ~ W(0, 𝜎2
).  

 White noise fulfills the requirement of first and second order stationarity given the 

condition of finite variance. It therefore allows the construction of simple and more complex 

time-series of metrics observed in cloud computing environments. This includes all metrics that 

affect performance. To illustrate the realization of such time-series and to enable visualization of 

correlation structures over time, simulations of random variables are employed. In this regard, 

Figure 2.4 illustrates a time-series composed of white noise with variables drawn from a normal 
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Figure 2.4: White Noise Time-Series 

distribution also described as Gaussian white noise. This in itself is a time-series given that the 

variables of which it is composed are uncorrelated. Furthermore, it fulfills the requirements of 

first and second-order stationarity given that it has zero mean and finite variance.  

 White noise enables the construction of simple time-series models in and of itself. It also 

provides the standard measure for noise even if its equivalent component in time-series realized 

from production environments present statistical departures from it. 

 

2.6 Hypothesis Testing 

 

 Exploratory visual analysis of time-series while useful for the discovery of patterns and 

characteristics is a subjective exercise. It is often the case that two observers of the same time-

series plot arrive at different conclusions regarding its characteristics. In order to foster statistical 
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accuracy, hypothesis testing is employed. This determines if there is sufficient evidence in time-

series data to support the proposition that a given condition holds true regarding its nature. In this 

regard, two competing claims (hypotheses) are made regarding the nature of time-series data 

under study. The first is the null hypothesis H0, a general statement which holds the position that 

there is no observable relationship present in time-series data. In the context of time-series and 

using initial statistical assumptions discussed, the initial claim can be made that the observations 

of a time-series are generated by a random process of independent variables with no relationship 

between them. As discussed earlier, this claim means that time-series observations are drawn 

from a population of independent white noise random variables. 

The alternative is to reject the null hypothesis by an alternative H1 that holds that time-

series observations are not independent, that there exists such an observable relationship. The 

pertinent properties of time-series data each have established tests by which conclusions can be 

made regarding their presence or absence following the visual observation of the same. The tests 

are discussed. 

2.6.1 Kwiatkowski–Phillips–Schmidt–Shin (KPSS) Stationarity Test 

 The KPSS test [17] is employed to establish the stationarity or lack thereof of a time-

series under test. The null hypothesis H0 in this regard is that the time-series is stationary tested 

against the alternative H1 that it is non-stationary. The KPSS test determines that the null for 

stationarity of a time-series which has a properly defined first-order measure is centered around 

the mean or an observable linear trend. The alternative is the assumption that a series is non-

stationary.  

 The test specification employs the time-series component model earlier elaborated in 

section 2.5. There, a time-series was decomposed into seasonal, trend and noise components. In 
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the KPSS test specification, a time-series is decomposed into a trend component, a random walk 

component and noise. The random walk is process composed of a random variable whose current 

value combines a past value plus an error term which is white noise. The specification is given 

as: 

                  (2.4) 

Here, yt for t = 1, 2,…,T is the time-series under observation. Pt is the trend component, rt is the 

random walk component and zt is the noise which is assumed to be stationary. The model 

realization includes a trend given observations of the same as occurs in many fields. The general 

upward trend was illustrated in Figure 2.1 for quarterly earnings from Johnson & Johnson.  

 The null hypothesis given equation 2.4 above is the assumption that the variance of the 

random walk component rt is zero and that yt is stationary. If the variance is greater than zero, 

then yt is non-stationary. 

 The formal specification of the KPSS test is: 

H0: yt is trend/mean stationary around the mean with the variance of the random walk 

component  𝜎𝑟
2 = 0 

H1: yt is a non-stationary process 

2.6.2 Ljung-Box Test for Residual Autocorrelation in Time-Series 

 The Ljung-Box test [18] is a diagnostic measure employed to determine if there is any 

relationship over time in time-series data. It examines the ACF of a time-series to determine if 

there are any correlations present over lags. The aim of this test is to ensure that the model 

selected as the best description for a time-series is the most statistically accurate given existing 

models. This test is done on the noise component of a time-series that after it has been fitted 

employing an Auto-Regressive Model. The Auto-Regressive model is one in which current and 

𝑦𝑡 = 𝑃𝑡 + 𝑟𝑡 + 𝑧𝑡 
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future values are computed based on values in the immediate past. Subsequently, testing analyses 

m autocorrelations in the noise. The autocorrelations should be zero (or very small) which 

ensures that the noise terms are uncorrelated. If there happens to be an appreciable degree of 

correlation in the noise component, the subsequent step is one of model fitting to determine its 

statistical distribution. The formal specification of the Ljung-Box test: 

H0: The time-series observations are drawn from a population of independent and identically 

distributed variables. This means that the correlation in the population is zero with any observed 

relationship resulting from the randomness that may attend the process of sampling. 

H1: The time-series observations are not drawn from a population of independent and identically 

distributed variables, that is, there exists correlation in the data. 

2.6.3 Akaike Information Criterion (AIC) 

 Model selection is a process of elimination given that one is faced with a set of 

competing candidates. In order to eliminate bias the Akaike Information Criterion (AIC) [19] is 

employed to determine the relative fit of statistical models for time-series data under study. 

Given a set of candidate models that has been fitted to a time-series, the AIC computes each 

model’s quality relative to each candidate model in the set. The model with the lowest AIC is 

subsequently selected as the best fit for the time-series data. 

 The computation of the AIC metric is based on the value returned from the likelihood 

function of the model and the number of its parameters. The metric of likelihood function will be 

elaborated in subsequent chapters. Examples of model parameters are the mean and the variance 

as well as others beyond them. If L is the likelihood function and k the number of model 

parameters, the AIC is given by: 

                (2.5) 𝐴𝐼𝐶 = 2𝑘 − 2 ln 𝐿 
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 The AIC will be employed in subsequent model-fitting exercises done for the time-series 

realized from production cloud environments. 
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2.7 Higher-Order Statistics 

2.7.1 Skewness 

The sufficient requirements for characterization of time-series are often limited to the 

first and second-order statistics captured in the mean and the variance. However, there are 

important characteristics that have been observed in time-series for which it is necessary to 

consider higher order statistical measures.  

Analysis of the time-series realized from cloud computing environments often present 

large metric values followed by large or similar values. This may be in the form of jobs 

submitted or bandwidth observed.  To illustrate, the histograms from two of such time-series to 

be analyzed are here presented. The details of the datasets from which each series is realized will 

be discussed in greater detail in later chapters.  

It will be observed that the histogram in Figure 2.5a shows large values followed by 

similarly large values with a sharp decrease in magnitude as we move away from the origin.  

 

 

 

 

 

 

 

 

 

Figure 2.5:(a) Right-Skewed Histogram                      (b) Symmetric Histogram 

  



 

27 

Figure 2.5b shows a gradual increase to a central mean value before tapering off as we move 

away from the origin.  The shapes observed in the histograms leads to important and different 

characterizations of the observed time-series.  

The shape observed in Figure 2.5a is described as skewness.  Skewness measures the 

symmetry or the lack thereof of a statistical distribution. Given that this is an empirical 

distribution of the observed time-series, it gives further insights of the population from which it 

is most likely drawn. The histogram of the time-series of Figure 2.5a is right-skewed which 

requires the methods employed in the analysis of higher-order statistics beyond the mean and 

variance. 

A distribution is symmetric if both halves to its left and right are the same and equally 

spaced from the center point. This is adequately represented by Figure 2.5b. When the values 

that make up the distribution are concentrated to the left with a longer right ‘tail’, the distribution 

is positively skewed as shown in Figure 2.5a. If the values are concentrated on the right with a 

longer left ‘tail’, the distribution is negatively skewed.  

Skewness defines the 3
rd

-order moment of a distribution and is given as [9]: 

 

               (2.6) 

Where Y, i = 1, 2,…, T is the time-series under study, and 𝜎 is the standard deviation. 

Equation 2.6 accounts for the shape of the distribution of a time-series. It is vitally important to 

realize the departure of the distribution of time-series from that which is normal. Figure 2.5b 

presents an example of a time-series distribution that approximates the normal distribution.  

Upon realization of the departure from normality however, it is important to test and 

account for such departures in order to provide adequate models for fitting the distributions that 

𝑠1 =
∑ (𝑌𝑖 − �̅�)3/𝑇𝑇

𝑖=1

𝜎3
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best capture its characteristics. Given that departures from normality give rise to ‘tailed’ 

distributions, it is important to define the higher-order statistics that capture their characteristics 

as given in equation 2.6. This is important because the values of such higher-order measures 

determine which model is adequate for the time-series under study. 

2.7.2 Kurtosis 

Further to the skewness of the distribution of a time-series, kurtosis deals with the 

characteristics of the tail of the distribution beyond Skewness. It is a measure that determines 

whether data of a time-series are heavy-tailed or if they are light-tailed with respect to the normal 

distribution [9].   

Kurtosis defines the 4
th

-order moment of a distribution and is given as [9]: 

 

               (2.7) 

 

Where Y, i= 1, 2,…, T is the time-series under study, and 𝜎 is the standard deviation. 

Kurtosis is a measure of the ‘tailedness’ of the distribution of a time-series. It measures 

variability given a few extreme or high values rather than a slower increase and/or decrease from 

the mean value as obtains for the normal distribution.  

2.7.3 Heavy, fat, long and all manners of tails 

Together, skewness and kurtosis both determine the shape of a distribution. Furthermore, 

given that they define the 3
rd

 and 4
th

 order moments of distributions, it is necessary to understand 

and test to see if they exist in order to find a tractable model. To get some insight and to 

determine whether these moments exist or not, Figure 2.6 provides an illustration. It shows a 

right-skewed distribution fitted to the normal, gamma and lognormal models. 

𝑘1 =
∑ (𝑌𝑖 − �̅�)4/𝑇𝑇

𝑖=1

𝜎4
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Figure 2.6: ‘Tailedness’ of distributions given kurtosis and skew 

It will be noticed that the tails of the fitted gamma and lognormal distributions decay more 

slowly than that obtained for the normal distribution. It is the behavior of this decay of the tail 

that has led to the terms heavy—, fat—, long—tailed distributions. 

 Rather than make the distinction between all these descriptive terms, their common 

defining property is that the tail is not exponentially bounded. This means that the further we get 

from the origin (on the positive x-axis), to very large values approaching infinity, the distribution 

decays much slower compared to the normal or exponential distribution.  

The importance of this property lies in the definition of their higher-order moments 

which may not be finite. This is of vital importance for adequate modeling as applies when 

‘tailedness’ comes into play and for subsequent exercises of forecasting and resource 

provisioning in cloud computing scenarios.  
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2.7.4 Conclusion 

 The basic statistical measures necessary for the tractable definition of time-series have 

been discussed. First and second-order measures defined by the mean and variance as well as 

these being known and finite are necessary to capture the characteristics of a large variety of 

time-series. In order to capture the relationships as may exist between the observations of a time-

series, the ACF is employed to determine correlations.  

 Characteristics that can be inferred through a visual inspection of time-series were also 

discussed. Given that it is an error-prone process, a discussion of statistical tests required to 

confirm time-series characteristics were discussed. The components of which time-series are 

composed, their decomposition and their basic model construction methods were discussed. 

Furthermore, the importance of noise as a time-series component was elaborated. 

 The chapter discusses higher-order statistical measures beyond the mean and variance. 

These were elaborated given certain characteristics observed in time-series from cloud 

computing environments. The importance of ‘tailedness’ in the statistical distribution of time-

series was also discussed.  
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Chapter Three: Statistical Analysis and Modeling Preliminaries for Selected Datasets 

 

3.1 Introduction 

Cloud computing under the Infrastructure-as-as-Service (IaaS) model offers the basic 

resources of CPU, memory, storage and network to customers. In order to gain a better 

understanding of resource utilization, application behavior and QoS provisioning in production 

environments, providers often release datasets to the research community for analysis. The major 

cloud service providers including Google [20] and Amazon [21] have released various datasets 

with their competitors offering the same. Given the diversity of cloud applications and the 

uniqueness of their hosting environments, a diverse collection of 10 datasets was obtained and 

analyzed. This was done to ensure adequate coverage as far as is possible given the diverse use-

cases that obtain in production environments. 

It is here mentioned that unfortunately, not all datasets requested could be obtained. 

Researchers who first obtain datasets from some providers often enter into binding legal 

agreements which prevent further release. However, the collection of datasets analyzed 

represents the diversity of current cloud application deployment scenarios. Their composition 

and statistics follow. 

3.2 Dataset Collection 

 Table 3.1 provides the basic information of the datasets selected for study. These 

represent datasets that have been employed in current research. Datasets typically are valid for a 

period between 5 and 10 years from the time of collection. This is confirmed by the workload 

characterization study done in [22] where one of the most comprehensive datasets to date was 
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Table 3.1: Basic Dataset Information 

Series Year  Environment Topology Length  Type Sampling   URL 

University Networks 

IA 2011 Private   High-Speed 

LAN/WAN 

24 hours Web  5 minutes http://wand.n

et.nz/wits/wai

kato/8/ 

 
IB 2011 Private   High-Speed 

LAN/WAN 

1 week Web 10 minutes 

General Datacenters 

II 2010 Cloud 

Datacenter 

Fat-Tree 3 hours UDP 5 minutes http://pages.c

s.wisc.edu/~t

benson/IMC1

0_Data.html   

Cloud Computing Server Clusters 

IIIA 2015 Video-on-

Demand  

(VoD) Server 

Cluster 

High-Speed 

LAN 

 

13 hours 

 

Web/ 

HTTP 

1 minute 

(flash trace) 

http://mldata.org

/repository/data/

viewslug/realm-

cnsm2015-vod-

traces/ 

IIIB 2015 Video-on-

Demand  

(VoD) Server 

Cluster 

 

High-Speed 

LAN 

 

13 hours 

 

Web/ 

HTTP 

1 minute 

(periodic 

trace) 

http://mldata.org

/repository/data/

viewslug/realm-

cnsm2015-vod-

traces/ 

IVA 2015 

 

Cluster for 

business 

critical 

workloads 

 

High-Speed 

LAN 

1 month TCP; 

cloud 

storage 

(fast) 

1 hour 

(Network 

throughput 

trace) 

http://gwa.ewi.t

udelft.nl/dataset

s/gwa-t-12-

bitbrains 

 

IVB 2015 

 

Cluster for 

business 

critical 

workloads 

 

High-Speed 

LAN 

1 month TCP; 

cloud 

storage 

(slow) 

1 hour 

(Network 

throughput 

trace) 

http://gwa.ewi.t

udelft.nl/dataset

s/gwa-t-12-

bitbrains 

 

V 2010 Google Cluster 

Data 

High-Speed 

LAN 

1 month TCP 10 minutes http://rboutaba.c

s.uwaterloo.ca/d

ownload.html 

VI 2012 Dropbox/ 

Amazon 

High-Speed 

LAN/WAN 

1 week TCP 15 minutes http://cloudspac

es.eu/results/dat

asets 

VII 2012 SugarSync High-Speed 

LAN/WAN 

1 week TCP 15 minutes http://cloudspac

es.eu/results/dat

asets 

 

 

 

http://wand.net.nz/wits/waikato/8/
http://wand.net.nz/wits/waikato/8/
http://wand.net.nz/wits/waikato/8/
http://pages.cs.wisc.edu/~tbenson/IMC10_Data.html
http://pages.cs.wisc.edu/~tbenson/IMC10_Data.html
http://pages.cs.wisc.edu/~tbenson/IMC10_Data.html
http://pages.cs.wisc.edu/~tbenson/IMC10_Data.html
http://mldata.org/repository/data/viewslug/realm-cnsm2015-vod-traces/
http://mldata.org/repository/data/viewslug/realm-cnsm2015-vod-traces/
http://mldata.org/repository/data/viewslug/realm-cnsm2015-vod-traces/
http://mldata.org/repository/data/viewslug/realm-cnsm2015-vod-traces/
http://mldata.org/repository/data/viewslug/realm-cnsm2015-vod-traces/
http://mldata.org/repository/data/viewslug/realm-cnsm2015-vod-traces/
http://mldata.org/repository/data/viewslug/realm-cnsm2015-vod-traces/
http://mldata.org/repository/data/viewslug/realm-cnsm2015-vod-traces/
http://mldata.org/repository/data/viewslug/realm-cnsm2015-vod-traces/
http://mldata.org/repository/data/viewslug/realm-cnsm2015-vod-traces/
http://gwa.ewi.tudelft.nl/datasets/gwa-t-12-bitbrains
http://gwa.ewi.tudelft.nl/datasets/gwa-t-12-bitbrains
http://gwa.ewi.tudelft.nl/datasets/gwa-t-12-bitbrains
http://gwa.ewi.tudelft.nl/datasets/gwa-t-12-bitbrains
http://gwa.ewi.tudelft.nl/datasets/gwa-t-12-bitbrains
http://gwa.ewi.tudelft.nl/datasets/gwa-t-12-bitbrains
http://gwa.ewi.tudelft.nl/datasets/gwa-t-12-bitbrains
http://gwa.ewi.tudelft.nl/datasets/gwa-t-12-bitbrains
http://rboutaba.cs.uwaterloo.ca/download.html
http://rboutaba.cs.uwaterloo.ca/download.html
http://rboutaba.cs.uwaterloo.ca/download.html
http://cloudspaces.eu/results/datasets
http://cloudspaces.eu/results/datasets
http://cloudspaces.eu/results/datasets
http://cloudspaces.eu/results/datasets
http://cloudspaces.eu/results/datasets
http://cloudspaces.eu/results/datasets


 

33 

Table 3.2: Summary Statistics for all Datasets 

Dataset Metric Mean Min Q1 Median Q3 Max CoV S.Dev. 

IA Packets/min 88636 9070 41649 87972 129177 193347 55.6 49344 

IB Packets/min 385749 6513 188245 284362 639398 1210242 61.2 236305 

II Packets/s 104904 0 68326 105424 14476 247043 52.45 55031 

IIIA Megabits/s 158 39 104 137 208 432 45.36 71.67 

IIIB Megabits/s 181 35 132 186 226 363 34.86 63.10 

IVA Megabits/s 485 158 315 425 611 1459 47.42 230 

IVB Megabits/s 204 47 123 185 253 803 54.9 112 

V Jobs/minute 132399 100784 121392 131944 142135 187429 10.98 14532 

VI  Kbytes/s 821 29.5 759.8 821 910 1188 16.32 134 

VII Kbytes/s 843 0 445 575 946 2858 79.12 667 

 

released to the research community (series IV in table 3.1). In order that the time-series realized 

from them would prove valuable to current research, datasets were limited to those collected in 

the past 5 years. The datasets from 2010 particularly series V from Google remain valid and 

contributions to current research are still made from it [23-25].  

While each will be discussed in greater detail, table 3.2 provides the summary statistics 

for all time-series studied along with the metric chosen for analysis. The table provides an initial 

comparison of the series in terms of the standard deviation and the Coefficient of Variation CoV. 

The CoV is the ratio of the sample mean and the standard deviation expressed as a percentage. 

This metric serves as a first measure of variability. It is however of limited given that it becomes 

an inefficient metric of variability if the measured variable contains values that are both positive 

and negative. It however serves its purpose as a starting point in the realization of metrics that 

are better able to track variability applicable to the time-series under study. Detailed dataset 

information is now provided. 
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3.3 Detailed Dataset Information 

3.3.1 Series IA & IB 

The traffic in these datasets was captured at the access point between a university 

network and the public internet. It contains both ingress and egress traffic. The traffic capture 

process retained some application details which upon further analysis shows data composed 

mainly 3 protocols: TCP (web/email), UDP (voice/video) and ICMP (connectivity testing). The 

dataset is made up of multiple flows which are aggregations of packets sent and received 

between distinct user endpoints. This gives rise to various communication patterns & flow 

characteristics within the aggregate observed traffic: 

Many-to-one patterns: Given that web servers receive connections from multiple sources, the 

dataset contains many-to-one flows. This also accounts for client-server communication patterns 

observable for email applications. 

Bursts: this where user traffic is sustained at high intensities for short periods followed by 

periods where no data is sent and subsequent intensity.  

Elephant and Mice flows: These are the descriptive terms used for large and small flows 

respectively. As shown in the packet size distribution below, the dataset is composed of mice 

(average packet size at 40-79 bytes) and elephants (1280-2559 bytes) each at 40% of total traffic. 

3.3.2 Series II 

The traffic in this dataset comes from a comprehensive study of 10 datacenters. The 

environments researched include university networks, public and private clouds. This study 

reports the on applications deployed in large scale cloud and internet service provider 

environments. Studies give comprehensive details on network topology, packet and flow level 

statistics, link utilization, congestion and model fitting for traffic as applies to this research. 
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Not all datasets were released. The dataset long enough for forecasting and prediction is captured 

primarily from a multicast video application given details from the research paper. 

3.3.3 Series IIIA & IIIB 

This is composed of two traces released from a video streaming study. The environment 

integrates cloud storage and a video-server cluster that provides streaming services to clients. 

Two datasets were released from the study each holding 13-hours of traffic. The first contains 

what is described as flash-crowd traffic while the other holds traffic described as periodic. 

The server cluster is provisioned over 1 Gbps Ethernet connections both to storage and 

the web frontends facing clients. End-clients make requests to the web frontend and subsequently 

video streams are communicated to them. While the datasets were not released as traces that 

could be analyzed for protocol composition, sufficient details enable the realization of time-

series as obtains for the others studied.  

3.3.4 Series IVA and IVB 

Series IVA & IVB come from a private production IaaS cloud cluster running business 

critical workloads. The dataset has been analyzed in current research [22] and made available 

online. The dataset is aggregated from the communication of 1750 Virtual Machines VMs 

spanning 4 months. Two months of data have been analyzed. Traces are available for CPU, Disk, 

Memory and Network I/O. Only the network traces from the study have been analyzed for this 

study. If time permits, cross-correlation between each individual resource may also be studied. 

This is by far the richest and longest dataset from production cloud networks sufficient for 

testing and development of forecasting methodologies. 
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3.3.5 Series V 

Series V was released by Google in 2011 and represents one of the most comprehensive 

and widely analyzed datasets in current research. The data comes from a 12,500 nodes integrated 

into a compute cluster at Google spanning one month of collection. In this compute cluster, jobs 

are submitted, each job comprising one task or more. Each job is specified by given resource 

consumption requirements which are employed in scheduling of the job’s tasks unto physical 

machines. The tasks of which jobs are composed are Linux program applications which are run 

on a single machine. Depending on size, job runtimes can span several days with details of usage 

describing a workload executed over several days. 

Google stated that they made the trace public to highlight the complexity of scheduling of 

jobs which has fundamental impacts on workloads in their environment. The dataset includes 

resource consumption for memory, CPU and job submission statistics.  

3.3.6 Series VI and VII 

 The dataset from which series VI and VII were realized comes from research in the active 

measurement of personal cloud storage [26]. The research undertook a performance evaluation 

of three personal cloud storage providers (Dropbox, Box and SugarSync
3
) with particular focus 

on the observation and analysis of file transfer workloads across multiple geographic regions. 

The authors employed a measurement methodology whereby traffic originated from cloud 

accounts setup in a dedicated university environment was observed as it traversed two 

geographic regions to endpoints in PlanetLab
4
.  Traffic origination was from dedicated resources 

in Spain with traversal to accounts in Western Europe and North America. Observation was done 

                                                 

3
 www.dropbox.com www.box.com www.sugarsync.com  

4
 A global research network comprising 1300 nodes across 700 sites for the development of new cloud technologies. 

http://www.dropbox.com/
http://www.box.com/
http://www.sugarsync.com/
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across multiple file sizes as well as bandwidth transfer properties for both upload and download 

activities. The total dataset spanned 7 days with transfer data totaling 70 Terabytes.  
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3.4 Time Series Analysis Methodology 

 Time series analysis aims to understand the characteristics of a time-series under study. 

Upon the determination of its properties employing statistical methods, useful applications 

include the prediction of future term which informs resource provisioning and QoS applicable in 

cloud computing scenarios. Upon gathering and selection of the datasets, the methodology 

established and widely employed in the forecasting field is employed [16]. It involves the 

following steps: 

1. Preliminary Exploratory Analysis. 

2. Model Fitting. 

3. Forecasting Model Evaluation. 

This chapter reports the preliminary exploratory analysis and model fitting for all time-series 

studied.  

3.4.1 Preliminary Exploratory Analysis 

In this first step, obtained data is graphed as a time series for visual analysis. This enables 

early determination of characteristics that point to relationships in the data. What can be 

determined from visual analysis include trends, seasonality, cyclic episodes and clustering 

phenomenon. While this is an error prone process, the hypothesis testing elaborated in chapter 2 

will be employed to validate conclusions drawn from initial visual analysis. Each series is 

analyzed subsequently. 
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3.4.1.1 Series IA 

Series IA exhibits a trend over its 24 hour period given the noticeable downward decrease 

and the subsequent upward increase. This is illustrated in Figure 3.1. The time series is not 

stationary given that its average value’s variation over the collection cycle. Such a series can be 

brought to stationarity by differencing. Differencing carried out on series IA results in its 

stationary equivalent illustrated in Figure 3.2. Given that first order differencing brought the 

series to stationarity, the model selection stage can commence in this case.  

 

 

 

 

 

 

Figure 3.1: Series IA with observable trend over a 24-hour period. 

 

 

 

 

 

 

 

Figure 3.2: Differenced series IA now made stationary 
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From preliminary visual analysis, this series is first-order stationary in the mean and second-

order stationary in the variance. It will however be subjected to standard statistical tests for 

confirmation. 

3.4.1.2 Series IB 

Series IB exhibits a strong seasonal pattern repeated every 24 hours. The series also 

presents outliers representing departures from the seasonal component. These can be observed on 

the x-axis at the 500
th

 and 5000
th

 time points. The series is also non-stationary given the seasonal 

variation in the mean value. The differencing exercise was carried out on series IB which is 

illustrated in Figure 3.4. It will be observed that a first order difference has stabilized the 

variance for series IB. 

 

 

 

 

 

Figure 3.3: Series IB with observable seasonality over a 1-week period. 

 

 

 

 

 

 

Figure 3.4: Series IB after taking a first difference 

 

 



 

41 

3.4.1.3 Series II 

Series II illustrated in Figure 3.5 represents bursts characterized by periods of sustained 

traffic followed by periods in which the traffic ceases completely and then resumes. This is 

described as “ON-OFF” given the respective periods. Of particular interest in exploratory visual 

analysis is the variation of traffic in the “ON” periods. This is the first indicator of volatility and 

plays an important role in the subsequent modeling phase. To explore this further, series II was 

differenced with the resulting time-series illustrated in Figure 3.6. It will be observed that while 

the series while stable in the mean (about zero on the Y-axis), the series observations show 

repeated clustering at intervals over the entire series. 

 

 

 

 

 

 

Figure 3.5: Series II displaying ON-OFF patterns with bursts 

 

 

 

 

 

 

Figure 3.6: Series II after taking the first Difference 
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Figure 3.7: Log-transformed series II 

This clustering phenomenon has been well researched in the field of econometrics. While series 

II is first-order stationary in the mean, it appears to be not second-order stationary in the 

variance as observed by the traffic volatility of the time-series after taking a first difference. 

Figure 3.7 illustrates the first order difference of the log-transformation of the original series. It 

will however be noted that it merely reduces clustering but does not eliminate it in series II. 

3.4.1.4 Series IIIA and IIIB 

Series III comes from a 2015 study and contains the traffic features relevant to bandwidth 

provisioning in the cloud. Two datasets were released. The first is characterized by flash crowd 

traffic patterns. The second is characterized by a strong seasonality pattern.  

Series IIIA 

The authors generate the flash crowd pattern shown in Figure 3.8 by employing a shock 

level parameter [27],[28]. This is the magnitude of the increment in the average request rate 

experienced by a website. Steady traffic was generated at 10 clients/min with the shocks 

generated at 120 clients/min. As shown, hourly variation with spikes shows ‘flash’ events.   
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Figure 3.8: Series IIIA ‘Flash-Crowd’ Video Cluster Traffic 

 

 

 

 

 

 

Figure 3.9: Series IIIB ‘Periodic’ Video Cluster Traffic 

Series IIIB 

Series IIIB was generated from a random process starting with an arrival rate specified to 

be 70 clients every minute with variation based on a sine generating function every hour. The 

sine’s amplitude is held constant throughout the traffic generation process. There is clear 

indication of the periodic nature of the time-series as illustrated in Figure 3.9. Given the sine 

function employed in generation, the time-series is by nature non-stationary. 
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First and Second Order Stationarity for Series IIIA and IIIB 

Following the initial exploratory analysis, differencing was done for series IIIA and IIIB. 

These are illustrated in Figures 3.10 and 3.11. The two series also demonstrate the clustering 

observed in series II. Both are also not stationary in the second-order as previously observed.  

 

 

 

 

 

 

 

 

Figure 3.10: Series IIIA after taking a first difference 

 

 

 

 

 

 

 

 

 

Figure 3.11: Series IIIB after taking a first difference 
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3.4.1.5 Series IV 

Series IV is taken from a cloud datacenter that hosts business-critical workloads. The 

application communication patterns from hosted VMs numbering 1700 are categorized according 

to connection to cloud storage. Series IVA is categorized as “fast” given that is has high-speed 

connection to cloud storage networks. Series IVB is characterized by its “slower” connection to 

storage. 

 

 

 

 

 

 

 

Figure 3.12: Series IVA ‘Fast’ Aggregated IaaS Cloud Traffic 

 

 

 

 

 

 

 

Figure 3.13: Series IVB ‘Slower’ Aggregated IaaS Cloud Traffic 
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Both workloads are characterized by rapid and frequent increase in amplitude, the ‘spike’ 

characterization that is also observable in series IIIA. It will also be observed that the spikes 

occur with higher frequency in series IIIA described as having a ‘fast’ connection to cloud 

storage resources than in series IIIB with the ‘slow’ storage connection. The differencing 

exercise on series IVA and IVB yield similar results to series IIIA but are not illustrated here for 

brevity. 

3.4.1.6 Series V 

 

  

 

 

 

 

 

 

 

 

 

 

Figure 3.14: Job submission time-series for Google compute cluster 

The time-series realized from the Google cluster dataset for job submissions is illustrated 

in Figure 3.14. While its mean value wanders across a given range of job submission values, it 

shows neither spikes observed in prior series. There is also no observable seasonality. The traffic 

is aperiodic and non-stationary as the mean value doesn’t stay constant. This is an instance 

whereby little discovery is made during the exploratory phase of analysis. The differencing 

exercise however is the only instance that shows visual evidence of non-constant volatility. As 

shown below in Figure 3.15, the magnitude of the differenced series does not stay constant over 

the period of observation. It will be noticed that the magnitude just after the 6000
th

 to 8000
th

 time 
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Figure 3.15: First Difference of Series V Illustrating Non-constant Variance 

periods on the x-axis is considerably larger than obtains around the 4000
th

 time period. This 

observation is studied in the econometrics literature which will also play a role in the model 

selection phase. 

3.4.1.7 Series VI and VII 

The Dropbox time-series illustrated in Figure 3.16 suggests daily patterns observable 

over 24-hour cycles for upload traffic. This confirms the same conclusions drawn from the 

original research in [26]. This pattern is repeated fairly regularly except for day 2 which presents 

some departure from it. For this kind of pattern, the series can be analyzed from the perspective 

of short-term and long-term forecasting to determine resource provisioning requirements. For the 

download traffic time-series, the average transfer rate stays fairly steady around a mean value of 

600 Kbytes/s. This provides interesting if more involved opportunities for resource provisioning 

given the different patterns for upload and download traffic. Series VII shown in Figure 3.17 
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below captures the throughput variability for uploads and downloads for SugarSync cloud 

storage users. The traffic pattern falls under cyclic behavior which can be seen 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 3.16: Dropbox upload and download traffic for a week 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 3.17: SugarSync upload and download traffic for a week. 
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by the multiple spikes that occur every day but at aperiodic intervals over the seven days of 

measurement. This occurs for both upload and downloads traffic. The changing mean value also 

means traffic is non-stationary.  
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3.4.2 Summary of Exploratory Analysis. 

 The diverse dataset selection has shown through initial visual analysis properties by 

which important characteristics of their individual realized time-series can be further explored. 

Patterns of seasonality, cyclic behavior, trends and clustering were all observed. Differencing 

was carried out to demonstrate stabilization of the mean. Furthermore, log-transformation was 

carried out where the variance was deemed to be changing in order to bring the series to first and 

second order stationarity. However, initial visual analysis is error prone and in order to conclude 

on observed patterns and properties, each series is subjected to statistical tests. This is conducted 

in the next section. 

 

3.5 Hypothesis Testing of Time-Series 

 The guiding principle for modeling after an initial visual analysis is the discovery of 

relationships between the observations of a time-series over lags. Lags are the integer value over 

which observations are separated in time. As discussed in chapter 2, hypothesis testing is 

necessary to conclude the existence of statistical measures in time-series observations. Given that 

stationarity is important in order to fit models to the time-series under study, each was subjected 

to the Kwiatkowski Phillips Schmidt Shin (KPSS) Test.  

The time-series under test is denoted by Yt, the dependent variable composed of the 

observations over time t. The null hypothesis (H0) method is used. The KPSS test determines that 

the null for stationarity of a time-series which has a properly defined first-order measure is 

centered around the mean or an observable linear trend. The alternative is the assumption that a 

series is non-stationary.  This is compared with the alternative proposition (H1) that the time- 

 



 

51 

Table 3.3: KPSS Test for Stationarity Conducted on All Time-Series 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

series is non-stationary. Each series underwent the KPSS test with the results displayed in table 

3.3 below. The acceptance or rejection of the KPSS test is done by comparison of the p-value 

statistic returned against a significance level which is usually at 0.05 (for a 95% Confidence 

Interval). If the p-value is lower than the significance level, the null hypothesis is rejected and if 

it is higher, it is accepted. When the p-value is lower than the significance level, it means it lies 

further away to the right of the tail of a symmetric (normal) distribution than the significance 

level. This provides strong evidence against the null hypothesis. 

 Table 3.3 shows an even split between the 10 studied time-series for those that are 

stationary and non-stationary. In 5 time-series under study, the null hypothesis was accepted and 

rejected for the remaining 5. A closer examination however shows that for series IA and IB, the 

null hypothesis is accepted conditioned on trend stationarity. Given that an observable trend 

persists for 24-hours for series IA and seasonality persists for series IB over the same period, the 

null hypothesis is accepted. Methods however exist for de-trending a time-series first among 

Series p-value (Test; Yt) Confidence  Decision (Accept/Reject H0) 

IA 1.4707 0.01 Accept 

IB 0.1744 0.02 Accept 

II 0.04 0.1 Reject 

IIIA 0.032 0.1 Reject 

IIIB 0.036 0.1 Reject 

IVA 0.2125 0.01 Accept 

IVB 0.081 0.1 Reject 

V 1.2 0.01 Accept 

VI (upload) 0.0907 0.1 Reject 

VI (download) 0.0727 0.1 Reject 

VII (upload) 0.2664 0.01 Accept 

VII (download) 0.2993 0.01 Accept 



 

52 

which is the take the first-order difference as well as de-seasonalizing which is usually done 

using statistical packages.  

 Furthermore, the hypothesis testing phase enables a reappraisal of visual analysis with 

regard to series IVA. The upward trend from the 500
th

 to the 700
th

 hour interval went unnoticed 

and can account for acceptance of the null hypothesis for trend stationarity. Series V holds no 

tractable pattern while series VI regularly repeats traffic spikes close to the end of each day 

accounting for seasonality.  

 To proceed given the results of hypothesis testing, the series that are accepted for trend 

stationarity are de-trended through differencing and tested again. One order of differencing was 

sufficient to bring the series to stationarity. Subsequently, the model fitting stage can commence. 
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3.6 Model Selection Methodology: New Contributions 

In the exploratory analysis section, the important properties of time-series were 

determined by an initial visual observation of plots. Subsequently, statistical tests were employed 

to confirm the conclusions made regarding the pertinent first and second order stationarity 

requirements. This is an important step designed to eliminate the possible bias and subjectivity 

that attends the visual analysis exercise. The next step is the model selection stage which is 

explained with the methodology illustrated in Figure 3.18 below. This presents the first 

contribution by distinguishing existing and new proposed methods of selection given the 

observation of new statistical features in a subset of cloud workloads. 

3.6.1 New Selection Methods for Right-Tailed Distributions 

Before actual model construction begins, a time-series must have tractable first and 

second-order statistical measures captured by the mean and the variance. With respect to Figure 

3.18, a time-series under study is first examined for stationarity through visual analysis and 

hypothesis testing. If it is found to be non-stationary, differencing and/or log transformation is 

used to enforce stationarity. Once stationary, the ACF of its residuals is examined. It is in the 

examination of the ACF that a new way of model selection is contributed.  

With reference to Figure 3.18, standard statistical methods either select the ACF branch 

once traditional linear models are determined to fit a time-series or the GARCH model branch 

when traditional nonlinear models are selected. The new contribution lies in the selection of the 

class of hybrid models when right-tailed distributions are observed in time-series. The hybrid 

class can also be considered a subclass of the nonlinear class given that both contain properties 

of non-constant variance.  

The methodology is now explained. If it is determined that the residual component is 
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Figure 3.18: Model Selection Methodology 

white noise, the model order is determined and time-series can be fitted to the general class of 

Auto-Regressive Integrated Moving Average (ARIMA) models. This family of models will be 

elaborated in greater detail as they’ve been used effectively for modeling time-series both 

stationary and non-stationary.  

In order to aid the realization of models that best fit the time-series under study, the ACF 

will be employed both from a statistical as well as a visual standpoint. This is because the ACF 

enables the visual examination of time-series correlation over lags. It also enables to determine 

the model order (number of lags) that are sufficient to begin the construction of models that best 
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fit time-series under study. Thus the ACF will be used to examine two integral components of a 

time-series Yt: 1) The signal Yt-1 (the independent variable); 2) The residual zt (the noise term).  

  To do this, each time-series is decomposed into the driving independent variable X and a 

residual component z. The examination of the ACF of these two components is done for each 

time-series studied. It will enable their isolation into distinct groups based on the statistical 

properties found in the residuals. 

3.6.1.1 The ARCH Effect 

 If the residuals are determined to be white noise, ARIMA model selection is complete 

and AIC is employed to determine the best model. If however the errors are determined to be 

non-normal, one of two choices can be made. The residuals can be squared and their ACF 

observed for correlation. The method by which residuals are squared originated in the field of 

econometrics. This is the modeling philosophy that observes ‘volatility clustering’ in time-series 

data which models variance as being non-constant. The family of models is described as the 

Auto-Regressive Conditional Heteroskedasticity
5
 (ARCH) model, and volatility clustering is 

known as the ‘ARCH’ effect.  

3.6.1.2 Fitting Heavy-Tailed Residuals 

 If squaring the residuals does not show any significant correlation, it still remains to 

determine the statistical distribution from which they are drawn. To determine this, their 

empirical distribution is observed for any evidence of heavy-tails as may arise. This given that 

the condition of non-normality has already been ascertained. Subsequently, the residual is fit to 

the family of available heavy-tailed distribution and the AIC used to select the best fit. 

                                                 

5
 Heteroskedasticity is the Greek word for non-constant variance. 
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3.7 Examination of ACF for time-series data and residuals. 

 With reference to Figure 3.18 above, once a series has been examined both through visual 

analysis and subsequent hypothesis testing, it is made stationary as required. Subsequently, its 

correlations over lags are examined to determine candidate models for fitting. The ACF for the 

stationary time-series serve to determine correlations and lags. The ACF for the residuals is 

examined to see if they fit the characteristics of a white noise series within determined 

confidence intervals. The departure from behavior attributable to a white noise series enables the 

determination of models from which the residual is drawn.  

3.7.1 Method of Analysis 

Each series is decomposed into an independent variable component as well as a residual 

term. The ACF for each is examined to determine the model order. For the residuals, the ACF is 

examined after which it is squared to determine any significant correlation that might be 

accountable to the ARCH effect. If there is no correlation attributable to the ARCH effect, the 

residuals are fitted to the family of heavy-tailed distributions with the AIC used to determine the 

best fit. Following is a report on the analysis of each time-series in terms of the residuals. The 

series where the ARCH effect is not present are omitted for analysis on squared residuals. 

To begin analysis of each time-series, Figure 3.19 illustrates the ACF of series IA both 

before and after first-order differencing. Series IA before differencing shows a very slow decay 

in the ACF even at large lags, a property often described as Long-Range Dependence (LRD) and 

evidence of non-stationarity. Series IA once differenced shows a sharp decline after the first two 

lags. There are two important deductions that can be made from the ACF of the differenced 

series. 
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Figure 3.19: Series IA before and after first-order differencing. 

 Given the sharp decline in the magnitude of the ACF after the first two lags, only two 

lags in the past are necessary to begin construction of a model to fit the time-series. This means 

that the time-series is of order two, that is, two terms in the past Yt-1 and Yt-2 are necessary to 

determine the model order.  Furthermore, it will be noticed that there is no evidence of 

correlation for the ACF terms after the first two lags. These also lie within the confidence 

interval of the ACF lags.  

Generally the ACF of a stationary time-series serves to determine its order. What needs 

particular attention is the ACF of its residuals to determine any correlation present for evidence 

against normality [10].  All time-series residuals are analyzed in this regard. For brevity, only 

series IA is here displayed for the original time-series given that the ACF decays rapidly after 

the first few lags and the exercise was conducted for all time-series studied. Of more importance 

however is the analysis of the ACF of the time-series residuals which is discussed next. 
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3.7.2 Analysis of Residual ACFs 

  

 

 

 

 

 

 

 

Figure 3.20: ACF Patterns Observed Across All Time-Series Studied. 

Similar to the ACF of the original time-series displayed earlier, Figure 3.20 summarizes 

the ACF patterns observed across all the time-series residuals. All are observed at the 95% 

confidence interval. As shown, series IA decays after 4 lags with the rest observable as white 

noise. Series IVA shows significant correlations at long lags, correlations that were not removed 

by differencing and log-transformation. Series V presents the correlations unique to squared 

residuals. This confirms evidence of non-constant volatility observed in the differenced time-

series of Figure 3.15. This observation plays an important role in the model selection phase. The 

complete exercise carried out for all time-series is given in Appendix A.  

3.7.3 Residual Diagnostics 

Given that residuals represent the difference between observed and fitted values of a 

time-series, residual diagnostics involve initial visual analysis where the time plots are inspected 

for departures from the standard assumption of normality. If the model is an adequate fit, the 

residuals should be independent and identically distributed random variables. In addition, the 
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histograms of the residuals can be examined for marginal normality with Quantile-Quantile (QQ) 

plots employed to discover departures also from normality. The subsequent section employs 

exploratory visual analysis to classify the studied datasets given the following statistical 

properties all observed in the residuals: 

 Homoscedasticity: constant variance 

 Heteroskedasticity: non-constant variance 

 Skewed empirical histograms 

Symmetric empirical histograms 

The first two observations of variance are explained by recalling the white-noise plot of 

chapter 2 here illustrated for convenience. Given that the condition for normality is the random 

nature of the variables of the time-series, plots of series residuals should display the same 

randomness observed in Figure 3.21. Departures from this observation can be detected by  

 

 

 

 

 

 

 

 

 

 

Figure 3.21: White Noise Time-Series 
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plotting residuals against fitted values. In such plots, non-constant variance is signaled by a 

marked and consistent spread in measured values. Thus a consistent lack of uniformity as 

illustrated in Figure 3.21 indicates non-constant variance. 

 The second property pertinent to the classification is the observation of the empirical 

histogram of the residuals. This also enables the observation of normality and its departures in 

order to determine appropriate model selection. As previously discussed, normality ensures that a 

white-noise model is suitable for the time-series under study. Departures from normality are 

observable given distributions that are left or right skewed (the 3
rd

 moment property) and also 

with symmetric distributions that are differentiated from the normal given the “tailedness” (the 

4
th

 moment property) whereby a few extreme values concentrated at the center of the distribution 

leads to tails that are “heavier” compared to the normal distribution. 

 The approach of classification employs four plots given the properties discussed: (1) 

Residuals versus original time-series (2) Residuals versus fitted values (3) The Quantile-Quantile 

(QQ) plot and (4) The empirical histogram. Residuals plotted against the time-series and the 

fitted values enable the visual analysis over time of the residuals as done for the white-noise 

distribution of Figure 3.20. The QQ plot compares the residuals with the normal distribution 

whereby the quantile values of each residual is plotted against those of the normal distribution. 

Given the definition of the quantile as the fraction of data values below a given point (usually 

taken at 25%, 50% and 75% of all data in a population), if residuals come from a normal 

distribution, a reference line through the plot will show the data values falling approximately 

along the line.  Figure 3.22 illustrates the residual diagnostics for series II. The residual plot for 

series II present an interesting departure from the random distribution that obtains for normality. 
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Figure 3.22: Residual diagnostics for Series II 

Furthermore, there are noticeable ‘straight line’ patterns starting at zero quite distinct from the 

cluster of data values in the residuals. This particular dataset is composed of video traffic 

transported as UDP traffic. Given that video is often characterized by bursts with silent periods, 

these account for the subplot of zeros around the origin. 

While there is an obvious spread as we move away from zero, it can be inferred that there 

is correlation in the data values. This means that adjacent values tend to have the same values. 

The histogram and the QQ plot suggest normality given the symmetry and the near perfect fit of 

the reference lines respectively.  
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Given the observation of non-constant residual variance but with the QQ plot and empirical 

histograms, the usual differencing and log-transformation can be carried to stabilize the residual 

variance ahead of model selection.  

 To illustrate departures from normality, Figure 3.23 shows the diagnostics for series IVB. 

The spread observed in both plots of the residual versus series and fitted values is a strong 

indicator of correlation. Furthermore, the QQ plot indicates a right-tailed distribution as does the 

histogram. This requires a different model from the Gaussian. The same analysis was conducted 

for all time-series studied with the details provided in Appendix B. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 3.23: Residual Diagnostics for Series IVB 
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In addition to normality of the residuals as illustrated by the histogram of Figure 3.21, for 

efficient forecasting, they should also be uncorrelated. If there is correlation in the residuals, it 

should be employed in the forecasting stage [16]. Thus, for diagnostic completeness, an 

examination of the correlation structures of the residuals makes for statistical confirmation 

complimenting the presence or absence of normality. To this end, the Ljung-Box test is 

conducted for each series and the associated hypothesis testing method explained subsequently. 

3.7.3.1 The Ljung-Box Test for Residual Autocorrelation 

The Ljung-Box test [29] is conducted on the residuals of a time series after it is fit to an 

ARMA(p,q) model. The test examines the residuals for m autocorrelations. If the autocorrelation 

dissipates after a short lag that, it is concluded that the selected model does not demonstrate a 

significant lack of fit.  

The Ljung-Box test determines the null (H0) for a time-series’ as variables that are 

independent and identically distributed, that is the correlations of the variables are zero or very 

near to zero. For the null, they do not display a lack of fit. This is compared with the alternate 

proposition (H1) that the time-series residuals do exhibit serial correlation and thus a lack of fit. 

The acceptance or rejection is done by comparison with the test returning a p-value with the 

usual 95% confidence interval (values are compared with 0.05). Table 3.4 below gives the results 

of the test carried out for all time-series under study. It will be observed that for series II, the null 

hypothesis is accepted that there is no correlation in the residuals. This confirms the visual 

observation of normality in the histogram of the residuals illustrated in Figure 3.22 on page 60. 

The same normality was also observed for series IIIB with details given in Appendix B. Beyond 

visual observation however, this test provides statistical evidence and serves as a means of 

classification of the studied time-series.  
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Table 3.4: Ljung-Box Test for Residual Autocorrelation 

 

 

 

 

  

  

  

 

 Given this final test along with observations of residual autocorrelation structures of each 

time-series, the methodology of figure 3.18 on page 53 was used to classify the series according 

to those that can be fitted to linear ARIMA methods and nonlinear methods. To this end, table 

3.5 identifies three classes according to the observations. The results of the initial fitting exercise 

and the practice of differencing and log-transformations identify the series for which linear 

ARIMA models provide an adequate statistical fit. One commonality for the series for which 

statistical observations suggest nonlinear and hybrid models come from cloud traffic specific to 

compute clusters (Google) as well as cloud storage (VII, IIIA, IVA and IVB). 

Table 3.5: Classification of Time-Series according to Models 

 

 

 

 

  Ljung-Box (Autocorrelation) 

Series p-value  Decision ( H0) 

IA 0.074 Accept 

IB 0.45 Accept 

II 0.48 Accept 

IIIA 8.0 x 10
-3

 Reject 

IIIB 0.16 Accept 

IVA 4.9 x 10
-3

 Reject 

IVB 1.9 x 10
-5

 Reject 

V 1.8 x 10
-4

 Reject 

VI (up) 0.88 Accept 

VI (down) 6.1 x 10
-5

 Reject 

VII (up) 2.1 x 10
-5

 Reject 

VII (down) 1.8 x 10
-5

 Reject 

Linear Models Nonlinear/GARCH Models Hybrid Models 

ARIMA  Residual ARCH Effects  Non-normal Errors 

IA/IB V IIIA 

II VII (up) IVA 

IIIB, VI (up) VII (down) IVB  
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3.8 Summary 

 The diversity of time-series studied has uncovered different characteristics which can be 

attributed to their cloud environment, application type and a combination thereof. Observations 

by examination of the residuals of the time-series under study has uncovered the ARCH effect 

related to econometric volatility models as well as heavy-tails for which fitting is necessary in 

the realization of models sufficient to explain the data studied. Evidence of both the ARCH 

effect and heavy-tailed distributions in the residuals of the studied time-series especially for 

cloud storage traffic was also illustrated.  

Given these observations, a methodology was developed that enabled the classification of 

time-series observed in cloud computing environments according to linear, nonlinear and hybrid 

models. This statistical reality in cloud traffic illustrates the need to look for models that are 

better able to capture observed properties than present methods. 
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Chapter Four: A Novel Right-Tailed Score Model for Cloud Computing Environments 

4.1 Introduction 

 Time-series residuals for the datasets studied in chapter 3 displayed statistical evidence of 

tailed distributions shown to be skewed, heavy and normal. The general class of models 

employed for predictive and forecasting purposes in the cloud assume these residuals to be 

normal. This chapter is devoted to the realization of novel models that extend current methods to 

include skewed and heavy tailed residuals. Furthermore, the existence of extreme distributions 

that result in these skewed observations in original cloud traffic and their residuals will be 

elaborated given two pertinent characteristics. The first characteristic is a function of the cloud 

environment itself given the nature of data transmission in transport networks. The second relates 

to the way different applications generate data and the manner in which different protocols 

transmit the data in cloud computing environments.  

 This chapter begins with a discussion of existing methods for modeling and predicting 

cloud traffic. Subsequently, it identifies the gaps and the drawbacks from the perspective of 

residual modeling given the skewed and heavy tails elaborated in chapter 3. It fits these residual 

distributions to the most appropriate model given standard statistical methods. Then it proposes 

and implements new models by integrating the skewed and heavy-tailed residuals with current 

predictive methods. 

4.2 Current Methods Applied in Cloud Traffic Time-Series Modeling and Prediction 

The primary cloud metrics that yield historical data from which models can be inferred 

include CPU time, Memory, Disk time and Network traffic. Other metrics such as failure rates 

and QoS have also been measured. While the primary focus here is on the development of 
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models for cloud time-series realized from network traces and datasets, the methods are 

applicable for all cloud metrics. 

The fundamentals of prediction applicable to cloud metrics discussed begin with the 

classical models established by Box and Jenkins [18]. These models can be classified as linear 

and nonlinear models. The distinction between these two classes is elaborated by drawing on the 

statistical measures discussed in earlier chapters primarily the observations of white noise and 

normality as applies to observed errors. 

4.2.1 Linear Stationary Time-Series Models 

 A time-series is considered to be linear if it can be expressed as a set of white noise 

terms. That is, a series of uncorrelated random variables with zero mean and finite variance as 

defined in chapter 2. The formal definition will employ the general representation of a time 

series indexed as a random variable denoted as zt. In addition, let et denote a white noise 

sequence of independent and identically distributed random variables with zero mean and finite 

variance. A general linear process of the form zt is represented as a weighted linear combination 

of past and present white noise terms [11],[10]: 

𝑧𝑡 = 𝑒𝑡 + 𝜓1𝑒𝑡−1 +  𝜓2𝑒𝑡−2 + …        (4.1) 

Here ψ1,2,… are constants. Such a process and its dependence on past (lagged) values can be 

statistically described by its mean and variance. In the context of the cloud, this process is 

typically:  

1. Traffic generated by an application or its aggregate coming from multiple applications.  

2. VM traffic that traverses the cloud network to storage resources as well as traffic 

ingress/egress from the cloud datacenter from the same VMs. 

3. The average queue length measured periodically as a metric affecting QoS.  
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The basis of the general class of statistical models for time series analysis is this linear 

relationship between current and past terms. However, statisticians have noticed that this 

relationship is not always linear. In other words, the complex relationships that arise in the time-

lagged observations of a time-series are beyond the modeling capacity of linear models. Thus 

modeling misspecification easily leads to the realization of solutions that prove inadequate in 

practice.  

Furthermore, it was established in chapter 2 that the first and second order properties of a 

time-series defined by the mean and variance respectively must be known and in order for 

prediction to be tractable. For the linear process defined as a series of white noise terms, the 

mean is zero with the variance of constant value: 

E[zt] = 0; 𝑣𝑎𝑟[𝑧𝑡] =  𝜎𝑧
2         (4.2) 

 The variance property also establishes the time-series as stationary given that it is known 

and constant. This property was explored in chapter 3 where constant and non-constant variance 

was observed with the latter stabilized through either log transformation or differencing.  The 

properties of first and second-order stationarity are thus necessary in the realization of linear 

stationary models for time-series. 

4.2.2 Nonlinear Time-Series Models 

 The linear time-series models are developed given statistical properties observable in 

their mean and variance. Beyond these, models that are developed by the observation of 

nonlinear properties also in the mean and variance are described as classical nonlinear time-

series models [30],[31],[32]. The category of non-classical nonlinear time-series models such as 

Artificial Neural Networks (ANN) [33],[34], k Nearest Neighbor (KNN), fuzzy logic among 
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others are based on Artificial Intelligence (AI) in their formulation. These are explained as 

follows. 

4.2.2.1 Classical Nonlinear Time-Series Models 

Earlier in chapter 3, the Auto-Correlation Function (ACF) and the residuals of time-series 

under study were examined. This was to discover if any relationships existed over lags 

separating the variables of which a time-series is composed. The observation of correlation in the 

squared residuals elaborated in chapter 3 and also the exploratory visual analysis have inspired 

the realization of time-series where the variance is non-constant. These are described as 

Heteroskedastic, the Greek term for time-variation observed in the variance of a time-series.  

Furthermore, illustrative of the distinguishing property by which linear classical models 

are different from nonlinear models is that the white noise time-series of equation 4.1 is additive 

in the noise terms. Nonlinear models by contrast are multiplicative given the same noise term. 

Thus the general representation of a nonlinear model is one where the noise term is multiplied by 

the standard deviation of a random variable: 

𝑧𝑡 =  𝜎𝑡𝑒𝑡                          (4.3) 

𝜎𝑡
2 = 𝑎0 +  𝑏1𝑧𝑡−1

2 + ⋯ + 𝑏𝑞𝑧𝑡−𝑞
2             (4.4) 

 Here 𝜎t is the standard deviation and et is the collection of white noise terms with the 

standard deviation conditioned on past terms of a random variable under study Yt. Here also, a0, 

b1,…,bq as constants. For this model, the salient feature is that the error variance is non-constant: 

 𝑣𝑎𝑟[𝑧𝑡] =  𝜎𝑧
2 ≠ 𝑘                                      (4.5) 

Where k is a constant as obtains for white noise random variables. Hence while the series 

may be stationary in the mean, it is non-stationary in the variance. And while differencing is 

often used for stabilization, as was illustrated in chapter 3, the squared ACF of residuals often 
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demonstrate significant correlation of lags. In such instances, exploration of models where the 

variance is modeled as non-constant is necessary. 

4.2.2.2 Artificial Intelligence (AI) based nonlinear time-series models 

 Beyond the nonlinear models that employ the statistical measures of the mean and the 

variance to capture the characteristics of time-series, there are those that draw inspiration and 

modeling techniques from other fields. Artificial Neural Networks (ANN) and Fuzzy logic are 

inspired by biology. In the context of time-series modeling, analysis and forecasting, they 

employ nonlinear functions to represent time-series without the statistical assumptions employed 

by classical methods. Figure 4.1 illustrates the general ANN representation. ANN is chosen as 

representative of AI based nonlinear models given that it has been employed extensively in 

modeling time-series in cloud computing [35],[36],[37, 38].   

The input to the ANN in the context of time-series modeling is the time-series such as 

was studied in the earlier chapters. The guiding principle for modeling still retains the practice of 

using past values of the independent variable Yt-1 to predict its current and future values (Yt). The 

output is a weighted function of the input variable computed through regression consonant with 

current methods. ANN is reliant on training of input data done in linear methods but departs 

from the traditional statistical approach by employing multistage learning to approximate the 

unknown that represents the input variables. The general representation of an ANN time-series 

model is given as: 

 

 

 

 

 

 

Figure 4.1: General Representation of an Artificial Neural Network 

YtYt-1

Weights WeightsInput Output  
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                  (4.6) 

     

                (4.7) 

 Here, Yt is the output variable, g() is the transfer function that relates the output to the 

input variables (Yt-i) for i = 1,...,w where w is the number of weights illustrated in Figure 4.2. The 

input variable is the time-series under study and 𝜀t is the error term which is modeled beginning 

with white noise as is done in linear methods. The transfer function often used for ANN time-

series models is the logistic function of equation 4.7.  

The details given above are by no means complete. It is here intended to provide a brief 

overview of AI-based nonlinear models compared with their classical counterparts. 

4.2.2.3 Other Models 

 There are other models beyond the ones identified which shall be discussed briefly. 

Principal Component Analysis (PCA) [39] is a nonparametric method which is similarly 

employed to understand the correlations that may exist in a set of random variables. It assumes a 

linear relationship for data under observation. Furthermore, the larger the observations of 

variance in some components of which the variables are composed, the more interesting these 

components are deemed to be. While similar to traditional linear models, the PCA does not 

employ conditional distributions as done in traditional ARIMA models and therefore cannot use 

any prior inference as such in parameter estimation. 

 The methods discussed so far examine correlations between the random variables in the 

time domain. Methods that examine the same correlations in the frequency domain fall under 

spectral time-series analysis [10]. The method of analysis considers regressions on sinusoids 

analogous to regressions on past values as done in the time domain equivalent. The amplitude of 

𝑌𝑡 = 𝑔 (∑ 𝛽𝑖

𝑤

𝑖=1

𝑌𝑡−𝑖) + 𝜀𝑡 

 
𝑔(𝑦) =

1

1 + 𝑒−𝑦
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the sinusoid represents the range over which the signal varies. In frequency domain analysis, a 

stationary time-series is often modeled as a sum of discrete frequency components. Frequency 

domain methods are arrived at from time domain methods through a transform. While there are 

equivalents across both models, issues arise where parameter estimation is concerned given that 

the number of parameters often grows with the number of variables in the time-series. 

  Hidden Markov Models (HMM) and Bayesian networks also employ inference from a 

time-series past to predict its future. The HMM does not make the simple assumptions that a 

time-series’ variables are independent and identically distributed. Thus, the probability 

distribution that represents the time-series is hidden from observation. The model assumes the 

Markov property wherein the process that describes the time-series is only dependent on its 

current state and independent of all states prior, its memoryless property. While these models are 

able to capture the same properties observed in cloud workloads, their estimation, which is also 

done by log likelihood often suffer from intractability problems that are not faced for the realized 

ACS-l model.  

 The models discussed cover the broad range of models employed in current research 

besides the classes studied in this work. Their similarities to the models studied in this work are 

elaborated along with some of their drawbacks.  
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4.2.3 Summary of Current Traditional Time-Series Methods 

 Figure 4.2 below provides a summary of current methods by identifying the components 

of which class is composed. As explained in the previous section, the general class of linear 

stationary models are realized given first and second-order statistical properties captured in the 

mean and the variance. The ARIMA model with standard (Gaussian) white noise is 

representative of this class. Similarly, the Generalized Auto-Regressive Conditional 

Heteroskedastic model (GARCH) is representative of classical nonlinear models. For their AI-

based class, the ANN model is employed given that it is actively employed in current research 

while also composed of the salient features of such methods. 

 The subsequent section elucidates each model representative of each class after which 

their extension to existing models in the hybrid class is explained.  
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Figure 4.2: Current Methods in Cloud Traffic Time-Series Modeling and Extensions 
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4.3 Linear Stationary Models: Auto-Regressive Integrated Moving Average (ARIMA) 

Over the last four decades, forecasting methods have been heavily reliant on models 

developed according to the time-lagged relationship of the linear process of equation 4.1. In 

order to elucidate the essential features that facilitate prediction and forecasting as currently 

practiced, the input/output modeling approach is adopted. In this regard, systems are either 

deterministic or stochastic. If future states of the system can be determined without randomness, 

it is described as deterministic. Given that the system at hand is the cloud network, traffic 

patterns cannot be determined a priori to deployment. For instance a client whose multitier web 

application runs in the IaaS cloud cannot determine a priori to deployment how much it will 

consume from the network, compute, memory and disk resources. Furthermore, the same client 

is unable to determine beforehand how many users will interact with the web application or the 

peak loads that will be experienced. Thus such a system given the randomness is described as 

stochastic. This randomness is modeled as ‘noise’ [40]. This is depicted in Figure 4.3 below and 

it shall inform the modeling of each individual component in the linear system. Thus in the 

model realization, the input is the application traffic which shall be denoted by Yt-1 with the noise 

denoted as zt an additive component given the randomness of the system and the output denoted 

by Yt.   

 The standard linear model for prediction is based on the Auto-Regressive Integrated 

Moving Average (ARIMA) models developed by Box and Jenkins [18]. These models combine 

an autoregressive component, the past terms of the series to be used in prediction. This will be 

modeled by Yt and will be designated to be of order p (p being the number of terms in the series’ 

recent history to account for in modeling), a moving average component of order q, (the same 

definition as for p) and a difference operator d whereby first order nonstationarity is eliminated 
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Figure 4.3: Input/Output System Model 

by differencing to ensure stationarity. Stationarity in a process ensures that its mean and variance 

do not change over time. This ensures that accurate modeling and forecasting parameters can be 

elicited for the series.  Nonstationarity means the mean & variance are non-constant over time. 

Thus by the earlier definition of the inputs and outputs to the system, we have a process Yt: 

Yt = bYt-1 + zt             (4.8) 

The autoregressive component is the regression of Yt on itself: 

𝑌𝑡 =  𝑏1𝑌𝑡−1 +  𝑏2𝑌𝑡−2 + ⋯ + 𝑏𝑝𝑌𝑡−𝑝        (4.9) 

Here, b1,…,bp are constants. When we include the additive noise component z which is the same 

as equation 4.1, we have: 

𝑌𝑡 =  𝑏1𝑌𝑡−1 +  𝑏2𝑌𝑡−2 + ⋯ + 𝑏𝑝𝑌𝑡−𝑝+ 𝑒𝑡 +  𝜓1𝑒𝑡−1 + ⋯ +  𝜓𝑞𝑒𝑡−𝑞     (4.10) 

This is the Auto-Regressive Moving Average (ARMA) model. In order to arrive at a stationary 

process, the differencing the process Yt leads to Auto-Regressive Integrated Moving Average: 

𝛻Yt = Yt -Yt-1       (4.11) 

The order of differencing d can be 1,2,3,… depending on how many times the differencing 

process is carried out to reach stationarity necessary to determine , that is: 

𝛻2Yt = Yt - Yt-2       (4.12) 

From the foregoing, a process Yt is said to be ARIMA(p,d,q) if: 

      𝛻𝑑𝑌𝑡 = (𝐵)𝑌𝑡                           (4.13)  

Here, B = 𝛻d
 is a backshift operator that shows the order of differencing (4.13 above) given that: 

      b(𝐵)𝑌𝑡 = 𝜓(𝐵)𝑒𝑡       (4.14) 

Yt-1

Ytzt
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Here, the autoregressive component (of order p) in lag polynomial notation is: 

     𝑏(𝐵) = 1 − 𝑏1𝐵 − ⋯ − 𝑏𝑝𝐵𝑝         (4.15) 

And the moving average component (of order q) is: 

     𝜓(𝐵) = 1 + 𝜓1𝐵 + ⋯ + 𝜓𝑞𝐵𝑞                (4.16) 

One important feature of ARIMA models is that the noise component is considered to be 

drawn from independent and identically distributed random variables with zero mean and finite 

variance 𝜎2
 denoted by W(0, 𝜎2

).  

4.3.1 ARIMA Model Fitting 

Given the specification of ARIMA as the general class of models that describe diverse 

time series, the next step in the modeling process is to fit the model to available data. The fitting 

stage attempts to find estimates of the unknown parameters within the model. All ten time-series 

analyzed in chapters 3 and 4 were fit to ARIMA models. This is the starting point to test the 

efficiency of forecasting as done exclusively using linear models. Subsequently, fitting is done 

for nonlinear models given the observed characteristics. 

To fulfill the stationarity requirements, the initial time-series elicited from each trace was 

differenced according to equation 4.11. Here, if the original series is ft, a new series dt = ft – ft-1 is 

obtained as the stationary equivalent of ft. The differencing exercise is carried out until 

stationarity is accomplished. Subsequently, the orders p and q of the autoregressive and moving 

average components of the model are determined. The determination of p and q involves an 

examination of the relationship between current and past terms of the time-series. Deviations 

from the mean of the random variables of which the series is composed should stay constant with 

time which is elicited by an analysis of its autocorrelation function (ACF). This is given by: 
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              (4.17) 

This gives the measure of the relationship of the time-series to itself over time (t-h), t and h being 

the time lag that separates the terms of the series. If the process is stationary, the correlation is 

dependent only on the lag t-h. The order p can be deduced from the decay of the ACF plot over 

time. This was determined given the ACF plots illustrated in chapter 3. 

Upon determination of the orders p and q, the actual fitting of the model proceeds with 

the parameter estimation, b and ψ. This could be accomplished by maximum likelihood estimates 

or least-squares estimation and is generally carried out by solving for the roots of the 

polynomials expressed in terms of the autoregressive or moving average component as shown in 

equation 4.15 and 4.16. The R
6
 statistical computing environment was used for analysis. Within 

R, the ARIMA package was employed to estimate the parameters once the orders p and q were 

determined. The final stage of ARIMA modeling concludes with estimation upon the 

determination of the parameters is to forecast future values of the series. The parameter 

estimation is left until all class of models are compared. 

 

 

  

                                                 

6
 https://www.r-project.org/ 

 

𝑅(𝑡, ℎ) =
𝐸[(𝑌𝑡 − 𝜇𝑡)(𝑌ℎ − 𝜇ℎ)]

𝜎𝑡𝜎ℎ
 

 

https://www.r-project.org/
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4.4 Classical Nonlinear Time-Series Models 

Linear time series modeling continues to enjoy application in forecasting frameworks 

applicable in cloud computing environments. The prior analysis given the observation of 

residuals of select time-series elicited also from cloud computing environments however 

illustrates the need to augment linear models. 

Efforts in modeling nonlinear features as previously observed can be generally 

categorized as implicit and explicit. Implicit models retain the expressions employed in ARIMA 

models. The departure is the selection of an error distribution in order that the resulting model 

exhibits a specific nonlinear feature. The perspective on this approach however is one of 

difficulty in isolating the error distribution to represent nonlinear features [12]. This difficulty is 

however mitigated by studying a sufficient number of time-series in order to categorize the 

possible error distributions as being normal, skewed or heavy-tailed as the case arises. 

Explicit models express the random variable under observation as a nonlinear function of 

its values in the past, a simple expression of this being the quadratic form (e.g. 𝑌𝑡 = 𝛼𝑌𝑡−1
2 ).  

Explicit models have found application especially in the field of econometrics given the Auto-

Regressive Conditional Heteroskedasticity (ARCH) model of Engle [41] which was generalized 

by Bollerslev [42]. The ARIMA models previously elaborated express the moving average 

process in terms of its mean with its variance held to be constant. Thus it is described as being 

homoscedastic
7
 where the variance is concerned. The ARCH process is one where the variance 

is non-constant and is described as being Heteroskedastic.  

  

                                                 

7
 This is the property of having constant statistical variance. 
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4.4.1 General Volatility Models: Conditional Variance 

 Given that nonlinear models are inherently more complex than linear ones, a better 

understanding of the analysis is fostered by revisiting visual exploration. This time, it is done 

from the perspective of volatility. Figure 4.4 illustrates the time-series from the Google cluster 

dataset, Figure 4.5 shows the ACF of the time-series residuals compared with the variance of the 

same ACF when squared.  From Figure 4.5, it will be noticed that the squared residuals exhibit 

correlation over long lags. Further to this observation of correlation of squared residuals, when 

 

 

 

 

 

 

 

Figure 4.4: Google Cluster Job Submission Time-Series 

 

 

 

 

 

 

 

Figure 4.5: Google Cluster Job Submission Residual ACF 
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Figure 4.6: Google cluster Job Submission Time-Series (Differenced once). 

the original time-series is differenced for stationarity as illustrated in Figure 4.6 above, it will be 

noticed that the magnitude of the resulting series does not stay constant over time. From the 

graph, it will be noticed that the job rate fluctuates over the observation period. For example, the 

job rate at the 4000 time period is significantly different from the 7000-8000 range on the 

horizontal axis.  

This is the phenomenon of time-variation in variance also described as volatility in the 

econometrics literature. In the context of provisioning in cloud computing clusters, this means 

that cloud operators have to contend with job submission rates that change in the order of 

magnitude of 10,000 jobs over the given measurement period. For the Google compute cluster 

from which the time-series was elicited, this means that job submission rates and resource 

consumption fluctuate rapidly so as to exacerbate job provisioning resulting in job failures. This 

has been reported in studies done on the same dataset [23],[20]. 
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4.4.2 The ARCH(p) Process 

In order to elucidate the standard form of the ARCH model, we begin with the same 

method employed in the ARIMA modeling in section 4.3. The distinguishing difference between 

the ARIMA model in the last section and the ARCH model to be discussed is in the way in 

which the error term is modeled. While ARIMA is linear in the mean and the ARCH model 

expresses the error term zt also as white noise but in terms of variance.  

Hence, the ARCH model is linear in the mean but nonlinear in the variance. In order to 

maintain consistency with earlier related sections, the ARCH process is expressed in terms of an 

output variable Yt with input variable Yt-1 and a noise component z. Yt is given as: 

Yt = bYt-1 + zt             (4.21) 

𝑧𝑡 =  𝜎𝑡𝑒𝑡                                 (4.22) 

𝜎𝑡
2 = 𝑎0 +  𝑏1𝑧𝑡−1

2 + ⋯ + 𝑏𝑝𝑧𝑡−𝑝
2      (4.23) 

The noise component zt has a volatility which is conditional given terms in the past up to 

time t-p, which is denoted by 𝜎t, which is considered to vary over time. The error term e in the 

noise is assumed to be selected from independent and identically distributed random variables 

with zero mean and unit variance such as Gaussian white noise denoted by W(0, 𝜎2
). This can be 

relaxed as will be to include other distributions such as the student-t distribution. 

Given equation 4.23, the conditional variance is a function of the past p squared errors: 

 𝜎𝑡
2 = 𝑎0 +  𝑏1𝑧𝑡−1

2 + ⋯ + 𝑏𝑝𝑧𝑡−𝑝
2   

 

              (4.24) = 𝑎0 + ∑ 𝑏𝑖𝑧𝑡−𝑖
2

𝑝

𝑖=1
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This is a moving average of squared errors. The model is only well defined and for the 

conditional variance to be positive, the constants have to satisfy the constraints: a0 > 0 and bi ≥ 0 

for i = 1, …, p. The unconditional variance of the errors given as 𝜎2
 (here note that the time 

index is absent), is the unconditional expectation of 𝜎𝑡
2 given that: 

𝜎2 = 𝐸[𝑧𝑡
2] = 𝐸[𝐸𝑡−1[𝑧𝑡

2]] = 𝐸[𝜎𝑡
2]     (4.25) 

This unconditional variance is given by: 

 

         (4.26) 

 

Equation 4.26 demonstrates that the error process zt is covariance stationary if (and only 

if) the sum of the constants is less than 1. This is the sum in the denominator of equation 4.26.  

 In summary, the ARCH model expresses volatility as a sum of the square of past white 

noise terms: 

                                             (4.27) 

 This is in contrast to linear methods where expressions are conditional on past white 

noise terms with linearity in the mean value. This is illustrated in Figure 4.7 where the zt is a 

linear combination of past white noise terms and 𝜎2
 is past squared white noise. 

 

 

 

 

 

Figure 4.7: Comparison of Linear White Noise and Nonlinear ARCH models 
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4.4.3 The GARCH Model 

The ARCH model of equation 4.27 is expressed in terms of the square of past white noise 

terms. The generalization of the ARCH model makes it the GARCH model. The GARCH model 

still retains the past squared noise terms and introduces a second component, the conditional 

variance of past observations. To illustrate with a lag of 1, that is expressing the ARCH model 

given an observation in the past we have: 

              (4.28) 

The generalization of equation 4.28 which results in the GARCH model adds: 

              (4.29) 

Thus the GARCH model expands the ARCH model to depend on the previous variance 

observations of the variance 𝜎𝑡
2. This provides a generalization of equation 4.28 in which the 

independent variable is the variance: 

𝜎𝑡
2 = 𝑎0 + ∑ 𝛼𝑖𝑧𝑡−𝑖

2𝑞
𝑖=1  + ∑ 𝛽𝑗𝜎𝑡−𝑗

2𝑝
𝑗=1                            (4.30)   

As obtained in the prior discussions, (𝛼i,βj) are constants, with the error term z and the 

volatility  𝜎𝑡
2. As in the ARCH model, for the GARCH model to have proper definition, it must 

satisfy the constraints whereby a0, 𝛼i ≥ 0 for i = 1,…, q; βj ≥ 0 for j = 1,…, p.  For covariance 

stationarity the expectation is taken of equation 4.30 to deduce the unconditional variance which 

is given by: 

                         (4.31) 

Thus, for covariance stationarity, the summation (∑ 𝛼𝑖 + ∑ 𝛽𝑗)𝑝
𝑗=1

𝑞
𝑖=1   < 1.  Given that the 

GARCH processes models the conditional variance, the assumption is that its conditional mean 

is constant, which again is an example of a process that is uncorrelated even while dependent.   

𝜎2 =
𝑎0

(1 − ∑ 𝛼𝑖 − ∑ 𝛽𝑗
𝑝
𝑗=1

𝑞
𝑖=1 )

 

𝜎𝑡
2 = 𝑎0 + 𝑏1𝑧𝑡−1

2  

𝜎𝑡
2 = 𝑎0 + 𝑏1𝑧𝑡−1

2 + 𝜎𝑡−1
2  



 

85 

4.5 Hybrid Models 

The models discussed so far while providing forecasting solutions given a large variety of 

scenarios must be considered in the light of the time-series realized from production cloud 

environments. From the statistical analysis of the time-series, specific features were isolated and 

important characteristics discovered. These properties given the different distributions that have 

been isolated show that no one model is adequate given the different environments and different 

traffic characteristics observable. The models discussed are faced with providing tractable 

solutions given the different characteristics exhibited by traffic all realised from cloud 

environments. 

In order to mitigate the different scenarios encountered in real cloud computing 

environments, a novel model is here realized by combining specific features that integrate both 

linear and nonlinear methods. This class of models are described as hybrid models. New models 

in this class originally developed in econometrics are discussed. Subsequently, important 

distinctions are made between the modeling philosophy applicable in econometrics and cloud 

traffic as obtains in modern computing environments. From there, the distinctions are used in the 

development of models amenable to cloud environments while illustrating the departure from 

their prior application in econometrics.  
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4.6 Autoregressive Conditional Score (ACS) Models  

The observed properties of the analyzed time-series elicited from production datacenter 

datasets can be characterized variously by non-stationarity, non-constant volatility and residuals 

drawn from distributions that are variously normal, skewed and heavy-tailed. The general class 

of ARIMA and GARCH models discussed represent current practices in analysis and forecasting 

of time-series in cloud computing research. 

However research conducted in the field of econometrics has led to new perspectives 

both in modeling non-normal errors as was observed for the time-series analyzed. In particular, 

regarding nonlinear models of which the GARCH model is most heavily reliant, it was 

discovered that: 

1. The recursions of the GARCH model given regressions conditional on past observations 

indicates that outliers can adversely affect estimates in the future, an adverse implication for 

forecasting and predictive solutions developed. 

2. Once Gaussian assumptions are dropped, the expression of volatility by employing variance 

may not be the best modeling choice. This is due to the observations made in the distribution 

of residuals of time-series studied which present non-Gaussian departures. These 

distributions present characteristics which are more accurately described by measures of 

scale, the derivative of the original time-series achieved through likelihood estimation. 

3. Statistical observations made in the original and residual time-series of cloud traffic suggest 

extreme value distributions an example of which is the Google compute cluster where large 

jobs follow large jobs. This needs a re-examination of volatility in view of these statistical 

observations which impacts resource provisioning.  
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Given this perspective and identified drawbacks of the GARCH model, current research 

has been advanced by the realization of dynamic models for time-varying parameters given the 

independent works of Harvey [8] and Creal et al [6]. In the new approach, modelling time-

varying properties, both in the mean and the variance, of time series is described as 

Autoregressive Conditional Score (ACS) models. The score refers to the derivative of the 

maximum likelihood estimate of the random variable describing the time-series. These nonlinear 

models express the conditional distribution of the variable under observation by time-varying 

parameters that evolve dependent on their lagged values as well as the history of the time-series 

up until the time of observation. Furthermore, the error process for modeling the variance is 

proportional to the conditional score, a feature that makes for robustness in the face of outliers 

and the volatility as observed when present. We proceed with a specification of this model. 

4.6.1 ACS Model Specification 

 The dependent variable of interest is denoted by Yt as in previous expressions. Yt still 

retains its autoregressive form: 

   𝑌𝑡 =  𝑏1𝑌𝑡−1 +  𝑏2𝑌𝑡−2 + ⋯ + 𝑏2𝑌𝑡−𝑝 + 𝜀𝑡        𝜀t ~W(0, 𝜎2
)            (4.32)  

 A general statistical distribution is assumed for Yt, that is, not the standard normal 

distribution: 

      Yt ~ p(Yt|ft,θt)       (4.33)  

Here, ft is the time-varying parameter; θt the corresponding parameter vector. Given earlier 

sections, ft is variously the mean 𝜇 for linear models and the variance 𝜎2
 for nonlinear models. 

Using the autoregressive form as:                                                                      

              (4.34) 

 

 𝑓𝑡 = 𝜔 +  ∑ 𝛽𝑖𝑓𝑡−𝑖

𝑝

𝑖=1

+ ∑ 𝛼𝑗𝑠𝑡−𝑗

𝑞

𝑗=1
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Where 𝜔,{𝛼i,βj} are coefficients  {i,j = 1,,p;1,,q} respectively.  

The salient feature of this model is the choice of the derivative of the log-likelihood of 

the probability density function of Yt as a measure of volatility. This is the key difference with 

the GARCH model. Here, the error process st is that derivative as opposed to the conditional 

variance that obtains in GARCH. The motivation for its improvement over the GARCH model’s 

definition of volatility is that is defines the direction of steepest ascent that mitigates the model’s 

local fit for the likelihood or the probability density at the time t under observation. If we 

consider an arbitrary function Y, provided Y is differentiable, finding the direction in which the 

derivative 𝛻Y is a maximum (or minimum) employs gradient methods and optimization while 

making full use of the assumed probability density function. With respect to Figure 4.8, what the 

derivative achieves is to find the optimum for the rate of change of the function which as 

illustrated could be steeper (dependent on the full probability density function) with the optimum 

found by setting the derivative to zero. To elaborate further, if we take an arbitrary point on the 

function, say p, and it’s rate of change of Y, 𝛻Y, at p in the direction of a a unit vector �̂�  is the  

                                                  

 

 

 

 

 

 

 

Figure 4.8: Direction of Assent for an Arbitrary Function Y. 
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dot product
8
 of the gradient vector 𝛻Y(p) with the direction of �̂� that is: 

    𝐷𝑢𝑌(𝑝) =  ‖𝛻𝑌(𝑝)‖‖�̂�‖ cos 𝜙      (4.35) 

=  ‖𝛻𝑌(𝑝)‖ cos 𝜙 

Here, ϕ, is the angle that separates the unit vector from 𝛻Y(p). If ϕ is zero, then both �̂� and 𝛻Y(p) 

are in the same direction in which case 𝐷�̂�𝑌  assumes its maximum value and ‖𝛻𝑌(𝑝)‖ ≥ 0 is the 

direction of steepest ascent for Y at p. This is actually at the origin for the Figure 4.8. 

This applies to the dependent variable Yt in equation 4.33 which is differentiated with 

respect to f to yield the derivative of the log-likelihood which is described as the score. From 

equation 4.33, given that we have assumed a general probability density function for the 

dependent variable Yt in equation 4.33, maximum likelihood estimation is used to deduce the 

model’s parameter. The term st is the scaled score conditional on past observations. To elaborate 

on the definition of st, the maximum likelihood of ft is first derived and expanded with the 

standard normal distribution as a selected probability density function. 

From equation 4.33, given the assumption of Yt with probability density function g(y;λ) 

where λ is a (k x 1) parameter vector. The joint density of y is the product taken of the marginal 

densities: 

                                                                                                              (4.36) 

The log-likelihood estimate used to deduce the model’s parameter: 

                                                                               (4.37) 

  

                                                 

8
 From vector calculus, the projection on the surface of the function and the product of the unit vector is taken to get 

the optimum in this case. 

𝑔(𝑦1, … , 𝑦𝑡; 𝜆) = 𝑔(𝑦1; 𝜆) … 𝑔(𝑦𝑡; 𝜆)  = ∏ 𝑔(𝑦𝑛; 𝜆)

𝑡

𝑛=1

 

𝐿(𝜃|𝑦1, … , 𝑦𝑡) = 𝑔(𝑦1, … , 𝑦𝑛; 𝜃) = ∏ 𝑔(𝑦𝑖; 𝜃)

𝑛

𝑡=1
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Differentiating 4.36 and solving for first order conditions, we have:     

                                                                                                      (4.38)                                  

Applying this to equation 4.34, we have: 

               (4.39) 

 

S(ft|θ) is the derivative of the log-likelihood function which is described as the score vector. In 

keeping with the measure of volatility which is the second derivative, which is described as a 

measure of scale, we have the scaled score: 

                                (4.40) 

             

Thus st is described as the scaled
9
 score, the second derivative which for the ACS model 

differs from the GARCH given that the latter employs the conditional variance of past 

observations. Equivalently, the second derivative for the ACS model which is the variance of the 

score is known as the Fisher information which uses the log-likelihood as a measure of how 

much is known about the parameter θ which depends on how small (close to zero) or large the 

derivative is
10

. 

4.6.2 The ACS Model under Gaussian Assumptions 

In order to bring to bear the distinction between the ACS and GARCH models, the log 

likelihood for the ACS model is realized under Gaussian and non-Gaussian assumptions are 

elaborated. Where Gaussian assumptions are concerned, Yt ~ p(Yt|ft,θt) is Yt ~ p(Yt|μ,𝜎2) given 

                                                 

9
 Scale is the econometric term for volatility which is measured in terms of variance for the GARCH model and is 

the scaled score for the ACS model. 
10

 Appendix C 

𝜕𝐿(𝜃|𝑦)

𝜕𝜃
= 0 

𝑆(𝑓𝑡|𝜃) = ∇𝑡 =
𝜕 ln 𝑔(𝑦𝑡|𝑓𝑡; 𝜃)

𝜕𝑓𝑡
 

 

 

𝑠𝑡 = 𝑆𝑡. ∇𝑡=
𝜕2 ln 𝑔(𝑦𝑡|𝑓𝑡; 𝜃)

𝜕2𝑓𝑡
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that the standard normal distribution varies according Yt = 𝜀t and 𝜀t ~W(0, 𝜎2
). Thus, dropping μ 

given the assumption of zero mean, we have that: 

                        (4.41) 

The log-likelihood of given by: 

 

                                                                                           (4.42) 

 

The derivative of which is taken and set to zero: 

      

                         (4.43) 

 

Then we have 𝑠𝑡 = 𝑆𝑡. ∇𝑡=  𝑦2 − 𝜎2  and putting this back into 4.34 with ft = 𝜎2
, we have: 

        

                                                        (4.44) 

Which is the GARCH(1,1) model (by setting B = β – 𝛼). 

4.6.3 The ACS Model with Student-t Errors 

The log likelihood of the Student-t distribution is: 

 

                         (4.45) 

 

  

Where the variance 𝜎2
 is not the scale parameter, 𝛤 is the gamma function and v is the number of 

degrees of freedom. Differentiating equation 4.6.14 w.r.t 𝜎2 
as above gives the score: 
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  (4.46) 

                          

Taking the derivative of the score w.r.t to 𝜎2 
and applying to the autoregressive equation as 

before leads to the ACS(1,1) model with student-t errors
11

: 

                                                                                                                                                  (4.47) 

 

                where 

 

 

The key feature whereby the ACS model improves upon the GARCH is robustness in the 

face of outliers. From equation 4.47, the utility of the weight function wt stabilizes the ACS 

model when outliers are present. 

This formulation is the conditional score model of Harvey which is well known in the 

econometrics literature. However the observations in cloud traffic present important departures 

from time-series as obtains in econometrics.  

The realization of a novel model different from this formulation and based on statistical 

observations made in cloud traffic is presented in the next section. 

  

                                                 

11
 A full analysis of the realization of the ACS(1,1) is given in Appendix C. 
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4.7 ACS Models with Skewed Errors 

 The ACS models discussed in section 4.6 integrate errors according to the student-t 

distribution. This selection concerns the perspective of outliers in econometrics and the 

robustness to it given this distribution. Outliers represent shocks and market events for which 

robustness is desired. In this regard, Figure 4.9 below provides a comparison of the forecasts 

achieved by the ACS-t and GARCH-t models where the errors are modeled with the student-t 

distribution. This is for a sample time-series. It will be noticed that the ACS-t model provides 

robustness given the outlier just after the 400 time value on the x-axis. This property is desirable 

in econometrics given that it guards against wild predictions given market volatility.  

 While robustness is a quality desired in any forecasting solution, the observations made 

of both the empirical distributions of cloud traffic and their errors suggest models with different 

shape parameters than the student t distribution. As was observed in chapter 3, 5 of 10 time-

series studied demonstrated a skewed error distribution. These were shown to be mainly right-

skewed following the same observations made in current research and do not possess the shape 

 

 

 

 

 

 

 

 

Figure 4.9: ACS-t and GARCH-t Forecast Comparison 
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of the t distribution, that is, not symmetrical about the origin. This leads to several important 

distinctions between the modeling of errors using the t distribution in econometrics and 

observations of extreme values in cloud traffic. These are explained. 

4.7.1 Distinctions between Error Modeling in Econometrics and Cloud Environments 

Extreme Value Distributions  

In the research carried out by Loboz in [15], extreme value distributions were identified 

particularly for cloud storage. The conclusions drawn from the research was that statistical 

characteristics observed in cloud storage traffic suggested distributions far removed from normal 

with some of those distributions yet to be modeled and identified. The departure of this 

observation is that cloud traffic is not defined by few outliers but extreme values for which 

robustness is not stabilized. As an example and using the Google cluster time-series, large jobs 

tend to dominate compute resources in the cloud. As was observed in the original and 

differenced time-series for the Google cluster time-series, large jobs tend to be followed by large 

jobs. These lead to extreme values as was observed in empirical distributions which are not 

treated as outliers.  

Number of Model Parameters and the Principle of Parsimony 

 Further to the identification of extreme values and skewed distributions in cloud traffic, 

another property of the student-t as well as other distribution with heavy-tails is the number of 

parameters needed for modeling. The principle of parsimony [10] determines that a model 

requires the smallest in number of parameters by which to adequately represent the time-series 

under study. A comparison of the student-t distribution and the family of right-skewed 

distributions shows that some of the latter are described by a lower number of parameters than 

the t distribution. Furthermore, they are able to achieve comparable forecasting performance. 
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Given that family of right-skewed distributions were observed in the empirical distributions of 

time-series from the cloud, a fitting exercise is completed to determine the best-model after 

which models that present important departures from the initial ones developed by Harvey are 

elucidated. 

4.8 Fitting of Right-Skewed Distributions to Time-Series Studied 

 The subset of series identified as having right-tailed empirical distributions both in the 

original time-series as well as their residuals are fitted with family of known right tailed 

distributions. Series IIIA, IVA, IVB, VII (upload & download) fall into this category. The 

original time-series are fitted to the family of known right-tailed distributions through Maximum 

Likelihood Estimation (MLE) discussed in section 4.5.1. The family of right-skewed 

distributions
12

 fitted include the Gamma, Weibull, Lognormal and Log-logistic distributions. 

These are all compared with the normal distribution to illustrate departure from normality. The 

fitdistrplus statistical package [43] in R was used to fit the right-skewed time-series. The Akaike 

Information Criterion (AIC) was computed for each series to determine the distribution that 

provided the best fit.  

 To illustrate how right-skewed distributions better capture the parameters of the time-

series under study differently from the normal distribution, Figure 4.10 and 4.11 does an a 

comparison using the Normal and Lognormal distributions. The QQ plot determines the lack of 

fit at the tail of the distribution while the PP plot determines the lack of fit at the center. 

Beginning with the comparison of the histogram with the normal, the normal distribution does 

not provide an adequate fit both for the tail as well as the center of the series IIIA. In Figure 4.10 

                                                 

12
 http://www.itl.nist.gov/div898/handbook/eda/section3/histogr6.htm 

 

http://www.itl.nist.gov/div898/handbook/eda/section3/histogr6.htm
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Figure 4.10: Normal Fit for Series IIIA 

 

 

 

 

 

 

 

 

 

 

 

Figure 4.11: Lognormal Fit for Series IIIA 
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however, the lognormal distribution is able to more efficiently estimate both the tail and center of 

the distribution. (the right-skew is correctly estimated as shown by the QQ plot).  Given however 

that the lognormal is one of a family of right-tailed distributions, the fitting exercise was carried 

out for all distributions enumerated and the AIC used to determine the model that best describes 

the series. Figures 4.10 and 4.11 illustrate the probability density comparison for all distributions 

when fitted to series IIIA and IVA.  

 As illustrated for series IIIA in Figure 4.12 below, the histograms for the right-tailed 

distributions provide a better fit relative to the normal distribution. The empirical distribution 

also provides an acceptable fit. A visual inspection shows that the adequacy of gamma and 

lognormal distributions and that any of the right-tailed distributions may be selected. This is also 

the same for series IVA which is illustrated Figure 4.13. However, from a modeling as well as 

forecasting perspective, the principle of parsimony as well as the number of parameters will 

guide the selection. To this end, the AIC was applied for all the distributions fitted and the results  

 

 

 

 

 

 

 

 

 

Figure 4.12: Series IIIA Fitting for Right-Tailed Distributions 
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Figure 4.13: Series IVA Fitting for Right-Tailed Distributions 

Table 4.1: Akaike Information Criterion Results for fitted Right Tailed Distributions 

 Series IIIA Series IVA Series VII (Up) Series VII (Down) 

Lognormal 9288 8187 9760 7869 

Gamma 9309 8210 9844 7812 

Weibull 9378 8285 9893 7914 

Normal 9472 8444 10234 8240 

Logistic 9490 8350 10183 8137 

 

are shown in table 4.1 for series IIIA, IIIB, VII(upload and download). In 3 of the 4 series, the 

lognormal distribution had the lowest value computed for the AIC. While the lognormal 

distribution has shown the lowest of all computed AIC values and has been fitted to traffic from 

different cloud environments, it is not necessarily an easy task to select it as the best of the 

family of positive-skewed distributions. From the table, the gamma distribution returns values 

that are slightly lower than the lognormal (series IVA) and one where it is lower (series VII 

down). For the distributions listed though, the AIC provides an acceptable metric given that both 

the lognormal, Weibull and gamma distributions are each defined by two parameters of location 
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and scale. These are equivalent to the mean and the standard deviation for the normal 

distribution.  

4.8.1: Comparison of fitting for Student-t and Lognormal Distributions 

When making a comparison of the right-skewed distributions and the symmetric but 

heavy-tailed student-t distribution, the latest package employed for fitting (the fitdistr R package 

employed) leads to spurious calculated values. This is because the algorithms employed for 

optimization, given that the method of parameter estimation is by maximum likelihood 

estimation, have to bootstrap the process before converging on a minimum. To do so, the degrees 

of freedom (df) which is the number of independent observations in the time-series being 

modeled. Using the theoretical value (n – 1 the number of observations) does not mitigate the 

calculation while estimating the scale and variance is also by trial and error until a minimum is 

arrived at. 

 To mitigate this problem however, the log-likelihood is calculated by with data values 

scaled through log transformations to enable faster optimization and tuning the degrees of 

freedom. The primary numerical optimization method employed is the Broyden–Fletcher–

Goldfarb–Shanno (BFGS) [44] algorithm. The algorithm oftentimes fails to converge on a 

minimum given initial values set for bootstrapping. This is widely employed in optimization 

methods for maximum likelihood estimation. While the fitting process converged for all other 

right-skewed distributions employed, for the symmetric student-t distribution, the process 

involves extra parameter tuning (for the degrees of freedom) and manual bootstrapping. The 

lognormal distribution on the other hand is completely defined by the first and second order 

parameters of the mean and the variance. A comparative fit for series IVA using the two 

distributions is illustrated in Figure 4.14 below. As was observed earlier, it will be noticed that 
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Figure 4.14: Comparison of Lognormal and Student-t Fitting for Series IVA 

the lognormal distribution provides a better fit both for the left and right tails of the time-series 

under study. Furthermore, to adapt to right-tailed distributions, the modeling practice is to model 

a skewed t distribution [45],[46],[47],[48],[49]. This however introduces another parameter to 

model the skew. This makes for four parameters (location, scale, degrees-of-freedom and skew) 

where the lognormal is described by the first two.  

 Finally, given that current research has identified this model with a high degree of 

statistical certainty across different cloud computing environments [50],[51],[52],[53],[13], it 

motivates the development of a model different from the ACS with student t errors. 
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4.9 Proposition of a new model: The ACS Model with Lognormal Errors (ACS-l)  

 Given the foregoing analysis and the evidence of the lognormal distribution in cloud 

time-series, predictive solutions will benefit by the realization of models that include the 

observed characteristics. Employing the same methods as done by Harvey for the ACS with 

student t errors, the same are applied by modeling with lognormal errors. This leads to a model 

different from the ACS-t which is here described as the ACS-l where “l” stands for lognormal. 

4.9.1 ACS-l Model Specification 

 As done under the standard ACS model, the dependent variable of interest is also Yt as 

before with the autoregressive form: 

   𝑌𝑡 =  𝑏1𝑌𝑡−1 +  𝑏2𝑌𝑡−2 + ⋯ + 𝑏2𝑌𝑡−𝑝 + 𝜀𝑡                                         (4.48)  

For the log-likelihood, the variable under analysis is defined by parameters 𝜃t: 

Yt ~ p(Yt|ft,θt)       (4.49)  

Here again, ft is the time-varying parameter; θt the corresponding parameter vector. ft (previously 

variance but described differently as they are different) is written in the autoregressive form as: 

                                                                     

  (4.50) 

Where 𝜔,{𝛼i,βj} are coefficients {i,j = 1,,p;1,,q} respectively.  

For the lognormal distribution, 𝜃t is composed of the mean μ and standard deviation σ. 

The lognormal distribution for Yt, is given as: 

 

                                                                                                                                      (4.51) 
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The likelihood for the lognormal distribution as done before is: 

  

             (4.52) 

 

 

 

The log-likelihood proceeds by taking the log of equation 4.51: 

 

               

 

 

 

 

              (4.53) 

 

Setting 𝜇 to 0 and taking the second derivative, the scaled score S(y|𝜎2) of equation 4.53 is: 

 

              (4.54) 

 

              (4.55) 

 

Then we have 𝑠𝑡 = 𝑆𝑡. ∇𝑡=  ln (𝑦2) − 𝜎2  and putting this back into 4.50 with ft = 𝜎2
, we have 
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𝐿𝑜𝑔𝐿𝑖(𝜇, 𝜎2|𝑌) = 𝑙𝑛 (
1

(2𝜋𝜎2)
𝑡
2

∏ (
1

𝑌𝑖
exp [∑

−(ln(𝑌𝑖) − 𝜇)2

2𝜎2

𝑡

𝑖=1

])

𝑡

𝑖=1

) 

= −
1

2
ln(2𝜋𝜎2) − ∑ ln (𝑌𝑖

𝑡

𝑖=1

) − ∑
(ln(𝑌𝑖) − 𝜇)2

2𝜎2

𝑡

𝑖=1

  

= −
1

2
ln(2𝜋𝜎2) − ∑ ln (𝑌𝑖

𝑡

𝑖=1

) − ∑
(ln(𝑌𝑖)

2

2𝜎2
−

𝑡

𝑖=1

∑
ln (𝑌𝑖)𝜇

𝜎2
−

𝑡𝜇2

2𝜎2

𝑡

𝑖=1

  

𝑆(𝑦|𝜎2) =
𝜕

𝜕𝜎2
(−

1

2
ln(2𝜋) −

1

2
ln(𝜎2) − ∑

(ln(𝑌𝑖)
2

2𝜎2

𝑡

𝑖=1

) 

 
=

1

2(𝜎2)2
(ln(𝑦2) − 𝜎2) 
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              (4.56)  

Equation 4.56 is the specification of the ACS-l, the Autoregressive Conditional Score lognormal 

model. 

4.9.2 Hybrid Extension: ARIMA-ACS-l Model 

 The ACS-l model captures the salient features of an autoregressive process with errors 

drawn from a lognormal distribution. It provides methods heretofore unexplored to extend 

classical linear models to include time-series drawn from lognormal variables. The modeling 

methodology can also be used to elucidate models in the family of right-tailed distributions.  

 While the model is useful by itself for forecasting given its autoregressive component as 

applies to all regression models, it extends classical linear models by allowing the errors to 

evolve according to the right-tailed distributions observed while retaining the autoregressive and 

moving average components. In section 4.3, the ARIMA model was explained giving the 

integration of its autoregressive and moving average components. In section 4.4.2, it was shown 

that the errors of the ARIMA model can follow the variance of the ARCH process and not white 

noise.  

 Here the ARIMA model is extended by the ACS-l model. In this novel hybrid model, the 

ARIMA model error follows the conditional score of the lognormal distribution detailed in 

section 4.9.1. This realization begins with the form of the ARIMA model of section 4.3. The 

dependent variable Y is regressed on past values of the independent variable Yt-1 while the 

additive noise zt is the moving average component is white noise given in equation 4.14 as: 

b(𝐵)𝑌𝑡 = 𝜓(𝐵)𝑒𝑡       (4.57) 

where the autoregressive component (of order p) in lag polynomial notation is: 

     𝑏(𝐵) = 1 − 𝑏1𝐵 − ⋯ − 𝑏𝑝𝐵𝑝         (4.58) 

𝜎𝑡
2 = 𝜔 +  𝛽𝜎𝑡−1

2 + 𝛼(ln (𝑦𝑡−1
2 ) − 𝜎𝑡−1

2 )  

 = 𝜔 +  𝐵𝜎𝑡−1
2 + 𝛼ln (𝑦𝑡−1

2 )  
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And the moving average component (of order q) is: 

     𝜓(𝐵) = 1 + 𝜓1𝐵 + ⋯ + 𝜓𝑞𝐵𝑞                (4.59) 

Recall that the backshift operator B = 𝛻d
 makes for an integrated model through differencing 

(𝛻2
Yt = Yt - Yt-2). 

 In equation 4.57, the moving average component et is white noise. Here, it follows the 

lognormal distribution given as: 

             

 

              (4.60) 

             

 Equation 4.60 is the specification of the ARIMA-ACS-l model given that moving 

average component et is drawn from a lognormal distribution (𝜏t ~ LN(0,1)). The integration with 

the ACS model employs equation 4.56 which applies the conditional score to the error term of 

the ARIMA model. 

  

𝜎𝑡
2 = 𝑎0 + ∑ 𝛼𝑖 ln 𝑒𝑡−𝑖

2

𝑞

𝑖=1

 + ∑ 𝛽𝑗𝜎𝑡−𝑗
2

𝑝

𝑗=1

 

b(𝐵)𝑌𝑡 = 𝜓(𝐵)𝑒𝑡 

𝑒𝑡 = 𝜎𝑡𝜏𝑡    𝜏𝑡 ~ LN(0,1) 
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4.10 Summary 

 This chapter presents the realization of a novel model specific to time-series that exhibit 

right-tailed distributions in their original observations as well as their residuals. The realized 

model belongs to the hybrid category of the early developed classification methodology and is 

described as the ACS-l for the lognormal distribution. The selection of the lognormal distribution 

for this model realization is motivated by: (1) The observation in current research as the model 

that provides the best statistical fit for certain types of cloud traffic, specifically storage and 

video and (2) The corroboration of this observation from current research through rigorous 

analysis employing statistical methods.  

 In the statistical analysis, it was concluded that other right-tailed distributions can also be 

employed in the realization of new models. However, the lognormal distribution is the one with 

the lowest number of parameters specifically its mean and variance. Thus, given that the 

principle of parsimony determines that the best explanatory model is the one with the least 

assumptions as well as parameters, the lognormal distribution was selected. The technique 

employed in this chapter in the realization of the ACS-l model also provides the opportunity to 

complete an appraisal of all models in the family of right-tailed distributions. 

4.11 Threats to Validity 

 The threats to validity are discussed as internal and external. The internal threats 

determine causal inference by which the employed methods in model realization are actually due 

to observations in each time-series while the external threats relate to generalization of the 

methods of eliciting models from time-series. 
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4.11.1 Internal Threats 

Maximum Likelihood Estimation 

The method of maximum likelihood upon which the realization of the ACS-l model is 

that is based on assumptions, strong ones, regarding the underlying structure of the time-series. 

This could be problematic if the time-series is of insufficient length in which the underlying 

assumptions of its structure may not hold if more data were available. Furthermore, a small 

hypothesis space may further invalidate conclusions from the likelihood estimation exercise. 

This threat can be minimized by using or obtaining trace workloads that are sufficient large. 

There’s also the possibility of using other methods like Expectation Maximization (EM), an 

iterative method that further hardens the likelihood estimation. 

Selection Bias 

 The process of workload collection follows no general methodology. The metric of 

collection while general depends on what is deemed to be the most important per cloud 

computing environment. In addition, given the large cloud deployments where monitored 

components could be in order of magnitude of tens of thousands, operators may have to resort to 

passive monitoring in order to extract any meaningful trace. 

Overfitting  

 Overfitting occurs when the model selection phase involves more parameters than are 

required to fit the time-series being analyzed. This leads to poor predictive performance and even 

more SLA violations in the context of cloud resource provisioning. In order to mitigate 

overfitting, the selection phase for right-tailed distributions involved selecting at least one 

candidate model for each defined class (linear/nonlinear/hybrid). 
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 While it might seem counterintuitive, the subsequent forecasting solution enables the 

comparison of forecasts from which overfitting can be inferred based on predictive accuracy. 

This comes into play particularly for the time-series with shorter lengths. Furthermore, the 

overfitting process also serves to validate the final model selected. For instance, if the 

autoregressive component should be of order 2 for an AR(2) model, deliberately, an AR(3) is 

fitted to the time-series with subsequent forecasting accuracy comparison to validate the initial 

candidate model. 

4.11.2 External Threats 

Model Generalization across difference Cloud Computing Environments 

 The model realization is reliant on corroboration of statistical evidence observed in time-

series across multiple cloud environments. While the research literature provides evidence of 

validation for each individual study of a unique cloud computing environment, each provides a 

challenge regarding application given that the reported observed distribution (lognormal) is 

evident in data for different components (CPU, compute and network). Furthermore, this is not 

the only right-tailed distribution reported. Therefore, the application of the realized model has to 

be specific to the component per cloud computing environment while mindful of the entire class 

of right-tailed distribution in realization. 
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Chapter Five: Forecasting heavy tailed time-series 

5.1 Introduction 

 Model fitting of time-series is necessary to find the most accurate statistical model for the 

realization of forecasting and predictive solutions. The ability to predict the future of a time-

series finds application in resource provisioning in many aspects of cloud computing. The 

importance of accurate forecasts comes into play in resource provisioning whereby both cloud 

providers and customers can avail themselves of predicted values to determine resources to 

minimize costs (provider) and maintain QoS guarantees (customer).  

 In order to forecast the future values of time-series, the observations up to a time T-1 are 

used to make predictions from time T to T+n can be made. The estimation of the parameters of a 

model for predictive purposes is also an effort to minimize the forecast errors of the realized 

predictive solution.  

 This chapter presents forecasting solutions under two different realizations. The first is a 

forecasting algorithm in MATLAB that employs existing code adapted for the ACS-l model of 

chapter 4. The forecasting solution in MATLAB takes as input a time-series and produces point 

forecast and its score. This implementation enables a fast and easily programmable way to test 

the model with the various time-series studied. 

The second is the implementation of the lognormal distribution and model as original 

C++ code which has been integrated into the general ACS realization in R statistical software. 

This presents the standard realization of the ACS-l model alongside other models in R. It comes 

with a set of tools and facilitates a full exploration of the model alongside forecasting 

capabilities. This solution provides: 
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 A forecasting solution that produces both in- and out-of-sample forecasts 

 A framework for the simulation of lognormal & other right-tailed distributions.  

 Time-series volatility analysis with conditional score. 

 Realization & comparison with other right-tailed ACS models. 

With these two realizations, predictions can be made according to two different methods. 

Point forecasts are made whereby predictions for time T + 1 are made based on information up 

to time T. This is presented in the MATLAB realization which can also be extended for T + n 

forecasts into the future. The contribution to R is able to make T + n forecasts, provide fitting 

solutions as well as simulation of cloud time-series. This chapter proceeds with a discussion of 

the error minimization process in forecasting before discussing the realized solutions based on 

the model developed in chapter 4. 
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5.1.1 Error Minimization in Forecasting 

 A forecast attempts to capture the future of a time-series based on an extrapolation of a 

model realized for it. In the context of the lognormal model developed, one has to guard against 

trends as may be present in the time-series which may invalidate future forecasts. Given that the 

model is reliant on the conditional distribution of the random variable from which the time-series 

observations are drawn, forecasts of the future are also conditional on the past observations of 

the series. 

In this regard, the expressions for the first and second order moments of a random 

lognormal variable are employed in forecasting the future. When we have a random variable Y 

where X = ln(Y) it follows that Y = e
X
 has a lognormal distribution. It is this exponential function 

that is employed in forecasting the future of a time-series once it is statistically determined that 

its variables are drawn from a lognormal distribution. When the exponent is raised to the mean 

value μ and the variance σ
2
, these help to determine the future of a lognormal random variable 

with the attendant uncertainty captured in forecast errors. 

The next sections describe the process of error minimization process followed the 

development of the forecasting equations for the lognormal distribution by way of integration. 
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5.2 Forecast Error Minimization 

 Given a time-series Yt, the goal is to forecast n values into future Yt+n. The basic 

assumption is that Yt is stationary with the model parameters calculated. To arrive at usable 

forecasts however, the optimal predictor is one that minimizes the prediction error e defined as: 

                (5.1) 

Where �̂�𝑡+𝑛 is the predicted value at time t+n and Yt is the series observation also at time t. The 

minimum mean square error predictor (MMSE) for Yt+n is: 

                (5.2)    

That is, the prediction is conditional on the observations in the time-series up to and including Yt.  

The MMSE is minimized by the conditional expectation [11] given as: 

                   (5.3) 

Where g(Y) is a function of Y. To illustrate the arrival at the conditional expectation as a 

predictor which also serves as the basis for prediction for all models discussed, let g(Y) = a 

where a is a constant in which case: 

                (5.4) 

                (5.5) 

If we differentiate equation 5.5 given the practice of maximum likelihood as was done 

previously and setting the derivative to zero: 

                 (5.6) 

                (5.7) 

In equation 5.7, the expectation of Y is the mean 𝜇 which is also the conditional mean of equation 

5.2. Hence the MMSE is minimized by the conditional expectation of Y. This is the basis for 

forecasting as will be elaborated in subsequent sections. 

𝑒𝑡 = �̂�𝑡+𝑛 − 𝑌𝑡 

𝑌𝑡+𝑛 = 𝐸(𝑌𝑡+𝑛|𝑌1, 𝑌2, … , 𝑌𝑡) 

𝐸[𝑌𝑡+𝑛 − 𝑔(𝑌)]2 

𝑔(𝑎) = 𝐸[𝑌 − 𝑎)]2 

𝑔(𝑎) = 𝐸(𝑌2) − 2𝑎𝐸(𝑌) + 𝑎2 

𝑔′(𝑎) = −2𝐸(𝑌) − 2𝑎 

𝑎 = 𝐸(𝑌) = 𝜇 



 

112 

5.3 Lognormal MMSE Forecast 

In order to develop the MMSE forecast for the ACS-l model, the definition of a 

lognormal distribution sheds some light. If we have a random variable Y where X = ln(Y) makes 

its distribution lognormal, then Y = e
X
 has a lognormal distribution. 

The MMSE forecast for the ACS-l is derived given the minimization process of section 

5.2 with an examination of the properties of a lognormal random variable. The ACS-l model is 

given as: 

    (5.8) 

The MMSE which forecasts �̂�𝑡+1
2  at 𝜎𝑡

2 and minimizes the square error is given by: 

                (5.9) 

The MMSE is conditional on the observations available up until Yt in order to minimize the error 

of prediction at Yt+1. The expected value follows the development of the ACS-l model earlier in 

chapter 4 where the error term follows a lognormal distribution. The expectation of a lognormal 

variable with mean and standard deviation 𝜇 and 𝜎 respectively which is conditioned on past 

observations of the time-series up to Yt which minimizes the error forecast is derived. 

 Given a random variable Y where X = ln(Y) makes its distribution lognormal, then Y = e
X
 

has a lognormal distribution, the expectation of Y, E(Y), its second moment E(Y
2
) & variance are: 

 

         

 

 

              (5.10) 

 

𝜎𝑡
2 = 𝜔 +  𝐵𝜎𝑡−1

2 + 𝛼ln (𝑦𝑡−1
2 )  

 

𝐸[�̂�𝑡+1
2 −  𝜎𝑡

2|𝑌𝑡]2 =  𝐸[ln (𝑦𝑡
2)|𝑌𝑡]           

𝐸(𝑌) = 𝐸(𝑒𝑋) = ∫ 𝑒𝑥
1

𝜎√2𝜋
𝑒

−
(𝑥−𝜇)2

2𝜎2

∞

−∞

𝑑𝑥 

= 𝑒𝜇+
𝜎2

2  

= ∫ 𝑒𝜇+𝑦
1

𝜎√2𝜋
𝑒

−
𝑦2

2𝜎2

∞

−∞

𝑑𝑦 
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              (5.11) 

 

 

 

 

              (5.12) 

 

Equation 5.11 above provides the MMSE forecast for the ACS-l model. The variance 

equation given in 5.12 is here included given volatility correction that is associated with the 

lognormal distribution. This will be explained based on observations made during forecasting. 

The next section elaborates the realized forecasting algorithm. 

  

=   𝑒(2𝜇+2𝜎2) − (𝑒𝜇+
𝜎2

2 )

2

 

𝐸(𝑌2) = 𝐸(𝑒2𝑋) = ∫ 𝑒2𝑥
1

𝜎√2𝜋
𝑒

−
(𝑥−𝜇)2

2𝜎2

∞

−∞

𝑑𝑥 

= ∫ 𝑒2(𝜇+𝑦)
1

𝜎√2𝜋
𝑒

−
𝑦2

2𝜎2

∞

−∞

𝑑𝑦 

= 𝑒2𝜇+2𝜎2
 

𝑉𝑎𝑟(𝑌) =  𝐸(𝑌2) − 𝐸(𝑌)2 

= 𝑒2(𝜇+𝜎2) 

=   𝑒(2𝜇+2𝜎2) (𝑒𝜎2
− 1) 
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5.4 Forecasting Algorithm 

ALGORITHM I: ACS-l-FORECAST(w,𝛼,𝛽,Y,𝜎2
, 𝜇, s, f,p,q,L) 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 5.1: Forecasting Algorithm 

The forecasting algorithm realized for the ACS-l model is illustrated in Figure 5.1 above. 

This was adapted from the work and MATLAB code of Creal and Koopman [6]. While it retains 

some features of the original work, it implements the ACS-l model for maximum likelihood 

estimation as realized in chapter 4 and employs the MMSE lognormal forecast methods 

discussed in section 5.3 of this chapter. The original work implements the ACS model.  Table 5.1 

Input: Y = (Yi|1:T)     (time series) 

  μ0; w0; s0; 𝛼 = 𝛼k; 𝛽=𝛽k  (Initial values of estimates) 

LLIK = L (Y| μ, 𝜎2
, 𝛼, 𝛽, w)  (Input to Log Likelihood Computation) 

Output: YT, s, ft    (Output forecast of Y, YT, intercept wT & score) 

DLLIK = D(L (Y| μ, 𝜎2
, 𝛼, 𝛽, w)) (Derivative of the Log Likelihood)  

Set t = 0, FCLt = 0    (FCL is ACS-l forecast at time t) 

  Set f (Link function, 2 approaches; f =𝜎2
 or f = log(𝜎2

))   

L (Y|μ, 𝜎2
)          −0.5 log 𝜎𝑡−1

2 − log 𝑌𝑡−1 − log 𝑌𝑡−1
2 /(2𝜎𝑡−1

2 ) (ACS-l likelihood) 

  s             log 𝑌𝑡−1
2 − 𝜎𝑡−1

2  

ft                        𝑤 +  𝛽𝑓𝑡−1 + 𝛼𝑠𝑡−1  
While t < T do 

  Initialize w = w0; 𝛼 = 𝛼k; 𝛽=𝛽k  
  LLIK(Y) = L (Y|μ, 𝜎2

, μ, 𝛼, 𝛽, w) 

  MLE(Y)         OPTIM (L (Y|μ, 𝜎2
, 𝛼, 𝛽, w))   

  Iterate MLE to converge on minimum 

  IF minimum is not achieved THEN 

     END 

ELSE 

    Return LLIK(Y) the estimate of Y = (μT, 𝜎2
T, 𝛼T, 𝛽T, wT) 

    𝑠𝑡 =  log 𝑌𝑡−1
2 − 𝜎𝑡−1

2  

    𝜎𝑡
2 = 𝜔 +  𝐵𝜎𝑡−1

2 + 𝛼ln (𝑦𝑡−1
2 )  

              IF f = 𝜎2
 THEN 

                                    FCLt+1 = exp(μ + 𝜎2
)       

   ELSE 

      FCLt+1 =  exp(2μ + 2𝜎2
)exp(𝜎2

 - 1) 

   END IF 

   END IF 

 END WHILE 
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Table 5.1: Algorithm Parameters 

Parameter Description 

𝛼 ACS Coefficient 

𝛽 ACS Coefficient 

𝜔 ACS Coefficient 

𝜎 Standard deviation of input time-series Y 

𝜇 Mean value of input time-series Y 

p Lag autoregressive parameter  

q Lag autoregressive parameter 

f Link function 

s The scaled score function 

L Log likelihood function 

Y Input time series 

 

 

gives the algorithm’s parameters. In order to facilitate an explanation, it is important to recall 

three important equations that drive the algorithm. The first is the general form of the ACS 

model given in equation 5.13 below, the second is the ACS-l model in 5.14 and the third is log 

likelihood of the ACS-l model given in equation 5.15. 

                

  (5.13) 

 

              (5.14) 

 

              (5.15) 

With reference to table 5.1, the first three parameters 𝛼, 𝛽 and 𝜔 are the coefficients of 

the autoregressive form of the ACS general equation. The standard deviation of the time-series is 

given by 𝜎 which is the standard measure of volatility 𝜇 while is the mean value of the same. The 

lag orders p and q are determined by the ACF of the time-series as elaborated in chapter 3. The 

 𝑓𝑡 = 𝜔 +  ∑ 𝛽𝑖𝑓𝑡−𝑖

𝑝

𝑖=1

+ ∑ 𝛼𝑗𝑠𝑡−𝑗

𝑞

𝑗=1

  

𝐿𝑜𝑔𝐿𝑖𝑘 (𝐴𝐶𝑆𝑙) = −0.5 log 𝜎𝑡−1
2 − log 𝑌𝑡−1 − log 𝑌𝑡−1

2 /(2𝜎𝑡−1
2 ) 

𝜎𝑡
2 = 𝜔 +  𝛽𝜎𝑡−1

2 + 𝛼(ln (𝑦𝑡−1
2 ) − 𝜎𝑡−1

2 )  
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link function f simply determines the approach to modeling the error for the ACS-l model with 

choices limited to the variance (𝜎2
) of equation 5.14 and its log, (log 𝜎2). The latter is a standard 

practise of stabilization as employed in chapter 3 in the analysis phase. The definition of a 

lognormal random variable Y where X = ln(Y) has a lognormal distribution, then Y = e
X
 is also a 

lognormal distribution. The scaled score s is the second derivative of the log likelihood while L 

is the likelihood function. 

The input to the forecasting algorithm is the time-series Y and the output is the one step 

ahead forecast of the same. The orders p and q are determined as previously mentioned by an 

examination of the ACF of the time-series. With these as input, the algorithm is reliant on 

Maximum Likelihood Estimation (MLE) to determine the parameters of the ACS-l model. The 

key statistical measures that determine that the lognormal distribution provides the best model is 

essential the maximization of the initial input parameters in order to forecast future values.  

As an illustration, for the GARCH model with Gaussian assumptions, the MLE of the log 

likelihood evaluates to the standard definition of variance. The calculation of the model 

parameters particularly the coefficients is illustrated in Figure 5.2 below. Using the GARCH 

model as a starting example, the coefficients (b1,…,bp) represent that static multipliers for the 

independent variable (z
2
), the square of random shocks as obtains in a random walk. This is the 

same as the coefficient 𝛽 in equation 5.14. The coefficient 𝛼 for the scaled score s = ln (𝑦𝑡−1
2 ) −

𝜎𝑡−1
2  in equation 5.14 also has the same definition with reference to Figure 5.2. The coefficient 𝜔 

is the unconditional mean value of the input time-series Y.  

The input to the algorithm is the time-series Y. The coefficients (𝛼, 𝛽 and 𝜔) are 

initialized with the condition that 𝛽 ⩽ 1 given stability conditions. The coefficient 𝛼 takes on 

small values close to zero while 𝜔 is initialized as the unconditional mean of Y. These form the 
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Figure 5.2: Coefficients for the GARCH Model 

objective function of the log likelihood of equation 5.15 which is maximized in order to yield the 

final coefficients. From there the scaled score is calculated and all the coefficients for the ACS-l 

model are complete. The algorithm employs the MMSE for the ACS-l model based on the first 

and second moments derived in section 5.3.  

 In order to test the realized model for accuracy given existing methods, a predictive 

comparison is necessary. To this end, a comparison is made with ARIMA-GARCH representing 

current methods and the ACS-l model. The realization of the model parameters is discussed 

briefly before the performance evaluation. 

5.5 Parameter Estimation for Time-Series for the GARCH Class 

 Three of the time-series studied demonstrated squared residuals for which an examination 

of their fit with the classical (nonlinear) GARCH model is carried out. The modeling approach 

employs the same methods in chapter 4 to determine the autoregressive and moving average 

components as well as the errors modeled according to the GARCH process of the same chapter. 

Thus the model orders for p and q are determined as done for ARIMA modeling illustrated 

earlier with volatility modeled according to the GARCH model. The integration of the ARIMA 

bpzt-p + b3zt-3 + b2zt-2 + b1zt-1 = 𝜎 t
2                2                2                2           2

bp b3 b2 b1

zt
2

t-1 t

σt
2
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with GARCH as done for the models where squared residuals exhibit correlation allows the 

model to fit the variance of the nonlinear GARCH modeling with the autoregressive and moving 

average components of the ARIMA process.  

 The GARCH model is also parameterized with orders p and q as done in ARIMA. The 

autoregressive coefficient calculation also employs the Maximum Likelihood Estimation (MLE) 

method. Given the conditions for stationarity discussed earlier for the GARCH model, the model 

parameters are computed from the recursive equation 𝜎𝑡
2 = 𝑎0 + 𝛼𝜀𝑡−1

2 + 𝛽𝜎𝑡−1
2  which defines 

volatility according to the standard deviation conditional on past values. For variance stationarity 

as discussed in section 4.4.3, the sum of the parameters, 𝛼 + 𝛽 ⩽ 1.  These parameter values are 

estimated through numerical methods in the rugarch package [54]. Each series identified with 

correlation in squared residuals were fitted and the parameter values for the ARIMA-GARCH 

fitted models are given in table 5.2. 

 Further to the parameter values calculated, the fitting exercise was validated based on the 

same statistical tests both on the observed values and for the residuals done in chapters 3 and 4. 

The Ljung-Box test was repeated for the squared residuals and it passed for all time-series at the 

95% confidence interval used for all tests.  

Table 5.2: Series with Squared Error Correlations fitted to ARIMA-GARCH Models 

 

  

Series ARIMA Component GARCH Component 

V   

   

VII   

   

VII 

(down) 

  

𝑥𝑡 = .00025 + 0.78𝑥𝑡−1 − 0.93�̂�𝑡−1 + �̂�𝑡 𝜎𝑡
2 = .000039 + 0.08𝜀𝑡−1

2 + 0.87𝜎𝑡−1
2  

𝑥𝑡 = 3.76 − 4.67𝑥𝑡−1 − 7.91�̂�𝑡−1 + �̂�𝑡 𝜎𝑡
2 = 18474 + 0.029𝜀𝑡−1

2 + 0.068𝜎𝑡−1
2  

𝑥𝑡 = 313 + 0.89𝑥𝑡−1 − 0.81�̂�𝑡−1 + �̂�𝑡 𝜎𝑡
2 = 3350 + 0.19𝜀𝑡−1

2 + 0.77𝜎𝑡−1
2  
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5.6 Parameter Estimation for Time-Series for the ACS Model with Right-Skewed Errors 

The parameter estimation for the ACS model with right-skewed errors follows a similar 

approach to the GARCH fitting. However, a key difference lies in the inclusion of the scaled 

score component according to the recursive equation for the ACS-l: 𝑓𝑡 = 𝜔 + 𝛽𝑓𝑡−1 + 𝛼𝑠𝑡−1   

where the recursion on both the dependent variable ft and the scaled score s tracks the time-

series. The model order for the autoregressive component is also determined as done previously 

for ARIMA and GARCH models. The parameter values (𝛼, 𝛽) are estimated through numerical 

methods in MATLAB also using the methods of MLE. Each series identified with right-skewed 

error residuals were fitted and the parameter values for the ACS-l model are given in table 5.3. 

This completes the fitting exercise for all the models classified as linear, nonlinear and 

hybrid according to the methodology of the model selection phase. The next stage to model 

fitting is its employment in forecasting which will also afford a comparison of all the models 

discussed.  

Table 5.3: Series fitted to the ACS-l Model 

 

 

 

 

 

  

Series Model Parameters  

IIIA  

  

IVA  

  

IVB  

𝑓𝑡 = 4.5 × 10−5  + 𝑓𝑡−1 + 0.34𝑠𝑡−1 

𝑓𝑡 = 4.5 × 10−5  + 𝑓𝑡−1 + 0.66𝑠𝑡−1 

 𝑓𝑡 = 4.5 × 10−5  + 𝑓𝑡−1 + 0.26𝑠𝑡−1 
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5.7 Performance Evaluation 

 The evaluation of the forecasting solutions realized follows current practices in the 

measurement of prediction which is divided into two: 

1. In-sample forecast performance evaluation. 

2. Out-of-sample forecast performance evaluation. 

5.7.1 In-Sample Forecast Evaluation 

 In-sample forecast evaluation makes use of available time-series data in order to make 

current and future predictions. In this method, the model parameters are estimated using the 

time-series observations in order to make predictions. The motivation for this is the minimization 

of the error in prediction as it continually makes use of the available observations both in 

modeling as well as in forecasting. This practice is in use both in the econometrics and statistical 

literature [8],[6]. In-sample forecasting is variously described as point, one-step-ahead and 

rolling forecasts. There are some slight variations to in-sample forecasting regarding the 

estimation of model parameters.  

Often times, the model is estimated based on all time-series data available after which 

predictions are made without re-estimation. This is point forecasting and the fitting stage 

elaborated previously actually provides the one-step-ahead (T + 1) future prediction of a time-

series. When the model is re-estimated at periodic intervals beginning with a subset of all time-

series observations available, it is described as a rolling forecast. The rolling forecast method is 

applied for both the forecasting realization in MATLAB as well as the model integration in the R 

statistical software package.  
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5.7.2 Out-of-Sample Forecast Evaluation 

  

 

 

 

 

 

 

 

 

Figure 5.3: Out-of-Sample Forecast (from http://people.duke.edu/~rnau/three.htm) 

While the minimization of error forecasts lead to better accuracy for realized predictive 

solutions, in order to ensure proper model validation, a subset of the observations of a time-series 

are left unused in the model fitting stage. Subsequently, the realized predictive solution is 

evaluated over this unused subset for model validation ahead of predicting future values. This is 

better explained in Figure 5.3 above. As shown, a subset of the time-series is withheld in which 

cast it validates the model ahead of subsequent forecasting of the future. This method is 

employed in generating T + n forecast horizons. The next section discusses performance 

evaluation conducted in MATLAB. 
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5.7.3 Performance Evaluation of Point Forecasting with MATLAB Algorithm 

In order to test the performance of the realized model, the forecasting algorithm discussed 

in section 5.4 was realized in MATLAB. The forecasting process is summarized in Figure 5.4 

below. The workload serves as input to the model by which it is used for training. It is the 

observations of the time-series that determine the model parameters subsequent to forecasting. 

Once these are determined, prediction commences followed by the determination of predictive 

accuracy. This is one by an examination of the errors post prediction. The measure selected is the 

Mean Absolute Percentage Error is calculated. This is given by: 

             

  (5.16) 

Where yt and �̅�𝑡 are the real and predicted observations of the time-series. The comparison is 

made between two representative models: (1) ARIMA-GARCH which represents current 

methods employed for linear and nonlinear prediction and (2) Our proposed ACS-l model.  The 

prediction procedure employs a rolling-forecast or one-step ahead prediction extensible to multi-

step ahead prediction. Given that time-series analyzed come from diverse environments, the 

multi-step ahead prediction can range in order of magnitude of minutes to hours with the forecast 

window incremented as required for resource provisioning.  

 

 

 

 

Figure 5.4: Forecasting Process 
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Table 5.4: Series Classification According to Models 

 

 

 

 

The series classification based on the analysis of chapter 3 and given in table 5.4 above 

serves as a guide for comparison of existing methods with the ACS-l model. For comparison of 

forecasting accuracy, two series each are selected for each class. These are IB & IIIB for linear 

models, V & VII (up) for GARCH, and IIIA and IVB for hybrid models. The series have all been 

scaled for faster algorithm execution.   

The method of comparison for all class of models is through the MAPE. For illustrative 

purposes, the T + 1 forecast is done for one series in each class before a comparison of 

forecasting accuracy for all selected time-series through MAPE. Figure 5.5 presents the ARIMA 

point forecast for series IIIB and Figure 5.6 presents the ACS-l forecast for the same series. A 

visual inspection does not discover any appreciable improvement in forecast by the ACS-l 

model. This is confirmed by the MAPE which is 19% for the ARIMA model and 18% for the 

ACS-l model. This also confirms the usefulness of the model selection methodology developed 

earlier in chapter 3. Furthermore, series IIIB represents well known traffic patterns given the 

observed seasonal cycles for which ARIMA models are known to provide adequate modeling, 

fitting as well as forecasting. Linear models provide optimal solutions given the observation of 

such traffic patterns.  

 

 

Linear Models Nonlinear/GARCH Models Hybrid Models 

ARIMA  Residual ARCH Effects  Non-normal Errors 

IA/IB V IIIA 

II VII (up) IVA 

IIIB, VI (up) VII (down) IVB  
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Figure 5.5: ARIMA Point Forecast for Series IIIB 

 

 

 

 

 

 

 

 

Figure 5.6: ACS-l Point Forecast for Series IIIB 

Figure 5.7 illustrates the ARIMA-GARCH 5-minute point forecast for series V while 

Figure 5.8 displays the ACS-l forecast for the same series. The 5-minute window is the interval 

at which the original series was sampled and still fits within the “T + 1” definition. To draw the 

distinction between employing variance to track volatility as occurs in most of current methods 

and the new proposed model, Figure 5.9 shows the score function over time for the same time- 
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Figure 5.7: Forecast of Google Time-Series (V) with ARIMA-GARCH 

 

 

 

 

 

 

Figure 5.8: Forecast of Google Time-Series (V) with ACS-l 

 

 

 

 

 

 

Figure 5.9: ACS-l Score 
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Figure 5.10: ARIMA-GARCH Variance 

series compared with variance of the ARIMA-GARCH model in Figure 5.10. While the 

conditional variance is persistent throughout the time-series as illustrated in Figure 5.10 by the 

variation in amplitude of the measured variance observed over the x-axis, the method of the 

score is better able to track the fluctuations of the time-series as observed in Figure 5.9.  

Another property of the score is that its forecast remains within the range of the original 

time-series compared to the ARIMA-GARCH forecast. To compare forecast accuracy, the 

calculated MAPE for ACS-l is 4.1 compared to 5.5 for ARIMA-GARCH representing a 25% 

improvement in forecast accuracy.  

For the hybrid model class, Figures 5.11 and 5.12 illustrate the forecast for series IVA 

which is characterized by a high-degree of burstiness. The forecast window for this series is 

much longer than for the Google compute cluster (1 hour). For this time-series, the upward trend 

noticeable from the 500
th

 time-interval is accounted for by ARIMA given the moving average 

component that tracks mean value evolution while the GARCH component tracks the volatility. 

The ACS-l model demonstrates improvement on the GARCH recursion. In GARCH the 

calculation is conditional on the square of past errors where the ACS-l model employs the log of 
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the dependent variable. The improvement in performance of the ACS-l model over ARIMA-

GARCH is by 20%.   

 Figure 5.13 illustrates the bar chart for comparison of the MAPE performance for all 

time-series and classes identified. As demonstrated with the point forecast plots, ARIMA models 

provide accurate predictive solutions when traffic patterns identifiable by seasonality and 

properties such as non-constant mean. As demonstrated by the ARIMA versus ACS-l plot shown 

 

 

 

 

 

 

 

Figure 5.11: Series IVA Forecast with ARIMA-GARCH 

 

 

 

 

 

 

 

Figure 5.12: Series IVA Forecast with ACS-l 
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Figure 5.13:(a) MAPE for ARIMA-GARCH vs ACS-l (b) MAPE for ARIMA vs ACS-l 

in Figure 5.13(b), there is no significant performance improvement obtainable by the ACS-l 

model. For the class of models represented by nonlinear GARCH and hybrids, the ACS-l 

provides better performance given the more accurate metric of the score.  

 To further illustrate the modeling of the score of right-tailed distributions and its 

importance in the performance of predictive solutions, the statistical properties of series VI 

(upload) illustrated in Figure 5.13(a) are re-examined. The reason for this re-examination stems 

from the forecasting exercise for this particular series. The initial forecast with the original time-

series yielded very high MAPE for both models (80% for ARIMA-GARCH and 65% for ACS-l). 

While all other series were evaluated in their original form, series VI (upload) had to undergo a 

log transformation in order that the high MAPE eventually reached low levels to be of use in any 

subsequent provisioning strategy. To investigate further, the original time-series was re-

examined and its empirical histogram subjected again to visual analysis at a higher granularity 

for the time-scale shown in Figure 5.14. This shows the series to be bimodal in which case the 

data values are a mixture of two modes, the one with observations centered on a higher mean 

value with a second mode where the observations are centered on a lower mean value. 
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Figure 5.14: Histogram of the Original Series VII (Upload) Time-Series 

 The empirical histogram is still right-tailed and the lognormal distribution returned the 

lowest value for the Akaike Information Criterion (AIC). This however illustrates the need for 

further exploration of novel methods for modeling right-tailed distribution. 
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5.7.4 Out-of-Sample Forecasting 

 In the previous section, forecasts were made whereby all time-series observations up to 

and including time T were used to make predictions at time T + 1. The practice is to ensure low 

forecasting error by using as much information as possible continuously about the time-series to 

forecast its future. However, in order to conclusively validate realized models, only part of all the 

observations of a time-series are used in training the model and then forecasts are subsequently 

made. To this end, a subset of observations from each time-series selected for evaluation was 

withheld from the model fitting process with forecasting over the withheld observations used for 

validation. Furthermore, for evaluation, the model was realized as original C++ code which was 

integrated into the R statistical computing package.  

This addition enables existing statistical methods to leverage model while also enabling the 

model itself to make use of proven methods in forecasting. A snippet of the code is given in 

Appendix C. For training, the entire series except the last 60 observations were used.  

Forecast windows are determined principally by: (1) length of time-series (2) forecast 

accuracy and (3) input into resource provisioning solutions. In practice, the determination of the 

forecast window employs 10% - 20% of the time-series data [16]. However, it is mentioned that 

this window can change dependent on how far into the future the forecast is intended. Given 

cloud computing environments, this can be hourly, daily or weekly [55],[56]. The time-series 

studied cover periods of weeks and months. There is sufficient data in each time-series with 

respect to the length of the forecast window of 60 to provide a trade-off between accuracy and 

cloud provider resource provisioning requirements. This makes for variable forecast windows 

according to the time-series under evaluation. For instance for series V (Google cluster), this 

gives a 5-hour forecast horizon and for series IVA, a two and a half day forecast horizon.  This 
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means resource provisioning can be planned over these forecast horizons as required. To show 

that the ARIMA forecast becomes inadequate especially for volatility prediction for series V, a 

comparative forecast is illustrated in Figure 5.15. This is the out-of-sample forecast which begins 

27 days into the time-series. Given that the variance is held to be constant for linear models, it is 

unable to accurately predict the series as shown. For illustration, the two and half day forecast for 

series IVA is given in Figure 5.16 and 5.17. Subsequently the evaluation for all series studied 

was completed with the accuracy illustrated in Figure 5.18 

 

 

 

 

 

 

 

Figure 5.15: Comparative Out-of-Sample Forecast for Series V 

 

 

 

 

 

 

 

Figure 5.16: ACS-l Out-Of-Sample (OOS) Forecast of Series IVA 
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Figure 5.17: ACS-l Out-Of-Sample (OOS) Forecast Only 

 

 

 

 

 

 

 

 

 

Figure 5.18: MAPE Performance Comparison for All Series Studied 

 From the MAPE performance illustrated, three observations are made regarding the 

performance of the ACS-l model. 

 When the original time-series as well as its residuals display statistical evidence of right-

tailed distributions, it provides improvement in the forecast error accuracy. This is the 

observation for Series IIIA, IVA and IVB. Series VII also displays a right-tailed distribution but 
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it is also bimodal as illustrated in Figure 5.13. For the Google cluster trace of series V, the 

evidence of GARCH properties as well as a skewed symmetric heavy-tailed distribution. Thus 

the ACS-l model offers no significant performance improvement over GARCH. 

5.7.5 ACS-l Drawbacks 

 The ACS-l model is able to capture the dynamics of time-series that exhibit right-skewed 

tails in their empirical distributions. It is easy to understand given that it is parameterized by the 

mean and the variance while tracking long-tailed distributions compared to others in the family 

like the Gamma and Weibull distributions. As illustrated, it is able to improve forecasting 

accuracy when compared with existing methods. However the realized model is not without its 

drawbacks. It has a tendency to over-fit time-series as observed for some of the time-series 

studied. In addition, given that it is right-tailed, all observations in a time-series must be positive 

or adjusted accordingly for the realization of a valid forecast. Given these drawbacks the 

forecasting algorithm is improved by employing volatility adjustment as done for lognormal 

forecasting [57]. This however applies to the computation of the variance as done in equation 

5.13 with the term (𝑒𝜎2
− 1). This realization employs the exponent of the random variable and 

it is able to minimize the observed over-fitting.  
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5.8 Confidence Bounds for Prediction 

 The practice of forecasting comes with a certain degree of uncertainty given that the 

forecast itself is a random variable of the future. Therefore for practical purposes, bounds on the 

uncertainty that attends forecasting are needed. Such bounds in this case include resource 

provisioning scenarios in the cloud that affect QoS. This can be variously resource allocation for 

data analytics workloads, Virtual Machine (VM) consolidation given accurate prediction of 

utilization and cloud storage allocation. 

 From the perspective of confidence bounds, a forecast is the estimation of the middle of a 

range of values [16] with the interval determined as a level of accuracy of the forecast. Thus a 

90% prediction interval is the range that contains the actual forecast with the accompanying 

uncertainty. The basic statistical assumption of the forecast errors as uncorrelated and normally 

distributed also apply in forecasting. If forecasts are obtained at a 95% confidence interval, the 

prediction of the next observation in the forecast series is given as: 

              (5.17) 

Where �̂�𝑡 is the predicted value and �̂� is the estimated value of the standard deviation of 

the forecast distribution. This provides an upper and lower bound with which provisioning can 

be applied with the required thresholds to maintain QoS as applies to cloud providers and 

customers. To illustrate, Figure 5.19 displays the 99% and 95% confidence interval for the Out-

of-Sample forecast for series IIIA both for the prediction of the mean (location) and the scale 

(variance). These determine the threshold of statistical uncertainty within which the forecasts can 

be made to enable accurate QoS ranges in the cloud. It can be observed that for the mean 

forecast, the confidence interval reverts to the mean value after the first 5 forecast values. This is  

 

�̂�𝑡 ± 1.96�̂� 
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Figure 5.19: Out-of-Sample Prediction Confidence Interval for Series IIIA 

 

Table 5.5: Confidence Intervals (95% and 99%) for Series IIIA, IVA and IVB 

IIIA IVA IVB 

99% 95% 99% 95% 99% 95% 

1.685753 1.890487 0.263626 0.78613 0.200691 0.648321 

1.842916 2.012006 0.537884 0.986944 0.31196 0.697339 

1.899799 2.056781 0.622953 1.051512 0.33774 0.693729 

1.919771 2.072827 0.668621 1.086647 0.330744 0.672704 

1.927401 2.079069 0.677321 1.094627 0.321601 0.654416 

1.930458 2.081584 0.686336 1.102184 0.310953 0.638182 

1.93082 2.082004 0.697596 1.11091 0.304204 0.627 

1.931786 2.082772 0.697319 1.111206 0.291016 0.612959 

1.931361 2.082493 0.690652 1.106806 0.291346 0.609741 

1.932277 2.083167 0.68641 1.104017 0.296917 0.611138 
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described as mean reversion in the statistics literature [58], a further illustration of stationarity in 

the mean as a measure of performing stable and accurate forecasts.  Table 5.5 illustrates the 95% 

and 99% confidence interval for series IIIA, IVA and IVB. These values provide the range over 

which SLA maintenance thresholds can be made to satisfy customer QoS requirements. 

5.9 Threats to Validity 

5.9.1 Internal Validity 

 Given the foregoing performance evaluation of the ACS-l model and its comparison with 

existing methods, it is pertinent to discuss the threats to its validity in practical resource 

provisioning and predictive capacity in cloud computing environments. These are explained. 

Some Right-Tailed Distributions Are More Equal than Others. 

 While the selection process employed to arrive at the ACS-l model followed statistical 

practices and while it captures the dynamics observable in a subset of cloud storage traffic, it 

becomes inaccurate given some right-tailed distributions. While the Akaike Information 

Criterion (AIC) determined the lognormal distribution to be the best fit in the statistical analysis 

phase for the time-series studied, disproportionately high error rates were observed for series 

VII. There returned the MAPE at greater than 70% prior to a log transformation. 

 This motivated a re-examination of the series upon which it was observed to be bimodal 

as illustrated in Figure 5.13. The lognormal distribution and its realized model are not the most 

accurate in capturing the dynamics of the series and the realization of a predictive solution for it. 

Further research discovered that mixture modeling [59] whereby the statistical properties of more 

than one identified distributions, Gaussian and lognormal say, are combined to realize a model 

that is better able to accurately capture the dynamics observed in the time-series.  
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Length of Time-Series 

 The studied time-series are short to medium given their length. Given the diversity of 

applications and cloud environments from which the datasets came, time-series length varied 

from hours to weeks to the maximum of a month. While this length is the same as used in current 

research [22],[26], the law of large numbers [60] determines that mean values when measured 

over independent and identically distributed samples that get repeatedly larger, converges to the 

value that is calculated over the entire probability distribution.  That is, if there is a lot of data 

made available and the time-series is long enough, its mean value converges on the true average 

that is calculated for its true probability distribution. Thus, shorter time-series may not 

necessarily measure accurately the true mean value of a time-series and can therefore impact 

forecasting and predictive solutions realized. It is always better from a statistical perspective to 

realize forecasting solutions from time-series with very large sample sizes. Current research 

however has to deal with the reality of limited dataset releases, legal obligations and agreements 

that prevent researchers who originally characterize a given dataset from further release and the 

shelf-life of time-series which remains relevant for periods of time usually 5 years or less. 

Maximum Likelihood Estimation and Distributional Assumptions 

 The ACS-l model relies on maximum likelihood estimation to calculate parameters for 

fitting as well as prediction.  The estimation is often nontrivial and hence there’s reliance on 

existing software in order to derive required parameters. The salient drawback of likelihood 

estimation however is non-robustness if assumptions made in the selection of a distribution. This 

was discovered for series VI and VII where strong distributional assumptions were made 

regarding both time-series. While they were assumed to be drawn from a heavy right-tailed 

distribution, the specific assumption that they were drawn from lognormal variables do not 
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account for the bimodal nature of the variables upon a closer statistical appraisal. Thus the 

realized forecasting solution was inaccurate in the providing predictions for the time-series. 

5.9.2 External Validity 

Application in Resource Provisioning 

 The trace workloads from which analyzed time-series were elicited were obtained under 

certain operational conditions. The realization of forecasting solutions to be used in resource 

provisioning will obtain in conditions different from that under which the traces were collected 

initially. Thus resource provisioning solutions based on load forecasts must consider this 

difference while accounting for standard errors associated with the model. 

Applications in System Design 

 General system design [15] follows distributional assumptions that are statistical different 

from the forecasting solutions here devised. Thus their application in resource provisioning 

solutions may elicit end-to-end system response which can adversely impact application 

performance. In this regard, forecasting should be applied in an incremental approach with 

response measured accordingly. 

5.10 Applicability to Cloud Resources besides Bandwidth 

 The realized forecasting algorithm was employed in forecasting cloud network 

bandwidth. The same methods are applicable to other cloud resources like memory, CPU and 

storage. Research at IBM elaborated in [61], the same forecasting methods were applied to CPU, 

memory and network resources in cloud computing environments. Forecasting methods realized 

in [62] also predict CPU usage. Time-series forecasting methods were applied for prediction of 

CPU utilization in [63]. Thus the methods here applied can find use in the analysis of the history 

of workloads from these resources to benefit forecasting solutions accordingly. 
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5.11 Conclusion 

 In this chapter, predictive solutions were realized from the ACS-l model which itself was 

motivated by empirical observations of the lognormal distribution in original as well as residuals 

of time-series from cloud computing environments. Forecasting solutions were realized as two 

variants, one in MATLAB and a second solution integrated into the R statistical computing 

package. A performance evaluation of the forecasting solution was conducted and comparisons 

made with existing linear and nonlinear methods. It offers a 10% - 25% improvement when 

right-tailed distributions are observed in time-series observations. It offers marginal 

improvement over the existing nonlinear GARCH model when GARCH effects are present in 

time-series while it becomes inaccurate in the performance evaluation of time-series with 

bimodal distributional properties.  

 This forecasting model presents the first of many that can be realized in the family of 

right-tailed distributional models. Its selection is based on having the least number of parameters 

from a modeling perspective while offering improvement when a subset of the time-series 

analyzed display evidence of right-tailed distributions. As done in the analysis phase, at least 

three time-series were fitted to the lognormal distribution. Other right-tailed distributions such as 

the Weibull and logistic returned a higher value for the Akaike Information Criterion (AIC) & 

had more parameters than the lognormal. The solution accounts for uncertainty by providing 

upper and lower bounds for each calculated forecast. This finds use in QoS threshold definitions 

in resource provisioning. The forecasting solution is also capable of making short and long-term 

forecasts spanning hours to days and can be tailored according to requirements specific to the 

diverse deployment scenarios present in cloud computing environments.  
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Chapter Six: A New Measure for Quantifying Cloud Workload Burstiness & Practical 

Cloud Applications 

6.1 Introduction 

 The methods employed in chapter 4 for the development of a novel cloud workload 

model are here extended in the realization of a new measure of workload variability. This is 

motivated by resource provisioning requirements in cloud scenarios as a practical means of 

implementing the forecasting solution of chapter 5. Furthermore, the realization of a resource 

provisioning solution from the developed model must yield a suitable measure that can be 

computed periodically in the context of cloud computing environments while able to respond to 

workload fluctuations. Burstiness is a general term for the statistical variance of cloud 

workloads.  Burstiness, spikes, slashdot effects and flash-crowds all quantify variance. While 

these have been used to model and capture various variance characteristics observed in cloud 

workloads, there is no general consensus regarding definition. Furthermore, there is no 

quantitative consensus on what differentiates a spike in traffic from a flash-crowd as both are 

often categorized as bursty.  

This chapter identifies the descriptive terms & measures by which burstiness is quantified 

in current research and provides a statistical classification that makes them more specific to the 

workload under study while identifying the more accurate measure to capture it. Then, it 

develops a new measure of variance described as the Normalized Score Index (NSI). This was 

motivated by the conditional score model realized earlier in chapter 4. Its uniqueness from 

current methods is discussed as well as its contributions and extensions thereof. Subsequently, its 

practical realization as solutions employed in cloud computing scenarios are elaborated.  
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6.2 Variance Measures from Current Research 

 The measures of variance from current research employed in modeling and capturing the 

dynamics of cloud traffic generally employ the first and second order moments of a time-series.  

Their combination yields the following broad category of measures which are explained:  

 Index of Dispersion 

 Auto-Correlation Function (ACF) 

 Hurst Parameter 

 Entropy 

6.2.1 Index of Dispersion 

 The index of dispersion is the ratio of the variance to the mean (σ
2
/μ). It employs the 

mean value of a random variable to normalize the dispersion captured with the variance. It has 

been used in current research as a measure of burstiness. The research conducted by Caniff et al 

[64] employ the index of dispersion to detect server workload bursts. Their method extends the 

measure by including the ACF used in chapter 3 in the analysis of cloud datasets employed in 

this thesis. This measure has also being similarly employed in detecting workload spikes 

[65],[66]. 

The Coefficient of Variation is very much similar to the index of dispersion as it is the ratio of 

the standard deviation to the mean (σ/μ). The form of the index of dispersion that is employed in 

current research is given by: 

                (6.1) 

Where SCV is the squared coefficient of variation and ρ is the autocorrelation function. While 

equation 6.1 might appear to contradict the initial definition of I as the ratio of variance to mean, 

𝐼 = 𝑆𝐶𝑉(1 + 2 ∑ 𝜌𝑖

∞

𝑖=1

) 
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the original research that inspired 6.1 in [67] employs this definition with 6.1 being an expansion 

of it.  

6.2.2 Auto-Correlation Function (ACF) 

The ACF introduced in chapter 2 also serves as a measure of variance. The ACF of a 

time-series Yt, describes the correlations over time lags. It is given by: 

                                                                                                                                                    (6.2) 

 

Where E is the expectation, Yt is the time-series while μt is the mean of the observations of which 

Yt is composed. The standard deviation at lags t and h is given by 𝜎t and 𝜎h respectively. The lag 

is the numeric distance that separates time-series data.  This gives the measure of the relationship 

of the time-series’ observations over (t-h), t and h being the time lag that separates the 

observations of the series.  

 The ACF has been used to measure burstiness which is here elaborated from the 

perspective of statistical properties observed in time-series. From a statistical perspective, the 

ACF is a measure of burstiness that falls under two distinct categories: temporal and spatial 

burstiness [68, 69].  These are explained.   

6.2.2.1 ACF As Temporal Burstiness 

 Temporal burstiness relates to the correlations that exist between the observations of a 

time-series over lags. This is the standard definition of the ACF. The correlations that occur over 

lags in a time-series are quantified as burstiness given that the relationship is temporal over finite 

periods of time (lags).  

Furthermore, it has long been known that temporal correlations exist regardless of the 

time-scale or period over which time-series traffic is observed [70-72], its scale-invariant 

𝑅(𝑡, ℎ) =
𝐸[(𝑌𝑡 − 𝜇𝑡)(𝑌ℎ − 𝜇ℎ)]

𝜎𝑡𝜎ℎ
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property. This means that the phenomenon occurs regardless of the magnitude of the lag over 

time, which is also described as long-range dependence (LRD). To illustrate temporal burstiness 

and its scale-invariance properties, Figure 6.1 shows the time-series aggregated at 1-minute, 5-

minute and 1-hour intervals from top to bottom respectively. It is shows that the temporal bursts 

exist irrespective of time-scale. This becomes important in provisioning given forecast horizons 

and the deployment of resources to meet them from a cloud provider’s perspective. From Figure 

6.1, provisioning has to be mindful of this property with decision to deploy resources at fine-

grained or coarse-grained time-intervals to meet SLAs. The ACF as a measure of temporal 

burstiness has been researched in [73],[74],[26]. 

6.2.2.2 ACF As Spatial Burstiness 

 Spatial burstiness [69] characterises variability according to the magnitude or size of the 

observations of a time-series understudy. From a statistical perspective, spatial burstiness arises 

due to the presence of heavy tails observed in the conditional distribution of a time-series.  The 

presence of heavy-tails can be elaborated and explained in part given the basic characteristics of 

application collocation and communication in the cloud.  

Application mix & Packet Size: While there is an upper limit in packet size, variability 

comes into play given that different applications transmit at different packet sizes. Furthermore, 

transport in TCP/IP networks is in direct proportion to the packet size and inversely proportional 

to end-to-end delay. Thus applications with large packet sizes tend to gain an unfair share of the 

bandwidth. This leads to communication patterns whereby large packets are transmitted followed 

by large or similarly sized packets. Similarly, large jobs are followed by large jobs.  This creates 

a spatial dependence structure both in the arrival process and inter-arrivals times leading to 

bursty transmission. The impact of spatial dependence on performance in cloud computing 
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environments is demonstrated in the phenomenon of TCP incast that occurs in a phase of the 

lifecycle of parallel workloads. This is a period whereby cloud networks experience very intense  
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Figure 6.1: Series 3a time-series at 3 different aggregation intervals (1-min, 5-min & 1-hr) 
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Figure 6.2: Series IA ACF Showing Long-Range Dependence before Differencing. 

workloads that severely degrade both network and application performance. The non-uniformity 

in job sizes as explained as well as the artefacts of TCP transmission lead to spatial burstiness in 

cloud traffic. While the ACF has been employed as a measure of both spatial and temporal 

burstiness, the research in [75] is one of the only one discovered where it is exclusively modeled.  

6.2.3 The Hurst Parameter 

The Hurst parameter is a measure of long-range dependence or the long-range memory of 

a time series. This was observed in chapter 3 as the slow decay of the ACF which for 

convenience is repeated in Figure 6.2 above. As illustrated, series IA demonstrates Long-Range 

Dependence (LRD) given that the correlations exist over long lags. The Hurst parameter relates 

to the rate at which the temporal correlations vary over time between the observations of a time-

series. An explanation is done with the variance of the time-series Y whereby:  

        as m  ∞        (6.3) 

Here k is a constant, m is the sample size of the time-series and H is the Hurst parameter. The 

Hurst parameter range for burstiness is [0.5, 1]. Increase in value means increase in burstiness. 

 

𝑉𝐴𝑅[𝑌(𝑚)]~𝑘𝑚2𝐻−2 
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The full details for the realization of the Hurst parameter and its understanding can be found in 

[76],[77]. 

6.2.4 Entropy 

 Entropy is a measure of the uncertainty in the content of information. It is employed to 

model workload bursts given that they represent sudden changes representing departures from 

regular behavior. The Shannon entropy [78] is used to model the burstiness of a time-series Y as: 

              

    (6.4) 

Where P(Yi) is the probability of the time-series Y of having the value at Yi occur. The measure 

while additive and is distinct from the log likelihood methods discussed earlier. In this case, use 

is not made of the underlying probability density function assumed for the random variable Y. 

Rather, when entropy is employed as a measure of burstiness, the probability of an event (such as 

bursts) happening is calculated over a range of values for which the time-series needs to be 

separated into bins and then computed.  

6.3 Criticism of Current Models of Burstiness 

 There are important drawbacks regarding the measures of burstiness discussed which are 

here elaborated before the development and realization of the Normalized Score Index (NSI).  

Index of Dispersion and ACF 

 The index of dispersion contains an infinite sum given the ACF function as shown in 

equation 6.1. Practical implementations can either arbitrarily determine an upper limit given the 

environment in which burstiness is to be observed or apply it on a case-by-case basis. A practical 

implementation [64] replaces the infinite sum with request arrivals over a finite window while 

employing another method for burst detection. While the implementation is practical, the 

𝐻𝑆(𝑌) = − ∑ 𝑃(𝑌𝑖) log 𝑃(𝑌𝑖)

𝑛

𝑖=1
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application is limited to multitier web deployments and it remains to be seen how it performs 

given the different scenarios and applications that obtain in cloud computing environments. 

Hurst Parameter 

 The main drawback of the Hurst parameter as a measure of burstiness is the lack of a 

unified approach in its estimation [77],[79]. Different implementations and realized algorithms 

yield different values for the same parameter. Furthermore, there are different techniques 

required when time-series data under study vary in their underlying distributions from Gaussian 

to heavy-tails as have been studied in this work.  These techniques [80] involve changing the 

time-scale of the time-series and involved simulation techniques which are hard to apply to 

practical resource provisioning situations in cloud computing environments.  

Entropy 

 The Shannon entropy requires a long history of the time-series before calculation of its 

probability density function subsequent to calculation of the entropy measure. Furthermore, it is 

unable to distinguish between a slow increase in workload and an sudden increases representing 

intense workloads [79]. In addition, its practical application is exacerbated by the requirement to 

divide the time-series into bins and then compute the probability of an event (burst) happening 

within that range [75]. Both the division and the estimation process are manual and adaptation to 

cloud computing environments could lead to erroneous results. 
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6.4 The Normalized Score Index (NSI) 

 In order to mitigate some of the drawbacks discussed regarding measures of burstiness 

applied in cloud computing environments, a property of the score function is employed. Given 

that the score function of a time-series is the second derivative of its log-likelihood, it is by itself 

a measure of variation. In chapter 4, the conditional score was demonstrated to lead to the 

measure of variance (σ
2
) under Gaussian conditions. Furthermore, the second derivative of the 

log likelihood is a measure of information uncertainty similar to the Shannon entropy. The 

salient feature of the score however lies in its use of the observations of a time-series through 

log-likelihood to determine its probability density.  

 To begin the formulation of the Normalized Score Index (NSI), four representative time-

series are selected from the collection studied. Series IIIA, IVA, V and VII are selected. The 

reason behind this selection is to show that that the variance for each series can be further 

quantified in order to better track and determine its characteristics for resource provisioning. 

Furthermore, the inclusion of series VII is done given that the realized model provides the 

starting point for tracking its statistical measures that were discovered to be better modeled by a 

bimodal distribution in chapter 5. The measures of interest, which vary over time, are the mean 

and the variance. The motivation for this selection comes from the index of dispersion discussed 

as well as the use of these two measures in the practical realization of a burstiness measure as 

done in [81]. In both, variation is tracked by the moving average and the variance. As an 

illustration, the rolling forecast for the moving average and scaled score for series IIIA are 

illustrated in Figure 6.3a and Figure 6.3b respectively. This was done with the forecasting 

solution realized in the R statistical computing package. With respect to both Figures, the index 
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of variation measures both the variation in the moving average illustrated in Figure 6.3 as well as 

the variance as illustrated in Figure 6.4.  

 This informs and motivates the realization of the normalized score index given that the 

index of dispersion is similarly defined. The realization of the score index is discussed next.  

 

 

 

 

 

 

 

 

Figure 6.3: Moving Average Rolling Forecast for Series IIIA 

 

 

 

 

 

 

 

 

Figure 6.4: Scaled Score Rolling Forecast for Series IIIA 
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6.4.1 Development of the Normalized Score 

The motivation for the development of a measure that simultaneously tracks the moving 

average and the variance of a time-series bears direct relationship to the index of dispersion 

which in its simple form given as: 

               (6.5) 

The conditional score has demonstrated different properties when time-series exhibit 

heavy-tails. Thus equation 6.5 can be augmented to provide a more accurate measure given that 

the variance obtains for time-series with Gaussian errors.  

The realization given existing work in statistics begins by an examination of scoring rules 

which is used to measure the predictive power of a forecasting solution. This is a well-known 

method used in the statistics literature [82],[83]. Generally, for a time-series Yt, t = 1 to T, a score 

St+1 is defined for the prediction done at St with the scoring rule defined by: 

                (6.6) 

Where p is the probability density function of Y and θ is the parameter which in the Gaussian 

case for example is the variance σ
2
. The standard form of scoring rule for 6.6 from [82] is: 

                 

    (6.7) 

Where NLS is the Negative Log Score and the summation on the right hand side is the one-step 

predictive log score. This is averaged over the observations T of the time-series. With reference 

to equation 6.5, if we replace the variance by the score of equation 6.7, we get the one-step 

prediction for the score and the moving average over the time-series observations giving: 

 

                (6.8) 

𝐼 =
𝜎2

𝜇
 

𝑆𝑡+1 = 𝑆(𝑌𝑡+1, 𝑝(𝑌𝑡+1; 𝜃𝑡+1)) 

𝑁𝐿𝑆̅̅ ̅̅ ̅̅ = −
1

𝑇
∑ log 𝑝(𝑌𝑡+1; 𝜃𝑡+1)

𝑡+𝑇−1

𝑡=1

 

𝑁𝑆𝐼 = −
1

𝑇
∑ (

log 𝑝(𝑌𝑡+1; 𝜃𝑡+1)
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Replacing log 𝑝(𝑌𝑡+1; 𝜃𝑡+1) by ξ, we get: 

 

                   (6.9) 

 

This is the Normalized Score Index given that it is normalized by the mean value of the 

time-series over T.   

6.5 Cloud Workload Benchmarking and Burstiness Score 

Given the analysis and realization of the NSI, a performance analysis exercise was 

conducted one in which it was compared with existing measures of burstiness. The four series 

selected were evaluated for burstiness with the Hurst parameter, Shannon entropy and with the 

NSI. Table 6.1 below gives the measures of burstiness returned by each method. While there is 

some degree of comparison possible for the measure of burstiness returned for each method, the 

criticism of the Hurst parameter is the narrow range of its computation [0.5, 1] as well as a 

further lack of real granularity in measuring burstiness. The Shannon entropy does not suffer 

from the limited range but the returned values are in conflict with the Hurst parameter which 

already suffers from a limited range. The NSI on the other hand provides a wider range of values 

which can also be expressed as a percentage of burstiness.  

 For instance, from the table, compute cluster workloads exhibit a high degree of variation 

and a comparison of the returned values in table 6.1 compare well with the research in [79] given 

Table 6.1: Evaluation of Time-Series for Burstiness 

Series Normalized Score Index Hurst Parameter Entropy 

IIIA 0.15 0.67 1.9 

IVA 0.16 0.99 1.9 

V 0.76 0.99 2.2 

VI 0.39 0.72 1.7 

𝑁𝑆𝐼 = −
1

𝑇
∑

log 𝜉𝑡

𝜇𝑡

𝑇

𝑡=1
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that existing measures do not quantitatively reflect the diversity of cloud applications as well as 

the usage scenarios. This also provides a way to rank applications based on their measure of 

variation in order to plan adequate resource provisioning. The next section provides some use-

case scenarios in cloud computing environments.  

6.6. Cloud Computing Use-Cases 

 In order to apply the NSI in a practical manner, two experiments were conducted in 

virtualized cloud environment use-cases. Figure 6.5 illustrates the first use-case scenario and 

table 6.2 provides its configuration details. The configuration is typical of cloud storage where 

traffic traverses the cloud network to storage resources. The traffic generators employed sent 

bulk TCP and UDP traffic to the destination with experimental scenarios lasting 5 minutes. The 

Table 6.2: Test Environment 

Component Model Resource Details 

Servers  Intel SR2500ALLXR  16 GB RAM; 8-Core CPU 3.2 GHz; 1 Gbps network 

 Intel SR2500ALLXR 16 GB RAM; 8-Core CPU 3.2 GHz; 1 Gbps network 

Network Cisco 2960-X Switches 24 1-Gbps Ethernet ports 

Hypervisor KVM + Openvswitch Openvswitch v2.0; KVM v1.2.0 

VM KVM VMs 4 GB RAM, 1 vCPU 

Traffic 

Generators 

iperf V2.0.8 

 nuttcp V3.6.2 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 6.5: Cloud Storage Use-Case Scenario 
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duration is typical of web browsing sessions for (TCP) and bulk UDP is typically less. Traffic 

was generated at 500 Mbps to illustrate overprovisioning scenarios as obtain currently in the 

cloud. The intention here is an observation of traffic characteristics in view of provisioning and 

not oversubscription or bottleneck scenarios. The instantaneous throughput was recorded for 

each experiment with the first and last minute determined as warm-up and ramp-down periods. 

Figure 6.6 illustrates the original IPERF TCP traffic time-series. The same analysis methodology 

established in chapter 3 was employed for analysis.  

 

 

 

 

 

 

 

Figure 6.6: Original IPERF Traffic (TCP) 

 

 

 

 

 

 

 

Figure 6.7: Mean Forecast for IPERF Traffic (TCP) 
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Figure 6.8: Score Forecast for IPERF Traffic (TCP) 

The traffic shows no evidence of a right-tailed distribution therefore a linear Gaussian fit 

was employed for fitting. Figure 6.7 shows the mean forecast with the score (variance) shown in 

Figure 6.8. The normalized index score for the series is 0.007. The same experiment was 

conducted with nuttcp but the graphical details are not illustrated for brevity. However, the score 

returned for nuttcp is 0.005.  

 The same experiment was repeated this time with the generation of UDP traffic given the 

same configuration as before. Figure 6.9 gives the original UDP traffic time-series generated 

with IPERF. Figure 6.10 gives the series mean forecast while 6.11 gives the score forecast. 

 

 

 

 

 

 

 

Figure 6.9: Original IPERF Traffic (UDP) 
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Figure 6.10: Mean Forecast for IPERF Traffic (UDP) 

 

 

 

 

 

 

 

Figure 6.11: Score Forecast for IPERF Traffic (UDP) 

 The computed normalized score index for the UDP traffic was 0.007. While both traffic 

generators (Iperf, nuttcp) employed in the experiments continue to enjoy widespread use in 

current research [84],[85],[86], they simply cannot generate the traffic patterns observed for 

cloud computing storage or cloud video provisioning. To investigate further, in the next section, 

a video-based cloud-computing scenario employs an alternate approach. 
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6.6.1 Cloud Video-on-Demand Scenario 

 While the previous section employed network throughput tests as obtains in current 

research, the resulting measures of mean and variance are not reflective of the realized model 

and forecasting solution. Furthermore, the time-series observed in the datasets studied show 

markedly different characteristics. It is considered instructive to be able to generate traffic 

independent of current research either by simulation or realization of similar experimental 

scenarios. To this end, a cloud video provider environment was setup. This is given in Figure 

6.12 below. This is typical of video service provisioning as done in the virtualized cloud. This is 

also similar to the environment that yielded series IIIA according to the research in [27]. The 

initial test-bed was repurposed with both servers now serving in a video provisioning capacity 

for both cloud storage and video transcoding as is currently done by service providers like 

Google and Amazon. The only difference in this experiment is that the network connection was 

constrained to 100 Mbps which is closer to bandwidth speeds for the home user being emulated 

by the client as shown. For this experiment, a video stream traversed the network to the client 

machine with the stream in its entirety captured for analysis. The experiment was conducted over  

 

 

 

 

 

 

 

Figure 6.12: Video Service Provisioning Test Environment 
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a period of 10 minutes in other gather sufficient data and to emulate a long enough video session 

by a user. Figure 6.13 below illustrates the original time-series. The methodology of chapter 3 

was also employed and the analysis confirmed evidence of a right-tailed distribution in the 

original time-series as well as the series residuals. The mean forecast is given in Figure 6.14 with 

the score forecast given in Figure 6.15. The normalized score index for the series returned 0.29. 

 

 

 

 

 

 

 

 

Figure 6.13: Original VoD Time-Series 

 

 

 

 

 

 

 

 

Figure 6.14: Mean Forecast for VoD Time-Series 
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Figure 6.15: Score Forecast for VoD Time-Series 

6.7 Discussion of Experiments 

 Three different use-case scenarios were explored in order to test and measure the 

burstiness of different applications in the cloud. It was discovered that the traditional network 

load generators are unable to generate traffic representative of the models and forecasting 

solution realized in earlier chapters. The TCP traffic test conducted with IPERF is typical of 

cloud storage communications but the characteristics do not require further analysis and provides 

an example of when overprovisioning as traditionally done in the cloud suffices. Using IPERF to 

generate UDP traffic showed variance characteristics that did not depart from traditional 

provisioning either. Furthermore the normalized score index returned for both experiments were 

extremely low. Thus the first two scenarios fit into the traditional overprovisioning practice as 

occurs in the cloud.  

 The third use-case scenario employed traffic typical of Video-on-Demand applications 

which provided an opportunity to compare similar datasets studied earlier. The analysis of the 

time-series realized from the cloud video use-case showed a right-tailed distribution for which 
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the lognormal model was used for fitting. Furthermore, it corroborates evidence of the same 

characteristics that has been observed in cloud VoD traffic.  

 The statistical analysis of a VoD workload in [13] confirmed the lognormal model as the 

best fit for the arrival process of the video traffic for a European cloud video provider. The 

research by Barba-Jimenez et al [87] created a QoS service model for cloud VoD workloads by 

an observation of right-tailed distributions, lognormal and Weibull among others, in the 

statistical distributions of studied VoD time-series. Thus the cloud use-case further corroborates 

this observation. Capturing the burstiness of the workload by using the normalised score index as 

a measure can inform resource provisioning as well as a way of ranking applications according 

to their measure of variation. 

6.8 Threats to Validity 

We here discuss the threats to the validity of the NSI as a measure of burstiness 

6.8.1 Internal Validity 

Change in Traffic Characteristics with Increasing Contention   

 It was observed during the analysis of traffic that at high congestion rates (90% and 

higher) that both the traffic patterns and the returned value of the NSI changes slightly. Thus 

contention plays a role at very high congestion and provisioning should be adjusted accordingly. 

Furthermore, there are situations of sustained and intense congestion for which the method is not 

guaranteed to be able to either return a valid value or respond in a timely fashion for the resource 

provisioning requirements. 

Timescales for Observation of Scale and Mean 

 Practical implementations employing the NSI have to find the trade-off between time-

scale and effectiveness in provisioning. For instance the observation of the GARCH volatility 
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traffic patterns in IPERF at small timescales (0.1 seconds) will face the difficulty of practical 

implementations given current practices. That is polling methods in real cloud networks are 

typically in order of magnitude of minutes (1, 5 or 15 minutes) in order to be useful in resource 

provisioning scenarios. The observation at such timescales might result in a different value 

returned for the NSI. 

6.8.2 External Validity 

 The methodology for calculation of the NSI aims to be specific to each workload’s salient 

feature. There is an offline training requirement which is employed for online resource 

provisioning. This also leads to the same provisioning scenario earlier discussed where the trace 

workload collection environment is not the same as the actual provisioning environment. 

Furthermore, there are situations in which the same application workload demonstrates different 

statistical properties dependent on transmission by source or by destination [14]. For instance 

traffic from the same source/destination pair have been shown to have the lognormal distribution 

in one direction and the Weibull distribution in the reverse direction. While both fall within the 

family of right-tailed distributions, it performance of the NSI given such transmission 

characteristics in view of resource provisioning should be investigated further. 

6.9 Conclusion 

 This chapter introduces the Normalized Score Index (NSI) as a measure that quantifies 

the volatility of cloud workloads according to observations of two time-varying properties: its 

mean and the scaled score which extends variance beyond its traditional Gaussian definitions. 

The NSI is compared with existing measures and it shows a better range by which it can be 

expressed as a percentage [0, 100] or a as a score [0, 1] in the definition of variance as applies to 

cloud workloads. For instance, the Hurst parameter by comparison is in the [0.5, 1] range with 
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measured values that tend nearer to 1. Three cloud use-case scenarios were explored. In two of 

those scenarios, existing methods of generating traffic to determine application and network 

performance were shown to have shortcomings where traffic from production cloud networks 

were concerned. One scenario whose experimental parameters reflected a real cloud computing 

environments yielded results that confirm the accuracy of the model developed in chapter 4 and 

the forecasting algorithms of chapter 5 in capturing the salient features observed in the traffic. 

Furthermore, the burstiness observed in the final use-case scenario compares well with the same 

observed in another study of a different cloud computing environment.  

 The usefulness of the NSI as a measure of burstiness can be explored given that it is not 

limited to VoD cloud workloads but to all cloud resident applications. From the 4 time-series 

selected for comparison, compute clusters have a comparatively high score (0.76 for the Google 

cluster workload) compared to the storage workload from another study (0.39) and VoD 

workloads (0.29 for the use-case). This enables the ranking of applications and can find use in 

resource provisioning decisions where applications are allocated resources proportional to their 

quantified variance. 
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Chapter Seven: Adaptive Rate-Based Algorithm Development for Virtualized 

Environments 

7.1 INTRODUCTION 

The model developed in chapter 4 was based on statistical observations of time-series 

obtained from cloud environments. This chapter employs the forecasting algorithm realized from 

it in chapter 5 as well as the burstiness measure of chapter 6 to develop solutions applicable in 

cloud computing environments. The cloud while offering incremental resources on an as-need 

basis still faces problems of contention where the same resources are concerned. In order to 

realize solutions from the methods developed in earlier chapters, the approach here takes a 

critical look at the cloud environment with particular attention on its components that present 

bottlenecks that exacerbate provisioning. Furthermore, it examines current methods employed in 

provisioning and the state-of-the-art in the context of forecasting. New methods are developed 

that advance current provisioning practices. Virtualized cloud-bases scenarios are used to explore 

the solutions realized and their working explained.  

7.2 Current Methods 

7.2.1 The New Cloud Access Edge 

The cloud network is illustrated in Figure 7.1a below. This presents its physical layers 

that begin with a core device interconnected with aggregation and the Top-of-Rack (ToR) 

devices at its edge. This integration across layers is described as a fat-tree given that the core 

devices is its most powerful component capable of processing large amounts of data across high-

speed links. As we move further down the core, the devices are less powerful with the 

interconnections at lower speeds hence, the fat-tree beginning at the core. Modern cloud 

datacenters deploy virtualized servers at the edge of this fat-tree, connected to ToR switches. 

 



 

164 

  

 

 

 

 

 

 

 

 

Figure 7.1: (a) Classical Fat-Tree Datacenter Network     (b): New Access Edge 

While virtualization is one of the key drivers for scalability in the cloud, it inadvertently 

extended the edge of the hierarchical cloud network into the virtualized server hypervisor as 

illustrated. With respect to Figure 7.1a, the design philosophy of the fat-tree topology is one in 

which the access and aggregation layers are built as a switching network while the core layer is 

built as a routing network. The switching network is at the OSI layer 2, a broadcast domain 

where large numbers of devices (primarily servers) enjoy full-duplex switched communication. 

The access-edge captured in the virtual switch of Figure 7.1b is also a switched network by 

which a broadcast domain is integrated into the virtualized server architecture. The ToR switch 

in both Figures above aggregate servers into clusters. 

 Recent research [88, 89] focused on traffic dynamics related to server clusters aggregated 

by ToR switches has identified two factors addressable by forecasting and predictive solutions: 
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 Congestion: datacenter links experience congestion often sustained in orders of magnitude in 

the tens of seconds with 86% of links experiencing some form of congestion. This is a 

function of the switching network that permits broadcasts from any connected device as it is 

also a function of the nature of traffic traversing datacenter links. While overprovisioning 

addresses traffic volume, it does not address its dynamics.  

 Communication Characteristics: It has also being observed that communication between 

servers aggregated by a ToR switch tends to stay resident in the racks by which they are 

connected, traveling in an “east-west” fashion as illustrated in Figure 7.1a. The collision 

inherent in the network fabric that interconnects these servers also impacts QoS. 

Given the foregoing extenuating factors, the discussed models were employed for 

predictive and bandwidth allocation by conceiving the network as a resource to be shared over 

media (networking resources like Ethernet/fiber links and switching hardware) where collisions 

and congestion can occur and where QoS controls are largely dependent on tenant observation of 

their application communication lifecycles even while they don’t have a global perspective on 

the network. Consider Figure 7.2 below where 6 virtualized servers are aggregated at a ToR 

switch another scenario where 6 VMs are connected to a single virtualized server aggregated at  

 

 

 

 

 

 

Figure 7.2: Physical and Virtual Aggregation of Resources in the Cloud Datacenter 
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the hypervisor switch. If we consider each virtualized server connected to each other to be a 

single tenant making for three tenants connected to the same ToR switch each with unique QoS 

requirements, each does not have a global view of the ToR network while having to monitor 

their application in order to determine its consumption of the network as a resource. 

Furthermore, all the interconnections are across a flat network, one lacking in QoS controls and 

where each client is capable of overwhelming the shared media if they happen to have high 

traffic volume. 

 The QoS control that is native to the most popular open cloud computing environment, 

OpenStack, affords cloud tenants to set a both a traffic rate (bandwidth in bytes/second, say) and 

a burst (traffic size in bytes that can be sent within the traffic rate bound). As an example, at the 

time of writing, the command-line by which individual tenants in an OpenStack cloud
13

 are able 

to set QoS metrics is: 

ovs-vsctl set interface eth0 ingress_policing_rate=1000 

ovs-vsctl set interface eth0 ingress_policing_burst=100 

These two commands set the static bandwidth share (rate) and burst (respectively). It 

should be noted that this has to be set per VM in any deployment. Given that the users have no 

global view or current measure of network consumption and inasmuch as it becomes infeasible 

given increasing VM density across servers in order of thousands and more, a more efficient 

method is needed. The succeeding sections elaborate on the components integrated into the 

devised solution. 

 

                                                 

13
 http://www.openvswitch.org/support/config-cookbooks/qos-rate-limiting/ 

 

http://www.openvswitch.org/support/config-cookbooks/qos-rate-limiting/
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7.2.2 End-to-End Requirements 

Cloud operators must collocate applications with diverse resource requirements while 

providing individual tenant QoS. Current research in end-to-end QoS provisioning for 

multitenant applications given network requirements has focused basically on static and dynamic 

provisioning methods. Static reservation is accomplished in buffers (switching/routing 

networking devices) where each application is given a QoS setting unique to its priority & which 

dictates its treatment when congestion events occur. There remain the issues associated with end-

to-end provisioning given inconsistent implementation across devices in the layered datacenter 

network [90]. The method developed by Guo et al [91] employs (static) pair-wise network 

reservation between VMs. The approach in [92] uses dynamic weight allocation to VM flows for 

proportional fairness. These methods haven’t enjoyed appreciable real-world deployment given 

VM communication requirements elaborated & effective predictive methodologies to assign 

resources specific to applications in a multitenant environment. 

Effective QoS provisioning is however made more difficult given the assignment of static 

thresholds to application traffic with no elicitation of its characteristics over time. While static 

overprovisioning might mitigate the effects of traffic volatility, network subscription increases as 

traffic moves from virtualized servers to the core of the network with various hotspots 

encountered over each layer. This is illustrated in Figure 7.3. As shown, two elephant flows, so 

described because of large packet sizes, often arrive at a buffer simultaneously and result in a 

congestive hotspot.  Given the increasing adoption of data-analytics applications in the cloud the 

TCP incast event which describes the sudden and intense workload generated during a phase in 

parallel workloads leads to such an hotspot. To address these concerns, we present a hybrid 

approach that enables end-to-end visibility for application traffic. Beginning at the hypervisor 
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Figure 7.3: Hotspots in the hierarchical datacenter network 

access-edge and across the layered datacenter physical network. It has been integrated into the 

OpenStack controller environment. The next section elaborates on the components integrated 

into the algorithm by which the solution is realized. 
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7.3 Architectural Overview 

In order to develop this into a practical solution, the reality of the modern cloud 

datacenter network has to be taken into consideration. Thus, our reservation scheme focuses on 

virtualized networks that integrate tenant VMs across traditional switching and routing fabrics 

with tight coupling between the control and the forwarding plane. The SDN cloud stack 

illustrated in Figure 7.4 and our contributions is highlighted in yellow. While the methods here 

are applicable for the traditional SDN stack, our methods leverage existing methods in a novel 

way to ensure end-to-end QoS provisioning. 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 7.4: The cloud SDN stack in which the bandwidth reservation scheme is integrated 
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7.4 Component Breakdown 

 

 

 

 

 

 

 Figure 7.5: Components integrated with the SDN Application Stack      

The components integrated into the solution for the cloud SDN stack is shown. The initial 

steps involve an analysis of historical trace data which serves as input into the model. This step is 

itself composed of various steps which are explained. 

7.4.1 Historical Trace Data and Model 

 Historical traces serve as input into the application which employs the model to 

determine the metrics necessary for prediction and resource provisioning. Given the variety of 

application workloads in the cloud as well as the usage and configuration scenarios, efforts were 

made to profile representative application workloads. The steps for this stage include: 

 Offline workload prediction and profiling 

 Offline computation of Normalized Score Index (NSI). 

7.4.1.1 Offline workload prediction and profiling 

This phase of offline workload profiling is one in which the cloud tenant observes their 

application after initial deployment to determine its consumption of resources. Given the focus 

on the cloud network as a resource, this is the preliminary step where the communication 

lifecycle is determined which may be over 24-hours or lower. The collection of the historical 
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trace is analyzed. To elicit the mean, the ARIMA methods of chapter 4 are employed. To 

determine its volatility, the ACS methods of chapter 4 are used. These two serve as input into the 

online forecasting engine. Given the diversity of applications deployed in the cloud, we here 

explore how the selection methodology realized in chapter 3 can benefit different cloud 

customers as well as application mixes. To this end, we first provide a scenario that motivates 

QoS provisioning when application flows compete for the finite cloud network. Figure 7.6 

provides the experimental scenario. This is similar to current research effort to understand the 

impact on performance of cloud storage traffic [93]. Two VMs are deployed on a virtualized 

server with a 100 Mbps connection to the internet which is the bottleneck in this scenario. For 

this experiment, the IPERF source VM generates traffic with the IPERF traffic generation tool
14

. 

The tool is capable of generating TCP and UDP traffic.  

For this experiment, the focus is to find out the impact on performance of traffic from 

different VMs in the shared resource deployment configuration of the cloud. For this experiment, 

the VM of focus is the Google VM. In the experimental scenario, the Google VM downloads a 1 

Gigabyte file from Google’s cloud storage over a broadband internet connection while the 

IPERF VM generates cross traffic over the shared 100 Mbps link to a sink VM as shown. The 

duration of the experiment was the time it took the download to be completed which was done in 

4 minutes. Two experiments were conducted. In the first, there was no cross traffic in which case 

the Google VM alone had sole access to the 100 Mbps bandwidth. For this, the throughput of the 

Google VM was recorded as well as the download duration which will be designated the 

Average Flow Completion Time (AFCT) as done in subsequent experiments. When the Google 

                                                 

14
 https://iperf.fr/ 
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Figure 7.6: Experimental Scenario Motivating QoS Provisioning in Virtual Environments 

VM was solely receiving traffic, the achieved throughput averaged 42 Mbps with an AFCT of 

220 seconds. This achieved throughput is illustrated in Figure 7.7 below. In the second 

experiment, the Google VM download was initiated and the IPERF VM generated cross traffic at 

the rate of 40 Mbps. This choice of bandwidth is both deliberate and serves to show cross traffic 

impact as obtains in the cloud. For this second experiment, the average throughput for the 

Google VM was recorded as well as the AFCT. The graph of the average throughput is shown in 

in Figure 7.8 below. This time, the average throughput recorded was 40 Mbps, a 5% reduction 

from the original 42 Mbps while the AFCT had increased to 240 seconds, a 9% increase from 

220 seconds. Furthermore, the total link bandwidth was 82 Mbps. The observation from this 

 

 

 

 

 

 

 

Figure 7.7: Google Drive File Download in the Absence of Contention 
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Figure 7.8: Google Drive File Download in the Presence of Contention 

experiment is that even while utilization does not reach capacity assignment, cross traffic can 

adversely impact the shared bandwidth of neighbor VMs in the cloud. The contention for finite 

resources hence has an impact on achievable QoS even when there is surplus traffic that can be 

shared among VMs. This illustrates the need for traffic control and engineering methods to 

ensure and meet customer QoS requirements. The next section details an approach to offline 

traffic profiling which was done by employing the NSI established in chapter 6 by the 

measurement of the two key metrics that drive application communications: the mean and the 

variance. 

 In order to use the methods elaborated in earlier chapters in a way that enables and 

maintains QoS for applications in the cloud, representative applications were selected for 

profiling. This was done to explore the model selection methodology as well as to determine a 

measure of burstiness for each as obtains in real-life scenarios. Four representative workloads 

were selected for profiling: (1) Dropbox cloud workload, (2) IPERF bulk workload, (3) Google 

cloud workload, and (4) Multitier web application workload. 
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The selection of cloud workloads (Google and Dropbox) was done in order to observe the 

performance of live cloud traffic. Furthermore, it would enable the validation of the methods 

developed earlier if the same statistical properties observed in datasets from production are 

observed in the realized experiments and test-bed. For completeness, IPERF was employed given 

that it generates bulk TCP and UDP workloads. A multitier web application workload was 

generated by implementing the RUBiS benchmark
15

, a multitier test web application originally 

developed at RICE University and still used in current research. 

For workload profiling, the same scenario employed for the Google download experiment 

was employed. For each workload, traffic was observed over a period of 6 minutes with the 

entire workload recorded with the tcpdump tool. The first two and last minutes were considered 

to be warm-up and ramp-down phases. The trace file collected with the tcpdump tool was 

analyzed and the time-series extracted. The workload selection methodology was used for 

analysis after which the moving-average and the scaled score were calculated for each time-

series. Given the analysis, the following observations were made: 

 The Google and Dropbox workloads fit to a right-tailed probability distribution with 

observations of non-constant variance in their analyzed time-series. 

 The IPERF traffic workload best fits the GARCH model and not a right-tailed probability 

distribution. The analysis of the squared residuals for the IPERF time-series suggested the 

GARCH model and none of the right-tailed distributions returned the lowest Akaike 

Information Criterion (AIC) value. 

                                                 

15
 http://rubis.ow2.org/index.html 
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 The RUBiS benchmark web workload fits the traditional ARIMA model. However visual 

observations and the calculation of its NSI metric indicate some measure of burstiness. Given 

that the experiment introduced contention with simulated web clients up to a thousand 

accessing a website, such workloads possess some degree of burstiness.  

Given the diverse statistical features observed for these workloads, the realization of a measure 

that captures its communication patterns will help towards accurate resource provisioning. The 

NSI is used for this and explained next.  

7.4.1.2 Offline Calculation of Normalized Score Index (NSI) 

 Given that there are two time-varying measures that capture the dynamics of the 

workloads discussed, the NSI provides a measure for that variation given that it is based on the 

scaled-score and the mean for each. In the case of the workloads captured by ARIMA and the 

GARCH models, the scaled-score is reduced to the variance. The scaled score calculation was 

done for the representative workloads discussed. To enable further understanding of its dynamics 

and its translation into a metric usable for tracking burstiness as well as resource provisioning, 

the evolution of the mean and the scaled score is illustrated in Figures 7.9 through 7.14. From 

Figures 7.9 and 7.10, the Dropbox scaled-score plot shows short period bursts sustaining high 

data transmission. For the IPERF workload, the variance in the workload is evident from a visual 

inspection. However the statistical method of the selection methodology was employed through 

which the squared residuals suggested a GARCH model. The Google file download 

demonstrated the same statistical evidence of a right-tailed distribution with the mean and scaled 

score given in Figures 7.13 and 7.14 respectively. The online observation of application metrics 

is explained next. 
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Figure 7.9: Dropbox File Download Mean Profile 

 

 

 

 

 

 

Figure 7.10: Dropbox File Download Scaled Score Profile 

 

 

 

 

 

 

 

Figure 7.11: IPERF Bulk Traffic Mean Profile 
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Figure 7.12: IPERF Bulk Traffic Scaled-Score Profile 

 

 

 

 

 

 

Figure 7.13: Google Drive File Download Mean Profile 

 

 

 

 

 

 

 

Figure 7.14: Google Drive File Download Scaled-Score Profile 
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Figure 7.15: RUBiS Web traffic Mean Profile 

 

 

 

 

 

 

Figure 7.16: RUBiS Web traffic Scaled-Score Profile 
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7.5. Online Observation of Application Traffic Metrics 

 

 

 

 

 

 

Figure 7.17: Component locations in the SDN OpenStack Cloud 

With the two parameters of NSI and mean application throughput obtained from the 

application profiling stage, the forecast engine is periodically updated with current network 

conditions. In the control plane as illustrated in Figure 7.17, the method avails itself of the SDN 

floodlight controller
16

 to collect application flow metrics at the hypervisor layer. It leverages the 

flow collection software sFlow
17

 to collect real-time measurements and returns the application 

throughput in bits/s to the forecasting engine. We use Open vSwitch
18

 at the hypervisor layer of 

the servers which are integrated into our real-life test-bed built into an OpenStack environment. 

The details of the test-bed will be supplied under the evaluation section. We leverage the ability 

of Open vSwitch to administer rate control in the data-plane. Given the two inputs into the 

forecasting engine from the model (mean throughput determined by ARIMA and NSI 

determined by ACS) and the current application throughput obtained through Floodlight 

Controller/sFlow, all the parameters necessary for online estimation are now in place. 

                                                 

16
 http://www.projectfloodlight.org/floodlight/ 

17
 http://www.inmon.com/technology/ 

18
 http://openvswitch.org/ 
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7.5.1 Online Forecasting and Rate Adaptation 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 7.18: Adaptive Rate-Based Algorithm 

       

Table 7.1: Algorithm Parameters 

U Cloud network utilization (%) Δ Time interval of observation 

R Application Throughput (Mbits/s) flow Application flow 

Unom Nominal network utilization (≥ 60%) 𝜎 Mean Absolute Deviation 

RThresh Threshold throughput Rm Mean Application Throughput 

N Number of application flows ψ NSI 

RRes Residual Network Bandwidth T Time  
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With reference to Figure 7.18 and table 7.1, the adaptive rate-based algorithm requires 

input both from offline modeling and application flow metrics in order to compute required rates 

to maintain SLAs. The parameters in table 7.1 are explained. 

The parameters returned from the model are: Rm the mean application throughput and ψ 

the NSI for the same. RThresh is the high application throughput threshold.  

The parameters returned from monitoring the cloud network: U is the current utilization 

of the network. R is the current application throughput. N is the number of application flows 

traversing the hypervisor. RRes is the residual bandwidth which comes into play when the 

network sustains high traffic flow. Unom is the nominal network utilization 

The parameters that can be tuned by the tenant: Δ is an adjustable time window which 

determines how long to collect metrics and return them to the forecasting engine. This depends 

on the cloud environment and determines responsiveness and the ability to react to changing 

traffic. T is observed time. The parameter used by the algorithm for rate-adaptation is 𝜎. 

The algorithm operates in two regions from a network utilization perspective. If there is 

nominal utilization, determined to be 60% or less, it proceeds with online forecasting subsequent 

to rate allocation for each application’s flows. The intuition behind this is the overprovisioning 

of the cloud network as a resource which is the current practice.  

From Figure 7.18, once the current measure of the utilization U is less than Unom, the 

algorithm computes 𝜎, the Mean Absolute Deviation (MAD) of the application throughput every 

Δ in time. The time interval Δ is dependent on cloud environment and volume of application 

flows. This will require tuning and possible advice from cloud network subject matter experts. 

The parameter 𝜎 primarily determines a measure of departure of the current application 
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throughput from the model computed mean throughput Rm using the current value returned from 

the network R.  

This computed value of 𝜎 is compared with ψ which is the NSI calculated from the 

historical trace of the same application. If the observed volatility is less than the model-

calculated score, the traffic rate remains the same mean rate Rm. If more, it is set at the minimum 

threshold bandwidth required to maintain the flow’s SLA. This is elaborated with respect to 

Figure 7.19 below. It will be recalled that the ACS model offers a stable lower bound. The upper 

bound (the green line below) represents the threshold at which to set RThresh by which to 

minimize violations to the computation of an SLA. As illustrated, the ACS model returns a more 

accurate estimate by way of the point forecast. If RThresh as determined by the model is set at 

the value indicated in Figure 7.19 (at the green line), the SLA is guaranteed with a minimum of 

two possible violations as shown. This of course is dependent on the MAD computed given 

network conditions and the Mean Absolute Percentage Error (MAPE) for the model. If the 

observed bandwidth utilization is above the nominal threshold, each flow gets an equal share of 

the residual bandwidth (RRes), N being the number of flows.  

 

 

 

 

 

 

 

Figure 7.19: Rate thresholds with MAD employed to track volatility between both 
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7.6. Evaluation 

 The evaluation of the methods discussed is done from the perspective of scenarios that 

obtain in the cloud. These scenarios are broadly divided into two. In the first, contention for the 

finite resources is explored in scenarios typical of resource provisioning for cloud storage. The 

second categorization is composed of experiments mindful of the hierarchical layer of the cloud 

network while also exploring the contention that comes with its finite resource. Each section is 

expanded and the experiments reported. 

7.6.1: Experiments Focused on Cloud Storage 

 This section expands on the scenarios employed for illustration earlier where file 

downloads from real cloud storage shared the finite resource of an experimental cloud network 

with synthetic traffic. There are many use-case scenarios in cloud computing where the methods 

are applicable. However, in order to narrow the focus and identify where it fits in current 

research, Figure 7.20 identifies the principal cloud storage components with the focus of each as 

a bottleneck where contention directly impacts performance and QoS. As illustrated, contention 

for resources happens at virtualized application servers, over the interconnecting cloud network 

infrastructure and in cloud storage resources. We here limit the performance evaluation to the  

 

 

 

 

 

 

Figure 7.20: Bottlenecks in Cloud Storage and Isolation of Experimental Scenarios 
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cloud network that connects the virtualized application servers to storage. The focus is on the 

different application workloads as discussed that compete for the finite network resource. While 

each illustrated component is a source of contention, the methods developed apply to the 

network and competing flows. Thus, the experimental test-bed of Figure 7.21 was realized with 

the details of its components provided in table 7.2. The experiments are designed primarily to 

test QoS maintenance for workloads when they share a bottleneck which in this case is the 100 

Mbps as shown. The experimental methodology is explained. 

7.6.1.1: Experimental Methodology for Cloud Scenarios 

 For the experiments conducted in the test-bed illustrated below, an identified workload 

type competes with a second workload identified as contention traffic over a 100 Mbps Ethernet 

link. Such a scenario is typical of an application resident on a server accessing resources on a 

 

 

 

 

 

 

Figure 7.21: Experimental Test-Bed 

Table 7.2: Test Environment 

Component Model Resource Details 

Servers  Intel SR2500ALLXR  16 GB RAM; 8-Core CPU 3.2 GHz; 100/1000 Mbps   

 Intel SR2500ALLXR 16 GB RAM; 8-Core CPU 3.2 GHz; 100/1000 Mbps   

Network Cisco 2960 Switch 24 100/1000 Mbps Ethernet ports 

Hypervisor KVM + Openvswitch Openvswitch v2.0; KVM v1.2.0 

VMs KVM 4 GB RAM; I vCPU; 10/1000 Mbps 

Workloads Various IPERF, Dropbox, Google, RUBiS multitier web 

100 Mbps

Contention VM

Test Workload

Contention Sink

Workload Sink

100 Mbps

Virtualized 
Application Server

Virtualized 
Application Server  



 

185 

storage server over a high-speed link. A baseline experiment is conducted when there is nominal 

bandwidth utilization over the 100 Mbps link, nominal utilization in this case begins at 40% 

making for at least 40 Mbps of data transmission. For this baseline experiment, the NSI and 

mean throughput are calculated for each workload type studied. These are the input into the 

adaptive rate-based algorithm. Subsequently, the algorithm is deployed and the utilization 

increased by incrementing the bandwidth sent and received by the contention VM of Figure 7.22 

until capacity assignment of 100 Mbps is reached for full congestion.  

The metrics of throughput and response time is recorded for each experiment. This 

method enables to determine the effectiveness and accuracy of the algorithm both in the presence 

of cross-traffic and increasing contention for the finite network resource. This experiment was 

conducted for each identified workload and the metrics recorded. The experimental duration 

lasted from 4 to 6 minutes, a time dependent on the workload type. To illustrate the performance 

over the range of network utilization, we first present the plots of throughput and response time 

versus utilization for the IPERF workload. For this experiment, two plots are shown in each 

figure, one for when the adaptive rate-based algorithm was deployed and one for when 

traditional overprovisioning as obtains in the cloud is employed. Figure 7.22 illustrates the 

achieved throughput with increasing utilization while Figure 7.23 presents the response time also 

with increasing utilization.  

From the plot for throughput, it will be observed that the application of the adaptive rate-

based method drops only 5% of the throughput of the IPERF workload at 100% utilization 

compared with a 15% drop for the same workload when overprovisioning is in place. For the 

response time, the adaptive rate-based solution presents a 150% increase while overprovisioning 

presents a 400% increase. These experiments establish the baseline employed for all the other  
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Figure 7.22: IPERF Throughput with Overprovisioning and with Rate-Based QoS 

 

 

 

 

 

 

 

 

 

Figure 7.23: IPERF Response Time with Overprovisioning and with Rate-Based QoS 

workload types analyzed. They are also used to define adherence to SLA as a measure of the 

effectiveness of the introduced rate-based algorithm. From Figure 7.23, the IPERF workload has 
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dropped to 40 Mbps at 100% utilization down from 42 Mbps at 60% utilization. Thus it is said to 

have an SLA adherence of 95% given that it lost just 5% of its original throughput as the 

utilization increased. This is employed as a measure of the effectiveness of the algorithm.  The 

adaptive rate-based algorithm is compared with overprovisioning as currently practiced in cloud 

networks. The analysis of the demonstrated improvement is done after a performance evaluation 

for all workloads experimented with. The experiments were conducted for all workload types 

and Figure 7.24(a) and (b) show the throughput and response time for each workload as 

utilization increases from 40% to 100%. From the results, the algorithm provides the best 

performance with the IPERF workload that maintains 95% adherence at 100% utilization with 

the Dropbox having dropped to 85% for the same.  

 In order to facilitate a better understanding of the performance, the NSI is employed with 

the calculated value for each shown in table 7.3 below. It will be observed that the IPERF 

workload has the lowest value for the NSI while it maintains a 95% adherence at 100% 

utilization. Furthermore, the plot of the instantaneous NSI shown in Figure 7.25a for the IPERF 

workload shows the variability is limited mainly between 0.2 and 0.3. Thus the lower the 

workload variability as captured by the NSI, the more accurate the performance of the rate-based 

algorithm in SLA maintenance. In Figure 7.25(b), the RUBiS workload also demonstrates 

similar variability although it is slightly higher with a lower SLA adherence of 90% at capacity 

allocation for the same experiments. For the cloud-based workloads for the Google drive and 

Dropbox downloads, the NSI is given in Figures 7.26(a) and 7.26(b) respectively. The Google 

drive download workload shows a wider range of variability between 0.2 and 0.4 marked by 
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Figure 7.24: (a) Throughput vs. Utilization                   (b): Response vs. Utilization 

Table 7.3: NSI for Experimental Workloads 

Workload IPERF RUBiS Google Dropbox 

NSI 0.21 0.28 0.35 0.49 
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Figure 7.25:(a) Instantaneous IPERF NSI                       (b) Instantaneous RUBiS NSI 
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Figure 7.26: (a)Instantaneous Google NSI                   (b): Instantaneous Dropbox NSI 

sudden transitions as shown. The Dropbox download however presents the most variable of the 

workloads both in the instantaneous observation of its NSI as well as the calculated static value 

of it. Thus the Dropbox drive download gives the lowest SLA adherence for all workloads that  

were experimented with. One observation of the lower adherence to SLA for the cloud traffic 

especially for the Dropbox download was the change in traffic variation when contention is 

sustained at 90% or more. With cloud workload traffic like Dropbox in contention, the score 

index calculated becomes even higher. For the experimental test-bed the NSI was observed at 0.7 

for 90% traffic utilization. What this means is that the algorithm could benefit from a dynamic 

recalculation of the NSI given the level of utilization. That however will be part of future work. 
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7.6.1.2: Experiments Focused on Proportional Bandwidth Share and Traffic Engineering 

 An area of application for the methods discussed is the proportional share of bandwidth 

allocated to flows competing over finite connections. The method realized in this section 

employs the NSI to allocate surplus bandwidth based on an initial characterization of application 

traffic. As illustrated in the last section, the NSI, both as a static metric and its instantaneous 

value calculated over an application’s lifecycle measures its variability. Here bandwidth is 

allocated based on these observations as a means of achieving QoS and proportional allocation. 

This is specific to emergent areas where SDN is being employed for efficient bandwidth 

management over finite links. Given the rise in smart devices used in the home, SDN is being 

considered for optimized traffic control for the residential internet [94],[95],[96]. The specific 

area of application is similar to the research by Bakhshi and Ghita [97] where the diverse 

applications used in residential internet connections. Given that such bandwidth is shared with 

multiple users, applications are profiled and then allocated a weighted share of the bandwidth.  

The approach here differs in one important area. While the application profile yields the 

mean application throughput, the surplus bandwidth is weighted according to their individual 

NSI. Here, we do not employ the rate-based algorithm of section 7.5.1. This is because the focus 

here is on the allocation of excess bandwidth. The approach is simple once it is profiled and 

requires only the mean throughput upon which the surplus bandwidth available to it is calculated 

based on its NSI. This is illustrated with two sets of experiments. The test-bed employed in 

section 7.6.1.1 is also used. In the first experiment, two flows compete for the finite 100 Mbps 

bandwidth. Two application workloads are employed: the IPERF workload and the Dropbox file 

download workload. In the first experiment, the contention VM sends IPERF traffic and it is 

allowed to subscribe the network without any rate-limiting. At the same time the Dropbox file is 
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being downloaded. The experiment lasted for the duration of the Dropbox file download which 

took 5 minutes. A trace of all traffic was captured with the first and last minute determined to be 

burn-in and slow-down periods.  

The throughput result for the first experiment is illustrated in Figure 7.27. The average 

throughput of the Dropbox file download was calculated at 38 Mbps with its NSI calculated to be 

0.4. Given that the IPERF workload was allowed access to the entire bandwidth without any 

rate-limiting, its throughput is 100 Mbps as shown with its NSI calculated to be 0.25. This 

experiment serves a two-fold purpose. First, the total flow completion time for the Dropbox 

download in the presence of the IPERF cross-traffic workload was 290 seconds with an average 

throughput of 40 Mbps. Secondly, the link is running at capacity assignment given that some 

workloads in real networks often demonstrate the IPERF characteristics by consuming all 

available bandwidth. In order to mitigate such situations, rate-limiting is employed for such user 

and traffic behavior.  In the second experiment, both the IPERF and Dropbox workloads were 

allocated a bandwidth of 40 Mbps.  The reason for this is because the Dropbox download had a 

 

 

 

 

 

 

 

 

 

 

 

Figure 7.27: Throughput for Competing Workloads over a bottleneck link 
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Figure 7.28: Throughput for Competing Workloads with Bandwidth Sharing 

nominal bandwidth of 38 Mbps. The current practice is to assign this nominal bandwidth value 

once the application is profiled and then to assign either a burst or limiting value beyond that. 

 Given that the bottleneck was 100 Mbps and for experimental purposes, the IPERF 

workload was assigned an upper limit of 40 Mbps making for 80 Mbps in total. The standard 

practice as discussed earlier is to share the surplus bandwidth based on a burst size. However 

there is no standard practice regarding this and each vendor has a different means of calculation 

which does not work uniformly across all environments
1920

. An alternative is to set an upper 

bandwidth beyond the nominal that is allocated to each flow. This is where the NSI comes into 

play. For the experimental scenario, the surplus bandwidth is 20 Mbps. In this scenario, the NSI 

                                                 

19
 http://www.cisco.com/c/en/us/support/docs/quality-of-service-qos/qos-policing/19645-policevsshape.html 

 
20

 https://www.juniper.net/documentation/en_US/junos12.3/topics/concept/policer-mx-m120-m320-burstsize-

determining.html 

 

 

http://www.cisco.com/c/en/us/support/docs/quality-of-service-qos/qos-policing/19645-policevsshape.html
https://www.juniper.net/documentation/en_US/junos12.3/topics/concept/policer-mx-m120-m320-burstsize-determining.html
https://www.juniper.net/documentation/en_US/junos12.3/topics/concept/policer-mx-m120-m320-burstsize-determining.html
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was calculated for each flow and it returned 0.4 for the Dropbox workload and 0.25 for the 

IPERF workload. Thus the Dropbox workload was assigned a surplus of 8 Mbps and the IPERF 

traffic 5 Mbps. The experiment was conducted under the same parameters earlier which yielded 

the plot of Figure 7.28.  

 From Figure 7.28, it will be noticed that there is actually surplus bandwidth still available 

even with the additional bandwidth assigned to each workload. This is because of the nature of 

bursts as demonstrated by various workloads. With reference to Figure 7.26(b) which illustrates 

the instantaneous NSI for the Dropbox file download, while this displays significant burstiness 

given the high value returned for the NSI (0.49 for the graph), there is an upper limit on the 

traffic bursts. A closer look at Figure 7.28 shows a limited number of ‘bursts’ above the nominal 

bandwidth of 40 Mbps. Assigning the extra bandwidth of 8 Mbps accounts for these bursts while 

there still remains surplus bandwidth for the IPERF workload. From a QoS perspective as well, 

the flow completion time for the Dropbox file download dropped to 275 seconds from 290, a 5% 

improvement in completion time. 

It will also be noticed that the IPERF workload while policed to 40 Mbps does not 

display the same burstiness as observed for the Dropbox workload. The NSI returned for this 

workload is 0.25 by which it is statistically less bursty than the Dropbox traffic. This is 

concluded given that the same rate-limiting rules were applied to both workloads. Furthermore, 

the total traffic for this experiment was measured at an average of 78 Mbps which leaves a 

surplus of 22 Mbps that can still be assigned to other workloads as the need arises. The process 

for the assignment of surplus bandwidth is manual for this experiment. However it demonstrates 

a method by which the NSI can be used for accurate bandwidth provisioning and traffic 

engineering when flows compete over a finite bandwidth links with potential for congestion.  
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7.6.2: Experiments Focused on the Cloud Hierarchical Network  

While the foregoing experiments considered cloud storage and other scenarios where 

contention exists, they are oblivious of the cloud network layers. This section considers the 

hierarchical layers of the cloud network. We test “east-west” traffic within a Top-of-Rack (ToR) 

cluster & for “north-south” traffic across clusters. The test environment is given in table 7.4 and 

the test-bed is illustrated in Figure 7.29 below. The sFlow collector integrated into the Floodlight 

controller was set to collect real-time metrics every minute based on our deployed benchmarks. 

 The metric of interest is response time as the ratio of the time an agreed threshold is 

violated to the total time spent in non-violation. For example, an ecommerce application with 

user browsing sessions lasting x seconds and the time spent in violation of an agreed SLA is y 

seconds; the ratio y/x is the percentage SLA. This is similar to the SLA employed by Dhingra et 

al [62]. In addition to using synthetic traffic generated from simulators, production traces were 

replayed using the TCPliveplay
21

 application. It has the ability to manipulate and rewrite packet 

header settings in traces captured from production environment. This has been used in the 

experimental setup in this section to replay production traces in testing the realized algorithm.  

Table 7.4: Test Environment 

 

Component Model Resource Details 

Servers  Intel SR2500ALLXR  16 GB RAM; 8-Core CPU 3.2 GHz; 1 Gbps network 

 Intel SR2500ALLXR 16 GB RAM; 8-Core CPU 3.2 GHz; 1 Gbps network 

Network Cisco 2960-X Switches 24 1-Gbps Ethernet ports 

Cloud  OpenStack Havana, April 2013 

Hypervisor KVM + Openvswitch Openvswitch v2.0; KVM v1.2.0 

Controllers Floodlight V1.1 

 sFlow V3.0 

Emulator RUBiS 8 GB RAM; 2-Core CPU 3.2 GHz; 1 Gbps network 

                                                 

21
 http://tcpreplay.appneta.com/ 

http://tcpreplay.appneta.com/
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Figure 7.29:  Experimental Test-Bed 

As shown in Figure 7.29 the TCP replay application is installed on one of the servers of 

the experimental test-bed. The trace properties are manipulated to the settings necessary for the 

traffic to be sent across the test-bed network. 
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7.6.2.1 East-West Traffic without Service Guarantees 

In order to test the effect of “east-west” traffic flow on application response, the test-bed 

illustrated in figure 7.29 was utilized. The aggregation point here is the ToR switch & the 

bottleneck is the link that connects each server to the switch. Two benchmarks were deployed 

and each had a component deployed on each virtualized server. The RUBiS web benchmark used 

earlier was deployed as a two-tier application with the web & database as VMs deployed as 

illustrated. The web server frontend uses the Apache Tomcat server (v6.043) with the backend 

database using MySQL (v5.5.42). IPERF also served as a competing workload in the 

experimental scenarios. It was also deployed with client and server VMs deployed one each per 

server as shown. Each VM has 4 GBs RAM & 1 vCPU. This is typical of Amazon EC2 medium 

instances in the cloud.   

A workload generator integrated with RUBiS simulates web clients that interact with the 

two-tier application. These web clients are simulated as external to the datacenter infrastructure. 

We simulate the ‘browsing’ mix of customers, incrementing the number of users thereby 

increasing the contention on the database VM (actual RUBiS database size for experimentation 

was 2.0 GB). We increment users interacting with the web frontend but actually spend 80% of 

the time in the database. The think time for each user was the default from the simulator at 7 

seconds generated from a negative exponential distribution with an average session time of 10 

minutes. 

Simulated web clients were incremented in steps of 50 with saturation of the 1 Gbps links 

observed until they reached 60% network utilization. The IPERF client and server VMs generate 

UDP traffic typical of a VoD application. A baseline experiment involved RUBiS tested with 

bandwidth utilization fixed at 10% with IPERF traffic increased to 60% bandwidth utilization. 
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For each experiment, the response time experienced by simulated web clients was recorded. 

Figure 7.30 displays the response time variation (of the order of 1000%) observed for RUBiS. 

This observed variability is due to both applications sharing a flat (OSI) layer 2 network, 

essentially the same broadcast domain which is the default offering in OpenStack. It also 

illustrates the ‘noisy neighbor” effect where bandwidth intensive applications collocated with 

less demanding applications adversely affect the performance of the latter. Given this lack of 

control, IPERF which generates bursts of traffic for the experiment in Figure 7.30 effectively 

‘hogs’ the 1 Gbps link shared with RUBiS.  

 

 

 

 

 

 

 

 

 

 

Figure 7.30: RUBiS Response Time vs. Utilization (no guarantees) 
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7.6.2.2 East-West Traffic with Service Guarantees 

Given the foregoing experiments, the network reservation scheme was integrated into the 

floodlight controller and the load testing for the web benchmark completed. Load testing runs 

were completed up to 60% utilization of available bandwidth. The response time was measured 

at this utilization rate and an SLA threshold of 250 milliseconds was determined for all requests 

within the aggregate flow. This was determined by observing the number of emulated clients that 

sustained network utilization at 60%. From experimentation, 1400 emulated users sustained 

network utilization at 60%. This was also the critical point in the response time curve after which 

an increment in users would render the system unstable. Figure 7.31 gives the response time 

evolution over the duration of the experiment for web client requests. The bars show the 

response time evolution when the scaled-score is employed in the realized algorithm discussed 

earlier while the line shows the same when the GARCH model is used for prediction. 

  

 

 

 

 

 

 

 

 

 

Figure 7.31: RUBiS response time variation with utilization (ACS-l & GARCH) 
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Figure 7.31 shows that there were 4 SLA violations for the duration of the experiment for 

web client sessions for the ACS-l model. It is also observed that the GARCH model results in 11 

violations of the SLA. This indicates when the response time across all web client requests at 

250 milliseconds is violated. While the default sFlow setting is 5 minutes, a 1 minute setting 

provided an acceptable trade-off for providing feedback to the Floodlight controller. The 

thresholds for each application’s link share were determined based on the predicted value 

returned from the model. While full saturation of the 1 Gbps link was not reached, the UDP 

application threshold was effectively tracked by Floodlight based on the model prediction. Here 

customers SLA was met at 95% for all browsing sessions across all clients, this being the ratio of 

the total time in SLA violation (above the 250 millisecond line) to the total time below it (non-

violation). 

  



 

200 

7.6.2.3 North-South Traffic with Service Guarantees 

To investigate application response beyond clusters limited to the ToR switch, the test-

bed of Figure 7.29 was also utilized. The “north-south” communication link and bottleneck is 

between the ToR and core switches. Here, a single customer’s VMs are instantiated across two 

clusters focusing on application response affected by communication over a highly subscribed 

link. Tcplivereplay
22

 is used to replay Hadoop traces
23

. These represent hour long jobs taken 

from Facebook production clusters. Each workload is composed of historical traces each one 

hour long. The jobs come in tab separated field format with the jobs and bytes field present but 

anonymized
24

 otherwise for security reasons. Only an hour long subset of a trace was analyzed 

given constraints on the computing resources of the test-bed. The data characteristics of Hadoop 

jobs was the motivation for its inclusion in evaluation given the observation of long-tailed job 

completion times in MapReduce clusters [98]. Statistical analysis in [99] also confirmed by 

analyzing the available traces shows a log-normal distribution for the jobs selected.  

In order to replay the trace, the Sahara project
25

 on OpenStack provides the environment 

for running Hadoop jobs. The average size for ‘small’ jobs is in the order of Megabytes of input 

data for completion times in the order of minutes. Medium to large jobs involve input data of the 

order of Gigabytes with the output in the order of Petabytes with runtimes in order of hours. 

Given the constraint on computing resources, an input job size of 64 MB was selected given that 

its runtime would be in the order of minutes. The upper layers of the cloud datacenter topology  

 

                                                 

22
 http://tcpreplay.appneta.com/ 

23
 https://github.com/SWIMProjectUCB/SWIM/wiki/Workloads-repository 

24
 Removing sensitive details from traces  

25
 https://wiki.openstack.org/wiki/Sahara 

 

http://tcpreplay.appneta.com/
https://github.com/SWIMProjectUCB/SWIM/wiki/Workloads-repository
https://wiki.openstack.org/wiki/Sahara


 

201 

 

 

 

 

 

 

 

 

 

 

Figure 7.32: Response Time Evolution at 60% Utilization 

are oversubscribed and often can only grant access to 20% of the available bandwidth. We focus 

on the Hadoop shuffle phase where the job was rerun on the Hadoop File System (HDFS) and 

the trace captured with tcpdump packet capture application. The captured trace was replayed 

across 2 VMs given that the initial workload is on a single-server self-contained cluster. We 

deployed our rate-adaptive scheme with the ACS-l and GARCH models employed for prediction 

and observed the aggregate RUBiS benchmark application response at 60% network utilization. 

From Figure 7.32 illustrates the results for both models. The threshold of 350 milliseconds was 

higher for the same number of web clients in the prior experiment. This is due to the collocation 

of a web benchmark and a data analytics application sharing the same link for this experiment. 

While this is not the standard practice, this serves to illustrate the utility of enforcing bandwidth 

in hotspot situations where SLAs still need to be maintained.  From this figure, it will be 

observed that both the ACS-l and GARCH models show increased violations of the SLA with 
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the ACS-l still outperforming the GARCH model. The ACS-l had 13 violations to the GARCH 

having 18. This, owing to the high-sustained throughput of Hadoop in the shuffle phase as 

experimented with, the developed metric 𝜎 does not demonstrate the same performance when 

IPERF was employed as the cross-traffic for the web benchmark. The SLA was maintained at 

95% for this experiment. 

7.7 Scalability in Large Cloud Scenarios 

The scaled-score of the ACS model has been employed to develop an adaptive 

provisioning framework for SLA maintenance when different applications share the flat cloud 

network. It integrates a predictive component to forecast resource requirements & a rate control 

component to enforce application SLA. Our approach effectively forecasts volatility for resource 

provisioning to meet customer demands. This framework benefits service provider while 

ensuring SLA agreements at 95% or greater. Furthermore, the improved efficiency in forecasts 

was demonstrated with bandwidth assurance capabilities with a comparison between the required 

and allocated bandwidths where future forecasts are concerned. This also provides avenues to 

enable fairness among competing application flows with maintenance of required allocation with 

increase in network utilization.  The methods here also provide opportunities to test small to 

medium scale scenarios.  

Admittedly, this experimental test-bed while representative of small clusters in the cloud 

does not truly reflect large scale application deployments. To this end and using the same 

statistical weights from the ACS model, a novel robust model has been elicited and realized as an 

Exponentially Weighted Moving Average (EWMA) filter. This is elaborated in the next chapter 

with a discussion of methods that can scale in enterprise-grade cloud deployments. 
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7.8 Threats to Validity 

Given the foregoing experiments and analysis, the threats to the validity of the methods 

implemented are here discussed. 

7.8.1 Internal Validity 

SDN Controller Implementation and Overhead 

 The rate-based methods developed and discussed are reliant on SDN controllers for 

effectiveness and control. Given that SDN controllers are centralized and that they have to 

manage control messages from multiple devices, it remains to be seen how well the rate-based 

methods here discussed will perform in large-scale scenarios. Furthermore, link failures can lead 

to loss of feedback regarding flows which will exacerbate QoS provisioning for the flows. This 

can be mitigated by controller placement strategies with distribution of information across such 

multiple such controllers but that is still an open research problem. 

 Given the computing resources available to the servers used for experimentation, the 

consumption of resources by the embedded controller is negligible. There will be possible 

performance issues in large-scale scenarios typical of real production cloud environments with 

devices and flows in order of magnitude to from the tens to the hundreds of thousands. 

Timescale for metric observation and responsiveness  

 The rate-based method is dependent on a monitoring process which requires periodic 

polling of live traffic in the cloud. The pay-as-you-go nature of the IaaS cloud means various 

types of traffic share the same infrastructure. They also send and receive traffic at different 

timescales. Having a controller poll such traffic at multiple timescales for a small number of 

flows as done in the experiments would not impact performance. It remains to be seen how such 
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a controller might handle a large number of flows as occurs in real cloud environments. This will 

contribute to controller overheads which is still an ongoing area of research.   

7.8.2 External Validity 

Cloud Security and Application Profiling Requirements 

 Cloud environments are still prone to Denial-of-Service (DoS) attacks. Providers 

therefore add layers of firewall protocols across vulnerable components across networking 

infrastructure to mitigate the effects of DoS attack should these occur. These security measures 

prevent SDN controllers from having a true end-to-end view of application flows and the cloud 

network in general. This can be mitigated by careful tuning parameters that allow SDN 

controllers to profile required application traffic in spite of the security protocols in place.  

Possible model recalibration given the current practice of migration in the cloud 

 In order to mitigate contention for resources, one important current practice is that of 

Virtual Machine (VM) migration to less congested locations within the cloud. Furthermore, the 

rate-based method does not have the ability to determine when this kind of relocation has 

occurred. Thus, while possible to test the methods by analyzing such traffic, it will still be 

difficult to provide an accurate implementation given that such migration of VMs is often a 

manual process done at the discretion of cloud providers. Given that the end result of such 

migration is to alleviate congestion, the methods here will be counterproductive.   
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7.9 Conclusion 

 This chapter realizes an adaptive rate-based algorithm for the management and 

enforcement of QoS in cloud computing scenarios. It integrates a method of offline profiling of a 

diverse set of workloads by employing the Normalized Score Index (NSI) to track their time-

varying parameters. This measure of burstiness serves its purpose in tracking online flows that 

compete for finite bandwidth resources in the cloud.  

 The adaptive rate-based algorithm has been employed to explore three scenarios typical 

of cloud computing: 

 Bandwidth contention scenarios using real traffic from two major cloud providers 

 Emergent bandwidth sharing scenarios applicable to residential internet customers 

 Contention scenarios mindful of the layered topology of the cloud 

The methods have been shown to achieve some measure of QoS and are also extensible 

to other traffic engineering and bandwidth sharing scenarios as may happen in the cloud.  

For experimental scenarios where cloud applications compete for bandwidth with 

overprovisioning as the baseline for comparison, the methods here show a 10% improvement in 

throughput adherence when utilization increases over the 60% to 100% range of utilization while 

showing a 30% improvement in response time for the same utilization range.     

For scenarios focused on proportional bandwidth sharing in the cloud, the rate-based 

methods developed lead to a 5% improvement in average flow completion time when compared 

with standard overprovisioning while improving surplus bandwidth share available by 20%. For 

scenarios mindful of the cloud network topology, the ACS-l model compared to the GARCH 

model shows 50% less violations. 
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 The methods can be further improved by an adaptive approach whereby the NSI is 

recalculated as contention for network bandwidth increases. The change in the NSI with 

increasing contention was observed in one of the scenarios explored with future plans for 

adaptation for more effective and accurate provisioning. 
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Chapter Eight: Adaptive Rate-Based Algorithm Development for Large Scale Cloud 

Networks 

8.1 Introduction 

 The primary role of a network is the delivery of data between endpoints in an efficient 

manner within acceptable bounds of performance. The cloud has emerged as a fairly affordable 

environment for hosting various applications and services provided to clients with different 

needs. To accommodate individual tenant requirements however, the cloud environment must 

have in place the requisite delivery mechanisms that are scalable while preserving the minimum 

of performance specific to each deployed application. With focus on the network, the delivery of 

data between endpoints largely employs the Transport Control Protocol (TCP), an efficient 

mechanism that both sends data and probes the network to determine if any congestion is in play 

and adjust its sending rate accordingly. The salient characteristics of TCP as a transport 

mechanism are:  (1) Delivery is proportional to the size of data being sent, and (2) It sends data 

inversely proportional to the end-to-end delay of the participant endpoints. 

This transport mechanism has served its purpose fully well for the last three 

decades in datacenter networks and is still the protocol of choice in the cloud. However, the 

requirements of current applications necessitate an improvement in this mechanism. For 

instance, new storage applications in the cloud are highly sensitive regarding latency and packet 

loss while consuming a large amount of bandwidth relative to other applications. Cloud web-

based applications generate workloads across thousands of clustered web servers with multi-tier 

application processing involving hundreds of terabytes of data. Supporting the network 

performance requirements of such applications in the shared cloud environment is tackled from 



 

208 

the perspective of current transport mechanisms and the characteristics of large-scale cloud 

networks. 

8.1.1 Cloud Application Transport and TCP’s Communication Dynamics 

Application traffic in the cloud is largely transported by the TCP protocol. It builds in 

reliability by resending data packets that are lost in transit. TCP is reliant on “windows”, the size 

of data being sent, for dynamic application throughput management. After sending a window of 

data packets, TCP uses acknowledgments from receiving endpoints for reliability. When these 

acknowledgements are not received, TCP employs it as a congestion indication upon which it 

reduces its sending window.  

The evolution of this window however comes with drawbacks that impact application 

throughput and responsiveness to congestion.  Application throughput degradation will occur if 

the window is too large or too small: 

 Inefficient bandwidth utilization (small window). 

 This can overwhelm memory for web or file servers (large window). 

 These servers could run out of buffer space for new connections (large window). 

 Intermittent traffic bursts: when large bursts of traffic combine with a network 

bottleneck, the result can be buffer overflows with resultant packet loss and 

retransmission (large window). 

8.1.2 Current Practices to Mitigate TCP’s Drawbacks 

In order to improve the efficiency of application transport and throughput beyond TCP’s 

delivery mechanism, current research has been active in the development of new protocols. We 

select representative works from current research for illustration and subsequently discuss how 

this work provides extensions to current practices. 
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 The Explicit Control Protocol (XCP) [100] mitigates some of the drawbacks of TCP. It 

makes more efficient use of available bandwidth by encoding the congestion status of the 

network in data packet headers on a per-flow basis. This encoding enables active network 

equipment along the path to determine a fair bandwidth share for each application without the 

need of maintaining any flow state parameters. In addition, both endpoints learn of their 

allocation of buffers on the path between them which is absent in TCP. 

RCP, the Rate Control Protocol [101] is an extension of XCP and employs explicit rate 

feedback across active networking devices and end hosts as an alternative to the implicit 

congestion notification of TCP. The departure of RCP from XCP is the communication of target 

rates to receiving endpoints. It also extends XCP by enforcing a fair share of bandwidth to flows 

traversing the same link regardless of the flow size which foster fairness better than obtains in 

XCP. 

Low Latency Data-Center Transport protocol L
2
DCT [102] L

2
DCT is a rate-based 

protocol that employs congestion window updates for flow prioritization by weight assignment. 

It tracks buffer lengths through static weights used subsequently in weighted based flow priority. 

This fosters prioritized fairness between long & short flows typical in datacenter. L
2
DCT reduces 

flow completion time by 50% compared with Data Center TCP (DCTCP) & 95% when 

compared with TCP. 

8.1.3 Motivation for Extensions to Current Practices 

Extensions to current work are motivated by the analysis conducted on the effectiveness 

of RCP and L
2
DCT. While RCP has been demonstrated to show fairness given large flows, the 

statistical distribution of the buffer size plays a larger role in system response. This was 

elaborated in [103] In addition, the experiments conducted in [104] indicate the parameters 
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employed for stabilizing queue lengths required multiple tunings. It was also noted that the 

presence of multiple bottlenecks exacerbated the performance of RCP. Furthermore more recent 

realizations like L
2
DCT come with significant loss rates at low utilization for long flows as 

discussed in [105]. To address some of these issues, we apply methods based on the ACS model 

in a manner amenable to large-scale cloud environments. The methods here employed are related 

to and compliment the adaptive-rate based algorithm of chapter 7. The next section elaborates 

the relationship. 

8.1.4 Rate-Based Methods and the Large Scale Cloud Network 

The adaptive rate-based method realized earlier and elaborated in chapter 7 was tested for 

effectiveness on a real-life test-bed. The environment employed while useful in the validation of 

the methods developed is not representative of large-scale cloud environments. The methods 

developed in chapter 5 are however applicable in scenarios such as: 

1. QoS provisioning when cloud clients are collocated within the same server hypervisor 

and have different traffic characteristics. 

2. Deployment as detection methods in the application layer of the cloud SDN stack. 

3. Public cloud offerings that are built on open cloud computing application stacks like 

OpenStack & CloudStack where QoS is not enforced at the network layer. 

These scenarios however are limited to the cloud network edge and do not encompass the 

configurations that come into play as we move beyond the edge of the cloud network to its core. 

In order to determine the effectiveness of the methods they should be tested in scenarios by 

which they are able to scale effectively. Typical cloud environments host applications that 

generate flows often in the tens to the hundreds of thousands of flows. For instance, 

Salesforce.com a cloud computing provider, hosts customers in excess of 40,000 instances [106].  
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Therefore, developed methods must have the capability to scale when flows are generated in 

such large numbers.  

The methods here developed relate to the rate-based algorithm of chapter 5 given that: 

1. Both are based the ACS model in a predictive capacity for bandwidth provisioning.  

2. Both are rate-based and employ adaptive thresholds in order to track traffic dynamics. 

The adaptation of the methods here however is done given the reality of large-scale cloud 

environments. They must be applied in the context of current rate-based methods applicable in 

cloud computing environments while offering improvements on them.  

8.1.5 Robust RCP (R
2
CP) and how it extends Current Methods 

We extend current methods with the realization of the Robust Rate Control Protocol 

(R
2
CP) in the ns-2 simulation environment

26
. The methods here employ the well-researched 

Exponentially Weighted Moving Average (EWMA) which has been extended with a score 

function based on ACS in the context of auto-scaling in cloud computing.  

The earlier discussed methods from current research all employ the traditional EWMA 

which is a low pass filter that is employed to track network metrics inclusive of throughput, 

Round Trip Time (RTT) and average queue length. It is however susceptible to noise and in 

order to foster an adaptive metric management scheme, the filter is augmented with an ACS 

scoring function that adapts to fluctuations. The application of the traditional EWMA in current 

methods is given. 

L
2
DCT uses EWMA to track queue lengths with the equation:  

𝛼 = gF + (1 – g)α         (8.1)  

                                                 

26
 http://www.isi.edu/nsnam/ns/ 
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F is the number of packets being marked, g the static weight. This packet fraction (𝛼) is 

subsequently weighted based on flow priority. 

The rate feedback of RCP is dependent on an estimation of the Round Trip Time, RTT, 

done with the EWMA where: 

      a = gR + (1 – g)CR              (8.2)   

Here a is the average RTT computation with g being the static weight, R being the 

current RTT sample and CR being its cumulative RTT measurement. 

 Where current practices employ static weights, we devise dynamic weights for rate 

adaptation. In [101], RCP was presented as a rate based method dependent on parameters of 

RTT, link capacity, aggregate traffic and queue size: 

 

 

                (8.3) 

 

 

 

Where R is the rate; T is the update interval, d0 is the RTT; C is the link capacity, y(t) is the 

aggregate traffic, q(t) is the queue and (𝛼,β,𝛾) are stabilizing parameters. The aim of the terms in 

the square brackets is find stability as a trade-off between queuing delays q(t) and a fair-share of 

network capacity C in the presence of aggregate traffic y(t).  

We present a dynamic form of equations 8.1 and 8.2 in 8.3 as: 

     R(t) = (1 - f(wt))Rt-1 + f(wt)Xt             (8.4) 

Here, the current rate is estimated with the past rate and the accumulated throughput (Xt) with the 

dynamic weight being f(wt). The dynamic weight follows the same reasoning based on adaptive 

𝑅(𝑡) = 𝑅(𝑡 − 𝑇) [1 +

𝑇
𝑑0

(𝛼(𝛾𝐶 − 𝑦(𝑡)) − 𝛽
(𝑞(𝑡) − 𝑞0)

𝑑0
)

𝛾𝐶
] 
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thresholds as was developed in chapter 7. While retaining the form of the EWMA, making the 

weight dynamic enables the methods here developed to be able to track bandwidth dynamics 

more effectively regarding application QoS.  

Furthermore, we have fewer parameters in comparison. Where RCP requires 3 stabilizing 

parameters in addition to maintaining state for link capacity & queue length, we require two 

more in addition to bandwidth. We employ network based thresholds to adapt to changes/level 

shifts in traffic.  

The next section elaborates on the development of the models by which dynamic weights 

are used in the realization of rate-based solutions for large-scale cloud networks. This is divided 

into two. The first section discusses models of the mean with student-t errors, the basis for 

distinguishing the model’s ability to operate in both linear & nonlinear regions. The mean in the 

cloud context is the throughput or RTT. Subsequently the EWMA filter is introduced and how it 

is made robust with M-Estimators. 
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8.2 EWMA Augmented with the ACS Score function 

The form of the EWMA which is a low-pass filter is actually an Integrated Moving 

Average Model of the form IMA(p,q) where p, q are lag orders (past observations) of auto-

regression & moving-average respectively as obtains in ARIMA models. We define the EWMA 

as an IMA(1,1) model for observations of a random variable z over t = 1, 2, …, where zt in the 

context of cloud networks is the throughput. We assume the terms of zt are independent and 

identically distributed with additive errors drawn from a normal distribution as: 

            xt = (1 - 𝛼)xt-1 + 𝛼zt        (8.5) 

Here xt is the estimate of throughput as applies to our methodology (this could also be RTT or 

queue length as applies to the cloud network) and is the one step predictor of zt. The smoothing 

constant 𝛼 is a static weight which works for systems where loads are not subject to sudden 

changes and time-of-day effects. If we assume the error in the prediction of zt to be a function 

over time t of w (w being the dynamic equivalent of 𝛼) say f(wt), then: 

      xt = xt-1 + f(wt)        (8.6) 

                                  xt = (1 - f(wt))xt-1 + f(wt)zt         (8.7) 

The function f(wt) takes the static weight 𝛼 and makes it dynamic in the face of load 

fluctuations. This follows well-known techniques employed in robust statistics [107]. Given that 

wt = zt – xt-1, is the prediction error, and ϕ(wt) is to be made robust given score methods 

employed earlier, when wt ≠ 0, we can write equation 8.7 as: 

 

               (8.8) 

 

𝑥𝑡 = (1 −
𝜙(𝑤𝑡)

𝑤𝑡
) 𝑥𝑡−1 + (

𝜙(𝑤𝑡)

𝑤𝑡
) 𝑧𝑡 
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The function is the log likelihood derivation (the score) of a dynamic variable which enables 

adaptation to extreme values while affording stability given normal operating conditions. 

 The elucidate the function ϕ(wt) and its transition to being dynamic from the static 𝛼, 

from chapter 4, the maximum likelihood employed in the realization of the first and second-order 

properties of the ACS model is recalled. 

If we parameterize the function ϕ by θ, the maximum likelihood estimator of θ is 

calculated for the set of data points wi, for i: 1,…,n of ϕ over the parameter space of θ: 

    

               (8.9) 

 

Given that we are concerned with the first and second-order statistical properties, the parameter 

space of θ will be (μ,) for the mean and standard deviation of w respectively. 

 Of primary interest is the relation of equation 8.8 to track fluctuations as may occur in the 

traffic load in the cloud network. Thus the parameter space θ will be μ of the data (network 

traffic) being observed. Therefore, rewriting 8.8 in a simpler form, we have: 

 

                  (8.10) 

 

Where 𝜌f  =  ̶ log ϕ and the parameter space has been reduced to that of the mean μ. The function 

𝜌 must satisfy the following conditions: 

     (w) ≥ 0 

     (w) = (-w) for all w 

     (w) monotonically increases with w 

𝜃 = min
𝜃

(− ∑ log(𝜙(𝑤𝑖, 𝜃)

𝑛

𝑖=1

) 

 

∑ 𝜌(𝑤𝑖, 𝜇)

𝑛

𝑖=1

= min
𝜇

𝜇 
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The maximum likelihood estimator, ψ(w,μ) of w is obtained by taking the derivative of 𝜌 from 

8.10 and setting it to zero: 

                                                     (8.11) 

 

Given a positive constant k, The Huber’s score function [107] for equation 8.10 is given as: 

 

              (8.12) 

 

Here, 0 < 𝛼 < 1 and k > 0. Equation 8.12 “robustifies” the traditional EWMA of equation 

(8.5) with a tractable realization of the ACS function discussed. The weight thus depends in a 

nonlinear fashion on present observations and recent past estimated parameters. 

  

∑
𝜕𝜌(𝑤𝑖, 𝜇)

𝜕𝜇

𝑛

𝑖=1

= 0 

 

𝜙ℎ𝑢𝑏𝑒𝑟(𝑤) = {
𝑤 + (1 − 𝛼)𝑘, 𝑤 < −𝑘

𝛼𝑤, 𝑤 ≤ 𝑘
𝑤 − (1 − 𝛼)𝑘, 𝑤 ≥ 𝑘
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8.3 Parameter Estimation and Selection for Score Function 

The parameters guiding Huber’s score function are the dynamic weight w, the static 

weight 𝛼 and the weighting constant k. These parameter values are determined in view of 

changes in the mean of a random variable and the ability to adapt to it. The static weight 𝛼 ∈ 

(0,1] as obtains for the static EWMA and it is often regarded as a constant. The constant k has a 

value determined by k > 0 and is often referred to as the truncation parameter given that it 

determines the transition dynamics for the weight w. Some sensitivity analysis is done over a 

range of w which can take positive and negative values in order to determine the optimal values 

of k for robust performance. 

 To this end, the Huber’s score function ϕ(w) of equation 8.12 is evaluated for w ∈ (-

10,10) at k = 2, 4 and 𝛼  = 0.1 with the plot given in Figure 8.1 below. It can be observed from 

the plot that there is a ‘transition’ region about the origin where |ϕ(w)| is between 0 and 1. This is 

the region where it operates as the linear or traditional EWMA. As w increases beyond, 1, the 

weight is adapted according to the parameter value for k. However, k can take on parameter 

values over a range as illustrated with only the plots for k at 2 and 4 shown. In order to determine 

the optimal operational region for all parameters given that three of them (w,α,k) must be 

determined. Given that we have three parameter values to determine each with a range, it fits an 

optimization problem. Two methods are adopted in this regard. The first utilizes a numerical 

algorithm widely employed in robust statistics [108] which is used as a first step for accuracy. 

Subsequently, a procedure is developed to ensure the initial accuracy established. 
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Figure 8.1: Plot of Huber’s score function ϕ(w) with a range of values for k,w with 𝛼 = 0.1 

8.3.1 Parameter estimation through optimization  

In order to arrive at optimal parameter values, the first step is in choosing an Average 

Run Length ARL which is the number of observations of the sample under investigation. The 

observations in the context of the cloud network will be variously the throughput, RTT or job 

completion time values from an historical trace. The ARL is the number of observations after 

which a shift in the mean value is detected. The prediction error for the EWMA is given as wt = 

zt – xt-1. If there is a departure h from the current estimate of the mean z0 above a certain 

threshold: 

     |xn – z0| > h       (8.13) 

then, a shift in the mean value is determined. To minimize false alarms however, a range [β0,β1] 

is set to determine the shift in the mean where β0 and β1 represent small and large shifts 

respectively.  
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Subsequently, the minimization problem over the range is solved [109]: 

              (8.14) 

     subject to ARL1(0; h,𝛼,k) 

Here, ARL1(β;h,𝛼,k) is the size of the shift with the parameters of interest being 𝛼 and k. 

The algorithm was run for an average run length of 100 with the results displayed in table 8.1 

below. The “μ” column indicates that the samples are selected from a standard Gaussian 

distribution with standard deviation 𝜎 = 1 and mean the values accounting for the area under the 

standard normal curve. A comparison of the table with the Huber’s score function over the range 

of w in Figure 8.1 shows that the choice of k is in the range (2,4) returned by the optimization 

algorithm with 𝛼 also approximately 0.1.  

However, as noted by Shu [110], the optimization algorithm does a joint search and it 

may not always find an optimal solution. Furthermore, the algorithm run-length (45 minutes or 

greater) is at odds to the requirements for rate-adaptation in a dynamic cloud environment. While 

the method is useful for offline analysis, it is deemed fit as a starting point to obtain accurate 

estimates of the required parameters. 

 

                         Table 8.1: Optimal parameter for the score function (h,,k) 

            

 

 

 

  

 μ H 𝛼 k 

 

 

ϕ(w) 

0.25 0.185206 0.021461 2.710338 

0.5 0.379685 0.057823 2.619677 

1 0.731148 0.159532 2.549903 

0.25 0.159922 0.021571 3.317089 

0.5 0.262902 0.040851 3.280831 

1 0.657036 0.150894 3.263985 

min
ℎ,𝛼,𝑘

𝐴𝑅𝐿1(𝛽2; ℎ, 𝛼, 𝑘) 
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8.3.2 Procedure to ensure parameter estimation accuracy 

Given the estimation procedure elaborated above to determine the parameters for the score 

function, to ensure they work under a variety of workloads, the following procedure is employed: 

1. Compute the variable mean μ upon which the variance is set at two thresholds one each 

for a small change (𝜎S) and one for a large change (𝜎L). 

2. Compute the prediction error (wt = St – Yt-1) to measure the variable deviation. 

3. Compare thresholds to determine the deviation μ ± 𝜎S (small); μ ± 𝜎L (large). 

4. Compare values of 𝛼 from optimization process with studied optimal values [111] 

 

The variance for step 1 follows the same process as obtains for the offline computation for 

the adaptive-rate based scheme developed in which a high and low threshold was determined 

based on the output of the scaled score. The deviation from the mean with the small and large 

thresholds is used to determine the mean deviation and hence determine the regions of the 

EWMA as obtains for the Huber’s score function. Optimal values for the weight 𝛼 from the 

studies in [111] which provides a benchmark of optimal values was compared with the results 

from the optimization and were generally in agreement. 
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8.4 Algorithm Development 

Algorithm III: EWMA with Adaptive Thresholds 

1. Initialization: 

2. w; k=kc; 𝛼=𝛼c; Rate; Threshold1; Threshold2; f; 

traffic_rate; Δ 

3. Upon each time Δ 

4. If w < Threshold1; 

5.    Then do: 

6.     f = w + (1 - 𝛼c)*k; 

7.       Rate(Δ) = (1 – f)*Rate (Δ – 1) + f  * traffc_rate; 

8.    Return: 

9. Else  

10.   If Threshold1 < w < Threshold2; 

11.      Then do: 

12.     f = 𝛼c* w; 

13.       Rate(Δ) = (1 – f)*Rate (Δ – 1) + f  * traffc_rate; 

14.    Return: 

15. Else 

16.   If w > Threshold2; 

17.      Then do: 

18.    f = w - (1 - 𝛼c)*k; 

19.     Rate(Δ) = (1 – f)*Rate (Δ – 1) + f  * traffc_rate; 

20.    Return: 

21. End 

 

Figure 8.2: Algorithm developed for large-scale cloud scenarios 

Table 8.2: Algorithm Parameters 

 

 

                           

 

 

 

 

 

 

 

 

 

 

  

k Weighting constant 

𝛼 static weight 

w estimation error 

Rate Current traffic rate 

Threshold1 Mean traffic threshold 

Δ Time interval 

Threshold2 Mean traffic threshold 

Traffic_rate Mean traffic rate 
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 With respect to Figure 8.2 and table 8.2 above, the EWMA algorithm with adaptive 

thresholds benefits from both offline parameter estimation and online rate-based calculations 

applicable in large-scale cloud environments. The parameters in table 8 are explained. 

 The weighting constant k and the static weight 𝛼 are directly related to the throughput 

rate of cloud applications and are determined by a combination of simulation as done by the 

algorithm discussed as well as by network sizing by randomized mean sampling. For instance if 

a network has a bottleneck link of 1 Gbps and nominal utilization at 50%, a mean throughput, μ, 

of 500 Mbps is randomized for the typical duration of application communication. This provides 

a starting point for the determination of the weighting constant k and 𝛼 which is good enough to 

establish initial confidence bounds. This owes to the form of the traditional EWMA which in its 

static version employs the weight (the static 𝛼 in this regard) to estimate the mean value of a 

random variable. Given that 𝛼 determines how much the recent history is dependent on past 

values, i.e., it is effectively yt-1 – xt-1, the current mean less the value of the most recent update. 

What this means that even if the nominal throughput in the example is 400 instead of 500 Mbps, 

the weight eventually filters it to the mean of 400 Mbps given its role as a forgetting factor of 

past terms.  

 The prediction error w is returned by periodic updates of the EWMA process (xt – xt-1) 

which when k is very large reverts it back to the traditional EWMA. To determine the 

threshold’s Threshold1 and Threshold2, the deviation from the mean |xn – z0| > h discussed 

earlier with a range determined by the deviation from the mean μ ± 𝜎S and μ ± 𝜎L for small and 

large deviations with 𝜎L= 2𝜎S to 3𝜎S providing a good measure of robustness. 
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8.5 Evaluation 

 

 

 

 

 

 

 

 

Figure 8.3: (a) Datacenter simulation test-bed        8.3(b): Source-sink simulation scenarios 

We evaluate our methods in ns-2 by simulating the datacenter network given in Figure 

47. We are interested in aggregated traffic traversing bottleneck links which from Figure 8.3 are 

the rack-to-aggregate as well as the aggregate-to-core links.  

8.5.1: Scenario I - Rack-Aggregate-Rack bottleneck 

  We experiment with the classic dumbbell topology (Rack-Aggregate-Rack as shown). 

The source and sink nodes emulate flows competing for the bottleneck bandwidth between the 

two active networking devices typical of rack-to-rack application communication scenarios. The 

bottleneck link between the two switches is set to 1 Gbps with edge links between sources and 

sinks also at 1 Gbps. The workload characteristic is given in table 8.3. To determine the 

parameters (𝛼,k), the optimization algorithm of section 6.4.1 was employed for a nominal mean 

throughput of 60% of the 1 Gbps being uses which returned (𝛼,k) = (0.65,5.2).  Each simulation 

run was for 300s. We compare the Average Flow Completion Times (AFCT) for TCP, RCP, 

Robust RCP (R
2
CP) & Processor sharing. This is done for increasing flow sizes in terms of  

Rack 
Switch

Aggregate 
Switch

Internet

Core Switch

 

Source Sink

Bottleneck

Source

Bottleneck

Sink

Switch
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 Table 8.3: Workload Characteristics 

 

 

 

packets while processor sharing being the fair share of the network apportioned to each flow. 

From Figures 8.4 and 8.5, R
2
CP (Figure 8.5) provides a lower AFCT for flows which is stable 

significantly higher flow sizes. The computation of the RTT as done in R
2
CP uses the robust 

EWMA while in RCP the traditional EWMA is used. The thresholds ensure adequate 

performance given varying traffic conditions which is reflected in the more stable AFCT for 

R
2
CP which remains fairly constant regardless of flow size. The measured percentage reduction 

is 30% regarding flow completion time.  

 

 

 

 

 

 

 

              

 

 

                       

 

                           Figure 8.4: AFCT: RCP vs. Processor Sharing 

Flow distribution Pareto; shape parameters 1.2 & 2.2 

Number of flows 10,000 
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                         Figure 8.5:  AFCT: Robust RCP vs. Processor Sharing 

 8.5.2: Scenario II - Aggregate-Core-Aggregate bottleneck 

In the second experiment, we test performance across the aggregate-core-aggregate 

bottleneck link with the same traffic characteristics as in scenario I. This represents situations in 

which resource demand in one cluster exceeds capacity and inter-cluster resources are needed. 

Figure 8.6(a) and 8.6(b) show the FCT evolution for TCP and Robust-RCP. Figure 8.7 shows the 

comparative performance for RCP, Robust-RCP and TCP. Despite the high bandwidth delay 

product attendant for large flows, our methods are able to stabilize response time across disparate 

flow sizes with a 25% improvement over RCP & 60% over TCP.  
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Figure 8.6: (a) Max. FCT Evolution (RCP)             (b): Max. FCT Evolution (Robust RCP) 

 

 

 

 

 

 

 

 

 

                 Figure 8.7:  AFCT: Robust RCP vs. RCP vs. TCP 
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8.5.3: Scenario III-Many-to-One Cluster Bottleneck and RTT Fairness 

 

 

 

 

 

Figure 8.8: Many-to-One traffic pattern scenario 

In this scenario, the switch as an aggregation device and bottleneck is explored. This is 

typical of cloud datacenters in which it is implemented in scale-out distributed configuration for 

storage and analytic frameworks such as Hadoop/MapReduce. Such configurations especially for 

data analytics applications like Hadoop have a phase in which several servers send updates to a 

single node. In Hadoop, this occurs in the shuffle phase whereby data processed in parallel on 

multiple nodes are sent (shuffled) to a single node for final updates and computation.  Another 

configuration where this kind of traffic pattern occurs in cloud networks is in updates sent to 

storage resources. 

For this experiment, the same environment simulated earlier was employed. The many-

to-one pattern generation for the experiment is as shown in Figure 8.8. This time around, the 

buffer of the rack switch which is the single aggregation point for several nodes communicating 

as obtains in cloud clusters is the bottleneck. In the experimental design, each server was 

configured to send traffic with each experimental run generating multiple flows all sent across 

the rack switch to the single server as illustrated. The flow shape distribution was varied 

according to table 8.3. Experiments were run for 300 seconds with flow size varied and data 

collected.  

Rack Switch

Flow Sources Single Sink
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           Figure 8.9: AFCT over flow size for RCP/TCP/PS 

 

 

 

 

 

 

 

 

 

 

            Figure 8.10: AFCT over flow size for Robust RCP/TCP/PS 
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 Figures 8.9 and 8.10 illustrate the evolution of flow completion time with varying flow 

sizes. From figure 8.9, it can be observed that RCP results in a lot of oscillations in the flow 

completion time for varying flow sizes and by comparison Robust RCP significantly outperforms 

RCP for the same scenario. This can be explained by the observations from current research 

regarding the computation of the number of flows as done by RCP as well as the allocation of 

large buffer sizes as compensation to mitigate some of the effects of the former. It was noticed 

that the buffer capacity was overprovisioned albeit generously to mitigate this heuristic. To 

investigate further as well as afford a comparison with the alternate method provided, the buffer 

capacity was left in its overprovisioned but the load incremented from the default offered amount 

of 0.9 (90% load) to 1.0 (100% load). In RCP, the number of flows is estimated by a heuristic 

that determines it to be: 

               (8.15) 

 

Here, N(t) is the estimated number of flows, C is the link capacity and R(t – t0) is the initial 

estimate of the rate. The accuracy of N is heavily dependent on the initial computation of the rate 

R(t-t0) which relies on the buffer contribution to the rate. Given that the parameters driving RCP 

were left intact to avoid perturbing its dynamics in driving the rate, the slight increase in load 

suggests that the same parameters are unable to adjust to overall load hence the oscillations 

noticeable in Figure 8.9. Conversely, Robust RCP which employs adjustable bounds in place of 

parameters in need of tuning in the face of changing load provides a stabilized approach to load 

fluctuations. The utility of this method draws on and expands similar practice in current research 

observable in the use of the static EWMA to tract queue dynamics [112],[113],[114],[115]. The 

load factor including the EWMA is determined according to: 

𝑁(𝑡) =
𝐶

𝑅(𝑡 − 𝑡0)
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                         (8.16) 

 

 Where 𝜎 the load factor at the queue is determined by λ the amount of traffic during a 

measurable window of time t, γ is the target utilization, C is the link capacity, κ is a static weight 

and q is the queue length determined by the EWMA. A simple rearrangement of equation 8.16 in 

terms of the variables and the constants makes 𝜎 = k1λ + k2q.   

In order to measure the effectiveness of our adaptive methods across an appreciable range 

as obtains in cloud datacenter scenarios, the flow size was incremented in the [1000, 100,000] 

range with the flow completion times measured. Figure 8.11 shows the AFCT for Robust RCP, 

RCP and TCP.  

 

 

 

 

 

 

 

 

 

Figure 8.11: AFCT for variation in flow sizes for Robust RCP, RCP and TCP 

  

 

𝜎 =
𝜆 + 𝜅𝑞

𝛾𝐶𝑡
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8.5.4: Scenario IV-Effect of Offered Load and Traffic Fairness 

 

 

 

 

 

 

 

Figure 8.12: (a) Offered load vs. FCT (small flows)  (b): Offered load vs. FCT (large flows) 

The investigation of the many-to-one cluster bottleneck continued this time with the load 

incremented from nominal capacity (assigned at 60% load) until the bottleneck reached capacity 

assignment at 100%. It is desired here to capture the dynamics of the algorithms’ performance 

regarding large and small flows each with unique QoS characteristics and completion times. For 

this experiment, a small flow is defined in terms of the flow of packets injected to the network. 

For small flows this was determined to be 1000 packets and for large flows at 100, 000 packets. 

The average packet size was 960 bytes. The Pareto shape parameter was also varied for this 

experiment and the graph for brevity only reports on the shape parameter at 1.2. The results are 

illustrated in Figures 8.12(a) for small flows and 8.12(b) for large flows. 

It will be observed for small flows, the RCP algorithm fulfills its design philosophy of 

protecting small flows in the presence of large flows with increased utilization in bottleneck 

conditions. For large flows however, the Robust RCP offers a fairer share of the network given 

that the queue share of flows irrespective of the size is computed more efficiently Given the 

foregoing experiments, the performance of each algorithm was determined from the perspective 
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of fairness, a measure of the balance of sharing the finite resources on the network. Jain’s 

fairness index [116] was used in the  regard. It measures fairness as a fairness index f when n 

flows each with a bandwidth share of y are competing for a network resource as: 

  

                     (8.17) 

 

 

Figure 8.13 below illustrates the fairness index for all three experimented methods. 

 

 

 

 

 

 

 

 

 

 

 

     Figure 8.13: Fairness Index for Robust RCP, RCP and TCP   
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8.6 Threats to Validity 

 We here discuss the threats to the validity of the R
2
CP protocol. 

8.6.1 Internal Validity 

Protocol Operation given definition of linear/nonlinear regions 

 The R
2
CP algorithm determines operation in linear and nonlinear regions by a 

thresholding method returned from an optimization algorithm. This runs in excess of 45 minutes 

and may not necessarily guarantee a minimum. There is an alternative method by which the 

actual metric of computation can be made to within a few standard deviations of an average 

value. This however leads to variable performance even within the simulation environment of 

R
2
CP. In order to mitigate the impact on performance, traffic characterized by a Pareto 

distribution was employed to drive test scenarios. The algorithm will benefit from further 

exploration for all family of right-tailed distributions in order to better optimize its operation in 

linear and nonlinear regions. 

Performance Implications for R
2
CP as an Explicit Control Protocol 

  The R
2
CP algorithm is inspired by and follows the design philosophy of the XCP 

algorithm. They both improve data transmission efficiency at the expense of some significant 

changes both end host protocol stacks and network elements. TCP is reliant on implicit feedback 

from the network which it treats as a black-box. The defining drawback of XCP/RCP/R
2
CP 

when compared to TCP is the changes required to end-host protocol stacks in order to achieve 

better transmission. The research community however is in no hurry for such changes to end-

hosts given that practical realizations of XCP have some significant performance issues in 

certain scenarios compared with TCP. This remains an area of open research and a main threat to 

validity of performance in practical scenarios. 
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8.6.2 External Validity 

Cloud Datacenter Network Topologies 

 We were only able to experiment with the fat-tree topology of the cloud datacenter. There 

are many more (DCell, Seawall, etc.). The performance of R
2
CP in these environments should 

not be any different from what obtains in fat-tree networks. While some of the ones mentioned 

are newer and proprietary, it would be best to do a performance comparison for confirmation and 

validation. 

Best Practices in Real Cloud Datacenters 

 The experiments were conducted in the absence of the full stack of protocols that are 

enabled in real cloud datacenters. Specific to this threat to validity is the standard practice of 

enabling routing protocols whereby the best route for traffic traversal is determined. Given that 

routing protocols have their own inbuilt methods for forwarding traffic, the methods here will be 

counterproductive and may not work well in conjunction with routing protocols. 
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8.7 Conclusion 

The foregoing experiments demonstrate the effectiveness of Robust RCP under various 

scenarios with significant improvements over RCP and TCP as shown. While RCP is not 

efficient in counting the number of flows as was demonstrated in [117], it makes up for this by 

allocating a rather large queue. This results in ‘queue-bloating’ and timeouts in which case data 

is dropped when they don’t reach their destination at the appropriate time. R
2
CP which is less 

reliant on estimation of queue parameters improves significantly upon average flow completion 

time. It also demonstrates improved fairness when large and small flows share the datacenter 

environment. The methods would also benefit testing in the intra-cloud where datacenters are 

interconnected where QoS is still a requirement. 

When compared to standard TCP, R
2
CP offers a 30% reduction in Average Flow 

Completion Time (AFCT), this given a variety of load and application configuration scenarios. 

Where flow fairness is concerned, it offers a 15% improvement in the way it apportions network 

bandwidth to competing flows when compared with standard TCP. In addition, given different 

cloud environment conditions, R
2
CP offers a 25% improvement in response time over RCP & 

60% over TCP. R
2
CP with its adjustable bounds for more efficient calculation of the EWMA 

offers a balanced flow completion time and protection for small flows. 
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Chapter Nine: Conclusion and Future Work 

9.1 Thesis Summary 

 Predictable performance for disparate applications deployed in the multitenant cloud is a 

tasking endeavour. Forecasting solutions enable predictive performance through accurate 

resource provisioning and planning with measureable error percentages that enable QoS 

definitions for cloud providers and customers. Current practices of overprovisioning have been 

demonstrated to be inadequate given that network components are finite by nature and providers 

must find the balance between performance and costs. Most of recent works propose methods 

that do not effectively track traffic volatility necessary for effective provisioning in the 

maintenance of application QoS.  

 This thesis proposes and implements frameworks that enable adaptation to traffic 

dynamics through a critical and statistical analysis of the time-series of cloud workloads in order 

to understand their salient features and characteristics. Furthermore, it develops a methodology 

by which to accurately isolate the model that provides the best fit for a workload in the face of 

the diversity of applications resident in the cloud. It has also employed a recent econometric 

method in the realization of this new model that describers cloud workloads more efficiently 

especially if there are observations of right-tailed distributions in analyzed workloads. 

Comparisons made with existing models show improved accuracy by a 10% to 25% reduction in 

forecasting error. Subsequently, bandwidth provisioning frameworks were developed applicable 

at the edge of the virtual cloud network as well as in rate-based solutions in large scale 

deployments. 
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9.2 Thesis Contributions 

The goal of this thesis was to: ensure proper time-series model selection across diverse 

cloud workloads for accurate forecasting and resource provisioning for QoS maintenance in a 

dynamic environment. This was investigated under the following research objectives: 

 Analyze cloud workload traces in order to capture the salient features that describe them 

employing statistical methods and develop their most appropriate model. 

 Develop a methodology that delineates existing and emergent models, the latter given 

new statistical observations in cloud workloads, and employ this methodology to isolate 

the most statistically appropriate model for a given workload. 

  Develop forecasting solutions that are able to predict the future of cloud workloads while 

mindful of the attendant errors that come with prediction over both short and appreciable 

timescales into the future. 

 Use developed forecasting solutions to realize bandwidth provisioning techniques 

applicable in cloud computing environments for the maintenance of application QoS. 

By addressing these objectives, contributions have been made to the field of performance 

engineering which summarize subsequently. 

 

9.2.1 Development of a novel Workload Model Selection Methodology 

Cloud application workloads have demonstrated distinct statistical features that are not 

captured solely by a single class of models. Established models continue to form the basis for 

resource provisioning given workloads that are well understood and whose statistical features 

they accurately capture. However, current research focused on newer cloud workloads has 
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observed features for which new modeling is required. In order to mitigate the selection of the 

model best suited statistically for a given workload, a methodology has been developed, one that 

employs existing methods to determine when current linear and nonlinear models prove 

adequate. It also expands the selection method when the newer statistical features isolated in 

current research are identified in cloud workloads. This methodology will be useful for resource 

provisioning research, cloud operators and customers in the isolation of the model that provides 

the most appropriate statistical fit for workloads. 

9.2.2 Development of a novel ACS-l Time-Series Model 

The analysis of a diverse set of workloads obtained mainly from cloud datacenters has 

both confirmed statistical evidence of newer features not adequately captured by current linear 

and nonlinear models. Furthermore, this thesis has been able to corroborate the observations 

made in current research regarding these features. Availing itself of the earlier developed 

workload selection methodology; this work has been able to isolate a novel model that accurately 

captures the observed features. The lognormal model has been observed by a growing body of 

current research as the most appropriate model for a subset of cloud workloads specifically 

storage and video traffic. Using methods recently developed in econometrics research, this thesis 

has developed a novel model described as the ACS lognormal (ACS-l) model. The model has 

been validated employing statistical methods as appropriate for the newer cloud workloads. 

9.2.3 Development of a novel Forecasting Algorithm based on the ACS-l model 

 A novel forecasting algorithm has been realized based on the ACS-l model. A 

comparison with existing linear and nonlinear methods demonstrates the statistical accuracy with 

a 10% to 25% reduction in percentage error. The algorithm was tested both for in-sample and 

out-of-sample forecasting and demonstrated to provide the lower statistical forecasting error in 
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both scenarios. The algorithm has been realized in MATLAB and has also been integrated into 

the R statistical computing package available to other researchers.  This forecasting solution 

provides opportunities in bandwidth provisioning in cloud computing scenarios whereby 

resource planning can be done for timescales spanning minutes to hours and weeks dependent on 

the communication lifecycles of the application at hand.  

9.2.4 A Novel Measure for Workload Burstiness 

 The methods employed in the realization of the model and forecasting algorithm are both 

reliant on a new measure of variability, the scaled-score. This has motivated the extension of the 

traditional measure of variability captured by the index of dispersion in the realization of a new 

measure described as the Normalized Score Index (NSI). While novel, it extends the existing 

measure of variability to include the newer workloads analyzed as part of this thesis. This 

measure of burstiness reverts to the existing index of dispersion when statistical observations in 

analyzed time-series determine that current methods suffice. This measure provides both a static 

metric as well as an instantaneous measure of variability that has been adapted in resource 

provisioning scenarios. Furthermore, it provides a more accurate range for measuring burstiness. 

Traditional measures like the Hurst parameter are calculated over a limited range (0.5 to 1) while 

the NSI ranged from 0 to 1 and can also be expressed as a percentage.  

9.2.5 Adaptive Rate-Based Algorithms for the Cloud SDN Stack 

Given virtualized servers being the norm in modern cloud datacenters, we have 

developed an adaptive rate-based framework that integrates the NSI as an online estimator of 

volatility used for bandwidth allocation and QoS maintenance in cloud computing scenarios. The 

framework employs the ACS-l model for offline prediction when there is statistical evidence of 

right-tailed distributions in cloud workloads. It reverts to traditional linear and nonlinear methods 
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when these are determined to be adequate. The methods employed in profiling are reliant on the 

workload selection methodology earlier developed. The solution resides in the application layer 

of the SDN stack as a controller and deployed in the OpenStack environment. This approach 

periodically measures application throughput and compares with offline predicted values to 

arrive at bandwidth provisioning decisions. This method is applicable at the edge of the cloud 

network in virtualized server clusters. The methods have been demonstrated effectiveness in 

multitenant cloud scenarios for the achievement and maintenance of disparate tenant QoS 

requirements. 

9.2.6 Adaptive Rate-Based Methods for Large-Scale Cloud Environments 

For large-scale cloud environments, the rate-based methods developed for the cloud 

network edge was extended to scenarios applicable at the cloud network core. The methods also 

employ the ACS model in a manner amenable to the data transmission protocols prevalent in 

current cloud environments. The extension to current practices is the application of robust 

methods to existing rate-based data transport methodologies in large-scale cloud networks. The 

methods applied in this context however dispense with offline prediction as was done for the first 

rate-based algorithm. Rather, this method enhances current predictive methods by employing 

adaptive weights to respond to traffic dynamics where static weighting had been employed 

heretofore. The methodology has been applied in large-scale experimental scenarios and 

demonstrated to be scalable while enforcing QoS across disparate cloud tenant requirements. 
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9.3 Future Work 

 In this thesis, the research has focused on the isolation of the best models for cloud 

workloads to enable accurate forecasting and resource provisioning. One of the core 

contributions of this thesis is the ACS-l model and the motivation for its selection is that it has 

the lowest number of parameters required to describe certain cloud workloads specifically 

storage and video. However it is by no means the only model in the family of right-tailed 

distributions that can describe such traffic. One future direction is the completion of the 

realization of models for all right-tailed distributions regardless of complexity and conduct a 

performance evaluation of all. The constraints of each model and their complexity will also 

benefit the development of forecasting and resource provisioning solutions.  

 Forecasting is essentially an endeavor in predicting mean values with an acceptable 

margin of error which is a key determinant for provisioning cloud resources to minimize 

SLA/QoS violations. The methods here provided determine those mean values with tunable 

SLAs applicable in practical resource provisioning frameworks. Employment of a min/max 

range however is not suitable given that current system designs are based on statistical 

assumptions for which such ranges are not optimum. The work will further benefit from tracking 

seasonal variations in traffic, time-of-day effects as well as other external factors that bear direct 

impact on resource provisioning. Another way to provide more accurate resource provisioning is 

to employ all resource consumption metrics for a given workload. Traces from Google supplied 

workloads for CPU, memory, disk and Jobs over 30 days. To better understand resource 

consumption, multivariate analysis whereby correlations across time-series for all resources 

utilized for each workload can also be pursued. 



 

242 

 Another area of research which has already been identified is the observation of even 

newer features for cloud storage traffic for which right-tailed distributions are not the best fit. In 

at least one analyzed time-series, there is statistical evidence of mixture or multimodal 

distributions. This is a phenomenon whereby at least two distributions are component parts of a 

time-series thereby leading to a new model for which current statistical literature describes as 

mixtures. These are yet to be modeled in the context of cloud traffic. 

 The NSI also provides opportunities for the realization and storage of application 

signatures which can be used by cloud operators to compare with traffic both offline and online 

to enable resource provisioning decision making. The NSI itself can also be extended by 

adapting all models in the family of right-tailed distributions in its realization for improved 

accuracy of time-series observations.  

The realized forecasting solution has been integrated with the R statistical computing 

environment.  There are existing application programming interfaces (API) in R by which the 

forecasting solution can be integrated with online predictive solutions. 

The methods and experimentation were limited to service provisioning given the traffic 

dynamics that obtain within a single cloud datacenter environment. One future direction is the 

application of the same methods to scenarios outside a single cloud datacenter environment. 

Currently, there’s interest in shuffling traffic across Wide Area Networks (WANs) that 

interconnect individual cloud datacenters as a means of offloading traffic in the event of load 

spikes. In this regard, the R
2
CP implementation given may not be the best protocol for data 

transmission. Given that the XCP protocol is the basis of the R2CP, there is a requirement for 

appreciable change to the protocol stack at end hosts with active feedback at network devices 

over WAN connections. There are issues specific to XCP and R
2
CP for WANs where end-to-end 
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delays are higher and their performance is known to degrade significantly [118]. Thus the 

approach proposed for R
2
CP may work well in LANs but will impact performance for WANs. 

Furthermore, interconnections between cloud datacenters still have a QoS requirement 

and these intra-cloud links stand to benefit from the methodologies that have been applied to the 

hierarchical datacenter network.  
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Appendix A: Residual Analysis of Time-Series 

 

Appendix A completes the residual analysis for all series studied in chapter 3.  

 

  

 

 

 

 

 

 

 

A1: ACF of Residuals for Series IA and IB 

 Figure A1 illustrates the sample ACF for series IA and IB. For series IA, beyond the first 

lag, only 2 lags exceed more than 1 standard error below zero. Beyond these two lags (at 4 and 6 

respectively), the rest of the terms look generally like white noise. Thus the assumption of 
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normality holds for series IA. For series IB on the other hand, beyond lag 1, lag 4 and lag 10 

exceed 2 standard errors with at least 4 more at 1 standard error. This is not typical of white 

noise and the assumption of normality does not hold. Such a residual time-series is further 

examined for fitting to capture its statistical parameters. 

 For series II illustrated in Figure A2, there are at least 3 lags that exceed 1 standard error. 

While this leans towards non-normality, further tests can be conducted for statistical 

confirmation. For instance the Quantile-Quantile (QQ) plot enables a visual determination of 

departures from normality with indications of long-tails. Given that there is possibly appreciable 

departures from normality as illustrated, series II residuals will be subjected to further testing. 

 

 

 

 

 

 

 

 

 

A2: ACF of Residuals for Series II 
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A3: ACF of Residuals for Series IIIA and IIIB 

For series IIIA and IIIB illustrated in Figure A3, there is also visual evidence of departure 

from normality for both which will be corroborated further by testing. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

A4: ACF of Residuals for Series IVA and IVB 
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A5: ACF of Residuals for Series V 

The ACF of the residuals for series IVA and IVB present significant departures from 

normality. Given the strong suggestion of correlations that are non-normal, it is necessary to fit 

the residuals to a distribution beyond the standard normal, the heavy-tailed distributions 

discussed in chapter 2. For series V, while at least two lags exceed 1 standard error, it is the 

squared residuals for which the series indicates the need for investigating volatility models.  

Likewise, the ACF of the residuals for series VI and VII (for uploads) show at least 2 lags with 

exceeding the standard error and their squared residuals are indicative of non-normal 

distributions. These are illustrated in Figures A6 and A7.  

 

 

 

 

 

 

 

 

 

A6: ACF of Residuals for Series VI 
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A7: ACF of Residuals for Series VII 

Summary 

 The diversity of time-series studied has uncovered different characteristics which can be 

attributed to their cloud environment, application type and a combination thereof. Observations 

by examination of the residuals of the time-series under study has uncovered the ARCH effect 

related to econometric volatility models as well as heavy-tails for which fitting is necessary in 

the realization of models sufficient to explain the data studied. 
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Appendix B: Residual diagnostics 

Residual Diagnostics 

The residual diagnostics elaborated in chapter 3 is completed for all time-series studied. 

The analysis provides 4 plots for each time-series providing highlights on their empirical 

statistical distributions. 

Series IA Diagnostics 

 

 

 

B1: Series IA Residual Diagnostics  
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 Figure B1 presents the exploratory visual diagnostics for series IA. While there is some 

degree of spread in the data values over the range of observations, the larger population of data 

points are randomly distributed approximately on a straight line about the zero. This is 

observable for the plots of the residuals against the actual time-series as well as the model-fitted 

values. Furthermore, the histogram is symmetric with a display of kurtosis beyond the normal 

distribution which is confirmed by the QQ plot which shows evidence of heavy-tails at the start 

and the end of the reference line.  

 These values represent the departures from the normal which is observable as the data 

values that account for the ‘spread’ away from larger concentration of values about zero in the 

plots of the residuals versus time-series and fitted values. 

 The conclusion from the visual examination of series IA is that the error variance is 

largely constant while the empirical distribution shows evidence of long tails. These exploratory 

visual conclusions however do not invalidate the selection of a linear model for series IA. 

Transformations such as taking the logarithm of the series will effectively stabilize the variance. 

Furthermore, there are techniques for robustness to outliers as the data values that effectively 

cause the spread may well be considered to be. A discussion on that however is left for the model 

selection phase to come later. 
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Series IB Diagnostics 

 

 

B2: Series IB Residual Diagnostics 

 Series IB residuals also present a fairly constant variance plot with respect to the time-

series as well as the fitted values, following the same observation in series IA. The empirical 

histogram is symmetric with the excess kurtosis beyond the normal distribution also reflected in 

the tails observed in the QQ plot.  

 The conclusion from a visual examination of the residuals is that the error variance is 

fairly constant. Linear methods are deemed adequate for the mode selection phase as well. 
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Heteroskedastic Residuals with Symmetric Empirical Distributions 

 This section elaborates on those time-series where the residuals are determined to have 

non-constant variance while the empirical distributions of the same are symmetric. Non-constant 

variance is suggested by a noticeable spread (fan-out) in the data values of the residual of each 

time-series. The residuals are plotted against the original time-series as well as the fitted values. 

Each time-series is compared to the normality by superimposing a normal distribution over their 

empirical histograms. Excess kurtosis beyond normality is illustrated whereby the normal 

distribution curve ‘cuts off’ the central values of the empirical histogram for each residual. This 

happens when that the residuals are drawn from a population with tails heavier than the normal. 

When the normal curve accounts adequately for all the values in the empirical histogram, it 

indicates that the residuals are in fact normally distributed. 
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Series II Residual Diagnostics 

 

B3: Series II Residual Diagnostics 

 The residual plot for series II present an interesting departure from the random 

distribution that obtains for normality. Furthermore, there are noticeable ‘straight line’ patterns 

starting at zero quite distinct from the cluster of data values in the residuals. This particular 

dataset is composed of video traffic transported as UDP traffic. Given that video is often 

characterized by bursts with silent periods, these account for the subplot of zeros around the 

origin. 
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While there is an obvious spread as we move away from zero, it can be inferred that there 

is correlation in the data values. This means that adjacent values tend to have the same values. 

The histogram and the QQ plot suggest normality given the symmetry and the near perfect fit of 

the reference lines respectively.  

Given the observation of non-constant residual variance but with the QQ plot and 

empirical histograms, the usual differencing and log-transformation can be carried to stabilize 

the residual variance ahead of model selection. 
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Series IIIB Residual Diagnostics 

 
 

B4: Series IIIB Residual Diagnostics 

 

 Series IIIB suggests non-constant variance as illustrated by the spread in data values 

moving away from the origin. The empirical histogram is captured well by the normal 

distribution and both the QQ and residual plots do not suggest any outliers that. Given the usual 

transformation exercise, the next step in linear model fitting can proceed for this series. 
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Series V Residual Diagnostics 

 

B5: Series V Residual Diagnostics 

 Series V also suggests non-constant variance given that the data values while clustered 

around the origin show an increase as we move away from it with a gradual decrease. This is the 

Google cluster dataset. While there are data values that are removed from the clustered region, in  

computing environments, these are often not treated as outliers given that they often represent 

large job sizes that can dominate compute cluster resources. This can also be observed in the 

histogram as well as the QQ plot. This will be taken in to consideration when developing models 

for such scenarios given that phenomenon of large jobs dominating available cloud resources.  
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Series VIB Residual Diagnostics 

 
 

B6: Series VIB Residuals Diagnostics 

 Series VIB is one of two time-series from studies on cloud storage for Dropbox. It 

represents the average download traffic. The residuals demonstrate a highly concentrated cluster 

as was observed in the Google time-series with some data-values which in this case may be 

considered to be outliers. The reasoning involves an examination of the initial trace which 

exhibits downward spikes which could be an artefact of the way the data was collected. In such 

an instant, it is usual to conduct subsequent analysis without the outliers while still retaining the 

validity of selected models. The histogram is symmetric with the QQ plot showing just a few 

outliers as does the residual plots. 
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Heteroskedastic Residuals with Skewed Empirical Distributions 

 This section elaborates on those time-series where the residuals are determined to have 

non-constant variance while their empirical distributions are skewed left or right. Non-constant 

variance is suggested by a noticeable spread (fan-out) in the data values of the residual of each 

time-series. The residuals are plotted against the original time-series as well as the fitted values. 

Each time-series is compared to the normality by superimposing a normal distribution over their 

empirical histograms.  

The skew that comes into play for the time-series in this class is illustrated whereby their 

histograms diverge from the normal distribution curve with data values leaning more to the right 

(for right-skewed residuals) and to the left (for left-skewed residuals). 
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Series IIIA Residual Diagnostics 

  

B7: Series IIIA Residuals Diagnostics 

 Series IIIA suggests non-constant variance observed in the spread of the data values in 

the residual plots. For the empirical histogram, the population is skewed to the right which is 

confirmed by the noticeable upper tail in the QQ plot. As will be observed for the time-series 

under this classification, this confirms observation of positive long-tailed distributions in the 

time-series of cloud traffic from current research. The choice of modeling the residuals with a 

right-tailed or skewed distribution presents both challenges and opportunities in the development 

of novel forecasting models as applies to cloud traffic. 
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Series IVA Residual Diagnostics 

 

B8: Series IVA Residual Diagnostics 

  Series IVA suggests the same non-constant variance plots observed for the series IIIA 

also in this class of time-series. It should be noted the remarkable similarities in concentration of 

residual data values for both given that the one represents a flash crowd (IIIA) and the other 

comes from a different production cloud environment representing storage traffic (IVA). Series 

IVA however has both tails being heavy albeit with the positive tail more pronounced than the 

negative. In this regard, the subsequent modeling phase will employ skewed as well as 

symmetric distributions with the Akaike Information Criterion (AIC) employed to determine the 

most appropriate fit. 

  



 

269 

Series IVB Residual Diagnostics 

 

B9: Series IVB Residual Diagnostics 

 Series IVB also suggests non-constant variance and a right-skewed empirical histogram 

as is the case with series IVA. This is really not surprising given that they come from the same 

production cloud environment. Both the QQ plot and the histograms confirm the right-skewed 

nature of the observations which shall be employed in modeling. 
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Series VII (Upload& Download) Residual Diagnostics 

 

 

B10: Series VII (Upload) Residual Diagnostics 

 Series VIIA (upload time-series) and series VIIB (download time-series) both for coming 

from the SugarSync dataset suggest non-constant variance as seen by the spread of the residuals 

away from zero (Figure B10 for the upload and figure B11 for the download respectively). While 

the QQ plot exhibits long tails at both ends, the left (upper) tail is more pronounced in both 

cases. While the distributional assumptions from the original research mentions some 
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B11: Residual Diagnostics for Series VIIB (Download) 

members of the positive skewed family (Weibull and log-normal) as best fits for other cloud 

storage traffic, it will be interesting to see which fits best the traffic from these two traces. This, 

given the high variability demonstrated in both the original time-series as well as the skewed 

empirical histograms. 
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Series VI (Upload) Residual Diagnostics 

 

B12: Series VI (Upload) Residual Diagnostics 

 Series VI comes from the Dropbox study and presents a unique departure from the other 

time-series given this classification. While it suggests the same non-constant variance, the 

empirical histogram displays a left-skewed distribution which is also evident in the QQ plot. As 

was observed also for the download time-series from the same environment, it’s possible this is 

due to an artefact of the data collection exercise. It also be mentioned that while the original 

research fitted a right-skewed distribution to the data, further analysis will be conducted backed 

with hypothesis tests. 
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Hypothesis Testing of Time-Series Residuals 

 Given the initial exploratory analysis, hypothesis testing was conducted on the time-

series residuals. This is for statistical confirmation of the visual observation of variability. The 

departure from normality as observed in the visual exploration experiments was subjected to the 

Shapiro-Wilk test [7]. This test employs the null hypothesis that a sample Yt where Yt is the set of 

variables of each residual analysed, comes from a normal population. 

As done earlier, if the p-value of the null is less than the confidence bound, the null is 

rejected insofar as the confidence band determines that the residuals come from a non-normal 

population. If the p-value is greater than the test statistic, then the null hypothesis is not rejected. 

The confidence bound for all tests for the Shapiro-Wilk hypothesis used 0.05. The results are 

given in table B1 below. 

It is interesting to note that the only two instances where the null hypothesis was accepted 

are also confirmed by the QQ plots and histograms for series II and series IIIB residuals which 

are illustrated in Figure B3 and Figure B4 respectively. It should also be noted that this was as a 

result of employing both a log transformation and by the practice of differencing that each 

residual series returned a p-value by which the null was accepted. Furthermore, the same log 

transformation and differencing was carried out for each series but the null hypothesis was still 

rejected for normality for the rest of the residuals. This leads to two important conclusions 

necessary for the model selection phase. 

 

  

https://en.wikipedia.org/wiki/P-value
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Table B1: Shapiro-Wilk Test for Normality for all Residual Time-Series Analyzed  

 

 

 

 

 

 

 

 

 

Stabilizing Residual Variance & the Importance of Non-Normal Residual Distributions 

 From the foregoing analysis, residual time-series were determined to have constant or 

non-constant variance. It was also determined that they were drawn from normal and non-normal 

populations. Non-constant variance is usually accounted for by log-transformation and/or 

differencing. Figure B13 shows series II before and after the log transformation and differencing 

exercises were conducted. The residuals now give the appearance of uniformity across the period 

of observation after the transformation. This was confirmed by the Shapiro-Wilk test which also 

demonstrates that the correlation present in the initial residual time-series was removed. 

 

 

 

 

 

Series p-value (Test; Yt) Decision (Accept/Reject H0) 

IA 2.38 x 10
-14

 Reject 

IB 2.2 x 10
-16

 Reject 

II 0.236 Accept 

IIIA 2.6 x 10
-8

 Reject 

IIIB 0.204 Accept 

IVA 3.89 x 10
-11

 Reject 

IVB 2.2 x 10
-16

 Reject 

V 2.2 x 10
-16

 Reject 

VI (upload) 1.87 x 10
-16

 Reject 

VI (download) 2.263 x 10
-16

 Reject 

VII (upload) 3.959 x 10
-12

 Reject 

VII (download) 2.2 x 10
-16

 Reject 
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B13: Series II Before and After Log Transformation and Differencing 

 

 

 

 

 

 

 

 

 

B14: Series IVB Before and After Log Transformation and Differencing 

 Also, for series IVB, the residual time-series is largely made stable following the same 

exercise as illustrated in Figure B14. However the observation of non-constant variance inspires 
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the exploration of models beyond linear ones with options in using GARCH models which is 

discussed in chapter 4. 

 The pertinent issue beyond variance however is the importance of the distribution of the 

residuals which was observed to have long tails with an inference of kurtosis and skewed 

distributions with an inference of extreme values. In Figure B15 the empirical histogram of the 

original time-series for series IVB is compared with the QQ plot of the residuals. Both display 

right-skewed distributions. Thus, both the original time-series as well as the residuals are right-

skewed in this case. This observation of long-tails (skewed and symmetric) was made for 8 of 10 

studied time-series.  

 

 

 

 

 

 

 

 

Figure B15: QQ plot & Empirical Histograms for Series IVB  

 Methods employed in current research for modeling and prediction in cloud computing 

have been developed with the same linear approach employed in the analysis of the studied 

datasets. One important area which has been relatively unexplored is the direct modeling of 

skewed distributions as observed in current methods. 
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 The methods here employed for modeling and fitting all time-series studied are based on 

the Auto-Regressive Integrated Moving Average (ARIMA). While ARIMA models are able to 

account for some of the properties studied such as stationarity and non-stationarity, the body of 

current research is largely reliant on normality in residuals. With particular focus on cloud 

traffic, ARIMA models are the general preference in recent work with the normality assumption 

while analyzing web traffic for which regular ARIMA models are adequate. 

 The recent release of the datasets studied especially focused on cloud storage traffic 

illustrate the need to look for alternate models given the discovered statistical properties of 

heavy-tails discussed. 
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Appendix C: ACS(1,1) Model with student-t errors 

Previously, we defined a random variable Yt with ft as its time-varying parameter and θt 

as the corresponding parameter vector. ft (previously variance but described differently as they 

are different) is written in the autoregressive form as:      

                                                              (4.6.3)        (C.1) 

 

Where 𝜔,{𝛼i,βj} are coefficient matrices dimensioned for {i,j = 1,,p;1,,q} respectively 

and s is the scaled score. For the ACS model, we assume that the random variable Yt has a 

probability density function g(y;λ) where λ is a (k x 1) parameter vector. The joint density of y is 

the product taken of the marginal densities: 

                                                                                                             (C.2) 

 

The log-likelihood estimate used to deduce the model’s parameter: 

                                                                                (C.3)  

 

 

The student’s t distribution with location (mean) μ and scale φ = 𝜎2 is given by: 

 

          φ, v > 0    (C.4) 

 

Using the same methods as applies in appendix I, the log likelihood of the student-t 

distribution is given by: 

 

𝑔(𝑦1, … , 𝑦𝑡; 𝜆) = 𝑔(𝑦1; 𝜆) … 𝑔(𝑦𝑡; 𝜆)  = ∏ 𝑔(𝑦𝑛; 𝜆)

𝑡

𝑛=1

 

𝐿(𝜃|𝑦1, … , 𝑦𝑡) = 𝑔(𝑦1, … , 𝑦𝑛; 𝜃) = ∏ 𝑔(𝑦𝑖; 𝜃)

𝑛

𝑡=1

 

 𝑓𝑡 = 𝜔 +  ∑ 𝛽𝑖𝑓𝑡−𝑖

𝑝

𝑖=1

+ ∑ 𝛼𝑗𝑠𝑡−𝑗

𝑞

𝑗=1

  

𝑓(𝑦|𝜇, 𝜎2, 𝑣) =
𝛤((𝑣 + 1)/2)

𝛤(𝑣/2)𝜎2√𝜋𝑣
(1 +

(𝑦 − 𝜇)2

𝑣(𝜎2)2
)

−(𝑣+1)/2
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                 (C.5) 

 

 

The second derivative of the log-likelihood is given as: 

 

               (C.6) 

 

The expectation of B.6 is the Fisher information: 

 

               (C.7) 

 

Substituting back into equation B.1 with ft = 𝜎2, we have: 

 

       (C.8) 

 

This is the ACS(p,q) model with p=q=1. The definition of the weight wt as:  

  

               (C.9) 

gives the one step ahead ACS(1,1) equation as: 

 

             (C.10) 
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