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Abstract
An account of belief revision is developed which takes account of the

cognitive capabikities of human epistemic agents. We begin with an agent's
commitment sets, i.e., sets cornprised of those sentences which she is bath
epistemically committed to accepting, and which she should be able to
copnitively grasp in a manner sdicient for praiseworthy belief revision.
Whether an agent is epistemically committed to accepting a sentence
depends on those epistemic standards of her epistemic communities which
apply in her situation. These standards determine which information is to

count as intersubjectively evident in her situation. She must take account of
this information if she is tu be epistemically responsible.
The extent to which it should motivate revision of her commitment sets
depends on several factors. First,it depends on the extent to which it
coheres with her commitrnent sets. A sentence coheres with a set if
members of that set can serve as premisses in an argument which enables
her to infer that sentence on the basis of those premisses, and thus enable
her to improve the explanatory and inferential integration of those sets.
Second, it depends on the extent t o which members of the commitment
set with which it coheres are entrenched in her conception of the world.
Entrenchment is understood in terms of the role which the sentences play
in the maintenance and improvement of her conception of the world.
A sentence's contribution to our conception of the world is determined
by considering the contexhial effects of that sentence. Contextual effects are

those sentences which can be obtained by means of elimination d e s when
a sentence is integrated with a commitment set, which could not be

obtained fion the cornmitment set alone, or the sentence alone. An
elimination rule analpes or explicates the content of sentences to which it
is applied.

After addressing various objections to the positions outlined above, we
end up with an account of the contribution which the acceptance of a
sentence would make to rnaintaining and improving our conception of the

worM
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Introduction
The dominant epistemological theories seem more concerned with the

results of our epistemic practices than with the epistemic merits of these
practices themselves. So, for example, the concern would be more with what
is to count as an epistemically praiseworthy set of beliefs than with how one
should go about revising one's beliefk. Focussing on the latter, however,
providas us with a different sort of account. My goal in this thesis is to
develop such an account.

I wiU argue that whether one should revise one's beliefs in a particular
manner is a function of two things. First, it is a function of the extent to
which the information which one is considering accepting can be integrated
into one's conception of the world. The '%annis to be understood practically,
i.e., one must consider whether the epistemic agent is cognitively capable of
integrating the information into her conception of the world. Furthemore,
the concern is with integration,not simply adding the information.
Second, it is a function of the extent to which the integration of that
information would enrich one's conception of the world. The concern is with
what can be done with the information, i.e,, with the extent to which the
integration of that information would enable one to extend one's conception
of the world in ways which we take to be epistemically praiseworthy. The
extensions in question must be epistemically desirable, Le., they must be

likely to improve o u conception of the world. Not just any extension will do.
However, the class of allowable extensions wilI be si@cantly

reduced by

the fhst clause since the information will have to be integrated into one's

conception of the world.

2

The significance of this latter point can be noted by considering how a
coherentist might deal with the situation. On a coherentist account,
whether one is justi6ed in accepting new information is a function of how
that information coheres with a certain body of beliefs-usually

the agent's.

My concern, on the other hand, is with how one's conception of the world
might be extended. My concern is not solely with improving the coherence of
what we have. The idormation which is integrated into one's conception of
the world is to be evaluated in part on the basis of the extensions to one's

knowledge which would be permitted, and whether these extensions would
count as improvements to one's epistemic situation.
The thesis will be developed as foUows. In the first chapter, 1wiU
develop a notion of a cornmitment set. Cornmitment sets are to provide us
with our proies for epistemic states in our model of belief revision. Of

central concern in developing this notion d l be the cognitive limitations of
actual epistemic agents. In short, we will need to focus on those sentences

which an epistemic agent is cognitively capable of grasping in the manner
required for revising her beliefk
Among those sentences, we need to focus on those which an agent is
epistemically committed to accepting. With this in mind, we begin by
determining which information an epistemicdy responsible agent should
consider. This will form the bulk of the second chapter.
With a means of determining the relevant epistemic standards to which
we should hold our epistemic agent accountable at hand. we then need to
determine how she is to assess the information thus delimited In chapter
three, I consider how a coherentist rnight assess the information, and

3

incorporate intuitions gathered h m that discussion into my own account.

In chapter four, 1suggest how we might extend this sketch of an account by
incorporating various notions curbed h m Sperber and Wilson's account of

relevance.

1. The Nature of Belief Sets
1.1 Introduction

My goal in this thesis is to develop a mode1 of belief revision which c m

account for epistemicdy praiseworthy advances in knowledge. It should
account for a variety of improvements to our epistemic situation.
Accordingly it should not simply be an account of the addition or removal of

bits of information to or fkom our knowledge base.' There may be situations
in which information loss or gain is not our sole, or even primary, concern.

The revision of one's beliefs may result in information loss or gain, but the
fact that information is lost or gained does not, in and of itself, determine
the praiseworthiness of a revision. Certain bits of information are more

epistemically valuable than others. Hence, it also matters which bits of
information are lost or gained.
My central concern is with belief revision and not simply w i t h

developing a theory of knowledge. This account of belief revision should be
tempered2 by the known cognitive limitations and strengths of actual
cognitive agents. This is not to Say that my sole concern is with all actual

epistemic behaviour. Rather, it is with what we take to be praiseworthy
epistemic behaviour, and actual epistemic behaviour is all too ofien not

One might, for example, daim that other intdectual d e s corne into

play. Simplicity or explanatory power, for example, may be taken to be
Mrtues of one's theory about the world.

Note that 1 do not say that it should be deterrnined by such concerns.

praiseworthy?
1also wish to resist the temptation to idealize to too great an extent,

either with respect to an agent's capacities, or with respect to the sort of

belief set a believer should be striving to attain. Thus, for example, my
concern is not so much with what would count as an ideal set of beliefk as it
is with how best one might go about revising one's belids in light of

recalcitrant information.' In other words, I'm more concerned with how one
goes about maintaining and revising one's beliefs than with what the b a l
product of such activities should be.
1wish to determine how actzuzl human epistemic agents should revise

their beliefs. It will be argued, for example, that we should not employ a
notion of an ideal reasoner. In determining what is to count as an
epistemically praiseworthy revision, we must take account, in a sense to be
determined in the following chapter, of who the reasoner is. Actual human
reasoners are subject to different standards of epistemic praiseworthiness

3

Admittedly, the study of certain sorts of enors typically made by

human cognitive agents may be helpful. (A good survey of s u c h studies can

be found in Richard Nisbett and Lee Ross, Human Inferencc Strategies and

Shortcornings of Social Judgment (Englewood Clif&, NJ: Prentice-Hall,
19801.) The point remains, however, that even when exarnining such
studies, we often do so with an eye to improving human reasoning.
Note that recalcitrant information need not be new. One rnay corne to
recognize, for example, that propositions which one aheady believes are
inconsistent,

than are ideal reasoners. Accordingly, our mode1 should not be based on

what ideal reasoners are capable of.

This is not to Say that we may not idealize to some extent in
determining how we might best go about revising our b e l i d . Such
idealization is often necessary since, as I've noted, actual human epistemic
behaviour is aIl too often not praiseworthy. It should, however, be tempered
by the known cognitive limitations of actual human cognitive agents. We do

not want to daim that a human epistemic agent is being epistemically
irresponsible when she does not revise her beliefs in a fashion which is
practically possible for no human epistemic agent? We should not, for
example, assume that epistemic responsibility is a function of how much a
given reasoner approximates a reasoner with perfect deductive abilities

since it is not practically possible for a human epistemic agent to even
approximate the epistemic behaviour of such a reasoner.6
So, for example, we should keep in mind that human reasoners have

In fact, we might want to daim that epistemic responsibility is a
function of her cognitive capabilities rather than the cognitive capabilities of

a normal human epistemic agent. I discuss this point in more detail in
chapter 2.
As will be seen in the next chapter, human epistemic agents are so

different from such ideal reasoners that belief revision principles which
apply to the latter should not be expected to apply to the former. It is thus

not even appropriate for an actual human cognitive agent to striue to attain
such an ideal.

7

limited memory capacity. They are &O only capable of grasping a relatively

small amount of information at any one t h e . Furthemore, they are limited
in the sort of assessments which they can make of what they believe. They
c a n o t , for example, perform a complete consistency check on a l l of the
propositions which they believe. Such a task is not practically possible for a

human epistemic agent. Accordhgly, we should keep such concerns in mind
when developing our account of belief revision.
1.2 Belief and Epistemic Cornmitment

Before we can provide such a model for belief revision we must fist Say
something about the beliefs that are to be revised. Although our account is

to be tempered, in a sense to be determined later, by possible changes in the
epistemic stateB of actual human cognitive agents, our model will not be
couched in tenus of epistemic states. Possible epistemic states of actual

human epistemic agents are only relevant as limiting conditions on our
model. In particular, our model should not require of an epistemicdy
responsible epistemic agent that she change her epistemic states in ways
which are not practically possible for her.

In fact, it is not at al1 clear that an epistemic agent must actually make
a given change in her epistemic state in order tu be epistemically
responsible. As William James and Blaise Pascal note, we have no

I use the terms 'epistemic states' and 'belief states' interchangeably.

My concern is with a certain sort of mental state, viz., those mental states

which can be associated with beliefk

guarantee that we can change our beliefs simply by an act of will.8
Accordingly, since such changes may be beyond our power, it should not be
a requirement of epistemic responsibility that we in fact make such

changes.
Even so, as Nicholas Rescher notes on Pascal's behalf', it rnay
nevertheless be incubent upon us to act in such a rnanner that it will be
more likely that we will corne to believe those things which we recognize
should be believed by us:
Pascal realized perfectly well that belief as such is something that Lies

beyond volition and cannot be constrained. But he stresses that once we
recognize that belief is rationally warranted, we can and should induce

- -

-

- -

a Blaise Pascal,Pensées, trans. A.

J. ECrCrailsheimer (London: Penguin

Books, 1966), 152;William James, "The W i u to Believe,"in Pragmatism and
Other Essays (New York: Washington Square Press, 1963), 195. Cf. John
Woods, "Ad Baculum, Self-Interest, and Pascal's Wager," in Argumentation:

Across the Lines of Discipline (Proceedings of the Conferenceon
Argumentation 1986),e d Frans H.van Eemeren, Rob Grootendorst, J.

Anthony Blair,and Charles A Willard (Dordrecht-HoDan& Foris
Publications, 1987),343-349. It is not important for my present purposes
whether the stronger c l a h is correct, viz., that one cannot change one's
simply by an act of will.

b&&
9

Nicholas Rescher, Pascal's Wugec A Study of Practical Recxroning in

Philosophical Theology (Notre Dame, IN: University of Notre Dame Press,

We may not be able to believe some proposition simply by an act of d l .
but we may be able to act in such a manner that the acquisition of the belief
in question will become more likely. Furthemore, if we recognize that we

should believe some proposition, and it is practically possible for us to
believe that proposition, then it is incumbent upon us to act in such a
manner that we will be more likely to come to believe that proposition. By
so doing, an epistemic agent may be epistemically responsible even though

she does not in fact believe some proposition which she recognizes she is
epistemically committed to believing.
Note that it may nevertheless be incumbent upon her as an
epistemically responsible agent to make some change in her epistemic state.
My point is simply that she need not actudy believe the proposition which
she recognizes she should believe. Rather, there may be situations in which
she need only acquire the belief that she should acquire the belief in
question. Even if the acquisition of the belief in question may be beyond her
control, we may nevertheless require that she come to recognize that she

should try to accept it.
One consequence of adopting such a position is that our central focus
wiU be not so much on what we actually believe, as on what we have good

reason to suppose we should believe.10 This may include things which we

1985), 17. Cf. Pascal. Pensées, 152; Terence Penelhum, Problems of

Religious h w l e d g e (New York:Seabury Press, 1971), 156; and Woods, "Ad

Baculum, Sel£-hterest. and Pascal's Wager-"
Io

I am assuming that if we have determined that one s h u l d believe

10
already believe, or could fairly readily induce ourselves to believe. It may
also include things which it would be very diilicult to induce ourselves to
believe. It should not, however, include things which it is not practically

possible to induce a normal human epistemic agent to believe.

We should also note that a distinction can be made between those
things which we are entitled to believe, and those things which we are
epistemically committed to believing." As wiU be argued below, one is
epistemically committed to accepting some proposition only if one is
justified in accepting that proposition. Since, as will be axgued, one c a n be
entitled to accept a proposition which one is not justined in accepting, we
have it that one can be entitled to accept a proposition which one is not
epistemically committed to accepting.

This distinction will prove significant when we consider epistemic
conservatists such as Gilbert Harman. The basic idea behind epistemic
conservatism is "that an agent is in some measure justined in maintainhg

a belief simply in virtue of the fact that the agent has the belief."12 In the

something, then one is,inasmuch as one is able in the circumstances,
committed to bringïng about a situation in which one does believe the thing
in question.

This distinction corresponds loosely to the distinction between weak
and strong justincation proposed in A1Wi 1. Goldman, "Strongand Weak
Justification," Philosophical Perspectives Epistemology 2 (1988): 5 1-69.

* David Christensen, "Conservatism in Epistemology," NoCs 28 @4arch
1994): 69.1 wiU ignore, for the moment, the v ~ o u qualifications
s
that are

next chapter I will argue that this daim is false. There is, however, an
intuition which epistemic consewatists appeal to which is correct. This
intuition c m be presenred in light of the rejection of the thesis of epistemic
conservatism by suggesting that although we may be epistemically entitled
to accept a proposition in virtue of the fact that we believe that proposition,
more is needed before we can daim that we are epistemically committed to
accepting it.

In short, 1will argue that it is true that there is a sense in which one is
entitled to accept a l l propositions which one in fact accepts. We have,
however, at best weak support for the c l a h that we are,by and large,
justified in accepting all those propositions which we do in fact accept. The
fact that we in fact accept these propositions does, however, provide
s f i c i e n t suppoa for the clalln that we are entitled to proceed as if we were
justified in accepting a l l those propositions which we in fact accept.

For now, it is enough to note that my primary concern in this thesis is
not so much with actual beliefk, but rather with an individual's epistemic
cornmitments. Thus, my focus w i l l be, in a sense to be qualined in chapter 2,
on what a given epistemic agent is committed to believing. The point to note

is that I do not want to begin by supposing that an individual's epistemic
commitments are simply either those things which she actually believes, or
the combination of a l l the things she actually believes and those things
which are related in some appropriate way to those things.Although actual

added to this thesis. The the& will be dealt with in more depth in chapter

beliefs may play sorne role in determinhg an agent's epistemic
commitments, 1do not want to presuppose that epistemic commitments are
detennined entirely by an agent's actual beliefs. For reasons which are
developed below, they should also not be comprised of all logical
consequences of sentences which an agent accepts.
What then might we say about epistemic commitments? Since an agent

c m be epistemically committed to accepting propositions which she does not
in fact accept, we can note that there are two senses in which an individual

can be said to expand her beliefs. First, she might come to accept something,

which she did not accept before, which she was epistemically committed to
accepting. Thus,an epistemic commitment which did not directly
correspond to an actual belief state now directly corresponds to an actual
belief state. For example, some sentence may have been an unrecognized,
though relatively obvious, logical consequence of sentences which she

accepted. Upon recogniPng it as a logical consequence of something which
she accepts, she rnay now come to accept the proposition which it expresses.
Accordingly, she might revise her beli& without thereby revising her
epistemic commitments.
Alternatively, an agent may come to accept something which she was
not previously committed t o accepting. She may, for example, acquire a new
perceptual belief, and revise both her beliefk and her epistemic

c o d t x n e n t s on the basis of th&.
Finally, one might revise one's epistemic commitments without thereby
rensing one's b&&.

As noted above, one might recognize that one should

believe a particular proposition wihout thereby believing it. There are often

13
situations in which we cannot will ourselves to believe a given proposition.
The point to note is that epistemically praiseworthy revisions of an
agent's actual beliefs need not correspond to epistemically praiseworthy
revisions of an agent's epistemic commitments. One may argue,however,
that there is no actual belief which is not one of an agent's epistemic
commitments, Le., that for any epistemic agent, there is no actud object of

belief which that agent is not committed to accepting.13
Before considering such arguments,however, we need some way of
talking about epistemic commitments. We need some elements in our mode1
of belief revision which correspond to an agent's epistemic commitments.
1.3 Representing Epistemic Commitments

The k s t thing to note is that a normal agent c a n be epistemicdy
committed to accepting something only if it is practically possible for her to
have the right sort of relation to the object in question. So, for example, if
one takes it that belief îs a relation between an agent and a proposition,
then we must restrict our attention to those propositions which it is
practically possible for the agent to believe. If an epistemic agent is
cognitively incapable of recogniPng a proposition, or understanding any
sentence which expresses it, then it is not clear that it could be an object of

ls

In the course of the discussion of epistemic conservatism in chapter 2,

it wiU be seen that this thesis is false. Although we may be epistemicdy

entitIed to accept a l l propositions which we in fact accept, it does not follow
that we are either justined in accepting them, or epistemically conimi'tted to

accepting them.

14

belief for her. At the very least, it is not clear that such a proposition could
play a role in epistemically respectable belief revision. Accordingly, we
should not require that an epistemically responsible agent be epistemically
committed to accepting such propositions.
For reasons such as these, 1will restrict myself to those propositions

which are cognitively accessible to normal human epistemic agents.!' These

Although 1 do not defend a particdar view of propositions in this
thesis, there are certain views which wiU not do. Accounts which take
propositions to be unstructured entities, e.g, certain possible worlds
accounts, will not do, since they "require the attitudes to have a particular

sort of closure under logical consequence, which they clearly don't have."

(Mark Richard, Propositional Attitudes: An Essay on lhoughts and How We
Ascn'be m m [Cambridge: Cambridge University Press, 19901, 11.) On such
accounts, Richard notes, believing the conjunction of the premises of a valid
argument is the same as believing the conjunction of the premises and the
conclusion, and this is clearly an undesirable consequence. Although my
concern is more with epistemic commitments than with belief, I hold a
similar view of epistemic commitments, Le., that one is not epistemically
cornmitted to accepting all of the logical consequences of sentences which
one accepts, either taken together, or individudy. Accordingly, a possible
worlds account of propositions such as that developed by Stalnaker (See
Robert C. Stalnaker, Inquiry [Cambridge, MA: MIT Press, 198q.) will not
do. It is not important for my purposes which of the remaining accounts one

adopts.

15

propositions are the objects which an epistemic agent can be epistemically
committed to accepting. Accordingly, we need some element in our model to
correspond to these objects of belief. To that end, 1suggest that we adopt a
Quinian position, and speak not of objects of belief, but rather of the

sentences which express objects of belief.16 Furthemore, let us call a set of
sentences which express such objects of belief a belief set.16
Before we consider the notion of a belief set in more detail, we should
note that on this model, changes in an individual's epistemic state will be
reflected by what 1will c d expansions, contractions, or revisions of one of
her belief sets? Sets, and hence belief sets, do not expand or contract, nor

ls

Quine suggests that we should speak in terms of sentences which

express theories rather than in tems of the theories themselves. (W. V.
Quine, 'Zmpirical Content,"in Theories and Things [Cambridge, MA:

Belknap Press, 19811,24.) Since a collection of an individual's beliefk can
constitute a theory, we cm similady speak in terms of the sentences which
express those beliefs.
l6

I make no assumption about whether the sentences in a belief set,

when taken together, must represent al1 of an agent's beliefi. In fact, it is
not clear that there could be such a set of sentences. Even so,it will be seen
that even if there are such sets of sentences, they will not serve o u .
purposes, so we do not need to resolve this question here.
lï

Note that although beliefrevision might be modelled in terms of

expansions or contractions of belief sets, and hence in terms of information
loss or gain,the praiseworthiness of particular revisions is not a function

can they be revised. For ease of exposition, however, I will speak of the
expansion of an agent's belief set when that agent determines that she
should come to accept some sentence which she did not accept before, thus
replacing one of her existing belief sets, Say T,with another belief set, Say A,

where r is a proper subset of 6 1 8 1 wiU speak of the contraction of one of her
belief sets if she decides she should no longer accept some sentence, thus
replacing her existing belief set r with another belief set A, where A is a

proper subset of T.19 Finally, 1 will speak of the revision of an agent's belief
set when an agent's belief set is replaced by some other belief set. A revision
may indude both expansions and contractions of a given belief set?

We have as our initial proposal, then, that a belief set is a set of

sentences which express objects of belief. We must be careful, however, to
distinguish two senses in which this claim could be understood. Suppose

that we wish to atkibute a particular belief set to an epistemic agent. First,

solely of such information loss or gain. As mentioned earlier, other
intellectual virtues might come into play.
la An

expansion of a belief set need not contain more information than

the original set. An epistemic agent may, for example, corne to accept some

new sentence which expresses information which is already expressed by

some sentence which she accepts.
19

It is not incumbent upon her,in such a situation, to accept the

negation of the sentence which she rejects. She may simply decide tu

withhold acceptance of the sentence in question.
20

Both contractions and expansions count as revisions.
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we might c l a h that a belief set can contain any sentence which expresses a

proposition which that agent in fact believes. In such a case, we have a
relatively clear proxy for that agent's epistemic state.
Alternatively, we might focus on sets of sentences which contain both
sentences which represent propositions which she believes, and sentences
appropriately related to those sentences so long as it is practically possible
for her to believe them. So, e.g., we might focus on sets which contain any
logical consequence of sentences which represent propositions that a given

epistemic agent believes, so long as it îs practicdly possible for her to

believe them. On this proposal, it is not necessary that the agent in fact
believe the propositions expressed by the sentences, only that it is
practically possible for her to corne to believe them.

This latter proposal, as it stands,is of little use to us. If our concern is
with epistemically praiseworthy belief revision, we must focus our attention

on those sets of sentences which can be zsefhlly attributed to the epistemic
agent we are considering. It is not sufficient for our purposes to consider
any set of sentences which are appropriately related to sentences which

represent propositions which she believes. There are far too many, and
many will not serve our purposes in a given epistemic situation. Udess
there are some epistemic grounds for considering some proposition when
revising her beliefk, it is not clear why we should consider that proposition
in our mode1 of belief revision.

The first proposal, on the other hand, is too narrow. There are often
situations in which propositions which an epistemic agent does not in fact
believe should be considered by an epistemically responsble agent in
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certain situations. There may, for example, be a propositim which we want
to daim that the agent is epistemically committed to accepting, since it is
relevant for a specific belief revision task,even though she does not
presently accept it.

Since the Ç s t proposal is too narrow, and the second is too broad. it
would best sewe our purposes to choose some middle road. Since our
primary concern is with an agent's epistemic commitments, 1suggest that

we develop a notion of what 1 will c d an agent's commitment set. A
commitment set is a set of sentences which represent some of an agent's
epistemic commitments, Le., some of those propositions which that agent is
episternically committed to accepting. This rnay include sentences which
correspond to propositions which she in fact believes. It may also include
sentences which correspond to propositions which she does not in fact
believe, but which bear certain sorts of relations to propositions which she
believes.
With this admittedly vague notion of a commitment set, we have two
primary tasks before us. First, we need to develop a notion of epistemic

commitment and see how we might use it to determine the membership of

an agent's commitment sets. I tum to this task in chapter 2.
Second, we need an account of the conditions which must be met before

a cornmitment set can be usefully attributed to a particular epistemic agent.
There are many sentences which an agent may be epistemically coromitted
to accepting. Only a s m d subset of those w i l l be relevant for a given belief
revision task. How then are we to determine which of these sets to consider
in a gîven situation?

We begin by determining which sentences are candidates for
membership in a commitment set. The notion of a cornmitment set will be
defined relative to an epistemic agent. A commitment set is comprised of
sentences which express propositions which she is epistemically committed
to accepting. Even if we have some means of detennining which
propositions she is committed to accepting, we stiU need to determine which

sentences should be added to one of her commitment sets. As will be seen,
not just any sentence which expresses an appropriate proposition will do.
Accordingly, with this task in mind, 1 turn to a discussion of Kripke's
disquotational principle.
1.4 Kripke and the Disquotational Principle

Since some of the members of a commitment set may correspond to
actual beliefb, 1 begin with a discussion of a principle for belief ascription.

In "A Puzzle About Belief,,"Kiipke presents, although he does not argue for,
the following principle for belief ascription:
where B'is to be replaced, inside and outside a l l quotation marks, by any
appropriate standard English sentence: "Ifa normal English speaker, on

reflection, sincerety assents to 3 ', then he believes that p.""

This prulciple, which 1 will call the weakened disquotational p15nciple, is
fairly plausible.

Admittedly, more than assent would be required before we would have
very strong reason for belief ascription. Accordingly, following Kripke's lead,
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Sad A. Eripke, "A Puzzle About Belief," in Meaning and Use,ed. A.

Margalit (Dordrecht: D. Reidel, l9'?9), 248-249.

we rnight quaüfv the principle somewhat as follows:
where b'is to be replaced, inside and outside a l l quotation marks,by any
appropriate standard English sentence: Ifa normal English speaker

b,' understands b,' takes the
time to reflect on the matter, and assents tu b,' then we may safely
recognizes which proposition is expressed by

conclude that she belieues p.
At the very least, it's not clear what more we would require before ascribing

belief. Accordingly, 1agree with Kripke in thinking the prïnciple to be
plausible, and do not propose to question it.
1.5 Cornmitment Sets and The Disquotational Principle

Kripke's principle provides us with p a r t of what we need to determine
the membership of a cornmitment set. In particular, it provides us with a
means of delimiting those sentences which correspond in an appropriate
way with an agent's beliefs. The agent must be able to grasp the sentence,

and the proposition which it expresses, in such a manner that she can
sincerely and refiectively assent to the sentence. As noted, however, this
provides us only with part of what we need.

In order for a given belief to play an epistemically acceptable role in
reasoning, we must have a certain sort of cognitive grasp of that belief. We
must be able to recognize the proposition that is believed, and recognize

that certain relations obtain between that proposition and certain other
propositions. Furthermore, if our concern is with revishg our own beliefk.
then we must be able to recognize that we stand in a certain sort of relation
to the proposition in question. We must recognize, for example, that we are

epistemically committed to accepting a given proposition and that we can

M e r certain other propositions on the basis of it.
It is not s&cient for our purposes that the agent simply believe the
proposition in question. There must also be suEcient cognitive grasp of the
proposition that it might play a role in reasoning. Furthemore, since
commitment sets may contain sentences which an epistemic agent is not
presently disposed to assent to," we should require that a sentence be
admitted to a commitment set only if it can be grasped by the agent in such

a way.
With such concerns in rnind, we might suggest as a fkst approximation
for our principle for determinhg the membership of an agent's commitment
set, the following:
ï is a commitment set for an epistemic agent x ia [VS SE^ only if (1) S is

a sentence, (2) x canZ3 understand S, (3) x can recognize the proposition

expressed by S, (4) x can recognize that there is a unique proposition
expressed by S and she is epistemically committed to accepting it, and (5)
x is epistemically committed to accepting the proposition expressed by
s.124

12

The agent, for example, may be episternically committed to accepting

some logical consequence of sentences which she accepts which she has not.

as yet, zecognized as such a logical consequence.
23

TOSay that an agent c m understand S is to say that it is practically

possible for the agent to understand S. 1 use this sense of " c d throughout
the formulation of this principle.
*4

Admittedly, the notion of epistemic cornmitment requires explication.
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So, for example, 'Sam is on the mat' is a member of AM'S commitment set
only if-

can understand the sentence in question, recognize the

proposition expressed by it, recognize that a unique proposition is expressed
by S and she is epistemicaIly committed to accepting it, and she is in fact

epistemically committed to accepting that proposition.
The &st thing to note about this principle is that an agent need not in
fact have the required cognitive grasp of a certain sentence in order for to it
be a member of her commitment set. To be a candidate for membership in

such a set, we require only that she can understand the sentence, recognize

which proposition is expressed by it, and recognize that there is a unique
proposition expressed by it which she is epistemically committed to
accepting. Accordingly, a given sentence may be included in an individual's
commitment set even if that person has never entertained that sentence. Al1
that is required is that she be able to reason on the basis of the proposition
expressed by that sentence.
M a t matters for our account is not so much whether an agent actually
has the right sort of cognitive grasp of members of her cornmitment set.

Rather, what matters is that it is practically possible for her to have the
right S

O

of~ cognitive grasp of those members. Our concern is with what an

epistemic agent is epistemically committed to believing, not simply with

That task, however, w i l l be dealt with in subsequent chapters. One might
also note that one consequence of adopting this version of the panciple is
that translations of sentences which an agent accepts can only be members

of a commitment set if the agent can understand those sentences.
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what she in fact believes, except inasmuch as what she in fact believes has
a bearing on her epistemic commitments.
That said, our present formulation will not do. In order for an epistemic
agent to reason on the basis of some commitment set, it is not sufEcient to
daim that it contain ody sentences which that agent can cognitively grasp.

Suppose, for example, that some set contains an W t e number of
sentences, each of which expresses a different proposition. So, for example,
we may consider the set comprised of a l l logical consequences of some
sentence which can be obtained by using the d e of addition? Such a set is
rnuch too large for a normal human epistemic agent to reason from.
Admittedly she might reason on the basis of some proper subset of that set.
She cannot, however, cognitively grasp the set as a whole and thus reason
on the basis of it?
This suggests that it is not enough to require that candidates for
membership in an agent's commitment set be cognitively accessible to that
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If,as Richard argues (Richard, Propositional Attitudes, 9-16.)

propositions cannot be unstructured entities, each of these logical
consequences may express a different proposition.
26

Cf. Laurence BonJour, he Structure of Empirical h w k d g e

(Cambridge, MA: Harvard University Press, 1985). One problem with

BonJour's coherentist account of knowledge is that it requires epistemic
agents to cognitively grasp their overall system of beliefk in a rnanner which

is not practicdy possible for a human epistemic agent. I retum to this point
in my discussion of BonJou in chapter 3.
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agent. W e must also require that the commitment set itself be cognitively
manageable. We need to restrict our attention to those sets of sentences

which cm a c t u d y be employed in a given belief revision task. Accordingly,
we should revise our principle as follows:

r is a commitment set for an epistemic agent x iff (i)W S SE^ only if (1) S
is a sentence, (2) x can understand S, (3) x can recognize the proposition
expressed by S, (4) x can recognize that there is a unique proposition
expressed by S and she is epistemically committed to accepting it, and (5)
x is epistemically committed to accepting the proposition expressed by SI,

and (ii) r is cognitively manageable.
Given that we wish to restrict the size of commitment sets so that they
will be cognitively manageable, we might also suggest that when two

sentences are recognized by an agent to express some same proposition,
only one be admitted to her commitment set. In revising one's beliefs. one is

to acquire a cognitive grasp of certain propositions and relations between
those propositions. So long as each of these propositions is recognized by the
agent to be expressed by some sentence in that agent's belief set, then our
model should serve our purposes. It is not necessary, in order to model
epistemically praiseworthy changes in that agent's epistemic states. that
each proposition involved be expressed by more than one sentence in that
conimitment set when the agent is aware of that fact. Thus we have one

means of limiting the size of commitment sets.
Even so. we need not revise our principle to accommodate concerns such

as these. S o long as the principle allows a l l and only epistemic coromitments
to be adrnitted to an agent's commitment set, we have achieved the desired
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result and can leave it as it stands. For present purposes it is d c i e n t to
note that a commitment set is a set of sentences whose membership is
determined by the cognitive capabilities of the agent in question. The set
must be small enough to be cognitively manageable by that agent. and the
members of that set must bear certain relations to that agent and her

beliefs. That said, there are still several tasks before us.
First, we only have a means of determining which sets of sentences may
count as commitment sets. Since there are many sets of sentences which fit
the bill, we need an account of which of these sets is to be appealed to in
any given belief revision task. This will be discussed a t length in chapters 3

and 4,
We also require an account of the notion of epistemic commitment
employed in our account. 1turn to this task in chapter 2.

Third, we need to dismss in greater detail whether an agent is
epistemically committed to accepting a l l sentences which she can recognize
as expressing propositions which she in fact believes. This will be discussed
in the context of the discussion of epistemic commitment in chapter 2.

Finally, we need to address various versions of the daim that a
commitment set can contain any logicd consequence of sentences which are
members of an agent's commitment set. It is to this task that 1 now turn.
1.6 Cornmitment Sets and m i r Closure Under Logical Conseqwnce

We now have, at least in prhciple, a means of representing epistemic
states and changes in epistemic states. Our representatives for epistemic

states are simply cornmitment sets, and changes in epistemic states are
modelled in terms of the replacement of one corornitment set by another.
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One thing to note is that since these sets must be cognitively manageable,
they cannot be closed under logical consequence.
One might argue, however, that any logical consequence of any one of

an agent's belief sets can be a member of one of her cornmitment sets.

Gardedors, for example, proposes the following rationality critena for sets
of sentences which are to model an agent's epistemic state:
(2.1) The set of accepted sentences should be consistent.
(2.2) Logical consequences of what is accepted should also be accepted."

This is not to Say that the logical closure of belief sets in fact represent
actud epistemic states. Such an assumption is recognized by Giirdenfors as
being quite implausible. Rather, he daims that a belief revision model
should be based on rational idealizations of epistemic states,m and that the
conditions he proposes are rationality criteria for such idealizations.
1will argue that a belief revision model should not be based on such

rational idealizations of epistemic agents. 1 dEer with Ghdenfors on t w o

points. First, we are not epistemically c o d t t e d to accepting each of the
logical consequences of sentences which are members of any one of our
belief sets. In fact, we are not even epistemically committed to accepting
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Peter Ghdenfors, h w l e d g e in Rwc.Modeling the Dynarnics of

Epktemic States (Cambridge, MA: MIT Press, 1988), 22. Cf. Isaac Levi,The
Enterprise of giLowledge An Essay on h w l e d g e , Credal Pro bability, and

Chance (Cambridge,
?8

MIT Press, 1980); and Stalnaker, Inquiry.

Gardedors, h w l e d g e in Flruc. 8-9.

each of the logical consequences of any one of o u cornmitment sets.= One

may be epistemically responsible even if there is a logical consequence of
members of one's belief sets or commitment sets which one would not
accept. Second, an agent may be epistemically responsible even if some of
that agent's belief sets or commitment sets are inconsistent. 1 begin with the
first point.
As noted above, Gârdenfors does recognize that human epistemic agents

cannot be aware of dlmembers of the logical closure of their belief sets:
one must distinguish the acceptance of a sentence fiom the awareness of
this acceptance. Because of limited calculation ability and memory

failme, humans are not aware of al1 the consequences of their beliefs."

Harman points out, for example, that any set of sentences which an
individual can be aware of accepting at a given moment is finite, whereas
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A sentence may be a logical consequence of a commitment set even

though it is not a iogical consequence of a b&ef set since not a l l members of
cornmitment sets are logical consequences of belief sets. A sentence in one's
commitment set may, for example, follow inductively fiom a belief set. But
more of this anon,
3O

Gihdenfors, Kmwledge in Flux, 23. The notion of acceptame which

Gardedors employs is broader than the notion 1 employ. For G&denfors, to
accept a proposition is to treat it as m e . Thus, to assume that a proposition

is true on his account îs to accept it. This difference, however, w i l l not prove
sigdicant in what follows since his notion includes the notion of acceptance
which I've been employing.
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the logical closure of any such set is idbite. Human cognitive architecture
simply does not d o w that we have an infinite number of mental

repre~entations.~~
Gbdenfors accommodates this point by claiming that even so, human
epistemic agents are epistemically cornmitted to accepting all logical
consequences of th& beliefk. He incorporates this point as follows:

Harman .. .makes a distinction between q l i c i t belief, which means
that one's belief involves an explicit mental representation whose content

is the content of the belief, and implicit belief, which is a belief that is
derivable fiom explicit beliefs. Because epistemic states are conceived of
as rational equilibrium states, the beliefk that are accepted in those
states include all implicit beliefs.32
Epistemic states are thus modelled on the basis of impliat beliefk, and these
sets ofimplicit belieEs represent the sets of an agent's epistemic
commitments. Thus, an epistemic agent is epistemically committed to
accepting each of the logical consequences of sentences which represent
propositions which she in fact accepts.

It is important to note at this juncture that what 1 have been calling a
cornmitment set is sigdîcantly Merent fkom the notion which Gardedors
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Gilbert Harman, Change In &w: Principles of Reasoning

(Cambridge,MA: MIT Press, 1986), 14.
32

Gadenfors, Rnowledge in Rux, 23. Harman actually claims that

împlicit beliefk are those which are easily inferable fkom explicit beliefs.

(Harman, Change In -w,

13.) I r e m to this point below.

is developing, i.e., what I have been calling the logical closure of a belief

set.33 Commitment sets can contain sentences which are not logical
consequences of belief sets. A sentence may be a member of a commitment
set, for example, if sentences which one accepts, or is committed to
accepting, provide one with inductive grounds for accepting it.34
Furthemore, as 1 argued above, commitment sets cannot contain all logical
consequences of sentences which one accepts. In order to play the role in
inference which 1have been advocating, they must be cognitively
manageable.
Fkally, as 1am in the process of arguing, we should not require that

each of the logical consequences of a commitment set c m in fact be a
member of a cornmitment set since there are some logical consequences of
commitment sets which it would not be practically possible for an epistemic
agent to either recognize as being logical consequences of her commitment
sets, or in fact recognize and believe.
Consider Gardedors' daim that even if we accept that a given agent
may not in fact accept certain sentences which are logical consequences of

sentences which she accepts, the agent is nevertheless committed to
accepting the sentences in question. In fact, we often c l a h that a rational

epistemic agent must accept the logical consequences of their beliefk. As

Giirdenfors calls these entities 'belief sets.' (Giirdedors, Rnowledge in

Rrw, 22.) Since 1 am usiag that expression for a dîfYexent sort of entity, I
wiU not use his term for these sets,
34

1 re-

to this point in chapters 3 and 4.
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John Woods notes:

It must be added, . . .that it is far fiom odd, silly or ridicdous to speak of
commitments of a person of which he may be unaware. Cornmitment is

idkîtistic and is indeed closed under consequence.m
Gkdenfors and I agree that an epistemic agent need not in fact be

aware of those things which she is epistemically committed to accepting. We
also agree in thinking that there are times when an epistemic agent is
epistemically committed to accepting logical consequences of sentences

which she accepts. We Wer, however, in our assessrnent of the significance
of the c l a h that i t must be practically possible for an epistemic agent to be
aware of her epistemic commitments?6 Giirdenfors, in fact, does not
consider this point. It is not clear, however, whether there is any interesthg

sense in which an epistemic agent can be said to be epistemicdy committed
t o accepting a sentence when it is not practically possible for her to

recognize that the sentence in question is a logical consequence of sentences

which she is aware that she accepts.
Cherniak, for example, notes that we can be epistemically responsible

for accepting at most those sentences which we are cognitively capable of
recognizing t o be logical consequences of sentences which we accept.

John Woods, The Relevance of Relevance Logic," in Directions in

Releuant Logic, ed. Jean Norman and Richard Sylvan (Dordrecht:Eùuwer
Academic Publishers, 1989),80.
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She must also be able to recognize that they are her epistemic

commit;ments.

Furthemore, since there are logical consequences which we are incapable
of recogniPng to be such, we are not being epistemically irresponsible if we
do not accept these logical consequences. In Cherniak's words:

It is impossible for a person to infer and believe every one of the
consequences of one belief, because there are too rnany, however they
may be individuated. This set of consequences includes the i n h i t e set of
all valid sentences expressible in the agent's language. In addition, most

of these consequences are such that it is impossible to believe a single one
of them; that is because each is so complex that it could not be read in a
lifetime, much less understood."
Since such a task is unreasonable to expect of any person, we have it
that an individual should not be committed to accepting each of the logical
consequences of sentences which they accept. Rather they should be
committed to accepting at most those logical consequences which they are
capable of recognizing as such.

It should be noted that Cherniak is claiming that certain sentences are
too complex to be read in a human lifetime. Although the sentences in
question may also be too long to read, the point is one about complexity. We

can speak of beliefk whose representation is too long to be an object of belief,
say the conjunction each of whose one hundred conjuncts is the sentence
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Christopher Cherniak. Minimal Rationality (Cambridge, Mk- MIT

Press, 1986), 13. Goldman makes a similar point in Alvin 1. Goldman,

Epistemology and Cognition (Cambridge, MA: Harvard University Press,
1986). 281,
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'the cat is on the mat.' There are other expressions, however, that cannot be
compressed in such a way,r and it is these expressions which we should
assume that Cherniak has in mindin the above passage.

We might illustrate this point in the fdlowing way. Suppose, for
example, that the solution to the four colour problem is a logical
consequence of sentences which are already accepted by some
mathematician. Suppose further that the solution is far too long and
complex t o ever be cognitively grasped by a human epistemic agent.

Admittedly the solution may be a logical consequence of sentences which
she accepts. We do not want to Say, however, that there is any interesting
sense in which she is epistemically committed to accepting that conclusion.
At the very least, a normal epistemic agent must be cognitively capable of
recognizing that a given sentence is a logîcal consequence of sentences
which she accepts before we can Say that she is epistemically committed to
accepting it.39
Thus, an epistemic agent is not epistemically committed to accepting all

Cf. John D.Barrow, Pi in the Sky: Counting, hinking, and Being
(Odord: Clarendon Press, 1992), 159-165. Barrow distinguishes between
those mathematical sequences which are compressible, e.g., cl,2, 3, .. .>,

and those which are not, e.g., the decimal expansîon of x.
39

Anmittedly she may be epistemically committed to accepting a

computer-generated solution to the problem. In this case, however, there are
other epistemic commitments which come into play, e.g., d a i m s about the

reliabilit4f of the cornputer and its algorithms.
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sentences which are derivable from sentences which she is aware that she
accepts. In other words, she need not be commined to a l l of what
Gardedors calls her implicit beliefs. One may wish to argue, however, that

she is epistemically committed to accepting a l l sentences which are easily
inferable fkom sentences which she is aware that she accepts. In fact, it is

these sentences which Harman calls implicit beliefs:
something is believed only implicitly ifit is not explicitly believed but, for
example, is easily inferable from one's explicit beliefs. O

Accordingly, one might argue that even though we have hnited
information storage capacity and are lMited in what we might infer fiom
propositions which we believe, any sentence which is easily inferable from
sentences which we are aware that we accept c m be a member of an agent's
commitment set. Thus,even though we may not have a mental
representation correspondhg to some logical consequence of sentences
which we accept, so long as o u cognitive capacities me such that we can

readily produce one if the need arises, that iogical consequence can be a
member of a given cornmitment set. Thus, we might daim that the set of
candidates for cornmitment sets is closed under what we might c d ,
following Haman's lead, immediate consequence.~l

Harman, Change In Vkw, 13.
Harman, Change In View, 18.Actually, Harman speaks in terms of a
basic disposition to recognîze that one proposition implies another. If one is
disposed to recognize thatp implies q, thenp immediutely implies q. I wül
continue to speak of sentences and the relation of logical consequence
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1.7 Closure Under Immediate Conseqwnce and Clutter Avoidance

If we take proper account of an agent's cognitive capabilities, it appears
that in place of Ghdenfors' second rationality criterion, we should use the
f0Uowing:
(2.2*) lnzmediate logical consequences of what is accepted should also be

accepted.
Thus, so long as a given epistemic agent is cognitively capable of

recognizing that a given sentence is a logical consequence of sentences
which she accepts, she is epistemically committed to accepting it.

That said, there are several objections which one might bring to bear on

such an account. First, one might object that it should not be a requirement
of epistemic responsibility that one accept d immediate logical
consequences of one's commitment sets since many of these logical
consequences are trivial. This objection, 1wiU argue,is illusory. After this
discussion, 1turn to a more serious objection to such an account proposed by
Nathan Salmon.

How then might one defend the claim that one is not epistemically
committed to accepting a l l immediate lopical consequences of one's belief set
since many of these sentences will be trivial? A promising option would be
to defend something such as Harman's Clutter Avoidance principle: "One

should not clutter one's mind with trividities."~

If this is correct, then we can conclude that it is not reasonable to devote

although 1 will curb M e r insights fiom Harman.
a Harman.

Change In View, 15.
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one's time to cluttering up one's commitment sets with d consequences of
what one believes, since many of these consequences are trivial. An agent is

not to be faulted, for example, ifsome trivial disjunction which can be
formed fiom members of her commitment set is not included in some
commitment set. Human epistemic agents have limited information storage
capacity, and limited calculation abdi@, and these cognitive resources are

best spent more wisely.
Note, however, that H m a n does not daim that one is warranted in
refushg to accept some recognized consequence of sentences which one
accepts? Suppose, for example, that someone accepts:
(1) 'Grass is green and snow is white',

yet refuses to accept:
(2) 'Snow is white',

even though she recognizes that (2) is a logical consequence of (1).

The epistemic agent in question cannot cite the clutter avoidance
prhciple, at least as Harman intends it to be understood, in support of the

decision to not add (2) to one of her commitment sets. Haman's Clutter
Avoidance principle is a metaprinciple about principles of belief revision.44
Raman's point is that it is not reasonable to adopt a principle of belief
revison which would require us to devote undue cognitive resources to

determining or accepting trivial logicd consequences of sentences which we

One is also not entitied to deny some known logical consequence of
one's beliefs.

" Harman, Change In mw,

15.
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accept. Cognitive resources such as memory capacity are finite, and it takes
t h e to employ one's cognitive resources in revising one's beliefs.
Accordïngly, since we have limits on our cognitive resources, it is reasonable
to devote them to important cognitive tasks rather than to trivial ones.
Note, however, that it does not follow fiom the c l a h that we should not
adopt a belief revision prinaple which advocates that we devote undue
cognitive resources to determinhg and accepting trivial logical
consequences of sentences which we accept, that an epistemic agent is
entitled to not add some sentence which is recognized to be a trivial logical
consequence of sentences in one of her commitment sets to one of her
commitment sets. We need the added conditions that every commitment set
which would result by so doing would not be cognitively manageable, and
that undue cognitive resources would be required for the addition of this
one sentence to a commitment set.

The motivation for the Clutter Avoidance prhciple is not violated by
adding trivial consequences t o one's commitment set. An epistemic agent
c a n never corne to know a22 consequences of sentences which she accepts, so

it's not clear that she will ever overburden her memory resources. It will

also not necessarily take up an inordinate amount of time to recognize a low
finite number of logical consequences of sentences which she accepts. So
long as the individual recognition tasks are cognitively manageable by a
given epistemic agent, we cannot object to the acceptance of trivial
consequences of commitment sets on the basis of the cognitive limitations of
epistemic agents.
Epistemic agents are epistemicdy committed to accepting tPvial logical

consequences of th& commitment sets, even if we see no motivation for
them to go about determinhg what these logical consequences are. Our
interests might be such that we do not need to consider such logical
consequences. In fact, our cognitive resources might be better set to other
tasks. It does not foIlow fkom this, however, that we are not epistemicdly

committed to accepting such consequences, only that it is not incumbent
upon us to devote undue cognitive resources to recogninng that we are
epistemically committed to accepting them.
Admittedly, nothing has been said about whether an epistemically
responsible agent should recognize that certain sentences are consequences
of sentences which she accepts. We might require, for example, that she be
held responsible for certain consequences of her commitment sets which we
take to be fairly obvious and important for a given belief revision task in a
given situation. This, however, is a point about which consequences of her
commitment sets an epistemically resp onsible agent should recognize, not
about what she is epistemically committed to accepting. She may be
epistemically committed to accepting certain sentences, even if she does not
in fact accept them. Furthemore, she may be epistemically responsible
even ifshe does not endeavor to accept them.
Thus, we may conclude that the proposed objection to the daim that we
are epistemically committed to accepting a l l Mmediate logical consequences
of sentences which we accept is illusory. There is,however,a more serious
objection which must be considered. In particular, we need to consider how

Salmon's discussion in "Illogical Belieî' bears on the points which I've
mentioned. Second, we need to deal with one consequence of the proposal
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which I've put forth, viz., that some of an agent's cornmitment sets may be
inconsistent.46 These taaks will occupy us for the remainder of this chapter.
1.8 Salmon and the Belief Closure Principle

In "Illogical Belief," Nathan Salmon argues that we should reject what
he calls the belief closure principle:
Suppose x is a normal, M y rational agent who consciously and

rationally belîeves a certain proposition p. Suppose also that x is
consciously interested in the further question of whether q is also the
case, where q is another proposition. Suppose further that q is in fact a

trivial deductive consequence ofp. Suppose h a l l y that x fully realizes
that q is a deductive consequence of p and is fully able t o deduce q from
p -46

Under these circumstances, if x consciously considers the question of
whether q is the case and has adequate time for reflection on the matter,
x will in fact corne t o believe q in addition top on the basis of his or her

belid of p (and its deductive relationship to q), unless x instead withholds
belief from q (either by disbelieving or by suspendingjudgement)for

independent reasons, and accordingly rehquishes his or her belief of p.fl
Although our concern is with relations between sentences rather than with
propositions, Salmon's discussion is nevertheless useful for our purposes.

In fact, they likely will be.

* Nathan Salmon, 'Wlogical Belief," Philosophicul Perspectivesr
Philosophy of Mind and Action %O
Salmon. "Illogical Belief." 244.

y 3 (1989): 243.

Recalling the account of belief which he develops in Frege's
Salmon begins by noting that we c a n fail to recognize that some same
proposition is expressed by two sentences. The proposition in question may
be presented to the individual in two different fashions, and the individual
fails to recognize that the same proposition is being presented to her in each
case. Thus, for example, Lois Lane may fail to recognize that the same
proposition i s expressed by 'Superman can fly' and 'ClarkKent can fly,' and
sincerely assent to the former while sincerely denying the latter.
Salmon extends these observations to circumstances in which one is
attempting to determine the grounds for accepting some trivial consequence
of a proposition which one believes. He notes that, wherep and q are
propositions, one may believe p, and believe that q is a trivial deductive
consequence of p, and yet (reasonably) fail to corne to believe q.
To illustrate this point, consider the following example.'g Suppose that
Lois Lane believes that
1)'Superman' names Superman and 'ClarkKent' names Clark Kent.

This assumption seems quite plausible given what is known about her fkom

the standard Superman stories. Since Superman=Clark Kent, we have it
that Lois Lane believes that
2) 'Superman' names Superman and 'ClarkKent' names Superman.
Admittedly she would not assent to the sentence
2*) "Superman' names Superman and 'Clark Kent' names Superman.'

a Nathan Salmon,Frege's A u z l e

(Cambridge, MA: MIT Press, 1986).

a The original incarnation of this example is due to Ali K&zmï.

Nevertheless, she believes the proposition expressed by 2*), Le., 2).
We may M e r suppose that Lois Lane recognizes that
3) 3x('Supeman' names x and 'Clark Kent' names x)

is a trivial deductive consequence of 2). There is nothing about the

Superman story which would lead us to question her logical acumen, and
she may well recognize that if the proposition expressed by 2 3 is m e , then
3) will be tnie. It does not follow fkom this, however, that Lois Lane believes
3)

We thus have a case in which Lois Lane believes l), and since 1) and 2)

are the same proposition, believes 2). Furthemore, she recognizes that 3) is
a trivial deductive consequence of 2). Nevertheless, she does not believe 3).
It also appears that Lois is not justified in believing 3). How might we
explain these intuitions?
We can begin by noting that Lois does not realize that 2*) and
1*) 'Superman' names Superman and 'Clark Kent' names Clark Kent'

express the same proposition, since she does not realize that 'SupermanJ
and 'Clark Kent' are names of the same individual. In order to be justi6ed
in accepting 3) on the basis of 1), she must in fact recognize that there is a

unique proposition expressed by Z*), she believes it, and 3) is a trivial
deductive consequence ofit. In oider to do this, she would have to recognize
that 'Superman' and 'Clark Kent' name the same individual.

How then do these considerations bear on our account of cornmitment
sets? We can begin by noting that they provide us with a means for
supporting the daim that the fact that we are epistemically committed t o
accepting the proposition expressed by a sentence does not provide u s with
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suflicient grounds for adding that sentence to one of o u commitment sets.
Since Lois believes 1), we have some grounds for claiming that she is
epistemically committed to accepting it. We should not, however, add 2*) to
one of her commitment sets since she does not recognize that there is a
unique proposition expressed by 2*), and she believes it.w We may,
however, add i*)to one of her commitment sets.
These considerations also enable us to develop the notion of epistemic
commitment to a proposition. Epistemic cornmitment to the proposition
expressed by a sentence is a necessary, though not sufncient, condition for
the rnembership of that sentence in one of an agent's commitment sets. It is
not sufncient since an epistemic agent may fail to recognize the proposition
expressed by a sentence as one which she believes. If she does f a -to
recognize that the sentence expresses a proposition which she believes, then
it's not clear what role it might play in the revision of her beliefs.
Accordingly. 1 suggest that in order to be epistemically committed to
accepting a proposition which one believes, one rnust be able to recognize it

as a proposition which one believes. We may then extend this notion to deal
with propositions which one does not actually believe as follows:
Suppose that SIis a sentence which expresses proposition p, and SZis a
sentence which expresses proposition q. Suppose further that an
epistemic agent can recognize that p and q are expressed by the
respective sentences. Ifshe can also recognize that Si expresses a

Recall that we are to incorporate sentences into a commitment set
only if they can play a role in epistemically praiseworthy belief revision.
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proposition which she accepts, and that Si provides her w i t h grounds for
inferring SZ,
then she is epistemicdy committed to accepting qP1

So, e.g, if there are two sentences, Si and S2, such that SIexpresses 1) and
Sz expresses 3), and Lois recognizes that these propositions are expressed,
respectively, by the two sentences, then if lois recognizes that she believes
the proposition expressed by Si,and that S2 is a trivial deductive

consequence of Si, then she is epistemically committed to accepting 3). In
the case in question, there is no sentence such that Lois recognizes that she

believes the proposition expressed by it and that S2 is a trivial deductive
consequence of it. So, she is not epistemically committed to acceptuig 3).

Since we also wish to deal with inferences on the basis of propositions
which we are epistemically committed to accepting, even though we do not

in fact believe them, we might add the following clause:
Suppose that SLis a sentence which expresses proposition p, and S2 iS a
sentence which expresses proposition q. Suppose further that an
epistemic agent can recognize that p and q are expressed by the
respective sentences. Ifshe cari also recognize that S
i expresses a
proposition which she is epistemically committed to accepting, and that

Si provides her with grounds for inferring SZ,then she is epistemically

"Inorder to have grounds for iiaferring q, in the sense that rm
interested in, it must be legitimate for the agent to infer q, on the basis ofp,
in the situation in question. So, for example, in order forp to provide her

with grounds for inferring q, she must have no independent reason to
question q.

committed to accepting q.62

One virtue of this account is that it does not irnply that we are
epistemically committed t o accepting a proposition simply because we can
recognize that we believe it.53 The proposition must bear some inferencesupporting relation to other propositions which we either recognize that we

believe, or recognize that we are epistemically committed to believing. That
this is a virhie can be seen by considering the foUowing.
Suppose that Aüce acquires a particular belief. Time passes, and she
revises her beliefs such that she no longer believes any propositions which
support the proposition which she initially believed. Furthemore, she now
believes some propositions which would give her reason to think that
proposition to be false. She does not, however, notice this.
Such situations are relatively common. Furthemore, it would seem
inappropriate, at the very least, to claim that she is epistemically committed
to accepting the proposition which,as it happens, she still believes. Rather,
we want to daim that she is epistemically committed, at least, to

withholding acceptance hom that proposition. She is not justified in
accepting it simply because she actually accepts it. More is needed.
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We thus end up with a recursive definition of epistemic cornmitment

to a proposition.
Even though a proposition is a trivial deductive consequence of itself,
it does not provide us with epistemic grounds for accepting it. 1 wish to

exclude question-begging inf'erences.

I suggest that some sort of inference-supporting relation54 needs to
obtain between a proposition and other propositions which one accepts, or is
epistemically committed to accepting, before one can be epistemically
committed to accepting it. Accordingly 1do not include a clause to the efTect

that we are epistemically conimitted to accepting any proposition which we
can recognize that we accept.

Recall, however, that our primary concern is with developing an account
of commitment sets. Accordingly, we need to accommodate these intuitions
into our account of commitment sets. In so doing,we should keep in mind
that although we will be discussing epistemic commitment in t e m s of
relations between sentences, an account of epistemic commitment to
propositions will underlie and pazaUel that account.

This result is in part due to the decision t o include a clause to the effect
that an agent is epistemically committed to accepting a sentence only if she
is epistemically committed to accepting the proposition expressed by it. We
now need to incorporate the notion of an inference-supporthg relation into
our account. In so doing, we should keep in mind that an appropriate
inference-supporting relation will obtain between two sentences only if the
proposition expressed by one of the sentences provides one with grounds for
accepting the proposition expressed by the other? So, for example, in

Recall that the relation must be non-question-begging. Only then c m

a proposition provide one with a reason for accepting a proposition.
56 AS

wiu be seen in subsequent chapters, we also want it to be the case

that an agent is justified in accepting a sentence only if she is j&ed

in
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determining whether an appropriate inference-supporting relation obtains
between two sentences, we might begin by determining whether the
proposition expressed by one of the sentences is likely to be tnie if the
proposition expressed by the other is m e . Thus, an account of epistemic
commitment to propositions thus loosdy parallels our account of epistemic
commitment to sentences. It is in this sense implicit in our discussion.
Accordingly, so long as we remember that our assessments of whether

we are episternically committed to accepting a given sentence wiU loosely
paralle1 assessments of whether we are epistemically committed t o
accepting the proposition expressed by it,s we can leave the account of
epistemic commitment to propositions implicit. The following
characterization of commitment sets should thus be sdEcient for our
purposes:

r is a commitment set for an epistemic agent x ifT (i) [vS SEr only if (1) S
is a sentence, (2) x can understand S, (3) x can recognize the proposition
expressed by S, (4) x can recognize that there is a unique proposition
expressed by S and she is epistemically committed to accepting it, and (5)
x is epistemically committed to accepting the proposition expressed by

accepting the proposition expressed by it. The assessment of the
entrenchment of a sentence in one's conception of the wodd will also involve
assessment of the role which the proposition expressed by that sentence
might play in one's w i t h respect to the propositions which one is
epistemically committed to accepting.
56

In some cases they will involve such assessments.
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r is cognitively manageable, and (3)
each member of r bears an
inference-supporting relation57 to some other rnember of r and x can
S.], (ii)

recognize that this relation holds.
Admittedly we require some account of what sort of uiferencesupporting relations would support the addition of S to T.We do, however,
have some reason for focusing on relations which support inferences. Given
real world constraints on time and memory and the various epistemic tasks
we are engaged in we have to be car&

about which sentences we bother to

try to incorporate into our commitment sets. Though it may cause us no

harm to add, one at a time, every sentence which is consistent with the
rnembers of a given commitment set, this would not count as a praiseworthy
epistemic goal. Rather, we prder commitrnent sets where the sentences
involved bear certain other sorts of relations to one another.
Before we consider the sorts of relations which might contribute towards
the achievement of our epistemic goals, there is one other issue which must
be addresseci. Recall that one of the rationality criteria which Giirdenfors
proposed for a belief revision mode1 was that any set of sentences used to
rnodel epistemic states be consistent. In OUF current fiamework, this
amounts to the daim that each of an agent's cornmitment sets must be
consistent,

It is fairly clear f b m the sketch of an account which I have provided
that this is not the case for my modeL It is very likdy that there w i l l be at

57

1 consider the notion of an inference-supporting relation in more

detail in chapters 3 and 4.
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least one set of sentences which we can constnict by means of our principle
that will be inconsistent.w Furthemore, 1 take it to be a fact about the
cognitive makeup of normal human epistemic agents that some of the sets
of sentences which we are epistemically committed to accepting are in fact
inconsistent.
How then might we accommodate the intuition that inconsistency in
one's commitment sets is to be avoided, given that it is likely that many of

an agent's commitment sets are inconsistent?
1.9 Cornmitment Sets and Consistency

The first thing to note is that it is practically impossible for us to ensure
that any given sentence is consistent with every one of our commitment
sets. We simply do not have the cognitive resources or time for such a task.

Such a problem is computationally intractable for any human epistemic
agent.59 This proves significant since it suggests that an agent can be
epistemically responsible even though she accepts a sentence which is
inconsistent with one of her commitment sets. The simple fact that such an
inconsistency exists does not provide us with d c i e n t reason for claiming
that she is epistemically irresponsible since it is practically impossible for
her to ensure that all her cornmitment sets are consistent.
Suppose, on the other hand, that an epistemic agent is aware that one

of her commitment sets is inconsistent. In this situation, it would no longer
-

a In fact, there will likely be quite a few.
69

In fact, for any commitment set of a reasonable size, the problem

would be computationally intractable for any existing cornputer.
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be epistemically responsible for her to leave matters as they stand. Once she
becornes aware that a set of sentences which she is epistemically committed
to accepting is inconsistent, it is incumbent upon her as an epistemically
responsible agent to remedy the situation.
To summarize then, I take it as a brute fact that some of an agent's
commitment sets will be inconsistent. There may also be inconsistent sets of
epistemic commitments which are too large to be cognitively manageable.
Given the cognitive limitations of human epistemic agents and time
constraints, it is also fair to assume that an agent can be epistemically
responsible even though such inconsistencies exist. Furthemore, it is not
always incumbent upon the agent to remedy the situation.
There are situations, however, when an agent is not being epistemically
responsible if she does not attempt to remedy inconsistencies between her
commitment sets. We have one such case in any situation in which an agent
notes that one of her commitment sets is inconsistent.

If an epistemic agent notes that she is committed to accepting sentences
which are inconsistent with one another, then it is incumbent upon her to

remedy the situation. She can only be held epistemically responsible,
however, if she can note the inconsistency. This suggests that cognitive
manageab*

should once again play a role in our account. Since a

commitment set is,by definition, a cognitively manageable set of sentences

which expresses an agent's epistemic commitments, we might incorporate
this intuition about epistemic responsibility by claiming that an epistemic
agent can be responsible at most for dealing with inconsistent comniitment
sets which it is incumbent upon her to take note of.

Thus we can capture our intuitions about consistency and cognitive
manageability roughly as follows. The membership of cornmitment sets is a
h c t i o n of an agent's cognitive capabilities. It must be practically possible
for an agent to recognize that certain relations obtain between members of

the set, and she must be able to cognitively grasp the set as a whole. Kit is
not practicdy possible that these conditions be met in a given situation,
then an epistemic agent is not epistemically responsible for noting that
inconsistency. So, for example, if the inconsistent set of sentences is too
large to be cognitively manageable, or ifit is not practically possible (or
feasible) for her to recognize that she is epistemically committed to
accepting each of the members of the set, then it is not epistemically
irresponsible of her to have not noted the inconsistency.
Ure should also note that even if an agent has an inconsistent
commitment set, it is not always a requirement of epistemic responsibility
that she remedy the situation. She might be unaware of the inconsistency,
and her legitimate epistemic goals may be better served by investing her

limited cognitive resources in other epistemic pursuits.
Nevertheless, we often want to say that even though an agent does not
note an inconsistency between sentences which she is c o d t t e d to
accepting, as an epistemicaUy responsible agent, she should. Before she can
be obliged to do so, however, certain conditions must be met. First, a normal

epistemic agent in the situation in question must be cognitively capable of
recogniPng the inconsstency in question.
Second, we need to consider whether it is in the agent's best epistemic
interests to commit cognitive resources to the task in question. If 1 a m
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engaged in a particular epistemic task, and that task is an acceptable one to
be engaged in. then it may be cognitivdy more efEcient to devote my
cognitive resources to that task than to ferreting out the inconsistency in
question. It should not be incumbent upon me as an epistemically
responsible agent to ensure that commitment sets which are not relevant for

that task are inconsistent. In the situation in question, 1would have to use
time and cognitive resources that would be better spent on another task.

This suggests that epistemic responsibility is a b c t i o n not only of
situational constraints and an agent's cognitive resources. We must also
consider the agent's epistemic goals and their legitimacy. Since cognitive
resources and the information which is available are lùnited in any given
situation,we must decide between various possible epistemic goals, and
various ways of trying to attain these goals. An epistemically responsible

agent would thus be one who works towards legitimate epistemic goals and
uses an appropriate means of attempting to achieve these goals.
To summarize then, 1 claimed that given situational constraints and the
cognitive limitations of human epistemic agents, they can be epistemicdy
responsible at most for revising their beliefk in light of inconsistencies
which they can recognize, Le., with revising inconsistent commitment sets.

Furthemore, they are only epistemically responsible for dealing with
inconsistencies which it is incumbent upon them to recognize. In order to
identifg this latter dass of inconsistencies, and hence determine whether a
given agent is being epistemicdy responsible, we need to consider various

factors.
We need to determine whether it would best serve her epistemic goals to

devote the cognitive resources to recognizing the inconsistency. We also

need to determine whether the epistemic goals she is striving for are
legitimate epistemic goals.

This, as will be seen, provides us with the core for the remainder of this
thesis. In particula., my concern is with providing an account of
episternically responsible behaviour in actual beIief revision tasks.
Epistemic responsibility, as will be seen in the following chapter, is a
function of such things as the situation in which an epistemic agent fin&

herself, her available cognitive resources, and her legitimate epistemic
go&. It is also a function of those relations which that agent should, on the
basis of such concens, note between the sentences in any given
commitment set and the sentence under examination by her.

An epistemic agent may be epistemically responsible, however, and still
not be sufficiently justiiied in maintaining her epistemic commitments, or
revising them in some fashion. Accordingly, we &O need an account of

what is needed. over and above what is required for epistemic
responsibiliw, before we can daim that an epistemic agent is sufficiently

justined in accepting a particda sentence. 1 turn to these tasks in the
following chapter.

2. Justification and Epistemic Value
2.1 Introduction

In chapter 1, we determined that commitment sets will serve as proxies
for epistemic states in our model of belief revision. An agent's commitment
sets, in short, are relatively smdl sets of sentences which represent some of
that agent's epistemic commitments. This,however, only provides us with

the base for our model.
When an individual revises her beliefs, her epistemic state changes.

This would be reflected in o u model by the replacement of a commitment
set which stood as a proxy for her onguial epistemic state by a commitment
set which is to stand as a proxy for her final epistemic state. If our modd is
to prove an adequate model of responsible epistemic behaviow, it should

recommend that a commitment set r should replace a corornitment set A
only if the change in epistemic state which such a replacement is to reflect

is practically possible for the agent in question.

Our model should also be such that an agent should replace A by ï only
if she is justined in doing so. Since it requires cognitive effort and resources
to revise one's beliefs, we require some motivation or reason for doing $0.
Moreover, as Levi notes,* in revising one's beliefs, there is a chance that
one will introduce error into one's commitment sets, so the reasons for

revising must outweigh the chances of error. Hence, 1 suggest that one
should only revise one's beliefk when one isj u s s e d in doing so.

It will not be sufficient for our purposes, however, to simply say that an

Levi, Enterprise of h w l e d g e , 35.

epistemic agent is justified in replacing A by r if it is epistemically
permissible to do so. It is often epistemically permissible to revise ones
beliefis in quite a number of ways. Furthemore, because of the cognitive
limitations and situational constraints of human epistemic agents, we have
to choose among these options. A certain amount of effiuency is necessary
for daily belief revision tasks.

The choice among the options available to us should not be arbitrary. At
the very least, we should choose on the basis of legitimate epistemic goals.

So, for example, we may realize in a particular situation that a more careful
consideration of the evidence available would likely provide us with
stronger grounds for accepting a particular claim. Certainty, however, is not
the only legitimate epistemic goal to be concerned with in everyday belief

revision tasks. An individual's epistemic merits are not solely a function of
how f h d y grounded their beliefs are. If a particular matter is trivial and in
no way serves any of that agent's legitimate interests, then w e take it to be
unreasonable of her to devote undue time and attention to ensuring that the
belief in question is well-founded.
Actual belief revision occurs in a context. There are cognitive and

situational constraints which the epistemic agent must work within. In
order t o determine whether a particular instance of belief revision is
epistemicdy praiseworthy, these constraints must be taken into account.

Whether she is justified in accepting a particulas sentence,61I suggest,
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As 1 Will argue below, our concern must be with whether an agent is

justified in accepting a particular sentence in a particular situation. It
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depends on whether the acceptance of that sentence would best sewe her
legitimate epistemic goals in the situation in question.
Suppose, for example, that an agent decides to devote her time and
cognitive resources to attempting to accept all sentences which are not
recognized by her to be inconsistent with one of her commitment sets, Say T.
The first thing which she must contend with is the fact that it is not
practically possible for her to complete such a task. Furthemore,
situational constraints are such that t h e and cognitive effort spent on this
task is not spent on other belief revision tasks. The epistemic
praiseworthiness of her attempts at belief revision depends in part on
whether the course of action she is engaged in has more epistemic merit

than other tasks which she might be engaged in at the time. It depends on
whether it furthers her epistemic goals, and whether those epistemic goals

are legitimate.
Admittedly, we do not want to Say that it is not permissible for her to
add a sentence which is not recognized by her to be inconsistent with T. We
do, however, take it that she should be more discriminating about which
sentences she accepts. A human epistemic agent cannot succeed in
accepting all sentences which are not recognized by her to be inconsistent
with one of her cornmitment sets. It does not foUow that she should not
accept any of these sentences. Rather, she should be efficient in the use of
her cognitive resources and accept only those sentences whose acceptance

makes no sense to ask simply whether she is in fact justXed in accepting a
particular sentence. Jusfication, in a sense, is a h c t i o n of context.

would best fùrther her legitimate epistemic goals.

To summarize then, in revising her epistemic commitments, an
epistemic agent should consider how particular revisions might further her
epistemic goals. She needs to determine whether she is justified in
accepting new sentences on the basis of her current epistemic commitments.

This will depend in part on the extent to which her epistemic commitments
provide her with grounds for accepting the new sentences. It will depend on

whether she is justined in maintainhg her existing epistemic commitments.

It also depends on whether her epistemic goals are legitimate.
Given her cognitive limitations and situational constraints, it is not
suffiCient that it be epistemically permissible for an epistemic agent t o
accept the sentences in question. There are far too many sentences which it
is epistemically permissible for a given epistemic agent to accept. In order
for her epistemic behaviour to be praiseworthy, she must be more
discriminating. If her goals are epistemic, then she should accept those
sentences which she is more justified in accepting.
We thus need to determine which factors are relevant for determinhg
whether we are justified in accepting a particular sentence. That done, we
stiU need to narrow the field somewhat, since we may well be justified in
accepting far more sentences than we can endeavour to accept. There may
be many sentences which we are justined in accepting in a given situation
given o u epistemic commitments. Cognitive constraints and available
resources, however. M t which of them we can consider in that situation.
Accordingly, we need to narrow the field further by focussing on those of the
sentences which we are justiiied in accepting which best fuaher our
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legitimate epistemic goals, and are relevant to the particular belief revision
tasks in which we are engaged in a given situation. 1 begin with the account
of justification.
2.2 Epktemic Conservatism

In determinhg whether we are justSed in accepting a particular
sentence. we may be in one of three situations. First, the sentence might
express what some c a l l a properly basic belief', i.e., "it is either self-evident

or else appropriately about one's own Mmediate experience-spe-g
how one is appeared to, for example." Such sentences 1will simply assume
we are justined in accepting.

In so doing, however, 1 concede little since 1agree with the followhg
observation made by Plantinga:
None of the propositions we believe about ordinary material objects, or
the past, or other persons-none of these propositions seems to be

appropriately supported by propositions that are properly basic according
to the classical foundationalist's standards for proper basicality; the
latter offer precious little by way of evidence for the former.63

In short, very few of our beliefs are in fact properly basic, and it is not clear
whether properly basic beliefs provide any si@cant

support for o u . other

beliefs. Accordingly they would play little role in belief revision. Since my
primary concern in this thesis is w i t h b&ef revision, 1 suggest we focus on
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Alvin Plantinga, Warrant: The Current Debate (New York: Oxford

University Press, 1993), 84.
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Plantinga, Warrant, 85.

those sentences which express beliefs which are not properly basic.
We have then two remaining sorts of situations. First, we might note

that we already in fact accept the sentence in question. Alternatively, the
sentence might express information which we take to be new to

In the

latter case, whether we are justined in accepting the sentence will depend
in part on whether the sentence garners support fiom one of our
commitment sets? If none of the sentences which we are epistemically
committed t o accepting provide us with grounds for accepting it, then we
would have no grounds for accepting it.

Thus, members of an agent's commitment sets will provide part of the
support for a sentence which that agent takes to express new information.
The agent, however, can only be justified in accepting the new sentence on
the basis of members of her commitment sets if she is justined in accepting
those members in the Grst place. Thus, whether an agent is justified in
accepting a sentence which she takes to express new information d l
depend in part on whether she is j u s s e d in accepting sentences which are
in fact members of her commitment sets.

An agent can be epistemically committed to accepting a sentence,
however, only ifit ultimatdy garners some degree of support fiom sentences

Note that 1 am not distinguishing between those cases where the
information is in fact new and those in which it is mistakenly taken to be
new,
6s

It &O depends on whether we recognize that it garners support hom

one of our commi-ent

sets, but more of this anon.

58

which she does in fact a c ~ e p tIt. ~is~not clear how Jane,for example, can be
said to be epistemically committed to acceptingsome sentence when nothing

which she in fact accepts provides her with any grounds for accepting the
It must be practically possible for her to recognize
sentence in q~estion.6~
that the sentence bears some relation to sentences which she accepts bef'ore

she can be said to be epistemically committed to accepting it.
Accordingly, part of the support for a sentence which expresses new
information must ultimately corne hom sentences which an agent in fact
accepts, Le., from members of one ofher beliefsets, in order to be a
candidate for acceptance. Whether she is justified in accepting a sentence
wiU thus depend in part on whether she is justined in accepting those
sentences which she does in fact accept. Accordingly, I will begin with a
discussion of belief sets and jusfication.

The first thing to note is that in our everyday belief revision tasks, our
primary concern is not usually with assessing the epistemic status of sets of
sentences which we accept. Rather, we tend to assess the epistemic status of
sentences which we aLready accept only when that epistemic status is
t h r o m in doubt by what we take to be new information. In practice, we

tend to reexamine our present beliefk only when faced with recalcitrant
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Recall that commitment sets may contain sentences which one does

mt in fact accept as well as sentences which one does in fact accept. My

point is simply that we require at least some of the latter sort of sentences.
67

Keep in mind that we are considering only those sentences which

express beliefs which are not properly basic.

experience,
Note, however, that 1 am not saying that we do not in fact consider the
epistemic status of our commitment sets when not codonted with

recalcitrant experience, and in parCicular I am not saying that we should
not. This is a point about normal everyday practice. F u r t h m o r e , it is often
a reasonable practice. Cognitive resources and time spent on exnmining the

epistemic status of one's belief sets are cognitive resources and time which
are not spent on other cognitive tasks. Many of these tasks are necessary or

valuable and one's cognitive resources are often better invested in such
tasks. So, in many cases it is cognitively more efficient to leave o u r belief
sets as they are unless given reason to question them.

It is also, as Grdenfors notes, "a matter of informational economy:
Information is not gratuitous, and we do not want to give up beliefs
unnecessady."68 Thus, so long as the information under consideration is not
recalcitrant, we should leave our belief sets as they are. So, for example, 1
tend to maintain certain beliefb about the reliability of my car untilI am
given reason t o question these beliefs. Only then do I consider revising some
of those beliefs. How then might we deal w i t h such recdcitrant experience?
Consider some sentence which expresses recalutrant experience. The
--

taGardedors, IIMwZedge in Rut, 157. Cf. his preservation condition: "If

a sentence B is accepted in a given state of belid K and if A is consistent
with the beliefk in

then B is still accepted in the minimal change of R

needed to accept A n (Giirdenfors, h w l e d g e in Ru,157); and Gilbert
Harman. Thought (Princeton, NJ:Princeton Universitg Press, 1973). 192.
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first thing to note is that the sentence under examination must bear some
relation to sentences which we already accept or are epistemically

committed to. If the information expressed by the sentence is deemed to be

recalcitrant, then the sentence clearly bears some relation to sentences

which we already accept.
Furthemore, although we tend to consider the epistemic status of sets

of sentences which we accept primarily when faced with recalcitrant
experience, it is important to note that we only have cause to seriously
consider the sentence under examination ifit garners some support £rom
sentences which we already accept. Suppose, for example, that the sentence
under examination is inconsistent with sentences which we already accept.

If that sentence receives no support whatsoever £rom sentences which we
accept, then we have no grounds for accepting it. In fact, it is not even clear
that we have grounds for seriously considering accepting it.69
Actual belief revision is often motivated by being confionted with
recalcitrant experience. To be seriously considered, however, the sentence
under examination must garner some support from sentences which we
already accept. Our concem is thus with relations of support and
undermining between sentences which we accept and the sentence under
examination.
Suppose then that a sentence is undermined by members of one of an

agent's beliefsets. It is interesting to note that we tend to assume that an
agent is epistemically entitled to leave theh belief sets as they are unless
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Cf- WiUiam James'notion of a live option. (James, Will to Believe.")

given some reason to mspect their epistemic merits.70 Accordingly, our

belief revision would be unmotivated unless that sentence also gamered
signifïcant support fiom at least one of our belief sets o r commitment sets.

Although this seems a correct assessrnent of our epistemic practice, it is
not clear what grounds we have for making such an assumption. We tend to
grant privileged epistemic status to sentences which an agent in fact
accepts, Le., to members of an agent's belief sets, unless given grounds for
questioning them. In what sense is that epistemic status prideged?
Furthemore, why do we often assume that if a sentence is supported by

sentences which we in fact accept, then we are justified in accepting it? If
we are not justified in accepting the original sentences in the first place,

then we are clearly not justSed in accepting anything which is grounded on

those sentences.
Admittedly, as noted above. it is often cognitively more efficient to leave
one's belief sets as they are unless given reason to suspect their epistemic
merits. But we often want to daim that it is not simply a matter of cognitive
efnciency. We are to a certain extent jllstified in accepting the members of
o u .belief sets.
2.3 Quine's Epistemic Conservatism

Such a daim about the epistemic status of an agent's belief sets reminds
one of Quine's epistemic conservatism. Quine grants a privileged epistemic
status to the theory within which one begins one's reasoning:

The natualistic philosopher begins his reasoning within the inherited

A Smilar point can be made about commitment sets.

world theory as a going concern. He tentatively believes all of it, but
believes also that some unidentined portions are wrong. He then tries to

improve, clarify, and even understand the system fiom within. He is the
busy sailor adrift on Neurath's boat?

Quine's acceptance of this position is motivated in part by his disavowal
of a f i s t philosophy, or standpoint outside of one's epistemology fkom which
one can survey or evaluate that epistemology:

Disavowing as 1 do a fist philosophy outside science, 1c m attribute
reality and tnith only within the terms and standards of the scientific

system of the world that I now accept; only immanently.72
What is of interest for my purposes is not so much his motivation for
adopting this pomtion as it is with grounds for claiming that one is jilstified
in proceeding on the basis of one's inherited world theory.

Although Quine does not consider this question either directly, or in any

W.V. Quine, "Five Milestones of Empiricism," in heories and Things
(Cambridge, MA: Belknap Press, 1981), 72. See also W. V. Quine,
'Zpistemology Naturalized," in Ontological Relativity and Other Essays
(New York: Columbia University Press, 1969), 69-90; and Roger F. Gibson

Jr., Enlightened Empiricism: An Erarnination of W. K Quine's %ory of

h w l e d g e (Tampa, FL: University of South Florida Press, 1988), Chapter
3,
72

W. V. Quine,'Xeply to Harold N.Lee," in The Philosophy of W. V.

Quine, ed. Lewis Edwùi Hahn and Paul Arthur Schilpp (La Salle, IL: Open
Court, 1986), 316.

detail, a partial answer c m be constructed on his behalf somewhat as
follows. The first thing to note is that Quine grants a privileged status to
the inherited world theory. One is pennitted to reason on the basis of it, in
spite of the fact that some unidentified portions of it are likely wrong.

Revisions of the inherited world theory must be done fkom within that
theory. The theory provides the standard h m which epistemic evaluation

must proceed. In particular, some significant portion of it must be accepted
before revision can proceed. A world theory's privileged status in part
derives from the fact that we must start £corn within some theory, and we
might just as well start w i t b the one we inherit. Only then can reasonulg

and belief revision proceed. There is no external standard upon which to
base one's reasoning.
Incidentally, we should note that although Quine's concern is with the
revision of theories, and not expressly with the revision of belief sets, this
diaerence is not signincant for my present purposes. Theories, at least
inasmuch as Quine is concerned w i t h them, are sets of sentences:
What to look for in the way of theories, then, are the sentences that

express them. There will be no need to decide what a theory is or when to
regard two sets of sentences as formulations of the same theory; we can
just talk of the theory formulations as such.73
Theory formulations are similar to belief sets inasmuch as both are sets of

sentences. Accordingly, revisions of either will be in part a function of the
sorts of relations which can obtain between sentences.

" Quine,Tmpirical Content," 24.

That said, there are admittedly several merences between theory
formulations and those belief sets we are c o n s i d e ~ gMost
.
noteworthy is

the fact that an individual epistemic agent is incapable of believing all
those things expressed by the set of sentences which expresses the world
theory which that individual inherits. Quine's concern i s not so much with

individual epistemic agents as it is with knowledge in a more global sense.
He wishes to consider everything which is called knowledge. No individual

human cognitive agent can survey a l l that is to count as knowledge,hence
Quine talks about science as al1 of our so-called knowledge and belieb.

Quine wishes to speak of aLl of science, not just that which cm be taken
in by a particular knower. My concem, on the other hand, is with particular
knowers, and with what can be known by them. Accordingly, my focus is on

those of an agent's beliefsets which are cognitively manageable by that
agent. Quine's concerns are much more global.
Even though theory formulations and belief sets do M e r in these
respects, their epistemic status is nevertheless initially determined in much
the same manner. Theory formulations are sets of sentences. These

sentences are taken to be accepted by the individual who inherits the world
theory expressed by the sentences of that theory formulation. Admittedly
Quine daims that the individual "tentatively believes" the inherited wor1d
theory. This, however, should be taken merely as shorthand for the claim
that the individual in question accepts the sentence^?^ which comprise some

Alternatively, one might say that the individual is disposed to assent

to the sentences in question. I suppress this qualifier in the followïng

associated theory formulation while recognizing that some of those
sentences might be false.
One can reasonably accept the set of sentences which comprise a theory
formulation while recogniPng that some unidentifîed portions of that theory
formulation might be wrong. One can legitimately accept a theory
formulation, for example, even if some portion of that formulation is
inconsistent with some other portion, so long as one does not recognize this
inconsistency and this failure of recognition is not due to epistemic
irresponsibility. One should also add that there must be grounds for
claiming that it is epistemically perxnissible for the epistemic agent t o have
not recognized the inconsistency.
It should be noted, however, that what is of concern for Quine is
whether an epistemic agent accepts the sentences which comprise a theory
formulation for a particularpurpose, viz., in order to reason and revise one's

beliefs. The epistemologicalenterprise, for Quine, is an active one. Since
one recognizes that some of one's beWs might be false, it is incumbent
upon one to revise or cl-

those beliefk The point to note is that a

signincant number of those beliefs must be accepted before belief revision

c m even proceed.
To summarize then, both theory formulations and belief sets are to play
some role in reas0ning.m Both provide an epistemic agent with the grounds

discussion for ease of exposition.

Cf- The discussion of coherence and inference relations in BonJour,
Stmcture of Empin'cal h w l e d g e , 96. The form of coherentism which he
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£rom which she can reason. Furthermore, what is important when revising
such sets is whether the epistemic agent accepts the sentences in that set,
or would accept them were she to recognize them as members of one of her

belief sets or theory formulation.

This then is one sense in which the epistemic status of an agent's belief
set can be understood to be privileged. Belief revision cannot proceed unless

an epistemic agent accepts some sentences. In order for belief revision to
proceed, we must reason on the basis of something. Our epistemic situation
is such that we End ourselves in fact accepting certain things.

Furthermore, since our conceni is with revising our own b&& we must
proceed on the basis of something which we accept. We have no grounds for
proceeding on the bas& of things which we do not accept. Moreover, we
must proceed on the basis of things which we accept even though we may
recognize that some of the sentences which we in fact accept are likely to be

false. In short, our epistemic situation is such that we can legitimately
proceed in no other way. Accordingly, we accept the members of our belief
sets as a base from which to proceed in reasoning and in revising our belief

sets. In fact, it is not clear that we could proceed otherwise.

It is important to note at this juncture that we are considering the daim
that in order to play a role in the revision of our own beliefs, the epistemic
grounds for revision must ultimately corne fkom o u r own belief sets. We

advocates bases coherence in part on uiference relations between beliefs.

The existence of such positive connections is to provide one with grounds for
accepting the beliefs involved 1 discuss his account in detail in chapter 3.

must be disposed to assent to the sentences in question, i.e., we must be
disposed t o accept the propositions expressed by them.
It is important to be clear about the daim being made since a dinerent
notion of acceptance is of'ten employed in the literature about belief
revision. Giirdenfors, for example, adopts a different notion of acceptance.76
For Giirdenfors. to accept a proposition is simply to treat it as true. So, if
one considers what might follow if a particular proposition were true, then
one accepts that proposition in the sense that Giirdenfors is interested in.n
Hence, if one assumes an hypothesis simply to see where it might lead, one
accepts it in his sense. To accept a proposition in the sense that 1 am
considering is to accept that it is true, not simply to assume it is m e . We
reason on the basis of members of Our beIief sets and revise o u beliefk on
the basis of relations which obtain between those sentences and certain
others because we actually take the members of the belief set to be true, not
because we are sMply assuming that they are true. 1accept the members of

Giirdenfors, Knowledge in Hux, 23. Since the notion of acceptance

which I adopt in this thesis is one according to which one accepts a
proposition just in case one believes it, 1will not use the term "acceptance"
in the same way that Giïrdenfors does. He speaks of accepting a proposition

for a particular purpose. 1, on the other hand, will speak in terms of those
sentences which an epistemic agent is disposed to assent to, and the
propositions which that agent in fact believes.
77

Note that one can consider what might follow if a particular

proposition were m e , whether you believe the proposition or not.

my belief sets in order to reason on the basis of my beliefs and revise my

beliefs. 1 do not revise my beliefk solely on the basis of things which I
assume to be true.?8

To illustrate this point, suppose that 1 nearly had an accident in my car.
Suppose that 1 managed to avoid the collision by turning the steering wheel
at a particular moment. 1thus accept that I hulled the steering wheel and

avoided the collision. Even so, 1can consider what might have happened
had 1 not m e d the wheel.
The sense of acceptance which 1 have in mind is the former. I accept a

proposition if 1 in fact believe it, or am disposed to believe it. The sense of
acceptance which Giirdenfors has in mind is the sense in which I can be
said to accept that 1did not turn the wheel in the hypothetical

circumstances. 1am not disposed to assent to the c l a h that I did not hini
the wheel, but 1 can consider what might have happened had 1 done so.
That said, we should return to the issue ofwhether there is some clear

sense in which we are epistemicallyjustifid in accepting the members of
our belief sets. We may grant, following Quine's lead, that we must begin
our reasoning on the basis of something like a worid theory, and add that
our interests are best served by reasoning on the basis of our own belief
sets.

This,however, provides us with pragmatic grounds for accepting the

members of our belief sets. It is not clear that it provides us with reason for
thinlo'ng they are m e .

'8

Although 1may revise them as a consequence of having assumed

some hypothesis and seen where it led.
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AU that has been established is that given o u cognitive situation, we
have to reason on the basis of some belidset. Furthemore, since we wish to
revise our own beliefs, it is best to proceed on the basis of our own beliefs.

That it is a reasonable practice, however, does not provide us with grounds
for claiming that the beliefs themselves are m e , only that we are entitled
to accept that they are tme. In short, the daim is that there is no other
legitimate way to proceed. The reasons support the practice, not the beliefs
themselves. Furthermore, we have as yet no reason to think that such a
practice is likely to provide one with tnie beliefs.
We are epistemically entitled to accept the members of otm belief sets.

One may be epistemically entitled to accept a sentence, however, even if one
has no reason to think that it is true or false. 1may be in a situation, for
example, in which 1am unable t o determine which of two competing
hypotheses is m e . Nevertheless, I may have good reason to prefer the
simpler of the two hypotheses. Accordingly, a case can be made for claiming
that 1 am epistemicdy entitled to accept the simpler hypothesis even
though 1have no reason to think that it is m e .

As 1 mentioned in chapter 1,an individual is justified in accepting a
sentence if the acceptance of that sentence helps her to achieve her
legitimate epistemic goals. One might respond to the objection that we have
not been given suffisent reason for thinlo'ng that the members of our belief
sets are tnie by noting that accepting al1 and only true propositions is not
the only legitMate epistemic g o d There are other legitimate epistemic

goals,79 e g , &uent belief revision. Nevertheless, it is reasonable to
assume that the quest for true beliefs is a lepitirnate epistemic goal, even if
it is not the only one?%cordingly,

we need to further examine the grounds

for accepting members of our belief sets.
2.4 Harman und Episternic Consemtism

We have then pragmatic grounds for accepting the members of our

belief sets. In particular, the acceptance of those sentences enables us to
revise our beliefs. One might argue, however, that there are other grounds

for accepting the members of o u beliefsets, some of which are not solely
pragmatic. Gilbert Karman provides us with one such argument. Before we
turn to his argument, however, several points should be noted.

The first thing to note is that we do not simply find ourselves with
particular belief sets. The beliefk which are represented by those sentences

were in fact acquired by us at some tirne. Furthemore. we were justined in
accepting a significant number of those beliefs when we acquired them.
Thus, it is reasonable to assume that so long as these beliefs are not

:9

See, for example, Catherine 2.Elgin, "The Epistemic Efficacy of

Stupidity,"Synthese 71 (1988): 297-311. I consider this point in more detail

in chapters 3 and 4.
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Admittedly, there axe those who disagree. Stich, for example, argues

that it is not even a legitimate epistemological goal. See. for example,
Stephen Stich, l%e Fragmentation of Reasox Preface to a Pragmatic Theory
of Cognitiue Eualwztion (Cambridge, MA: MIT Press, 1990). His position,

however, is by no means a popular one.

undenmuied, we are justXed in rnaintaining them. How then might we
capture this intuition?
H m a n begins by noting several studies which show that individuals
often fail to keep track of the justincation relations between sentences

which they accept.81 In these studies, an individual makes certain
inferences on the basis of daims which they are later told, in a debriefing
session, were fabricated. It was found that not only do people often continue
to maintain a particular belief after the evidence for that belief has been

undermined. They tend to maintain that belief even after being shown that
evidence for that belief has been undermined.

Harman notes, however, that it
is relevant that subjects c m be successfully debriefed after experiments

involving deception if they are made vividly aware of the phenomenon of
belief perseverance, that is,if they are made vividly aware of the
tendency for people to retain false beliefk after the evidence for them has
been undercut, and if they are also made vividly aware of how this
phenomenon has acted in the5 own case.B2

He concludes, on this basis, that in
fact, what the debriefing studies show is that people simply do not keep
track of the justification relations among their beliefs. They continue to
beIieve things after the evidence for them has been discredited because

8L

Harman, Change In Eew, 35-37.
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Harman, Change In &w, 40. He cites Nisbett and Ross, Human

Inference, 177in support of thisclaim.

72

they do not realize what they are doing. They do not understand that the
discredited evidence was the sole reason why they believe as they do.

They do not see they would not have been justified in forming those
beliefk in the absence of the now discredited evidence. They do not reaüze

these beliefs have been undermined.83
Although one might question Harman's tqulanation of beüef

perseverance, we need not do so for o u r purposes. The only point we need is
the fact of belief perseverance, and this 1 take to be well-established.The
evidence provided by those such as Nisbett and Ross is quite convincing.84 I

wiU thus assume, w i t h Harman, that belief perseverance is a fact about
human practices of belief revision. Human epistemic agents in fact show a

high degree of beliefperseverance in light of undermining evidence which
they do not recognize as such. Furthemore, they often fail to keep track of

the justincation for th& beliefs, and in fact often cannot reconstnict it if
called upon to do s0.m
This shows that there are a signiscant number of members of an agent's

belief sets for which she fails to track the justification. Amongst these, there
are likely a sipifkant number such that she could not reconstruct her

-

-

" Harman, Change In View, 38.
84

See Nisbett and Ross, Human Inference, chapter 8, for an extensive

discussion of this literature.

"Note that not all of these beliefk will be undermined as îs the case in
the belief perseverance studies. In fact, many of them will not be.
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onginal justification for maintainhg the beliefs.86 This proves signincant,

notes Harman, since it shows that any account of justification which
requires such tracking of justification, will be one according to which a
significant number of an individual's beliefs will in fact be unjustSed."
For any given individual, there WU be a significant number of beliefs
for which she has failed to keep track of her justification for holding the
belief. Among these, there will be a signi6icant number for which she will

not be able to recdl her justification for holding them. Nevertheless, her
original grounds for acquiring the beliefs might have been quite good, and

she may have learned nothing in the interim which would undermine them.
There are a significant number of such beliefs, and many of them play a

sipificant role in our everyday epistemic practice. Accordingly, if we
insisted that an epistemic agent can be justined in maintaining a belief only
if she either keeps track of the appropriate justification relations, or can

reproduce them, then she will not be justified in maintaining these beliefs.

Such a conclusion, however, is much too strong. As Christensen notes,
"in many cases, it is rational to maintain a belief even when we would not

know what to Say if we were asked for the grounds of the belief in
question."^ Many of our beliefs, for example, were acquired on the basis of
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Of course, the justification for maintaining a beliefmay not be the

same as the justification for acquiring it in the first place. This, however, is

not signincant for my purposes.
a7 Harxnan, Change In View, 39.

Christensen, "Consenratismin Epistemologg," 76.
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perceptual information. Furthermore, many of us would be hard-pressed to
determine the onginal grounds for those beliefs. The belief itself might be
h d y adhered to, but we often cannot remember enough about the

situation in which it was acquired to establish that it was acquired, for
example, by means of d i a b l e mechanisms in the right sort of situation.
1may remember, for example, that they have a python at the zoo, but

would be hard-pressed to recall how 1was feeling the day 1was there, what

the lighting was like in the reptile house, and what my basis for that daim
was. Zn fact, we often fail to take account of o u r sunoundings unless there
is something about them which would lead us to question the reliability of

our percephial mechanisms.Furthermore, the underxnining information is
often not called to our attention u n d sometime after we acquired the belief.
So, for example, 1 may find out after having been at the zoo that their only

python died before my visit, and that I must have mistaken some other
snake for a python.

We have a tendency to assume that we are justified in rnaintaining
certain beliefs until given grounds for questionhg them. This is, in the k s t

instance, a cognitively effiicient prwess. It would be practicdy impossible to
keep track of all the justikation relations between our beliefs.

Furthermore, it is not clear that we need to. It is reasonable to suppose, for
example, that if we were justified in accepting some proposition in the first
place, and we have encountered no information which undermines that
proposition, then we are stiU justined in maintainhg the belief in question.

Thus we have Aarman's version of epistemic conservatism:
Principle of Conseruatism One is justined in continuing fidy to accept

something in the absence of a special reason not t0.8~

To summarize then, we do not in fact keep track of the justification
relations between many of o u beliefk In fact, we often could not reconstnict
them ifcalled upon to do so. Nevertheless, we do not want to c l a h that we
are not justified in continuing to accept many of the propositions involved.
This is much too strong a conclusion. Accordingly, it appears that the sole

justification which we have for maintaining these beliefk is that they are in
fact believed.90 Thus, the fact that certain propositions are believed by us
provides us with at least some reason for accepting them.

That said, 1 take it that Harman is correct in maintaining that this is a

plausible prin~iple-~l
So long as we are not aware of evidence which
undermines b&&

which we have acquired, then we have sorne reason to

continue accepting them. Admittedly, one might add that there should be no
undermining evidence available which an epistemically responsible agent

should consider. The principle, however, though rough in form, is
nevertheless plausible.92
2.5 Christensen and Epistemic Conseruatism

Although there are a few background assumptions which should be

& a m out, I will begin by considering an objection to Harman's account

Karman, Change In V i w , 46.
The appearance is deceptive, as will be seen below.
91

Harman, Ihought, 116.
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It should be kept in mind that Harman intends this as only a rough

statement of the principle. He offers no k a l version.

forwarded by Christensen. His argument proceeds somewhat as follows.
Christensen has us suppose that he has two b&&, neither of which he
is able to cite the original justification for. He begïns with a bekf which
makes conservatism somewhat attractive:
1currently believe that the population of India is greater than that of the

United States. Presumably, 1was once told this by my mother, or a
teacher, or some other reliable source, and 1 (quite rationdy) accepted
the source's word for it. But today, 1 could not cite the onginal
justlfcation for my belief if my life depended on it.93

This is to be contrasted with a belief which makes conservatism somewhat

less attractive:
Suppose you f i p a coin, and it lands out of my sight. Without going over
to look, I decide that it has landed "tails"up. 1do not believe the coin to
be biased, nor do 1 believe myself telepathic, nor am 1a victini of the
gambler's fallacy who has just seen several "heads" in a row. I simply

believe that the coin has landed "tailsnupOg4

Christensen thus has two beliefk, neither of which he c m cite the
original justification for. It also appears that we have this result because in
the fist case Christensen has forgotten his original justification, whereas in

the second case, there was no original justincation to forget. Nevertheless,
although he cannot determine the original judcation for the e s t belief,
he does have some reason for maintaining it, Le., for continuhg to accept it:

93 Christensen,
94

"Conservatism in Epistemology," 73-74.

Christensen, "Conse~atismin Epistemology," 74.

in the case of my belief about the population of hdia, I suspect that I
originally fomed this belief (Zike most of my geographical beliefs) based

on the testhony of my mother, or a teacher, or some other geographically

reliable source. Furthemore, since India is a cornmon topic of
conversation in my family, 1would have had a good chance of discovering
an erroneous belief on this topic if 1 had one?

Thus,although he cannot recall his original justification for his belief, he
has reason to think that it's the sort of belief which he is Likely to have
acquired by reliable means. Accordingly, it is reasonable for him to
maintain this belief.

Things are difXerent, however, with the belief about the coin. En that
case Christensen does not have reason to think his belief to be the sort to

have been reliably acquired. In fact, he has reason to think the contrary:

There, my background knowledge of the situation serves to mle out the
ordinary reliable means by which 1 might have corne to have an opinion

about the coin's orientation. In that case, there is no reason to think my

belief to be an accurate indicator of the state of the world.96
Thus, not only does he not have reason to suppose that the belief about the

coin is likely to have been acquired by a reliable mechanism. He also has
reason to think that ît likely was not.

To summarize then, the cases differ in that Christensen has reason to
believe that the firstbelief was lîkely acquired in a reliable manner,
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whereas he has reason to believe that the second was likely not acquired in
a reliable manner. Accordingly, it is reasonable for him to maintain the h s t
belief, and not reasonable for him to maintain the second,
There are several things to be said about Christensen's discussion.

First, I take his assessment of the two examples to be basically correct. Ifwe
have reason to think that one of our beliefs was reliably acquired, then it is
reasonable to maintain that belief-We should add, however, the proviso
that there is no undennining evidence available which a responsible

epistemic agent should consider.
1differ with Christensen,however, in his claims about the impact which
this has on Harman's account. There is a version of epistemic conservatism

which his examples show fault with. Haman's version, however, is
sufnciently different.

There is, to begin with, a conservative principle of sorts which
Christensen takes to be basically correct and in accordance with the model
we have considered in outline above:
there îs a End of "consemative princîple" which may be said to foUow

from the model, if 1think that my beliefs are generally reliable: usually,
the fact that 1 believe something does help provide a reason for my
continued belief,g7

This,however, he takes to be an uninteresthg principle, and suggests that

9ï

ChBstensen, "Conservatismin Epistemology," 76. As d l be seen

below, there is some reason to think that Harman is defending a thesis
similar to this, Christensen's daims to the contrary.

Harman is more IikeIy defending a more robust principle, one which is

undermined by the examples which he considers:
an agent i s in some measure justified in maintaining a belief simply in
virtue of the fact that the agent has that belief.98
The f i s t principle is taken to be consistent with his model, and the second
at odds with it. Accordingly, we need to be clear about the difference
between the two.
Consider once again our two examples. In the case of the belief about
the population of India, it might be recalled, Christensen was justified in
maintaining his belief because he had reason to suppose it was produced in

a reliable marner. In the coin case, on the other hand,he had no reason to
think the belief to have been produced by a reliable method or mechanism.

It appears then that the justScation for maintaining the f i s t belief derives
ultimately from the reasons for thinking it to have been reliably produced.
There is,however, no such justification to be had for the second belid
Incidentally, it is not clear whether the justification for maintaining the
first belief is to dex5ve solely fiom the reasons for thinking it to have been

reliably acquired. Recall Christensen's daim that if we assume that one's
beliefk are generally reliably acquired, then "usually, the fact that 1 believe
something does help provide a reason for my continued belief? In this
passage, Christensen does mggest that the fact that one has a particular
belief does play some epistemic role.

98

Christensen, "Conservatismin Episternology,"69.

" Christensen, "Conservatism in Episternology," 76.

This point. however, is not clear so I do not plan to d w d on it.
Accordingly, 1will simply assume that a principle such as the following lies
in the background of Christensen's account:
An epistemic agent is justSed in maintainhg a belief for which she
cannot cite the original justifkation only if she has reason to think it is
the sort of belief to have been reliably acquired.
Admittedly, we &O need to account for cases where an individual acquires
new reasons for accepting a proposition which she already accepts. This
formulation, however, will do for our purposes.

The examples provided by Christensen thus support the charge that the
fact that an epistemic agent believes a proposition, in and of itself, does not
provide one with a reason for accepting that proposition. Such examples
cause a problem for Karman's account, however, only if he cannot provide
us with some means of accounting for the belief about the coin.
Consider once again Harman's Principle of Consewatism: "One is

justified in continuing M y to accept something in the absence of a special
reason not to."iWThe fist thing to note is that an agent is justined in
accepting a proposition only if it is not undermined. Accordingly, we might
try to deal with the example, as Christensen notes, by appealing to

Harman's Principle of Positive Undermining:

One should stop believing P whenever one positivdy believes one's
reasons for believing P are no good.lO1

lW

Harman, Change In fiw,46.

10'

Harman, Change In &w, 39.

Such an approach, however, is discounted by Christensen:
Harman's Principle advises us to abandon beliefs when we positively
believe that our original reasons for adopting them relied crucially on

false assumptions. But in the coin case, no false assumptions seem to
have been relied o n P

It is not clear, however, that Christensen has correctly understood
Harman's Principle of Positive Undermining. H m a n intends the above
statement of his principle to be only a rozgh statement and he provides us
with no other version.103 Even so, he does try to make the intent of the
principle clear. What is significant for our purposes is his daim that any

belief which one is committed to accepting when acquiring some belief can
in fact undermine beliefs.104uch beliefk need not in fact be explicit beliefs.

To see what he means by this, consider the following example:

William looks out the window, and, on the basis of what he sees, foms
the belief that the girl his daughter is playing with in the backyard is the
girl he met yesterday, named Connie. Later he learns that Connie has an

identical twin,Laura, whom he cannot distinguish £rom Connie.Ia

In the fïrst case, notes Harman, William at least implicitly relied on the
belief that the perceptual appearances were an objectively reliable indicator

lo2

Christensen. "Conservatism in Epîstemology," 75, h.11.

lo3

Harman, Change In EW,
39.

104

H m a n , Change In Viw,44.
Harman, Change In View, 44.
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of the identity of the girl he saw with his daughter."l06 This belief turns out
to be false, and so long as it provides the only grounds in support of the

belief about the identity of the girl, can serve to undermine that belief.
How then might Harman deal w i t h the belief about the coin? In that
case, notes Christensen, there is background knowiedge which gives one
reason to think that the belief was not acquired by reliable means.Such
background knowledge, however, is information which one is committed to
accepting. Thus,one is committed to accepting information which provides

one with reasons for thinking that the means by which one acquired the

belief about the coin are likely not reliable. Accordingly, this information
c m serve to undermine the beliefin question. One has reason to believe one

did not have good reasons for accepting the daim about the coin. In fact, one
has reason to think that the means which produced the belief were likely to
have not been reliable.

It is thus not clear that Christensen's examples succeed as
counterexamples to Harman's account. Nevertheless, he is correct in
maintainhg that if we have reason to think that certain of our beliefs are
the sort to have been acquired by reliable means. then we have some reason
to maintain those beliefs, so long as we supplement this with the c l a h that
there is no undermining evidence available which should be considered by a
responsible epistemic agent.

Harman, Change I n @w, 44. Note that he did not implicitly rely on

ID6

the belief that perceptual appearances are alwuys an objectively reliable
indicator, only that they were in that situation.

This proves s i g d c a n t since many of the beliefk for which we are
unable to r e c d the original justification are of the sort that we can assess
the likelihood that we acquired them by d i a b l e means. It is rare, I suggest,
that we have a belief for which we can Say nothing about the probable
means of its acquisition and the reliability of that means. Few of Our beliefk

exist in such an epistemic vacuum.Thus,even if Harman's version of
epistemic conservatism is correct, the point is academic since there are few
propositions such that our only reason for accepting them is that they are
believed by us.
2.6 Harrnan's Reliability Cornmitment

Haman's Principle of Conservatism, though plausible. will not be of

much use to us in real world situations since it is seldom the case that our
sole reason for continuing to accept some proposition is that it îs believed by
us. Nevertheless, there are certain assumptions in the background of his

account which are worth examining independently of their contribution to

his account.
The fist point to note is that we are not devoid of epistemic
commitments when we acquire a belief. In accepting that a particdar
proposition is hue, we acquire certain epistemic commitments. Among these

is the cornmitment that the belief which we acquired was acquired in a
reliable fashion.lmSo, for example, if 1look at my car door and corne to
believe that there is a dent in it, 1 am committed to the claim that in certain
sorts of situations, objective appearances are a reasonably reliable indicator

IOï

Haman, Change In View,43-44.

of the way things are.

This is not to say that 1am aware of such a cornmitment, nor that I
consciously base my beliefupon such a claim. 1 am not inferring that there
is a dent on the basis of certain daims about the situation and the

reliability of my perceptual mechanisms in such a situation. Even so,
whether 1 am justified in accepting the proposition in question is in part a
function of whether the perceptual mechanisms involved are reliable in
such a situation.
Note, however, that I c l a h that it is only in part a h c t i o n of such
factors. Although Harman does not develop his account much beyond what
we have considered, there is a certain relatively natural extension which I

would like to consider which wiU illustrate this point.

As mentioned earlier, a particular proposition can play an epistemic role
only ifit is cognitively accessible to a normal epistemic agent. Thus, even if

we do not require that in order t o be justSed in accepting a particular

proposition, she must infer it fkom one which she is epistemically committed
to accepting, it must be practically possible for her to do so before it can play
an epistemic role. So, for example, in order to be justined in accepting a
proposition, where the associated belief has been acquired by means of a
reliable mechanism, it must be practically possible for the epistemic agent
to determine that the mechanism is in fact reLiable.1"

lm

Admittedly, beliefs c m also be acquired by means of various methods

or processes. For ease of exposition,however, 1will speak primarily in terms
of mechanisms.
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We do not want to Say, however, that before an epistemic agent can b e
justified in accepting a proposition, she must detennine that the mechanism

which produces the associated belief is in fact reliable in the sort of
situation at hand. Such a requirernent is much too strong. Far too many of
o u beliefs would turn out to be unjustined on such an account since we
would need to reassess the mechanism for each different type of situation,

and there are too many different types of situations.
Not o d y is such a requirernent cognitively inefficient; it is not even
clear that we need such a requirernent. Consider, for example, o u

percep tual beliefs. Most of these beliefs are acquired routinely.We do not
stop to assess each new situation in which we fïnd ourselves, and do a qui&

check to determine whether or not ou2 perceptual mechanisms are likely to
be reliable in such a situation. Rather, we tend to routinely acquire
perceptual beliefk, and pay attention only when something arises which
gives us reason to question the reliability of o u perceptual mechanisms.~Og
Our perceptual mechanisms are such that we notice when there is

something "wrong"with a situation, and it is in such circumstances that we
tend to stop and reassess their reliability. So, for example, if1 see
something on the road which 1W t expect, then my routine acquisition of
perceptual information is internipted, and 1reexamine the situation. 1may
-

log

--

Cf. Levi, Enterprise of h w l e d g e , 35. Levi notes that we often

routinely expand o u belïef sets, and need only conceni omselves with such
expansions when we incorporate error o r inconsistencies into those bellef
sets,
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then determine that it was not in fact water which I saw on the road in the
middle of the desert on a very hot day.
Furthemore, if our perceptual mechanisms function in such a fashion
that w e are attuned to changes in our surroundings which might affect th&
reliability, then it would be reasonable to accept the routine productions of
these mechanisms. Such default reasoning is cognitively efficient, common,

and we have good reason to suppose that it is reliable.Ll0

To summarize then, the repuirement that we must determine whether a
given belief has been reliably produced before we cm be justified in
accepting the associated proposition is much too strong. The
implementation of such a procedure would be cognitively inefficient, and
given the variety of mechanisms and situations, practically impossible for a

normal human cognitive agent.
We have reason t o suppose, however, that at least some of our beliefforming mechanisms are attuned to factors in situations which can affect

the reliability of the mechanisms involved. Accordingly, we have some
reason to accept the products of such mechanisms so long as nothing which
might undermine the propositions involved has been noticed.

Admittedly, such factors are not sufEaent for justScation. There may
well be undermining information available which a responsible epistemic

agent should consider which has not been noticed by the agent involved. M y

lL0

See Kent Bach, r)efault Reasoning Jumping to Conclusions and

ICnowing When to Think Twice," Pacific Philosophical Quurterly 65

(Januarg 1984): 37-58, for an extended discussion of default reasoning.
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point, however, is about some of the factors which play a role in an account
of justification, not about epistemic responsibility. Much more needs to be

said before we can detennine, to the extent that we are able, where the
limits of epistemic responsibility lie.

It should also be noted that I am only claiming that such default
reasoning is reasonable for routine expansions of our belief sets. Coming to
believe that certain books are available in the library after walking through
it would count as a routine expansion, as would many other expansions
brought about by our perceptual mechanisms. Learning a completeness

proof of fixst-order logic, on the other hand, would not normally count as a
routine expansion.

That said, the discussion nevertheless serves to highlight the role which
background knowledge can play in determining whether we are justified in
accepting certain rnembers of o u belief sets. There are certain epistemic
commitments which we acquire in accepting certain propositions, and if

these epistemic commitments are cognîtively available, they can play a role
in determining whether we are justified in accepting members of our belief
sets.

We thus have less reason to think that there will be a member of one of
our belief sets which e d t s in the sort of epistemic vacuum alluded to
earlier. Infact the determination of whether we are justified in accepting
some mernber of one of our belief sets will usually depend on epistemic
commitments associated with members of those belief sets.111

The epistemic cornmitrnents at issue will usually be associated with

2.7 Relevance and Belief Reuision

To summarize then, we have several reasons for accepting the members
of our belief sets. It is cognitively escient to do so. It is informationally
economical. Such acceptance is required in order that revision of our beliefk
might proceed. Our cognitive situation is such that were we to require the

tracking of jusfication relations between our beliefs, far too many of them

would be unjustified. This suggests that the fact that we believe some
proposition provides us with some grounds for accepting it.
F i n d y , and most sigdicantly, most of the propositions which we
accept are related to other propositions which we accept in ways that
provide us with fùrther reason for accepting them. Note, however, that our
justificationfor accepting such propositions ultimately turns on whether we
have reason to think that we came to accept the propositions which we

already accept in the right fashion.
Suppose, for example, that 1 go home and l e m that my wife is not
home. 1 conclude that she must be at the grocery store since she told me
that morning that she might pick up a few things on her way home.
Whether I am justined in accepting that she is at the store depends in part
on whether the former belief was reliably produced and whether I hzve
epistemic access to the belief-producingmechanism in question. So, for

example, 1 may r e c d that we dixussed it over breakfast and that 1 am
usually fairly attentive early in the morning. 1 thus have some reason to

members of our belief sets since our concern, it might be recalled, is with
revising our own beliefk

think the belief to have been reliably pmduced
Whether we are justified in accepting a proposition which we already
accept d u s depends to a certain extent on whether we can have reason to
think the associated belief to have been reliably acquired. Accordingly, we
need to determine when one is justifïed in accepting a proposition which one
takes to express new information in the first place.

If we reflect for a moment on our everyday practice, we might start with
something such as the following. Let us suppose that we wish to determine
whether to revise our beliefs in light of some new information. We begin by

considering some sentence which expresses new information, call it P. We
may then, t o the extent that we are able, determine whether it has

epistemic value for us. If we determine that it does, we proceed to determine

whether we are epistemicaliy comrnitted to accepting it.112 If we determine
that it does not, then we may simply withhold judgement about the
sentence, Le., we do not add it to one of our commitment sets.

This is not to say that we deny the sentence. If we deny a sentence,
there may still be grounds for revising our commitment sets in light of that

denial. e.g., we may add the denial ofthat sentence to one of our
commitment sets. Rather, the point is that if it has been determined that

the sentence is not of epistemic value to us, then it is not worth our trouble
to consider the matter any M e r . We simply leave o u commitment sets as

112

AS wiU be seen below, these tasks are intimately related since

epistemic value is in part a function of our epistemic comrnitments. I keep

the tasks separate for expository reasons.

they were origindly, Le., such that the new sentence is not a member, and
the matter ends there.

If we determine that it is of value to us, we go on to determine how P
fares with respect to our commitment sets. In particular, we determine
whether it confiicts with some of those sets, and whether it is suppoaed by
others. This is not to Say that we assess how it fares with respect to ail
sentences which we are epistemicdy committed to accepting. This would
not only be practicdy impossible for us;it would also be a very inefficient
use of our cognitive resources. We can only practically determine how it
fares with respect to sentences in a few commitment sets. Even so, we want
to daim that the examination of certain of these sets is required of
epistemicdy responsible agents. How then do we determine which
cornmitment sets should be examined by an epistemicdy responsible
agent?

It should be noted that we are not looking for a decision procedure. We

are not able to determine how our new sentence fares with respect to each of

the sentences which we accept. For similar reasons, we are likewise not able
to partition our commitment sets in certain ways. We cannot. for example,
partition the members of commitment sets into those which are reievant

and those which are not relevant. We do not have a decision procedure for
such a task. In particular, we do not have one which could be efficiently
employed by human epistemic agents in everyday contexts. This is simply a

fact about the way things are.'"

H3

Cf-The notion of a somatic-marker hypothesis in Antonio R.

This proves instructive. In particular, it suggests that an account of
relevance may be of little use to us if we must first determine whether any
given sentence is relevant. Even if we are able to determine how a given

sentence fares with respect to sentences which are relevant to it, this will be
of little use if we must h s t have some practical means for determining
which ofthe sentences we accept are relevant t o the new sentence, and

which are not. Since we do not have a decision procedure for that purpose,
such an account of relevance will not be of much use. At the very least, we

do not have a decision procedure which will prove to be practical for normal
epistemic agents, so such an account of relevance wiU not be of much use for

an account of belief revision.
One should not conclude on the basis of this, however, that we c m o t
determine for a given sentence whether it is relevant to some set of
sentences. My point is not one about our abilities as determiners of

relevance. Rather my c l a h is that we do not have a decision procedure for

Damasio, Descartes' Error: Emotion, Reuson, and the Human Bmin (New
York: GrossetlPutnam, 1994), 165-201. Damasio suggests that with
experience, certain sorts of scenarios which might result fiom making
certain sorts of decisions corne to be associated w i t h certain somatic states,

Le., feelings corresponding to particular body states. These "gut feelings"
then play a role in further decision making. If correct, and it at least
appears compatible w i t h experiences of decision makÿig, this would provide

us with one mechanism for decision making which does not involve the
employment of a decision procedure.
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relevance, nor do we need one. In a large and interesting range of cases we
can and do make judgements about relevance.114 Furthemore, these

judgements are often fairly stable. We do not, however, employ a decision
procedure when we do so.

This proves instructive in t w o ways. First, it suggests that in a
signincant number of cases, we can and do detennine whether a given
sentence is relevant to other sentences. We do have certain fairly stable
intuitions about whether certain things are relevant in certain situations.
Second, we often manage to iden*

the appropriate commitment sets

when attempting to determine whether we should accept some new
sentence. Admittedly we may fail to consider certain cornmitment sets, and
later judge that we were epistemically irresponsible in not having
considered them. We may also consider some commitment set, and later
determine that we need not have. The point remains, however, that we
often do manage to pick appropriate commitment sets, and we do so
relatively quickly and without the conscious employment of a decision
procedure.

As Demett notes, the fiame prnblem is a problem for AI, not for
humans (DanielDennett, "Cognitive Wheels: The Frame Problem of AI," in

M i d , Machines and Evolutiom Philosophical Studies, ed. Chostopher
Hookway [Cambridge: Cambridge University Press, 19841, 129-151.).
Humans are reasonably good at identifying those sentences which are
relevant for a given task. My point is simply that we do it, and do not
employ a decision procedure for that purpose.

Accordingly, 1suggest that not o d y do we do not have a decision

procedure which will enable us to identify relevant commitment sets; we do
not in fact need one. It is sufncient for our purposes to note that we are able
to select a manageable number of commitment sets in a given situation
which we tend to agree should be considered by an epistemically responsible
agent in such a situation. Al1 that is required then is some sort of account of
what ties these various commitment sets to the new information, Le., what
rnakes them relevant to the issue at hand,"E
Suppose, then, that we have identified some relevant cornmitment sets.
How we proceed depends, to a certain extent, on how our new sentence fares
with respect to the sentences in the relevant commitment sets. We may k d ,
for example, that P conflicts with some member of one of the commitment
sets relevant to it. Say Q. We may also End that P is supported by members
of some other relevant commitment set. What are we to do?

If we f h d that the epistemic me&

of Q prove to be better than for P

and its supporters, we may decide that we should not accept P and revise
our commitment sets accorduigly. Altematively, we might h d the
epistemic merits of P and its supporters to be better than those of Q.
Accordingly, we would add P, reject Q and revise our commitment sets
-

-

In chapters 3 and 4 I discuss in greater detail the sort of relations
which must obtain between the sorts of sentences at h u e . Note fûrther that
1am only claiming that we have no deckion procedure for relevance, not

that we cannot say somethhg about the sorts of relations that may be
relevant in certain situations.

accordingly.
Note that 1c l a b that if one decides to reject P,one should revise one's
commitment set accordhgly. In most situations one cannot simply reject P.

If P is strongly supported by other sentences which we accept, and we are
aware of this, then if we decide to reject P,we must also reject some of those
sentences.

Suppose, for example, that Jane decides to accept that daim that there

is water on the road ahead of h e r Y Suppose that the information expressed
by the daim is new to her. We ask her what jusfication she has for this

daim and she notes that it is a clear day, her eyesight is good, and her
perception is reliable in this sort of situation. Accordingly, since it appears
that there is water on the road, she concludes that it is in fact there.
Suppose, however, that as she approaches the spot in question, she
decides that there is no water on the road since there no longer appears to

be water there. Her initial daim was based on several assumptions. In
particular, it was based on the assumption that her perceptual mechanisms

were reliable in the situation in question. Once she recognizes this. that

c l a h must also be rejected.117 Thus, Jane mîght c l a h that her perceptual
-

-

Il6

Although such beli& are often routinely acquired, it is not hard to

imagine a situation such as this.
Il7

Note that this does not confiîct with my earlier daim that we are

usually j u d e d in Ieaving our cornmitment sets as they are unless given

reason to question members of them. I am not claiming that Jane is
epistemically committed to trace and reject her e d e r daims. In fact, it is

mechanisms were unreliable in the situation in question, and the
appearance of water on the road was but a visual iUusion.LI8
The point to note is that we often justifg o u acceptame of new
information by appealing to the reliabüity of our belief forming mechanisms
or processes. Beliefs do not appear out of the blue. Accordingly, if we decide
to reject new information, we may have to revise our daims about the
reliability of these mechanisms or processes.

We have then two primary tasks which must be completed before we

cm provide an account of the revision of our commitment sets in light of
new information. We must begin by identifying those commitment sets

which are relevant t o the task at hand. We then proceed to determine how
some sentence which expresses the new information fares with respect to
the commitment sets which we have thus identSed, and assess the relative

epistemic merits of the sentences involved. That done, we can proceed to
revise our commitment sets. Since the relevant commitment sets are those
which bear certain sorts of relations to the sentence at issue, and since, as 1
will argue in the following chapters, epistemic value is in part a function of
-

not always clear that she need do so. If, on the other hand, she recognizes

that the false c l a h is based on other claîms which she accepts, t h n she is
obliged to reject those daims.
As noted above, we are justined in mutinely expanding o u belief
sets so long as we are epistemically responsible in not having noted factors

that would cal1 the reliability of the belief-producing mechanism involved in
puestion.
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the relations between sentences, 1begin with a discussion of the latter task.
2.8 Strongand Weak Justification

In determining whether we are justSed in accepting a sentence which
we take to express new information, we often begin by determining whether

any members of Our commitment sets provide us with reasons for accepting
o r rejecting it. Our concern is with whether sentences which we take tu be
tnie provide us with grounds for thinking it to be tnie or false.

This suggests that whether we are justified in accepting a particular

sentence is in part a function of information which is both cognitively
available to an epistemic agent and which should be cnnsidered by an
epistemically responsible agent. Whether information should be considered

by an epistemically responsible agent, however, depends in part on that
agent's legitimate epistemic goals and interests in a given situation.
To illustrate these points, it will prove usefd to consider Goldman's

distinction between strong and weak justification. That distinction is based
on certain intuitions about epistemic responsibility which are worth
drawing out.

On Goldman's account, Ss belief is strongly justifled if:
(1) it is produced (or sustained) by a sufficiently reliable cognitive

process, and (2) that the produchg process is reliable is not undermined
by 2% cognitive state.119

119

Goldman, "Strong and Weak Jastifkation," 58. Although Goldman

distinguishes between those beliefs produced by cognitive processes and
those produced by methods, the distinction does not atrect my discussion.

8 s belief is weakly justified, on the other hand, if:
(1)the cognitive process that produces the belief is unreliable, but (2) S
does not believe that the producing process is unreliable, and (3) S

neither possesses, nor has available to h i d e r , a reliable way of telling
that the process is unreliable.lz0

We have it then that a belief is weakly justified so long as
circumstances are such that the agent in question is not epistemically
responsible for failing to have determined that the belief was formed by an
unreliable process, i.e., she is epistemically blameless. In Goldman's words,
the belief is a "fuultless,blameless, o r non-culpable belief."lzi

Note that one consequence of Goldman's view is that a belief cannot be

weakly jusaed and produced by a reliable process. To see this, we need to
examine the notion of epistemic blamelessness which undergirds his
account. 1quote at length:
The weak notion of justification, it will be recded, is that of blameless,
or non-culpable, belief. We must be carefd here, however. A well-formed

Furthemore, although Goldman's concern is with whether beliefs are
strongly or weakly justined, we might readily adapt it to our purposes by

recharacterizingit in terms of whether we are justined in accepting some
sentence which we take to express a proposition which we believe. For ease
of exposition, and so as to remain true to Goldman's exposition, 1 will retain

his way of speaking about beliefk for the present.
Goldman, "Strongand Weak Justification," 59.
Goldman, 'Slzong and Weak JustEcation," 53.

belief, whose method is well-acquired and non-undermined, is &O
presumably blameless. So the strong notion of justZedness entails

blamelessness. But 1 want the notions of strong and weak justification to
be opposing notions. This means that the weak notion of justification that
interests me is not precisely that of blamelessness, but the narrower
notion of mere blamelessness. That is, the weak notion is that of illformed-but-blameless belief.l12
Note that in order for a belief to be weakly justified on Goldman's
account, it must be ill-formed. A well-formed belief is "a belief formed (or
sustained) by proper, suitable, or adequate methods, procedures or
pro ces ses."^^ So, a belief that is not formed by a proper or adequate process

would be iU-formed.12' Furthemore, "a method is proper or adequate just in
case it is reliable, Le., leads to truth a sdEciently high percent of the
ti.me."l% So. we have it that a belief is ill-formed just in case it is not formed
by a reliable process, Le., it is formed by an unreliable process. Thus. a

belief is weakly justified just in case it is formed bg an unreliable process,

Goldman, 'Strong and Weak Justification," 56. Emphasis in the
oeginai.

Goldman, "Strong and Weak Justification," 52.
124

Goldman speaks of methods, processes and procedures. He de& with

each in much the same way, and the dinerences do not af&ct my discussion.
So, for ease of exposition. I will continue to speak only of processes.
125

Goldman, "Stzongand Weak Justification," 54.

and is blameless.126
A belief is blameless just in case the agent is not epistemically

responsible for failing to determine whether the process which formed her
belief is reliable. Thus, a belief is we&y justified just in case it is formed
by an unreliable process, and the agent is not epistemically responsible for

faiüng to determine whether the process which formed her belief is reliable.

This consequence is undesirable, since there are cases in which a belief
is formed by a reliable process, and we want to Say that it is weakly
justified. Furthemore, the same notion of epistemic blamelessness applies
to beliefs acquired by means of an unreliable process as to beliefs acquired

by means of a reliable process. Since the notion of epistemic blamelessness
is the core notion which Goldman appeals to in the development of his

notion of weak justification, and since there is no independent motivation
for his c l a h that a weakly justiiied belief must be ill-formed, I will conclude

that we should base our notion of weak justification on his notion of
epistemic blamelessness, and omit the requirement that a weakly jusmed

b&ef be ïll-formed.
What then is epistemic blamelessness? Often we wish to Say that an
agent is episternically blameless if her epistemic behaviour was a l l that
could be expected of her in a particular situation. So, for example, if an
agent does not have s&cient time and cognitive resources to sift through
the avdable information, we hold her epistemically blameless if she cornes

to some conclusion other than she would have were these constraints

In other words, the beliefis merely blameless.

removed. Note, however. that she is stiU epistemically blameless in this
sense if she does corne to the appropriate conclusion on the basis of the
available information. It may be epistemically blameless for her to acquire a
belief on the basis of an unreliable process; but it is also epistemically
blameless for her to acquire a b&ef on the basis of a reliable process. In
both cases, she is doing all that we expect of her in the situation.

The primary Merence between the two types of situation is that in the
former case, features of the situation and constraints on the agent's
cognitive resources are called on to excuse accepting a belief which is not

likely to be m e , whereas in the latter case, there is no need to excuse
anything. We may, nevertheless, appeal to features of a situation and an

agent's cognitive resources in order to establish that the process which
produced the belief was reliable, Le., whether the process produces a
suffjicientlyhigh proportion ofbeliefk in tme propositions. The reliabiliw of

a process is a function of the circumstances in which it is employed. Visual
perception, for example, is seldom, if ever, reliable in a dark room.
AccordingIy, in order for a belief to be strongly justified, the process which
produced the belief must be reliable in the circumstances in which the belief
is produced.

Thus, in determining whether a beliefis justified, either weakly or
strongly, we may appeal to features of an agent's situation and her cognitive
resources. In the case of the weakly justified belief, we use these features to
establish that the agent is epistemically blameless in having acquired what
rnay well be a fdse belid In the case of the strongly justEed belief, on the

other hand, we rnay establish not only that an agent is epistemically
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blameless in having acquired a particular belief, but that the situation and

the agent's cognitive resources are such that she is likely to have acquhed a
true belief'.

Goldman bases his account of weak justification on a notion of epistemic

blame or responsibility. An agent may be epistemically responsible in a
situation even if she is unable to determine that a process which produced a
given belief is unreliable. Similady, 1 suggest, she may be epistemically

responsible if the process in question is in fact reliable. What is important

in determining whether she is being epistemically responsible is how she
rnakes use of the information available in her situation which should be
considered by one with her legitimate epistemic goals. It is less important
for such purposes whether the belief acquisition process or method
employed is reliable. It will be the primary task of the next section to
illustrate and defend this point.
2.9 Weakly J u t i f i d Belief and Reliubility

A belief is weakly justified on Goldman's account if it îs acquired by

means of an unreliabie process, and the agent is epistemically blameless in
having acquired it and continuing to hold it. A belief is stmngly justiiied, on

the other hand, if it is produced by means of a reliable process, and is not
underxnined by the agent's cognitive state.
The Grst thing to note is that there are two sorts of beüefs which can be
produced by means of reliable processes. First, a belief might be produced

by means of a reliable process, and the agent may have epistemic access to
the reliability of that process. Thus, the agent has a belief pmduced by a
reliable process and, kthermore, is able to detennine that the process

which produced it is reliable.
Alternatively, a belief may be produced by a reliable process, and the
agent rnay not have epistemic access to the reliability of that process. 1have
in mind the sort of situation in which an agent acquires a weakly justified
belief. In this sort of situation, the agent's situation and cognitive resources

are such that she has no epistemic access to the reliability of that process.
The only ciifference is that in this case, the process is in fact reliable.

It is with respect to the latter sort of situation that my intuitions M e r
fkom Goldrnan's. On his account, beliefs produced in such situations cannot

be weakly justified since they are produced by means of a process which is
in fact reliable. I would suggest, on the other hand, that these beliefi are in

fact weakly justified.
There are two senses in which one might want to say that a belief is
weakly j u s a e d . First, we may not have the resources available which we
need to determine whether the process which produced a belief is reliable
and may nevertheless do the best we can in the circumstances. Note that
this may hold even if the process in question is in fact reliable.
Alternatively, we might want to follow Goldman in claiming that in order
for a belief to be weakly justified, we require both that we not have the
resoiirces available for determining whether the process in question is
reliable, and that the process must in fact be unreliable.

Consider the following situation. Suppose the world is as we know it
with a few exceptions. First, ESP is in fact reliable. Unfortunately, there is

a process very similar to ESP, call it pseudo-ESP, which is unreliable, and
we have no means of determining which of these processes an agent is
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employing.127 In short, we have no epistemic access to whether the process

which produced certain beliefs in a given agent is in fact reliable.

Now suppose that Catherine happens to have genuine ESP and pseudo-

ESP.So, some of her beliefs are produced by a reliable method, and some
are produced by an unreliable method. She has, however, no means of

determining which beliefk are produced by ESP and which are produced bg
pseudo-ESP. She has no epistemic access to the reliability of either of the
methods.
Nevertheless, she is as epistemically blameless in acquiring the beliefs
produced by ESP as she is in acquiring the beliefs produced by pseudo-ESP.
She did nothing wrong in either case. and since the beliefs were
involuntarily acquired by ber,'" she was not being epistemically
irresponsible in acquiring them. Furthermore, since she has no epistemic
access to the reliabdity of the belief-forming processes. there is no means
available to her for determining whether the process is reliable. There is
thus some reason for claiming that the beliefs produced by the respective
processes are in a sense epistemically on par. In particular, there seems to
be no grounds for daiming that she is more.epepistemically blameless in one

situation that the other.

1"

The "we"is ail-inclusive, i-e., it includes the agent herself.

Furthermore, an agent may actually have both processes.

1 am assuming that ESP is a form of perception. So, beliefk ac-d
by means of ESP are involuntary in the sense that b e l i d acquired by

means of visual perception are.

1would hesitate, however, to suggest that such beliefs are strongly

justified,in part because it is not clear whether her cognitive state

undermines beliefk produced by means of ESP. The assumption that one
cannot distinguish between genuine ESP and pseudo-ESP, at the very least,
serves to undermine, to a certain extent, the beliefk in question.

Nevertheless, she can be epistemically responsible in accepting the

bebefs in question. She may recognize that she cannot determine whether a
given belief is produced by ESP, which is reliable, or pseudo-ESP, which is
not reliable. Suppose, however, that the two processes are evenly

distributed through the population, and that she is able to distinguish

beliefs produced by means of either process fiom beliefs which are produced
by means of neither process. If the same number of beliefs are produced by

each process, then there is some reason to suppose that if a belief has been
produced by either of the processes, then it might be m e , since roughly half

of the beliefs which are produced by either process are in fact produced by

ESP.
Since she recognizes that this is the best she can do, and that one of the

processes which might be involved is in fact reliable, then she may have
some reason to accept the beli& which have been produced by either ESP

or pseudo-ESP, even if she might not be very conf5dent about the truth of

the beliefs in question. The point to note, however, is that she is in the same
epistemic position with the beliefi produced by means of ESP as she is with

the beliefk produced by pseudo-ESP. There is no information avdable to

her in one situation which is not available to her in the other, and she is
doing the best we can expect fiom her in each of the situations. The two
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situations are stiU epistemically on par. The only merence is that in one
case, the belief is produced by a reliable process and in the other it is
produced by an unreliable process. Since this information is not
epistemicaIly accessible to her in either case, then the extent of her
epistemic responsibfity must be the same in each case.
Since the same notion of epistemic blamelessness is involved in each
case, and since 1 concur with Goldman's suggestion that this notion should
undergird an account of weak justincation, I suggest that she is weakly
justified in accepting both the beliefs which are produced by ESP,and those
produced by pseudo-ESP.1"
At the very least, we should not daim that is she is not weakly justXed
in accepting the proposition in question because the associated beliefs are

produced by a reliable process. On Goldman's account, a belief which is
produced by pseudo-ESP could be weakly justified. It is produced by an
unreliable process. The agent does not believe that the process is
meliable.1" Findy, she has no means available for determining that the
process is unreliable. Accordingly, such a belief would be weakly justined.
A belief produced by ESP, however, would not be weakly justined on

Goldman's account since it was produced by means of a reliable process.

lrc

1 am not claiming, however, that she is justiiied to any great extent

in accepting the beli&. One might want to c l a h that she is very weakly

justified in accepting the beliefs.
la0

Admittedly, she does not believe that it is reliable either. Such a

point, however, makes no merence here.
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Beliefs produced by ESP and beliefs produced by pseudo-ESP, however, are
epistemically on par in the situation envisioned. Accordingly, we should
drop the requirement that in order to be weakly justifïed, a belief must be

produced by an unreliable process.

Thus 1part Company with Goldman and mggest that a belief is weakLy
j u s s e d if the agent does not have available the resources to determine
whether the process by means of which she acquired the belief is diable,

and the agent can corne to recognize that the process is the best that might

be employed in the situation given her cognitive constraints. 1do not add
the fùrther proviso that the process in fact be unreliable.
To summarize then, whether an agent is epistemicdy responsible in
accepting a given proposition is a function of the context in which she k d s
h e r s a , the available cognitive resources, and her legitimate epistemic
goals. She can then be weakly jusSed in accepting a proposition if an

epistemically responsible agent, in such a situation, with her legitimate
epistemic goals, would have grounds for accepting it.
There are often situations, however, in which we require more than
weak justification. Such situations can be dealt with fairly readily by an
extension of the account which we have been considering, and it is to such
an extension that 1turn in the next section.
2.10 Context and the lndexicality of Jmtification

When determining whether an epistemic agent is justified in accepting
a sentence in a given situation, our choice of which epistemic standards to

hold her to is determined in part by the cognitive capabilities of either the
subject under examination, or those of human reasoners M a r to her in

certain respects, and the information which would be available to such

epistemic agents in that sort of situation. This suggests that it would be
reasonable to suggest that our choice of epistemic standards should be
sensitive to various features of the context in which our subject h d s

herself. Whether an epistemic agent is justiaed in accepting a proposition is
a function of the reasons which she, or someone relevantly similar to her,
could garner in such a situation. Thus, we must take account of the
information which is available to such an agent and the epistemic
responsibilities of such agents in such situations.

Thus, in detennining whether an epistemic agent is justified in
accepting a given proposition. we must be sensitive to various aspects of the
context within which that agent h d s herself. Accordingly, the
determination of which epistemic standards to hold her to should likewise
be context sensitive.

Given these concerns, it should prove useful to consider Stewart Cohen's
account of knowledge attribution since Cohen proposes an account on which
attributions of knowledge are indelrical or context sensitive. In particular, 1
wish to focus on the notion which he daims is central to his enterprise, viz.,
the concept of having good reasons for believing a proposition.131 In
particular, 1would like to focus on that sense in which one must have good
reasons for believing a proposition which is involved in attributions of
.

-.
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knowledge. In Cohen's words: "Given our assumption that having
knowledge entails having good reasons, which senses of having good
reasons preserve th* entaih~ent?'"~~
Cohen argues that a consideration of this question reveals that
attributions of knowledge are indexical or context-sensitive. He begins by
arguîng that whether an epistemic agent S knows that p depends in part on

intersubjectively determined epistemic standards. He goes on to argue that
"the standards in effect in a particular context are determined by the
normal reasonhg powers of the attributor's social group.''l~

Although Cohen is correct in rnaintaining that we must take account of
the context in which the agent h d s herself when we make knowledge
attributions, I will argue that if one adopts Cohen's account of knowledge
attribution as it stands,then there are certain intuitions about justincation
which we cannot accommodate. 1 will then suggest how we might mod*
account to serve our purposes. We begin with the notion of having good
reasons for accepting a proposition and a discussion of various intuitions
about justification.
When determining whether it is epistemically permissible for an
epistemic agent to accept a proposition in a given situation, there are
several intuitions which we should try to accommodate. First, we should

recognize that if an agent cornes to believe a particular proposition in a
given situation, while doing her best with respect to her legitimate
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epistemic goals, then it is epistemically permissible for her to believe the
proposition in question. She need not be obliged to consider information

which is not cognitively available to her. Her epistemic responsibilities
extend only to living up to her own epistemic standards, so long as those
epistemic standards are legitimate.

When determlliing whether an epistemic agent is more f d l y justined in
accepting a proposition, on the other hand, there are several additional
factors which should be considered. First, we need to consider the
information which is cognitively available to the individual and consider
how she assesses that information. Although it rnay be epistemically

permissible for her to believe the proposition in question,a m e r
assessment of the issue miglit suggest that she is not fully justified in
accepting it.

If she is not a normal reasoner, we might &O wish to consider
information which is cognitively available to a member of one of her
epistemic communities with normal reasoning powers. That done we might
conclude by noting that the amount of information avdable is a function of
the context within which an epistemic agent fin& herself and her cognitive
abilities. We also need to determine which epistemic standards it is fair to

hold her to.
There may also be a variety of legitimate epistemic standards, and the

satisfaction of certain standards may be sufncient in some circumstances,
though not in others. So, for example, if John seems to remember having
toast for breakfast, then we may take it that he is sdliciently justified in

believing that he had toast for breakfast. Such reasons are normally good

enough for us.
It would be inappropriate, on the other hand, to maintain the same
epistemic standards if we asked him to recall what happened at a crime
scene where a murder had taken place. In the latter case it is reasonable to
hold John to higher epistemic standards than in the former. So, we might
question him about such things as the lighting at the crime scene, how he

was feeling, and how far away the suspect was when he observed her. We
would not normdy ask such questions about the circumstances
surroundhg his breakfast.
We have it then that different epistemic standards may be appropriate
in different situations. We usually do not hold John to the same epistemic

standards when asking him t o just*

his c l a h about what he had for

brealdast as we do when asking him about his recollections of a crime scene.
How then do we determine which epistemic standards John should be

held to? Given that it does not seem reasonable to hold John to epistemic
standards which he is not cognitively capable of living up to, we might
suggest that we consider only those epistemic standards which he c a n act in

accordance with.
This, however, will not do. Suppose, for example, that John is an
iderior reasoner. This may be through no fault of his own. It may simply be
that his cognitive capabilities are less than most others. Thus, although he
may be doiag the best he can epistemically, we might want to Say that his

best is simply not good enough in some circumstances. To do so, however,
we must appeal to some standard which he is not cognitively capable of
acting in accordance with.
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That said, we do not want to appeal to an epistemic standard which no
human epistemic agent is cognitively capable of acting in accordance with.
The cognitive capabilities of human agents do place an upper limit on which
epistemic standards can be appealed ta Thus, for example, we should not
adopt an epistemic principle which could be satisfied only by an epistemic
agent with perfect deductive abilities since no human epistemic agent has

such abilities. Even with such a restriction, we stiU have many candidate
principles. How then are we to choose amongst them?
Since the candidate epistemic standards are determined in part by the
cognitive capabilities of either the subject under examination, or those of
human reasoners similar to her in certain respects, and hence of the

information which they are able t o extract from their situation, it would be
reasonable to suggest that our choice of epistemic standards should be
sensitive to various features of the context in which our subject h d s
herself. Whether an epistemic agent is jusmed in accepting a proposition in
a given situation is a function of the reasons which a normal member of her
epistemic communîty could garner in such a situation. We must take
account of the information which is available to such an agent and the
epistemic responsibilities of such agents in such situations. How then are
we to incorporate such intuitions into an account of howledge attribution?

Cohen argues that whether a subject's reasons for belîeving a
proposition are good enough in a situation is a function of the epistemic
standards which apply in that situation. Which epistemic standards apply

is a function of the context of attribution in the manner which will be
discussed below. We begin by determinhg which epistemic standards apply.

We then assess whether the subject's reasons for believing the proposition
are good enough relative to those standards.
What then is it for an individual to have good reasons for accepting a
proposition, sayp? One might note with Cohen that an epistemic agent's
reasons for acceptingp would be good only if they provided epistemic
support for p and there were no ddeaters of p. There should be no
proposition which provides her with a reason for thinking that p is false, or
that provides her with a reason for thinking her reasons for acceptingp are
no good. In short, there should be no proposition which undermixtes p.
Although Cohen's suggestion is promising, we need to say more since we

have failed to take account of the individual's cognitive limitations. We do
not want to daim that she is not justined in acceptingp simply because
there is some proposition which undermines p. The undennining
proposition must, at the very least, be cognitively accessible to a human
epistemic agent, say to some member of her epistemic community. It must
be practicdy possible for some epistemic agent to recognize the
undermining proposition, understand it, and recognize that it undermines

PWhether a proposition is cognitively accessible to an epistemic agent,
however, is in part a h c t i o n of that agent's level of reasoning ability.
Furthermore, different agents often have dinerent levels of reasoning
ability. Accordingly, we have t o contend with the fact that dinerent
propositions will be cognitively accessible to diEerent epistemic agents. How
then do we determine which level of reasoning abdit4f provides us with the

appropriate standard?

We have several options available to us. First,we might c l a h that a
proposition can undermine another proposition only if the undermining

proposition is cognitively accessible to the agent in question. Such an
approach supports some of our intuitions. In p d c u l a r , it allows us to daim
that an agent should not be held epistemically responsible for considering

information which she is not cognitively capable of grasping.
Even so, it fails to provide us with a clear means of assessing the
relative epistemic me& of daims forwarded by agents with different levels
of reasoning ability. Admittedly, we want to daim that it is epistemically

permissible for an agent to believe a proposition when she is not cognitively
capable ofrecogniPng any defeaters of that proposition. But we also want to
be able to take account of the fact that different individuals have different
levels of reasoning ability and this affects our epistemic appraisals. So, for
example, we might want to daim that even though both John and Jane are
doing their best epistemicdy, given their respective cognitive capabilities.

Jane is a far better reasoner than John. In other words, although both are
weakly justified in accepting certain propositions, there is a sense in wbîch

Jane is in better epistemic shape than John. How are we to capture this
latter intuition?
One might suggest that we should appeal to something like an ideal
reasoner in an ideal situation. Degrees of justification can then be
determined by assessing the extent to which an individual reasoner
approlamates an ideal reasoner in an ideal situation. Such an option,
however, is not available to us. Our primary concem, ît mîght be recalled, is
with assessing the daims made by actual human epistemic agents. Actual

L M
human epistemic agents have certain cognitive limitations which an ideal
reasoner would not have.

An ideal reasoner, for example, might have perfect deductive ability.
Human epistemic agents do not even corne dose to approxhating such a

reasoner. Furthemore, it is not at all clear how what is appropriate in an
ideal situation might prove instructive in actual situations. Cohen, for
example, suggests that an ideal situation is one in which aU unjustified
beliefk have been deleted.13' Since there is good reason to suppose that there
is no interesting actual situation in which there are no u n j u s a e d beliefs, it

is not clear that any epistemic principles appropriate for ideal situations
wiU prove to be likewise appropriate for actual situations. Human epistemic
agents in real situations are simply too dinerent fkom ideal agents in ideal

situations for anything about the latter to have any clear application t o the
former.
Nevertheless, the appeal to ideal reasoners does rest on an intuition

which is worth bringing out. In particular, it rests on the intuition that in
developing an account of the epistemic merits of claims advanced by
reasoners with different levels of reasoning ability, we should consider the
best that actual reasoners are capable of, and how closely a given agent
approxhates such a reasoner. Accordingly, instead of appealing to ideal
reasoners, we might appeal to what might be called epistemic experts. Thus.
one might argue that the extent to which an individual is j u s s e d in
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accepting a proposition is a b c t i o n of how closely they approximate an
expert reasoner in the subject area in question.

Although plausible, such a requirement is too strong. Suppose, for
example, that throughout human history, there is one reasoner whose
cognitive capabilities are far greater than those of any other human. If we

assume that this reasoner sets the standard for sdEcient justification, no
other human reasoner will ever have suffiCient reason for accepting a
proposition since this reasoner is so much better than any other reasoner.

Thus, if there happens to be one reasoner whose abilities are far
superior to any other individual, then no other individual will have
suficient justification for accepting a proposition. Furthemore, whether 1

presently have sdEcient reason for accepting a given proposition may
depend on whether there will in fact be such an individual in the future.135

Such a result is too strong.
To summarize then, an appeal to subjective standards, though it may be
fine for an account of weak justifkation or epistemic permissibility. will not
do for an account of degrees of justification since it provides us with no
means for assessing daims made by agents with different levels of
reasoning ability. Ideal reasoners are too unlike us for anything appropriate

for them to apply to us. Finally, an appeal to epistemic experts leaves open
the possibilim that very few human epistemic agents will ever be
sdiciently justined in accepting the propositions which they consider, and

i3a

As will be seen below, a similar result is a consequence of Cohen's

account of knowledge attribution.

such a result is too strong.
What we need is an account which allows us to Say that although two
individuals are both weakly justSed in accepting certain propositions, one

of the individuals is a better reasoner than the other, hence the epistemic
appraisals of the claims made by the two may differ. To make the latter

daim, we need to appeal to an intersubjective standard. Furthemore, the
candidate intersubjective standards must be such that it is reasonable to
hold human epistemic agents to them.
Suppose then that Jane believes that there is a tree in fiont of her. It

looks like a tree, her eyesight is fine, and it's a pleasant day. Suppose
further that she is weakly justified in accepting that there is a tree in front
of her. How do we determine whether she is sufficiently justSed in
accepting that daim?
Since we cannot hold her t o purely subjective standards, we will have to

appeal to some intersubjective standard. In order for it to be reasonable to
hold her to any intersubjective standard, however, these standards must be
intersubjectively evident. So, for example, which evidence she is responsible

for considering may depend in part on which evidence a reasoner with
normal reasoning ability should consider in such a situation. How well she

should assess the evidence will Likewise depend on the predicted
performance of such a reasoner.

We should note. however, that m e r e n t communities have Werent
epistemic standards. A community of botanists might well determine that
the tree in question is a clever fake, whereas a community of pbilosophers
might not. What might be evident to normal members of one communiw

might not be evident to normal members of another. How then do we
detennine which community is appropriate in a given situation?
Cohen suggests that how we detennine the appropriate community (and
hence epistemic standards) is a function of the context of attribution:

A better way to view matters is to suppose that attributions (or denials)
of knowledge are indexical or context-sensitive. The standards that apply
are determined by the context of attribution. The truth value of a
knowledge attribution will depend on the status of the defeater the
subject possesses, relative to the standards that apply in the context of
attributionP

To possess a defeater is to believe it, or have reason to believe it. Cohen's
concern, it should be noted, is with defeaters which are possessed, not with
evidence which one does not possess.137 Even so, we should keep in mind
that one may possess a defeater while not appreciating its relevance or how
it relates t o other propositions which one believes.

That said, we need to further consider the question of how the
appropriate epistemic standards are determined in the context of
attribution. Suppose that 1 wish to determine whether Jane is sufliaently
justXed in accepting that there is water on the road. 1 wish to determine
- -

-
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whether she has good reason for accepting this daim. Admittedly, it may be
epistemically perrnissible for her to accept the claim. Whether she is

sufnciently justified, however, is a b c t i o n of intersubjective epistemic

standards that apply iB the context in question.
Furthemore, says Cohen,which standards apply in that context are a

function of my community: "In general, the standards in &ect in a
particular context are determined by the normal reasoning powers of the
attributor's social group."138 Admittedly, there may be no clear method of
determining which of my communities is relevant in a given situation.
Nevertheless, in determining whether she is in fact sufficiently justSed in

making her daim, I appeal to one of my own epistemic communities.

We can thus distinguish between two dSerent concerns.First, we might

wish to determine whether the information which is cognitively available to

a normal memberI39 of one of Jane's epistemic communities, say Jack,would
provide him with sufkient reason for accepting the claim. Alternatively, we

might want t o determine whether the information which is cognitively

available to a normal member of one of our epistemic communities, Say Jill,
would provide her with sufficient reason for accepting the daim. In the fist

instance, we apped to the epistemic standards of communities to which

Jane belongs. In the latter,we appeal to the standards of epistemic
communities to which we belong. According to Cohen, we should appeal to
-

-
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A normal member is simply a member with normal reasoning

powers.

the latter. To highlight the merences between these two approaches,

consider the folIowing examples.
Recall for a moment John's apparent recollection of what he had for
breakfast. John claimed that he had toast for breakfast, and the fact that he

seemed to remember this provided us with what we would normally
consider to be sdEcient reason for accepting the daim.

Now consider a slightly different situation. Jane notes that the loaf of
bread on the cupboard is whole; no piece has been cut off. Furthemore, it
appears to be the same loaf which she saw the night before, and the only

one which they had in the house. She informs John of this. In such a
situation, it would be reasonable to claim that the fact that John seemed to
remember having toast for breakfast is not suf£icient to justify the claim
that he had toast for breakfast. There is a piece of information available
which provides him with some grounds for doubting the claim. There
appears to be, we are assuming, no bread missing. This provides John with

some reason for thinking that he did not have toast for breakfast.
Accordingly, John no longer has suEuent reason for believing that he had
toast for breakfast.

In the latter situation, there is information cognitively available, and
easily accessible, to members of one of John's communities which is not

available in our onginal example. In part because of the ease of
accessibility, it can undermine one of John's claims. Thus, John is not
s&ciently justined in accepting that he had toast for breakfast.

Now suppose that there is a gr&

who carmot be detected by any

human. Suppose M e r that John did in fact have toast for breakfast. The

grexadin likes to play tricks, and removes the partial loaf of bread left by
John. and replaces it with the fidl loaf noticed by Jane. Let us assume that

no human either noticed this, or could have noticed it.

John did in fact have toast for breakfast. There is, however, a
misleading defeater which provides him with some reason for doubtiag this.

How then are we to assess the daim that John is justified in believing that
he had toast for breakfast?

On Cohen's account, how we are to assess the claim is a function of who
makes the claim. IfJohn, or in fact any human being, utters the claim, then
the claim is false. John is not justified in believing that he had toast for
breakfast. In light of the evidence available, a person should conclude that
John is not justifïed in making the daim since there is a defeater available,

and the fact that it is misleading is not cognitively accessible to any human
being.

If a gremlin were to make the claim, on the other hand, we have it that
the claim is m e , i-e., John is justified in making the claim. Gremlins have
additional evidence available, vîz.,that the defeater is misleading.
Accordingly, with respect to th& epistemic standards, John is in fact
j u s s e d in believing that he had toast for breakfast.

If. contrary to Cohen, we appeal only to epistemic standards of the
community to which John belongs, we do not have this latter result. In such
a case, we have the result that John is not in fact justifïed in believing that

he had toast for breakfast. What remains to be seen is which of these
results o u intuitions favour. To that end, consider the following example.
Suppose that a logic instnictor, say Brian, has two students, Mark and

121
Helen. He decides to administer an exam, and due to time pressures at the
end of t e m , asks primarily short answer questions. The students are given
some information and asked to make certain inferences on the basis of this.
They are then to select the correct answers fiom a Est.
After grading the exams, he fin& that Mark and Helen both achieved
the same score. Let us further suppose that both students in fact accept the
answers they gave. Our question now is whether they are justified in
accepting those answers.

Let us suppose that Brian is the attributer. So long as the answers are
correct according to the standmds of the relevant epistemic community to

which Brian belongs, both Mark and Helen are justifîed in accepting all the
correct answers. So, the following sentences are true so long as Brian is the
attributer:
1. 'Markis justified in accepting the answers.'

2. 'Helen is j u s a e d in accepting the answers.'

Let us now suppose that, unbeknownst to Brian, Mark had not studied

and simply guessed at the answers on the test. Furthemore, he was foolish
enough to believe that his answers were correct. Helen, on the other hand,
was quite studious, understood the material, and her answers in fact

refiected the extent of her understanding.
It appears that Helen is in bettet epistemic shape than Mark,Le., her
epistemic behaviour was more praiseworthy than Mark's. How then are we
to cash out these intuitions?The fist thing t o note is that even with the

additional knowledge, both 1. and 2. are still true so long as Bnan is the
attributer. His epistemic standards have not changed, and neither has the

information available to him,

With respect to our epistemic standards, however, 1. is false. Thus, so
long as we are making the attribution, 1. is false. If BBan is making the
attribution, then 1. is true. Note, however, that in this situation, there is no
difference between the context in which Brian makes the attribution, and
the context in which we make the attribution. We are both talking about the
same reasoner, namely Mark. His actual reasoning abilities remain the
same even though different people are daimhg that he is justified. The only

ciifference between the two cases is that in one case, we are making the
attribution, and in the other, BSan is making the attribution.

Thus, in one case the attribution is tme, and in the other case it is false,
even though nothing has changed with Mark. This is counterintuitive. Since
Cohen does not provide us with sufEcient reason to accept this
counterintuitive result, I suggest we focus on the agent in the context, and
the standards of the epistemic communities to which she belongs. If we do

this, then we can avoid this counterintuitive result.
Nevertheless, we should preserve the intuition that whether one's
reasons for accepting a proposition are good enough is a function in part of
intersubjectively evident information. In fact, we might go so far as to cl&
that in general, they are a function of the normal reasoning powers of the
relevant social g r o ~ p . ~1~am
O only suggesting that the relevant social group

must be one to which the agent herself belongs.

Cohen, "EGiowledgeand Context," 579; and Cohen, Thowledge,
Context, and Social Standards," 15.

Admittedly, an agent may belong to communities with diaerent
epistemic standards. The point remains, however. that we should
incorporate information about what should be evident to her, and we can do
this be focussing on epistemic communities to which she belongs. So, we
determine whether an individual is suîficiently justified in accepting a

daim by considering which epistemic communities she belongs to and what
soa of information is cognitively availabie to members of those
communities.
Thus, whether an individual is sdEciently justified in accepting a daim
is a function of the context in which that agent finds herself. By examining

that context, we determine which epistemic communities she belongs to and
her cognitive capabrlities. We may then determine whether she is
suiliciently justSed in accepting the daim in question relative to the
epistemic standards of those communities.
We are still left with a problem. In order to determine whether an
epistemic agent is sdiciently justified in accepting a given sentence, we

examine her cognitive capabilities. the context in which she h d s h e r s a ,

and the epistemic communities to which she belongs. We then determine
which epistemic standards apply to her and the extent to which she meets

them. We have as yet said nothing about how one might go about such a

task,
What we need is a doser examination of how to determine which
information should be considered by an epistemically responsible agent in a
given situation, and how she is to assess that information when
determining whether she should accept a given sentence. In short, we need

an account of how the information expressed by the sentence under
examination relates to the information which should be considered by an

epistemically responsible agent in her situation. This will be supplied by
the account of epistemic value which will be developed in the remainder of
this thesis.

3. Epistemic Value and Coherence

3.1 Introduction

In the last chapter we considered the notion of having good reasons for
believing a proposition. Whether one's reasons are good enough, Le.,
whether one is sdEciently justifiedl41 in believing a proposition, ia a
hnction in part of those epistemic standards of one's epistemic communities
which apply in one's situation. With those standards in haad, we can
determine which information an epistemic agent should consider in her
situation, and what she should make of it.
We should note, however, that an individual may be justSed in

accepting a proposition even though she is not justified in accepting a
sentence which expresses it. She may not recognize which proposition is
expressed by the sentence which she is considering, and thus may not
recognize that it is a proposition which she is justified in accepting.
Since our primary concern is with commitment sets, we should shift our
attention back to sentences. Furthemore, since the members of
commitment sets are the sorts of sentences which we can cognitively grasp
in the way required for justification,l" we can fairiy readily rephrase our

SaCient justification should not be confused with fulljustification.
The former is relative to o u goals and context. The latter is often
understood in t e m s of having the best possible reasons for accepting a
proposition. Full justincation, for reasons such as those developed in the
last chapter, is neither practicdy possible, nor dearly desirable.

"Recall that if sentence is a member of a commitment set, then, among
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point in terms of sentences. Thus, whether we are justifïed in accepting a

sentence which is a candidate for admission to a commitment set143 depends
to a certain extent on those epistemic standards of an agent's epistemic
communities which apply in the situation in question.
Recall, however, that whether a sentence is a member of a commitment
set depends in part on whether certain sorts of dations obtain between
that sentence and the commitment set, and whether the epistemic agent
could recognize that they obtained. There are U e l y countless relations

which obtain. Our epistemic standards are to provide us with a means of
determining which are relevant, and which should be considered by an
epistemically responsible agent. With this in mind, we will begin by
examining a single sentence, and determine when an individual isjustified

in accepting it.
Consider a sentence which we take to express new information, c d it P.
Suppose we wish to determine whether we are justifïed in accepting P. The
f i s t thing we need to determine is whether it is a candidate for acceptance.

This is accomplished by detennining whether it can be cognitively grasped
in the way required for members of commitment sets. That done, we go on

to determine whether any members of our conunitment sets provide us with

other things, one can understand it and recognize which proposition is
expressed by it.

Recall that to be a candidate for admission to a commitment set, an
epistemic agent must be able to cognitively grasp the sentence in the
manner described in chapter 1.

reasons for accepting P. If so, then we go on to consider the various
supporting and undermining relations which obtain between P and various
of our commitment sets.
RecaU, however, that it is not sdEcient for our purposes that some
significant relation obtain between one of our commitment sets and the
candidate for acceptance. Although such a relation admittedly should
obtain, in order for P to be a candidate for acceptance, we also require that
the epistemic agent in question be able to recognize that the relation in
question obtains between P and her commitment set, and that she be
justi6ed in accepting the members of her commitment set.
So, for example, in order for the members of one of her commitment
sets, say r, to provide her with reasons for accepting P, she must recognize
that she accepts the members of r, she is justXed in doing so, and that
certain sorts of relations144 obtain between r and P. Finally, she must
recognize that this provides her with grounds for accepting P. In short, she
must be able to infer P from T,while recognizing that she accepts the
members of r and is justified in doing so. Only then can the members of r
provide her with reasons for acceptuig P.
Our primary concern when determining whether to accept some
sentence which expresses information which we take to be new is thus with
whether the relations which obtain between that sentence and o u

144

The sorts of relations at issue are those that d o w the transfer of

jusfication from the members of ï to P,Le., those that d o w what
Plantinga calls warrant t r a d e r . (Plantinga, Warrant,75.)
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commitment sets support certain inferences. This suggests that the sort of
relations which must obtain between members of a commitment set must be
the S

O

to~ süpport inferences. Accordingly, it would be reasonable to think

that epistemic value is in part a function of the sorts of relations which
obtain between sentences, in p articular, those relations which support
inferences.

Such intutions about the source of epistemic value accord well with
Laurence BonJour's coherentist account of knowledge. BonJour argues that

a belief is justified if it coheres with a coherent system of beliefs. A system
of beliefs is then coherent only if they are mutuaIly inferable. Although
there are certain aspects of his account that do not accord with intuitions
developed in previous chapters, the notions of coherence and mutual

inferability are worth bringing out. Accordingly, 1 will consider his account

in a fair degree of detail so as to tease out those aspects which we can
incorporate into o u account of epistemic value.
Before we turn to this discussion, however, it will prove useful to
separate various issues. First, we need an account of the epistemic value of

individual sentences for an agent. This, 1wiU argue, is in part a function of
certain relations which obtain between those sentences and an agent's
commitment sets, in particular, those relations which support the agent's
inferences. Accordingly, the epistemic value of a sentence will need to be
assessed relative to an epistemic agent.
Second, we need an account of the epistemic value of commitment sets.

This, too, WUbe seen to be a function of those relations between the
sentences in a commitment set which support the agent's inferences.
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Findy, we need an account of the transfer of epistemic value. Since the
epistemic value of a sentence relative to an agent is in part a function of the
epistemic value of certain of an agent's commitment sets, we need an
account of how that sentence inherits its epistemic value fiom such
commitment sets. With these points in mind, consider BonJour's coherentist
account of knowledge.
3.2 BonJour and Coherentism

A beli&" is empiricdyi46 justified on BonJour's account if the
foIlowing four conditions are satisfîed:
"the belief must belong to a system of beliefs which is actually held by

someone."

"the system of beliefs in question must satisfu the Observation
Requirement".l48

"the system of beliefs in question must be coherent to a high degree

and more coherent than any alternative which would also satisfg the
second condition."149

In order to remain tnie to BonJour's discussion,1v d continue to
speak of the justification of beliefs. As 1 refîne his account, however, 1 will

return to a focus on the sentences which express the objects of beliefs.
BonJour's concern in his book is with empincal belieik. My conceni,
on the other hand,is with al2 beliefk.
BonJou, Structure of Empirical h w l e d g e , 153.

ld7
148

BonJour, Structure of Empirical h w l e d g e , 153.

'49

BonJour, Stmcture of Ernpin'ml h w l e d g e , 154.
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4. "the person must have a refiective grasp of the fact that his system of

beliefs s a t i a e s the third condition, and this refiective grasp must be,

ultimately, the reason why he continues to accept the belief whose
justification is in question."lw
There are several features to note about this account. First, whether one
is justified in accepting a particular b&e£ is a function of the systern of

beliefk to which the belief belongs. The justification for accepting the belief
does not corne fkom a source outside of the agent's system of belief's. His is

not an externalist account of justification.
The second thing t o note is that whether a beliefis justified depends on

whether it is connected in the right kînd of way with a particular sort of
system of beliefs, and whether the epistemic agent grasps this fact. In

particular, if the belief c a n be inferred fzom a system of beliefs or if it bears
some sort of explanatory relation to members of that system, then it belongs

to that system. If it belongs to that system, then its justificational status is
a b c t i o n of the coherence and justincational status of that system of

belief's.i51
What is important to note for our purposes is that BonJour refers to a

system of beliefs, not a set of beliefk. A system of beliefk M e r s fkom a set in
that the beliefki in a system must be mutudy inferable or must bear some

sort of explanatory relation to one another.1" Furthermore, since coherence

lS0

BonJour, Structure of Empirical Knowledge, 154.
BonJour, Structure of Empirical h w l e d g e , 92.

lS1

Is2

BonJour, Structure of EmpiriwE h w l e d g e , 93.
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on BonJour's account is in part a function of the mutual inferability of the
beliefk in that system,I* a system will cohere in a way in which some sets of

beliefs WUnote
Our task is thus two-fold. First, we must determine how one assesses
the epistemic status of a system of beliefk on BonJour's account. Second, we

must examine the sorts of relations which obtain between a belief and that
system in order for it to be justified, and finally we need to determine how
the epistemic status of the system of beliefs is inherited by the belief- 1
begin with the fist task.
3.3 Epistemic Value and Systems of BeEief

The epistemic stahis of a system of b&&

is a function of three things.

First, it is a function of the degree to which the systern satisfies the

observation requirement. Second,it is a function of the coherence of that
system of beliefs. Finally, it is a h c t i o n of the coherence of that system of

beliefs relative to alternative systems which sa*

the observation

requirement.154 1 begin with the first condition.

One statement of the observation requirement runs as follows:
a coherence theory of empirical justification must require that in order
for the beliefs of a cognitive system to be even candidates for empirical

lm

It is also a function of the evidential and explanatory relations which

obtain between members of that system. @onJour, Structure of Empirical
k w l e d g e , 93.) 1 retuni to this point below.
lJJ

In short, we need to consider the second and third conditions for

empiricdy justitied belief mentioned above.
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justification,that system must contain laws attributhg a high degree of

reliability to a reasonable variety of copnitively spontaneous beliefs
(including in p articular those kinds of introspective beliefs which are

required for the recognition of other cognitively spontaneous belie£s).Im
A cognitively spontaneous belief, says BonJour, is a belief which "simply
occurs to me, 'strikes me,' in a marner which is both involuntary and quite

coercive".'~So, for example, perceptual beliefs are counted as being
cognitively spontaneous.
The first thing to note is that BonJour is not saying that cognitively
spontaneous beliefs must in fact be highly reliable. Rather, he says that

they must be taken to be so in order for a coherentist account of empirical
justification to get off the ground.

The observation requirement, in short, is that feature of BonJour's

coherentist account which is to allow empirical input to i d u e n c e one's
theory of the world. Even though the justificational status of a belief is
purely a fwiction of whether that beliefcoheres with a coherent system of

beliefs, in order for that system of beliefs to be about the world,empirical
input must be allowed. Cognitively spontaneous beliefb are not granted any

special epistemic status, although they m u t be taken to be generally
reliable by any adequate coherentist theory. A n y coherentist theory which
counted the majority of, Say. perceptual beliefs, as false should be
discounted on that score.

lS6

BonJour, Structure of Empirical h w l e d g e , 141.

lS

BonJour, Structure of Empirical Rnowledge, 117.
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Suppose then that we have restricted OUF attention to systems of belief
which meet the observation requirement. The class of candidates for

acceptance is to be further restricted by selecting only those systems which
are coherent to a high degree. We then select the most coherent of those
systems, i.e., that system which is more coherent than any of the
alternatives which we have delimited. What then is it for a system of beliefs
to be coherent?
Although BonJour admits that he has no complete account of the notion

of coherence, he does provide us with a partial characterization:
f h t , coherence is not to be equated with mere consistency; second,
coherence . . .has to do with the mutual inferability of the beliefs in the

system; thud, relations of explmation are one central ingredient in
coherence, though not the only one .. .m7

There are two sorts of observations adduced in support of the first point.
First, there are situations in which a set of beliefk is logicdy consistent,168
however, one of the beliefk undermines some other belief. Consider, for
example, the set containing the beliefs that it will rain today, and that it

15'

BonJour, Structure of Enpirical h w l e d g e , 95. BonJour achially

cites four conditions. Since the fourth is simply a corollary of the third, I
have omitted it for reasons of brevity.
lm

BeIiefk are not the sort of things which can be logically consistent.

Rather, we should be speaking of the sentences which express beli&.
R e c d , however, that 1 am adopting BonJour's language for expositorg

purposes. Suitable modifications to his account will be made later.
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likely will not rain today. This set is logicdy consistent, but we would not
want to count it as coherent. Thus, although consistency on BonJour's
account is a necessary condition for coherence, it is not a suffiCient
condition.
Second, there are situations in which the beliefk in question, though
compnsing a consistent set, bear no signincant relation159 to one another.

The content of each belief, for example, may bear no significant relation to
the content of any other behef in the system. So, for example, the set
comprised solely of the beliefs that grass is green and that snow is white is

consistent. We hesitate, however, to suggest that it riangs together" in a
way which would lead us to c l a h that it is coherent. In order for it to be
coherent, we require that additional relations hold between the beliefs, e.g.,
relations which would support inferences.

Thus,BonJour suggests that relations of mutual inferability must
obtain between the various beliefs in the system. This is not to Say that the
relations in question must be strong relations. Rather, it is to Say that each
belief must bear some Merence relation to at least one other belief in the

system, where an inference relation is
any sort of relation of content which would allow one belief or set of
beliefk, if justified, to serve as the premise(s) of a cogent epistemic-

Relations will prove to be stgnificant for BonJour if they allow us to

lm

extend our knowledge in certain sort. of ways. He considers two such

relations in detail: explanatory relations, and relations which support
inference.

justifkatory argument for a M e r belief. The basic requirement for

such an inference relation ...is that it be to some degree -thpreserving . . .I6O

The presence o f such inferential relations, however, does not provide us
with the sole mark of coherence. Atso important is the presence of

explanatory relations between various beliefs.161 The important point is that
there be some sort of positive, systematic connection between the various

beliefs in a coherent system of beliefs.
So much for the brief sketch of BonJour's account of the epistemic status
of systems of belief. So long as a system of beliefs requires and
accommodates observational input, then it is a candidate for adoption.
Whether one is justiûed in adopting or maintaining a given system of
beliefs is then a fûnction of whether that system is coherent, and whether it

is more coherent than any viable alternative. Accordingly, one system is to
be preferred to another when the positive systematic connections between
its beliefs is greater than that in the other system. This is to be determined

160

BonJour, Structure of Empirical Knowledge, 96. Note that since our

concern is wîth the mutual inferability of the members of a system of
beliefs, the premisses and conclusion of the arguments in question must all

be membexs of the same system of beliefs.

One might also suggest that other intellectual virhies of the system
of beliefs are relevant, e.g., parsimony. See, e.g., Ellion Sober,
Reconstructing the Past: Parsimony, Euolution, and Inference (Cambridge,
MA: MIT Press, 1988); and Elgin,"Epistemic Efficacy of Stupidity."

by examining the inferential and explanatory relations which obtain

between beliefs in the given system. The epistemic value of a system of
beliefs is accordingly a function of the degree to which the system meets the
observation requirement, and the coherence of that system.~~2
3.4 Epistemic Value and Individual Beliefs

How then does a belief inherit epistemic status from a system of beliefs?
To begin with, our question is not well-formed. A belief, on BonJouf s
account does not simply inherit epistemic status fiom a system of belief's.
Rather, it inheritç its epistemic status only if the agent in question, upon
refiection, recognizes that her own system of beliefk is highly coherent, and
is more coherent than any alternative which meets the observation
requirement. In short, the agent must grasp the fact that the belief in
question belongs to a system of beliefk which is accorded high epistemic
status,la and that must be the reason why she accepts it. Furthermore, the
system of beliefk must in fact belong to her. Thus, in order for a belief to be

jusmed for an agent it is not enough for it to simply bear the appropriate
relations to a system of belieii with high epistemic status which she has
adopted. The agent must at least recognize that the relations in questions
obtain.
Suppose then that the belidunder examination belongs to such a

162

Thus, rehtiue epistemic value is a function of the degree to which two

sets meet the observation reqpirement, and their relative coherence.
la

Or at least that its epistemic status is higher than that of viable

alternatives,

137
system of beliefs. Suppose further that the system meets the observation
requirement, is highly coherent, and is more coherent than other
alternatives which meet the observation requirement. Since the belief in
question belongs to such a system, it must bear certain positive relations to
that system, given that the system is highly coherent. Furthemore, the sort

of positive relations between beliefi that are a t issue are the sort which can
provide us with justi&ation

for accepting that belief.

There are several problems with BonJour's account. First of all, I grant
that if a belief does in fact belong to such a system of beliefs and we can
gram that fact in the right sort of way, then we can be justSed in accepting

it. It is also reasonable to assume that the extent to which we are justiiied
in accepting the beiief is a function in part of the epistemic status of the

system of beliefk which supports it.

1 also agree that the existence of certain positive relations between a
belief and the right sort of system of beliefsl" i s not suffiCient to make the
belief in question justiûed. The agent m u t also have a cognitive grasp of
her beliefk and epistemic situation before we say that she is justdied in
accepting the beliefb in question. As BonJour notes:
What we must now ask is whether and how the fact that a belid coheres

in this way is cognitively accessible to the believer himself, so that it c a n
give him a reason for accepting the belief.166

la

Admittedly, one might disagree about what constitutes the right sort

of system of beliefk.
L66

BonJour, Structure of Empirical h w l e d g e , 101.

138
Where 1 disagree with BonJour is in my assessment of the signincance of
this last c l a h
As noted in chapter 1, an agent is not justified in accepting a sentence

simply because she accepts sentences fkom which it follows, and is justined
in accepting each of them. She must also understand the propositions
expressed by the sentences involved, and recognize that the sentence in
question follows fkom the others. This provides us with at least a minimal

repuirement for justification. BonJour, on the other hand, requires mu&
more of an epistemic agent.

In order for an agent's belief to be justified on BonJour's account, the
agent must in the fist instance, be p r e s ~ e to
d have a more or l e s correct
grasp of his entire system of beliefs. This he calls the Doxastic
Presumption.166 It is worth noting that he is not claiming that the beliefk
themselves are, by and large, m e . His concem is with the agent's cognitive
grasp of his system of beliefs, and in the limiting case, of a given belief. The
issue is thus one about whether one correctly grasps one's entire system of
belief,
When dealing with individual beliefk, so long as we recognize that
BonJour is only making a relatively weak cl&,

1 take it that BonJour is

likely correct. We usuallg presuppose that our cognitive grasp of certain of

BonJour, Structure of Empirical Irfiowledge, 101-106. Note that the
Doxastic Presumption is a presumption about one's grasp of one's b&&.

It

should not be confused with the daim that one must assume that one's own
beliefk are more or less justified, which was discussed in chapter 2.
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our own beliefk is often correct. 1take issue, however, with the daim that
our cognitive grasp of our entire system of beliefk can be more or less
correct.
My concern is not so much with whether our cognitive grasp of those

beliefs which we c m iden*

is c0rrect.16~Rather, it is with whether it is

practically possible for us to have anything which could even be thought to
be a cognitive grasp of our entire system of beliefs. Any reasonable

candidate for a representation of our entire system of beliefs is not
sometliing which could be cognitivdy grasped by a human cognitive agent.

Such a representation, if more or less complete, would be far too large and
complicated to be cognitively grasped by a human cognitive agent. We
would also not be able to grasp all of the systematic connections which
obtain between them.

It is also not clear how one might cognitively grasp one's entire system
of belief'k by some means other than the apprehension of some
representation of that system. This is not to Say that it is not clear how one

might cognitively grasp something other than a representation of a system
of beliefk. Rather, it is to Say that it is not clear what else might count as a

cognitive grasp of an entire system of beliefk. Accordingly, 1 conclude that
we do not have the cognitive ability to copnitively grasp either our entire
system of beliefk, or any representation of that system which can reasonably
-

1
6
'

This point is discussedin Bmce Hunter, critical notice of The

Structure of Empiriml h w l e d g e , by Laurence BonJour, Canadiun

Jouml of Philosophy 18 (December 1988): 711-742.

be taken to be an approximate, more or less complete, representation.

To be fair, BonJour does recognize both this objection,and another
objection based on actual epistemic practice. 1quote in W:

Whether or not such a view of justification would be acceptable for a
cognitive being who satidied its repuirements, it is quite clear that it
does not offer a plausible account of the actual empirical knowledge of
actual human knowers. There are two correlative reasons why this is so.

In the first place, many of the inferences which are involved in the
justification of an actual bit of knowledge according to such a view,
especially the complicated inferences involved in observation, are quite
foreign to the actual cognitive state of an ordinary person. Not only does

no one actually formulate such inferences, but they would not be
recognized by the vast majorîty of persons as having been even tacitly
relied upon. Second, and even more fundamental, no actual person has

the sort of grasp of his own system of beliefs which is dernanded by such
an a c c o ~ n t . ' ~ ~
He also notes that "this objection desenies to be taken very serio~sly."l6~
His

handling of the objections, however, leaves much tu be deshed 1 quote in

full:
An adequate reply, ifindeed one is possible, wiU involve two main points.
First, the objection is obviously correct in its contention that ordinary
knowers have no explicit grasp of either the inferences appealed to by the

la

BonJour, Structure of Empirical Kkwledge. 151.
BonJour, Structure of Empirical Ezowledge, 152.
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account of jusfication in question or of their entire systems of belief.
And it i s also clear that these elements, if they are to be part of an

account of actual human knowledge, must be somehow relevant to the
actual cognitive states of such knowers. Thus the basic daim of my

coherentist position (and indeed the analogous daim for most or a l l
nonexternalist versions of foundationalism) must be that carefd
reflection on actual cases w d l reveal that these elements are tacitly or
implicitly involved in the actual cognitive state of a person who has

empirical knowledge, even though he does not bring them explicitly to
muid and indeed would normally be unable to do so even if explicitly
challenged. Such a daim is obviously diflicult to establish. It seems to me
to be basicdy correct in the present case, but there is very Little more 1

can do to support it beyond asking the reader to refiect as carefdly as he

can and arrive at his own assessment.170
If BonJour is correct in rnaintaining that something like his version of
the Doxastic Presumption is required in order to avoid extenialism,l" and
that the objection deserves to be taken very seriously, then this response is

far from adequate. Accordingly, 1 suggest we deal with the situation
somewhat as follows.

If a cognitive grasp of one's own bel-& is required, and BonJour is
correct at least in thinking that some sort of cognitive grasp is required,
then we must focus on representations which are cognitively manageable.
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In short, we need to focus on something such as the commitment sets which

I discussed in chapter 1. They are small enough to be cognitively grasped,
and thus can be the sort of object of rdection that BonJour requires.
3.5 Coherence and Commitment Sets

A commitment set is small enough to allow us to assess its coherence. It
is dso small enough ta allow us to determine whether a given sentence
coheres with that set, e-g., whether the sentence can be inferred fiom
members of that set. Alternatively, we can determine whether it plays some
explanatory role in that set. In either case we are provided with some
reason for accepting the candidate sentence.
Since a given sentence will lütely cohere to a dinerent extent with
different comrnitment sets, we need to assess the relative coherence of
different commitment sets. Accordingly, if a sentence coheres with a
commitment set which we take to be highly coherent, and c o d i c t s with a
commitment set which we take to be significantly less coherent, then we
have some reason to accept the sentence and possibiy revise the latter
cornmitment set.
Admittedly, if we focus on whether a given sentence coheres with one of
our commitment sets, we have no guarantee that it will cohere with all of
them, i.e., with anything approximating our overall system of belief.
Determining whether a sentence is coherent with a system of belief is
practically impossible. The best we can do is determine whether it coheres
with a given commitment set.

This, however, is not a shortcoming of our approach. Any account of
knowledge acquisition and revison must contend with the cognitive

limitations of human epistemic agents. It is important to note, however,
that we manage fairly well in spite of those Limitations. O u goal in this
thesis, it might be recalled, is to figure out how we do it. Since we cannot

detennine for a given sentence whether it coheres with anything
approlamathg a system of belief, we must employ some other procedure for
improving our world picture. In particular, we must employ a procedure

which requires at most that we concern ourselves with a low finite number
of our cornmitment sets.

To sumrnarize then, in determining whether to accept a sentence, we
detennine the extent to which it coheres with relevant commitment sets. If
it coheres w i t h some, and confiicts with others, we assess the relative

coherence of the sets involved, and revise in favour of those commitment
sets which are more coherent.
Assessments of coherence are made on the basis of relations noted to

obtain between the sentences involved. The coherence of the set is a
function of those relations, recognized by the epistemic agent to hold

between members of that set, which suppoa the agent's inferences and
explanations.
Before considering the notion of coherence in greater detail, however,
there is one problem which should be noted. Tn p a r t i c d a , our picture thus

far provides us with no means of dealing with a situation in which a
sentence coheres with one commitment set, and connicts with another,
where both commitment sets are equally coherent. So long as one
conimitment set provides us with as much reason for accepting the sentence

as the other does for rejecting it, we are at a standstiu. Our problem caxmot

be solved by c o n s i d e ~ g
either the relative coherence of the two
commitment sets, or the extent to which the candidate sentence coheres

with the respective commitment sets.

Such situations are common enough to warrant incorporation into our
account. Furthemore, we often find some epistemically respectable means
of deciding in such situations. We rnay,for example, daim that although
equally coherent, we are more loathe to give up the members of one than
the other. One commitment set is in a sense taken to be epistemically more
important than the other. In short, we take it that although equally
coherent, one cormnitment set is of more epistemic value than the other, and
our revision should be made in favour of that commitment set. How then
might we defend a daim that the members of one of two equally coherent
commitment sets are epistemically more important than the members of the
other?

3.6 Epistemic Value and Entrenchment

That we can have a situation in which a c l a b is supported by one of
two equally coherent commitment sets, while being undermined to the same
extent by the other, and yet we revise in favour of one of those commitment
sets,172allows us to note o u ikst point about epistemic value. In particular,

that such a situation is a real posd~ilitysuggests that the coherence of a
commitment set is not the sole determinant of epistemic value. We may

ln

1 am assuming that we do not do so arbitrarily. Mind you, there may

be situations in which we do so. Pressures of t h e and the need to make
some decision, for example, may force us to choose arbitrarily.
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have reason to daim that members of one of the commitment sets are more

important than the members of the other, ie., some sentences may

represent Mi& which are taken to be more important in our conception of

the world than others. Accordingly, those c l a h s will prove to b e more
resistant to revision.

That said, we need to determine the sense in which these daims are
more important than the others, and determine whether we can thereby
jus*

claiming that they should be more resistant to revision. How then

might we proceed?

One might follow Quine in claiming that certain truths of mathematics
and first order logic have prîvileged epistemic statu^.^^^ So, if a commitment
set comprised of sentences which express those truths confiicts with a
cornmitment set comprised of, say, sentences which express propositions
from quuantum physics, we should not revise the former set. It would seem to

follow that one should revise the claims of quantum physics in light of this,
even if the respective sets are equdy coherent.
-
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Admittedly Quine does daim that the tniths of logic and mathematics
are susceptible to revision in light of discoveries in science: "Logic is in
principle no less open to revison than quantum mechanics or the theory of
relativity."l74 The point to note, however, is that he nevertheless retains the

tniths as they stand. What is of interest for my present purposes is his
reasons for doing su:

If revisions are seldom proposed that cut so deep as to touch logic, there
is a clear enough reason for that: the maxim of minimum mutilation .. .

The maxim sufnces to explain the air of necessity that attaches to logical
and mathematical truth.176
What remallis to be seen is what that maxim is, and how i t explains the
resistance of logic to revision.
Following Quine's lead, one might proceed somewhat as follows. Certain
laws of logic and mathematia are integral to our conception of the world.

They are universally applicable, and impartially participate in all the
sciences.L76
They play a fundamental role in how we integrate the various
facts which we leam about the world. They are involved in processing the
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information which we acquire about the world, and managing the theories
we construct to integrate and explain this information. Accordïngly, the

rejection of such laws would require revisions of our conception of the world
which are too fa.-reachingand deep to be acceptable. In Quine's words:
"mathematicsinfiltrates all branches of our system of the world and its

dismption wodd reverberate int~lerably."l~~
Thus we have Quine's rnaxim of minimum mutilation, i.e., we should
rescind only those beliefs which seem least crucial to our o v e r d conception
of the world.178 We might also defend this m a x h by noting that if Quine is
correct in claiming that certain mathematical or logical tniths are as crucial
to our conception of the world as he daims, then the rejection of such tniths

and the revision of our commitment sets that would be required would be
practically impossible for a human epistemic agent.
Even if Quine is incorrect about the role which logic plays in the
development of our conception of the world, this discussion nevertheless
serves to highlight one way in which a commitment set can have higher
epistemic value than another commitment set. The epistemic value o f a
commitment set is in part a function of the role which members of that
commitment set play in our overall conception of the world. Some sentences,
or the belieEs they represent, play a more fundamental role in our
conception of the world than others. Accordingly, they should be accorded

higher epistemic status than those sentences. Even if one disagrees with

Quine, Pursuit of %th, 15.
"8

Quine, Fursuit of Thth, 14.
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Quine about the importance of the laws of f i s t order logic, one could still
c l a h that there are some sentences which play a much larger role in how
we manage our conception of the world than others.

It is worth noting that I am not claixning simply that we tend to value
certain sentences more than we do others. If this were the case, then certain
religious daims asserted by members of cults would be accorded more
epistemic value than, Say, the daim that recognized logical consequences of
accepted sentences should also be accepted. Rather, 1 am suggesting that we
base our account of epistemic value in part on the role which sentences (or

the beliefs which they represent) play in the overd management and
maintenance of our commitment sets. Thus, the epistemic value of a
sentence is in part a function of the entrenchment of that sentence in one's
commitment sets. where entrenchment is a function of the role which that
sentence plays in the management of those commitment sets. It is not to be
seen as a function purely of how tenaciously one accepts the sentence in
que~tion.L~~
Thus we cm have a situation in which one is very reluctant to
give up a sentence which has little epistemic value.

To summaiize then, 1 have argued that the epistemic value of a
sentence cannot be solely a function of whether that sentence coheres with

some cornmitment set. Certain beliefb are more entrenched in our
conception of the world than others in that they play a larger role in that
-

1'9

Admïttedly, the tenacity with which one holds onto a belief may be in

part a function of how that belief is integrated with other b e l i d . The point

remains, however, that it need not be so.
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conception, and hence sentences which represent them are to be accorded
more epistemic value than those others.

We have it then that the epistemic value of a sentence is a funetion of
the extent to which it coheres with a given commitment set, and its
entrenchment in the agent's conception of the world, where entrenchment is
a function of the role which the represented belief plays in the agent's
conception of the world. The epistemic value of a commitment set is then a
function of the integration of the members of that set, and their epistemic
value,

Thus,contra BonJour, it is not the integration of an entire system of
beliefs which is crucial.Rather, it is the integration of particular
commitment sets, and the extent to which single beliefs are integrated in
the rest of one's belief's. The latter concern is with the connections between
a single belief and other beliefs which one holds. No apped is made to the
coherence of the rest of one's beliefk at all.

This difference with BonJour's account can be made clearer somewhat
as follows. On the account which I am proposing, an agent's overall

conception of the world may, unbeknownst to her, be incoherent. Even so, a
given belief may be Grmly entrenched in that conception and hence be
accorded high epistemic value when recognized to cohere with some
cornmitment set.

On BonJour's account, this same sentence would not be accorded high
epistemic value since the agent's overall conception of the world is
incoherent. Thus,even if the smder components of the system of beliefk to
which the individual belief is related are themselves coherent and highly
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(intemally) integrated, the epistemic value of the beliefis low on BonJour7s
account since that epistemic value is inherited fkom the agent's o v e r d
conception of the world. Such a result is too strong, and can be avoided on
the sort of account which 1am proposing. On such an account, an epistemic
agent is responsible o d y for maintainhg local coherence.

Thus far, 1 have argued that the epistemic value of a sentence is a
function of the coherence of commitment sets to which it belongs and the
extent to which it coheres with those sets, where coherence is defined in
t e m s of inference and explanation supporthg relations. It is also a function
of the entrenchment of the beliefrepresented by that sentence in one's
overall conception of the world.

The fîrst of these two points is relatively uncontentious. A commitment
set is a set of sentences which represents an agent's epistemic commitments

and is s m d enough to be cognitively grasped by that agent. The suppoa for
members of that set ultimately derives, to some extent, fkom sentences
which represent that agent's actual beliefs. The sentences which comprise a

commitment set, 1 suggested in chapter 1, should be related in certain ways.

If we add the suggestion proposed in this chapter that the relations in
question be such as to support the agent's inferences or explanations, then

the desired result falls out fairly readily. If an epistemic agent recognizes
that the mernbers of one of her cornmitment sets are rdated to a sentence in

such a way as to support the inference of that sentence fiom members of
that set, or that it plays a .explanatory role in that set, then she is justined
in accepting that sentence. The degree of justification is a function of the

epistemic value of the set and either the extent to which it supports the

sentence in question. or the significance of its explanatory role. The
epistemic value of the set is then a function of the coherence of the set, and
the entrenchment of members of that set in one's conception of the world.

The latter point, viz., that the epistemic value of a sentence is in part a
function of the entrenchment of that sentence in one's overall conception of
the world, is clearly in need of fuaher explication and defense. In

particular, we need to develop the notion of a role in one's conception of the
world.

DiEerential assessments of epistemic value are to be made on the basis

of the roles which the respective sentences play in one's o v e r d conception
of the world. We need a notion of a role such that actual epistemic agents

can in fact make such assessments. It must also be such as to support our
intuitions about the epistemic value of the respective sentences. It is to such
matters that 1 turn in the next chapter.

4. Epistemic Value and Entrenchment

4.1 Introduction

In the previous chapter, I argued that the epistemic value of a sentence
is a fimction of the coherence of cornmitment sets which support it, the

extent to which it coheres with those sets. and the entrenchment of the

belief represented by that sentence in one's o v e r d conception of the world.
How might we make this notion of entrenchment more precise?

The entrenchment of a belief in one's conception of the world w i l l
ultimately need to be cashed out in terms of the sorts of relations which
obtain between that belief and other beli&.*m There are severd
possibilities for cashing out this notion. One might argue, for example, that
the number and variety of those relations provide us with one indicator of
entrenchment. Strength of those relations might provide us with another

factor. Another important factor is,roughly. the susceptibility of those
relations to cognitive grasp, Le., the extent to which an agent can
cognitively grasp the relations in question.

Such concerns, however, are not clearly epistemic. Admittedly, the
relations between the sentences involved must be susceptible to cognitive
grasp. Furthemore, the extent to which they are cognitivdy available can

play a role in determinhg the extent to which they can play a role in
reasoning. Even so, the recognition of this point does little towards making

In fact, it will eventually need to be cashed out in terms of the
relations between sentences representing those beliefk, however, 1 wiU keep
t h g s informal for now.

our notion of entrenchment more precise.
Concems with the number and variety of relations between the
sentences do not help much either. Although such facts may provide us with

an hdicator of entrenchment, it is not clear to what extent they are
susceptible to cognitive grasp. Most of us would likely make fairly poor
estimates of the extent to which a given sentence is related to most of the
other sentences which we are epistemically committed to accepting.

Even if we are better at such assessments of relative entrenchment than

I am suggesting, we have another problem. A given sentence may well be
related to many other sentences which we accept, and yet we may still
decide to reject it. Such rejections are involved in any sort of epistemic
advance that we might wish to term revolutionary. So long as we cm
recognize that our conception of the world is deeply mistaken, and that a
significant portion of it must be revised, we have it that the number and
variety of the relations involved cannot be the sole determînant of
entrenchment, if entrenchment is to be characterized as a determiner of
epistemic value in the manner that I have suggested.
One might object at this point and daim that a revolutionary change in
our conception of the world is revolutionary simply because it does lead us
to revise firmly entrenched sentences. Accordingly, the number, variety and
strength of the relations involved may be suffiCient to determine the
entrenchment of a given sentence. It is simply that with a revolutionary
change, other factors serve to outweigh the concern with entrenchment.

Such an approach, however, will not do. Entrendment, it might be
recalled, is to be understood in terms of the role which a sentence plays in
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one's conception of the world.181 To begin with, it is not clear that the notion
of such a role is best understood in terms of number, variety and strength of

relations. We need dso concern ourselves with which relations are involved
since some may be more important epistemically than others.

We should also note that since a revolutionary change would likely
resdt in a great deal of information loss, it m u t be well-motivated. In
particular, whatever concerns motivate the revision must be geared towards
improving one's oveiall conception of the world, Le., they must be geared

towards improving the epistemic value of one's commitment sets.
Furthermore, whatever evidence supports the decision to make the revision
in question must be well-founded. An epistemically responsible agent does

not simply drastically revise her conception of the world on a whim. She

must have good reason to do so.
Thus,one should only înitiate such a revision if the epistemic value of

one's commitment sets would increase in spite of the fact that information
would be lost by that revision. In short, some of the sentences which would

end up being accepted should play a more crucial epistemic role than those
which you would end up removing £rom your commitment sets, i.e., they
would be more M

y entrenched in one's commitment sets.

To summarize then, any revision which is major enough to count as
revolutionary would require a great deal of information loss from one's
commitment sets. Since information is of epistemic value, we must have

At least, this is the sense of the notion ofentrenchment that 1 am
interested in for this thesis.
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good reason to initiate such a change. Such a revision is only justined if one
would nevertheless increase the overd epistemic value of one's
commitment sets. So, for example, one's revision might be motivated by the
recognition that one of one's commitment sets is inconsistent. To resolve the
problem, at least one sentence will have to be removed &om the
commitment set, thus resulting in information loss. In spite of this, the
epistemic value of the commitment set will increase &ce a consistent

commitment set is ofhigher epistemic value than an inconsistent one.

Our decision as to how to resolve the inconsistency should not be
arbitrary. In choosing which sentence to remove from the commitment set,

we might consider such things as the extent to which it is supported by, or
supports, other sentences which we are epistemically committed to
accepting. Also of concern is the role which the sentence plays in one's
o v e r d conception of the world. A law of optics, for example, plays a
difîerent role in how we maintain and revise our overd conception of the
world than does a single observation made outside on a dark night. In other
words, they are entrenched in our conception of the world in dinerent ways,
and, I would suggest, to a different extent. Note, however, that there is no
guarantee that those sentences which are more firmly entrenched WUbe
related to a greater number or vaxiety of sentences than the sentences we
are considering for removal from our commitment sets.
That said, we might &O note that even if the relations involved are
quite strong, we may still wish to accord more epistemic value to another
sentence. Number, variety and strength of the relations involved may well
be important. If our concems are with belief revision, and those concerns

are epistemic, then we must also pay attention to the kinds of relations
involved In particular, they must be the sort of relations which can
contribute to the epistemic value of the commitment sets involved.
Following the lead in the previous chapter, 1 will focus primarily on the
sort of relations which support either inference, or explanation. AccordingIy,
the notion of entrenchment, or role in one's conception of the world, will be
cashed out in terms of a sentence's contribution to inference and reasoning.

In short, 1 will argue that one sentence is more entrenched in one's
conception of the world than another ifits epistemic role in improving that
conception is more crucial than that of the other sentence.
So, for example, if we take it that parsimony is an intellectual vimie,
then a sentence which serves to simpli& one's conception of the world WU
improve one's conception more than one which does not (other things being
equal). If coherence is taken to be an intellectual d e , then a sentence
which serves to increase the coherence of one's commitment sets will play a
greater role in improving one's conception of the world than one which does
not. The point to note is that so long as we c m agree on the various sorts of

changes that would count as improvements to one's o v e r d conception of the
world, any sentence which serves those ends wül play a greater role in
improving one's conception than any sentence which does not.
4.2 Assessrnents of Relatiue Entrenchment

1 suggested that the epistemic value of a sentence is a function of the
role which that sentence plays in our overall conception of the world. That

role is then to be cashed out in terms of relations which contribute to
inference and reasoning, and which thereby enable us to improve o u r

conception of the world. Thus, one might suggest that a sentence whose
acceptance has fax-reaching implications with respect to our commitment
sets i s to be accorded higher epistemic value than one whose acceptance

affects little else that we accept, so long as the acceptance of that sentence

would serve to improve our conception of the world more than the
acceptance of the other sentence.182
Suppose, for example, that a particular observation apparently violates

a known law of optics. In such a situation, one might argue that it is the
observation which should be rejected (e-g., one might c l a h that one was
hducinating) and the law of optics retained. Alternatively, one might
argue that the violation in question was only apparent.

That one should proceed in such a fashion suggests that there is a
certain bias in favour of the law in question. One might jus*

such a bias

by claiming that the law in question has more far-reaching implications

than the observation which appeared to violate those laws. M e s s the
o b s e ~ a t i o nin question was very strongly codùmed, and one had strong

grounds for taking it to be accurate, the bias in favour of the iaw would

This latter clause is necessary since the acceptance of a contradiction
would have far-reaching implications with respect to our commitment sets.
It would not, however, serve to improue our conception of the world. I will
suppress this clause in the following discussion for ease of exposition.

Implications, far-reaching or otherwise, are to be understood to be those

which serve to improve one's conception of the world unless othemke
noted.

stand. Quite likely a large amount of evidence has been acquired for the
law, and the support has been gathered over a reasonable length of tirne.

With such an investment in the law, it is understandable that one would be
d u c t a n t to give it up, especidy in light of a single observation.
There is thus a loose, somewhat vague sense in which the rejection of
the Iaw of optics would have more far-reaching implications than would the
rejection of the observation which apparently violates it. It may enable one
to explah many observations. It may enable one to make correct
predictions, and it may be reasonably supported by a sigdicant amount of
evidence. The single observation, on the other hand, would likely not play

such a significant role in the maintenance and revision of o u r conception of
the world. How then are we to cash out this notion of the role which such a

law might play in one's overall conception of the world?
One option would be to suggest that there are a s i w c a n t number and
variety of sentences which provide evidential support for those laws.

Furthemore, there are many other sentences which owe part of the5
evidential support to those laws. The consequences of rejecting such a law
might then be more substantial than would the rejection of the observation

in question. So long as we lack suEicient motivation for such a revision, we
should opt for the revision which would be more efficient and simpler.
Thus one might argue that the epistemic value of a sentence is a
function of the overd information loss that would be required by its
rejection. If the sentence in question either provides epistemic support to a
signiiicant number and variety of sentences, or is epistemically supported
by those sentences, and ifits rejection wodd require the rejection of a
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signincant number of those sentences as wd,then we should accord it high
epistemic value.

This suggests that such assessments of epistemic value should be made
in part on the basis of those relations between the sentence in question and
o u r commitment sets which are suffitient for epistemic support. So, for

example, if the relations between a commitment set, r, and a sentence P are
such that the members of r provide us with reasons for accepting P,then we

should take this into account in our assessments of epistemic value. How
then might we make such assessments of entrenchment?
To sbpw matters. consider one relation which can provide us with a

reason for accepting a sentence, Say the relation of logical consequence. So,
for example, Q is a logical consequence of P, a sentence which our agent
accepts, and this fact is cognitively available to her so that it can provide

her with a reason to accept Q. How then are we to determine the extent to
which Q is entrenched in her conception of the world?

The first thing to note is that even if we grant that an agent's
recognition of the fact that Q is a logical consequence of P provides that
agent with grounds for accepting Q,it is still not clear how this might help
us to make assessments of relative entrenchment. If we consider a l l logical

consequences of P which she can recognize as such,then we must contend
with the fact that every sentence has an infinite number of logical
consequences. Consider, for example, the set comprised of a l l disjunctions

which might be formed from the sentence in question.
Thus,if we daim that the entrenchment of a sentence is a function
simply of a l l those logical consequences of that sentence which an agent can

recognize as such,we have, at the very least, a practically irresolvable
problem. Each sentence has an W t e number of logical consequences,

many of which we may deem trivial for assessments of relative
entrenchment. Even if we restrict our attention to those which an epistemic
agent can recognize as logical consequences of sentences which she accepts,
we stiU have too many logical consequences to make practical assessments

of relative entrenchment. Furthemore, every sentence has the same

number of logical consequences. Hence we would have no clear means of
assessing the relatiw entrenchment of sentences.

We need to delimit the logical consequences of our sentences in some
fashion, i.e., we must focus on those relevant for o u concerns. So lmg as we
have some means for determinhg which logical consequences must be
considered, then we have, at least in priaciple, a means for making the
assessrnent of relative entrenchment a manageable task. How then might
we suitably delimit those logical consequences which should be considered
when assessing the relative entrenchment of sentences? A few dues to an
answer to this question can be found by considering how new information
might improve our conception of the world.

Often we wish to say that some sentence which expresses new
information is epistemically valuable because of the ways that it extends o u r
knowledge, Le., the epistemic value of the sentence is a function, to a
signincant extent, of those sentences which it enables us to infer when it is
added to one of our commitment sets.

One should not conclude, however, that the amount of new information.
in and ofitself, provides us with the primary determinant of epistemic

value. If there were no appropriate epistemic relations between the new
sentence and any of our commitment sets, then it is not clear that we would
be justified in adding that sentence to one of our commitment sets, no
matter how much new information it would enable us to infer on the basis
of the extended commitment set. Furthemore, in assessments of relative
epistemic value, it matters how we extend our knowledge, not simply how
much. The acceptance of a contradiction, for example, would enable us to
add a great deal ofnew information to our commitment sets, but this would

not count as an improuement to our epistemic situation.
What we need is an account which enables us to assess relative
epistemic value of sentences and which allows us to daim that a sentence
which serves to improve our conception of the world shodd be accorded
more epistemic value than one which does not. We might motivate such a
move by noting that, e-g., since every sentence entails itself, the recognition

of such entailments wiU not provide us w i t h a means of assessing the
relative epistemic merits of a pair of sentences.
What we need is some means of assessing the relative epistemic merit of
sentences. This is best accomplished by assessing how each contributes to
our overall conception of the world. In particular, 1 suggest, this is best
accomplished by determining which sentence would enable us to extend our
knowledge o r improve our conception of the world in a better fashion than
the other,
So, for example, in assessing the relative epistemic value of P and Q, we
consider those extensions of our knowledge which would be permitted by
adding P to our commitment sets,which would not be permitted were we to

add Q. We then assess Q in a similar fashion. This would enable u s to
determine the difference it would make to o u conception of the world were
we to accept, respectively, P and Q. Such diEerential assessments of the
impact which each sentence would have on our conception of the world

would then enable us to assess the relative entrenchment of P and Q. With
this sketch in mind, let us consider the account in more detail.
4.3 Contextual Implication and Inforrnativeness

Sperber and Wilson present us with an account of contextual &ect

which, with a few modifications, should fit the bill. Although th& main
concern is with using the notion of contextual e f k t for the development of

an account of relevance, my concern is with adopting it for an account of
belief revision. In particular, I propose to use a version of theh notion of
contextual effect for assessing the relative entrenchment of sentences. Since
their account of contextual eEect is best approached by means of a
particular type of contextual effect, viz., contextual implication, I begin with

a discussion of that notion.
To that end consider Sperber and Wilson's notion of contextual
implication:

A set of assumptions r contextually implies an assumption Q in the
context A if and only if
(i) the union of r and A non-trivially implies Q,

(ii) r does not non-tnvially imply Q, and

(iii)A does not non-trivially Mply Q?
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To this,we need only add the following account of non-trivial implication:

A set of assumptions r logically and non-trivially implies an assumption

Q if and only if, when r is the set of initial theses in a derivation
involving only m a t i o n rules, Q belongs to the set of h a 1 theses.184

Thus,for example, {P&Q)logically and non-trivially implies186 P.
Since a context, for Sperber and Wilson, is a set of propositions,l86
contextual implication is a relation between propositions and sets of
propositions. Accordingly, in order to adapt their notion of contextual
implication for our purposes we need to redefine the notions of contextual
implication and non-trivialimplication in terms of cornmitment sets, i.e., in

terms of sets of sentence~:18~

Cognition (Odord: Basil Blackwell, 1986), 107-108. The notation has been
changed since Sperber and Wilson employ set brackets inconectly in the
original.

Sperber and Wilson, Relevance, 97. The notation has been changed

lM

since Sperber and Wilson employ set brackets incorrectly in the original.
Hereafter shortened to 'non-tBvidy implies'.
lB6

Deîrdre Wilson and Dan Sperber, "On Defiaing Relevance,"in

Philosophical Grounds of Rationality: Intentions, Categories, Ends, ed.
Richard E. Grandy and Richard Warner (Odord: Clarendon Press, 1986),
244.
lm

Note that my intent is to adapt the notion of contextual implication

for my o w n purposes, not to argue that the redefined notion is in any sense
superior to the notion presented by Sperber and Wilson. Thus 1will simply
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A set of sentences A contertually implies a sentence Q with respect to a
commitment set r if and only if
(i) the union of 6. and r non-trividy implies Q,

(ii) A does not non-trivially imply Q, and

(iii)

r does not non-trividy imply Q.

and

A set of sentences A logically and non-triuially implies a sentence Q if
and only if, when A is the set of initial theses in a derivation involving
only elimination d e s , Q belongs to the set of %al

theses.

Before discussing this notion of non-trivial implication, and showing
how one might incorporate the associated notion of contextual implication
into our account of epistemic value, there is one particular feature of this
account which 1wish to discuss. In particular, there is a notion of
informativeness which Sperber and Wilson discuss which will prove useful
for my purposes.
Consider Sperber and Wilson's notion of informativeness: "P is
informative in the context CL. .. C. iEP has at least one logical implication

not Mplied by Ci . ..Cn.""8 RecharactenPng the notion in terms of
sentences, we have it that P is informative with respect to a set of sentences

r ifF P has at least one logical implication which is not implied by T.
That said, it is important to note that my intention îs to incorporate this

set out and discuss a pardel notion of contextual implication d&ed in
terms of commitment sets rather than contexts.
Wilson and Sperber, "On Definhg Relevame," 245.

notion of ulformativeness as a technical notion. 1 do not suggest that it
captures our intuitions about what it is for a sentence to be informative
relative to a commitment set. To see this, we need only note that in the
sense that Sperber and Wilson use the notion of informativeness, a sentence
deducible £rom a commitment set alone does not provide one with new
information. And yet we often want to say that there is a sense in which
sentences derived solely from commitment sets are informative.

We may want to Say, for example, that we did not realize that a
particular sentence followed from sentences which we already accepted, and

in this sense the information is new to us. We have a similar situation when
we recognize that certain tniths of logic or mathematics follow fiom certain
axioms which we accept. We have, in an important sense, accepted
something new.
Alternatively, if one takes it that propositions are structured entities,
we can have a different sort of situation in which sentences derivable Fom a
commitment set alone can provide one with new information. P&Q, for
example, is derivable fiom Q&P.If one takes it that propositions are
structured entities, then one might argue that our two sentences express
different propositions, and hence that P&Q provides us with new
information.

Even if we recognize that sentences derivable from a cornmitment set
alone can provide one with new information, it is Sperber and Wilson's
notion of informativeness that is important for our purposes. Th& notion of
informativeness enables us to focus on extensions to a commitment set
which would be p e d t t e d by the addition of a partidar sentence which

would not be permitted otherwise. If our concern is with those extensions to
our knowledge permitted by the acceptance of one sentence which are not
permitted by the acceptance of another, then we must, at the very least,
concern ourselves with sentences wbich are not derivable from the
commitment sets alone. That done, we can consider sentences which are not
derivable from the sentence in question alone, and in so doing determine
the contextual implications of the sentence with respect to that commitment
set. Thus, we can focus on those extensions which would be p e k t t e d were

a given sentence integrated with one of o u commitment sets. Accordingly, 1
will incorporate their notion of informativeness as a technical notion.
Not only does deaüng with informativeness in such a manner serve our
purposes; there is also some reason to think that Sperber and Wilson would
be sympathetic to such an approach. In Relevance, for example, they Say
that a proposition, Say Q, is new with respect to a context in the sense that
it cannot be derived fiom the context a1one.l" This suggests that they

recognize that there is another sense in which a proposition would be new
with respect to a context.
To sumxnarize then, 1 will proceed as follows. First, I will detach the
daim that logical implications of commitment sets can provide one with new

information fiom the technical notion of informativeness. I will then show
how this technical notion of informativeness is to be integrated into our
account of non-trivial implication, and motivate that account. This done, the
account of contextual implication based on these notions will be motivated,
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extended into an account of contexhial &ect, and integrated into our
account of entrenchment.
4.4 New Information

There are two theses which 1wish to distinguish:
(NI) Some logical implications of sentences which an agent S accepts c m

provide S with new information.
(R,I) A sentence P is idormative relative to a commitment set ï just in

case P has at least one logical implication which is not a logical
implication of T.
Although the two theses appear incompatible. they can in fact both be
correct since there is a different sense of new information at issue in each.
Furthermore, 1will argue that they are in fact both correct.
Let us begin with 0.
Suppose that P is a l~gicalconsequence of one of
an agent's commitment sets, Say r. Why might one want to say that P

provides that agent with new information?
In some cases, we want to Say that P is an interesting implication of
one's commitment set which one had not noticed. So, for example, when a
rnathematician proves a new theorem on the basis of axioms which she
already accepts, we want to say that she has corne to accept new
information. She did not accept the theorem before, and more significantly

did not recognize that it could be proven fkom a particular set of axioms. In
fact, there mzy have been some factor which was necessary before she could
have recognized that it followed, Say a flash of insight. Thus, in coming to
accept a new entity, viz., the theorem, by means of that recognition, she
cornes to accept a piece of new information. Furthermore, if we agree with
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Sperber and Wilson's intuition that to "modify and improve a context is to
have some effect on that context",lw then we must recognize that the

addition of logical implications t o a set of sentences can mod*

it in the

appropriate way.
Even so, we might note that our epistemic agent may not require any
new information about the world in order to detennine that P follows fiom

r. So long as she has the ability to recognize logical implications of her
commitment sets, she can corne to recognize that P follows from what she
accepts. There is, however, a sense ofinformativeness in which we want t o
daim that, colloquially speaking, we could not have figured things out

independently of epistemic input from the world. 1cannot decisively
determine that my office mate is in, for example, without checking in some
way. I must have someone check the office, or check it myself. 1require
information that c a ~ obe
t obtained s o l e from my commitment sets.
Admittedly 1 c m determine that, given what 1know about her schedule, she
is likely to be in. The point remains, however, that decisive c o ~ a t i o of
n
the point can only be deterrnined by checking.
Alternatively, there are some matters which can be settled conceptually.
Determination of logical implications of sentences one accept s f d s into this
category. Admittedly various cognitive skills may be required, and these
may have to be leanied. Outside assistance may also help us to recognize
certain logical implications. In examininglogical implications of
commitment sets, however, we tend to speak of recogninng that something

Ig0
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follows from certain sentences. We may thus learn more about our
commitment sets by examining such logical implications.
One would not usually want to claim, however, that one learns
somethhg new about the world by doing so. Such extensions of our
knowledge require epistemic input fiom the world. Such input is thus

informative in the sense that it would not be possible to obtain the input
independently of epistemic input from outside of one's commitment set.
This, 1suggest, is the sense of idormativeness which is at issue in

o.

Such sentences are informative in the sense that one could not corne by such

sentences simply by means of correct reasoning.
A useful parallel cm be drawn with Alvin Goldman's distinction

between belief dependent and belief independent belief forming processes.lgl
The former processes form beliefk in part upon other belieh. The latter do
not. Thus,for example, inference is a belief dependent process, whereas
perception is a belidindependent process.
The signincant difference between belief dependent and belief
independent processes is that the former are conditionally reliable whereas
the latter are unconditionally reliable. We have a guarantee that beliefs
formed by conditiondy reliable belief dependent processes are true if the
-

- - --

l9l

-

Goldman. "Strong and Weak Justification."The distinction is likely

based on van Cleve's distinction between generational faculties and
transmission faculties. See James van Cleve, 'Toundationalism, Epistemic
Pnnciples, and the Cartesian Circle,"The Philosophical Review 88 (January
1979): 55-9 1.

input beliefs are m e . Thus, we are justified in accepting the beliefs
produced by such processes if we are justified in accepting the beliefs on the
basis of which these beliefs are formed. The justificational status of such a

belief is thus a function of the reliability of the cognitive processes which
formed it, and the cognitive processes at issue operate primarily on other
beliefs.

The justifkational status of a belief formed by a belief independent
process. on the other hand, is a function of the reliability of cognitive
mechanisms which accept a M e r e n t sort of input. Whether we are justified

in accepting such a belief is a function of how cognitive mechanisms which
produced it obtain information £rom the world. Information is required for
the formation of such beliefs which is not required in the case of bellefi

formed £rom belief dependent processes. For the latter, we only require
information which we can,at least in principle, obtain by introspection. For
the former, we require information which is not obtained in such a fashion.
Ft must be obtained fiom some extemal source.
Thus if we characterize a cognitive system in such a fashion that it

includes our various belief forming mechanisms,in addition to the beliefk

which are formed by such mechanisms,we can make some sense of the
notion of informativeness at issue. In particular, a sentence would b e
informative relative to such a cognitive system just in case it expresses
information which cannot b e obtained solely from within the system, i.e.,
without input from belief independent processes. Similarly, a sentence

would be informative relative to a commitment set if it cannot be obtained
solely from that commitment set.
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To summarize then, so long as we recognize that it is only being claimed
that some logicd implications of sentences can provide one with new
information, then (NI)is a fairly plausible thesis.192 Furthemore, we can
distinguish this notion ofnew information fiom the notion of
informativeness relative to a commitment set. Thus, we can have a situation
in which a sentence which is a logical implication of a cornmitment set

expresses new information, though it is not informative relative to that
commitment set. An epistemic agent may corne to recognize, for example,
that P is a logical consequence of one of her commitment sets. If she did not
notice this before, then the sentence rnay express information which is new
to her. Nevertheless, ifit is derived solely from that commitment set, i.e., if
no extemal epistemic input is required, then it is not informative relative to
that commitment set, where informativeness relative to a commitment set is
understood as a technical notion. How then might we incorporate this
notion of informativeness relative to a commitment set, and what
motivation do we have for doing so?
4.5 InformatiuenessRetatiw to a Cornmitment Set

Recall that our central concern in this chapter is with fhding some
practical means for assessing relative entrenchment. Since a sentence is

192

Admittedly, as Gaukroger notes, we may have no phcipled means of

determinhg which of them do. (Stephen Gaukroger, Cartesian Z;ogic.- An

Essay on Descartes's Conception of Inference [Oxford: Clarendon Press,
19891, 119.) AU we need note for our present purposes, however, is that

some logical consequences can in fact provide one with new information.

more deeply entrenched in our conception of the world ifit plays a more
crucial role, we need to focus on how a sentence is integrated with our

conception of the world Thus, to assess relative entrenchment, we need
some effective means of distinguishing between the contribution which each
sentence would make to our o v e r d conception of the world were we to
accept it. What then does the notion of informativeness relative to a
commitment set contribute towards such an endeavor?

In the £irst instance, it provides us w i t h a means of focusing on what the

sentence itself would contribute to a particular commitment set were it
added to that commitment set. In particular, it allows us to focus on those
sentences which we would be pemîtted to add to our commitment set were
the sentence under consideration added to that commitment set, which we
would not be permitted t o add otherwise.
Furthermore, we need such a notion in order to make assessments of
relative entrenchment. If each of two sentences, for example, could be
derived solely fiom some same cornmitment set. then it is not clear how one
could make such relative assessments. Each could be integrated w i t h that

set to the same degree.193

lS3

1 Say could since the strength of the relations which integrate one

may be stronger than those which integrate the other. Neverthdess, we
may still have situations in which they are integrated to the same extent
(e.g., they are both obvious logical consequences of the set), whereupon we

have no clear means of assessing the relative entrenchment with respect to
one's overall conception of the world.
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Thus, in order t o assess the relative entrenchment of two sentences in

our conception of the world, we must focus on those commitment sets which
they are, respectively, informative relative to. So, for example, in assessing

the relative entrenchment of the sentences P and Q, we need to begin by
focusing on, respectively, those commitment sets which P is informative
relative to, and those which Q is informative relative to.194 Only in such a
fashion can we focus on the s p d c contributions which each sentence
makes to our conception of the world.
This, however, is only part of what is required. In order to make a
signi6cant contribution to our conception of the world, we must be able to

integrate a given sentence with our conception of the world. We need to
focus on the extensions to our knowledge that would be permitted were we
to accept the sentence in conjunction with sentences which we already
accept, which would not be permitted solely on the basis of our commitment
sets, or on the basis of that sentence alone. To see this, consider the

following example.
Suppose we have a sentence which is informative relative to a

commitment set r.There must be some logical implications of that sentence
which are not logical impLications of T.Since ï is a commitment set, it must
be consistent. Suppose further that the sentence under consideration is

Q&-Q. Since r is consistent, this sentence is not a logical consequence of r.
It will also have many logical implications which are not logical

Lg4

II1 other words, we begin by focusing on those commitment sets 6.om

which P and Q do not respectively follow.

implications of T. Furthemore. many of the sets of these sentences will
have great epistemic value, whatever your account of epistemic value.
Accordingly, Q&-Q would make a sizable positive contribution to any
commitment set to which it was added.
The problem with this is that the addition of Q&-Q to a particular
commitment set would also make a substantial negative contribution to that
commitment set, and our primary concern, it might be recalled, is with

improvements to our conception of the world. Accordingly, our concern
should not simply be with the logical implications of a given sentence whicE

are not implications of the commitment set under examination.
Such a result gains further support when we note that the sentence

under examination and its logical implications m a y in fact bear no
epistemically sipnincant relation to the commitment set in question. If the

sentence bears no inference or explanation supporting relation to any of the
agent's commitment sets, then she has no grounds for accepting the
sentence in the fust place. In the absence of such a relation, we have no
grounds for extending our commitment set. We need to focus on those
sentences which are informative relative to a commitment set. Among those,
we need to determine which bear some inference or explanation supporting
relatim to that commitment set. In particular, we need to consider those
whose acceptance would serve to improve our conception of the world.
At the very least, given that our present concern is with implication, we
must begin by focusing on those sentences implied by the union of a
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commitment set and a sentence which are not implied by either alone.196 We

need to focus on extensions permitted by integrating a sentence idormative
relative to a commitment set, not simply on extensions permitted by adding
it.
4.6 Non-TrivialImplication

We have it then that we must focus on those implications of the union of
a commitment set and a sentence which are not implications of either the
set or the sentence taken in isolation. Such an account, however, is still
relatively unhelpfid. AQiittedly, it does allow us to focus on extensions of
our commitment sets which would be allowed were we to accept a sentence,

and not be allowed otherwise. It also provides us with a means of ensurhg
that the sentence which we are considering for acceptance bears some
relation to our commitment set.
This, however, only goes part of the way towards our goal of developing

an account of entrenchment. To see this, suppose that P is a member of a
commitment set r, and Q is informative relative to r. If Q does not imply P,
then one obvious logical implication of QuT which is not a logical
implication of either r alone or Q alone is P&Q.

Such an implication is a t the very least unhelpful for our puposes. In
fact, it might be deemed trivial, since we would obtain such a result for any
sentence which does not imply P and this would provide u s with no means
for assessing the relative entrenchment of the sentences in question. The

lg6

Note that these are not contextual implications. We have not yet

introduced a notion of non-trivial implication.
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implications of two dinerent sentences with respect to a given cornmitment
set which M e r only in having an occurrence of one sentence rather than
the other would provide us with Little help in assessing relative
entrenchment. Such a result can be avoided, however, by recalling that
Sperber and Wilson's account of contextual implication was characterized in
terms of non-trivial implication:
A set of assumptions r logically and non-triuiully implies an assumption

Q if and only if, when r is the set of initial theses in a derivation
involving only elimination d e s , Q belongs to the set of h a l theses.196
Before tuniing to an exposition of Sperber and Wilson's notion of nontrivial implication, we should be clear about my motivation for considering
it. Sperber and Wilson present this notion as part of their account of

relevance and daim that it enables them to distinguish between those
logical implications of a set of propositions which are trivial and those

which are not trivial. Given their concern with relevance, it seems
reasonable to c l a h that only non-trivial implications wiU be of interest for
assessments of relevance.

Our concern, on the other hand, is with assessing the relative
entrenchment of sentences. Thus the primary goal of our enterprise is to
determine which features of sentences will enable us to make such
assessments. Accordingly. the concern is not so much w i t h whether a
particular logical implication is trivial. Rather, it is with whether particular
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logical implications will enable us to distinguish the relative entrenchment
of different sentences.

For reasons such as these, 1will speak of certain logical implications of
two sentences as being trivial in the sense that they provide us with no
effective means of assesshg the relative entrenchment of those sentences.

The point to note is that trliviality, for rny purposes, is determined relative
to the task at hand. Whatever does not serve our present purpose is thus
deemed trivial. My concern is not with whether those implications which

Sperber and Wilson deem trivial are in fact trivial. With this in mind, let us
consider Sperber and Wilson's account of non-trivial implication and
determine whether it wiU suit our purposes.
Adapting Sperber and Wilson's notion of non-trivial implication for our
purposes, we have it that a non-trivial implication of a cornmitment set is a

logical implication which can be derived fkom members of that set using
only elimination d e s . Elimination d e s for a given concept are d e s that
apply only to sets of premises in which there is a s p e d e d occurrence of

that concept, and yield only conclusions fkom which that occurrence has

been removed.197

Thus, for example, with an anddimination d e , an occurrence of the
concept 'and'occurs in the premise which occurs in neither of the
conclusions which one might derive fiom that premise. With an orintroduction d e , on the other hand, an occurrence of the concept 'or' occurs
in the conclusion which does not occur in the premise. The former d e is
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thus an elimination d e , and the latter is an introduction d e .

Although one could characterize the notion of an elimination nile
syntactically, Le., in t e m s of the length of the premises and conclusions in
a derivation, it will prove more useful to adopt the notion as Sperber and
Wilson characterize it.198 Otherwise, it would prove diflicult to extend the
account to include various non-deductive, inference supporting relations
between sentences. We need some means of assessing the relative
entrenchment of sentences which may bear no deductive relations to a
cornmitment set even though, for example, they may be suppoaed or
undermined by that set.
Accordingly, although it may be tnie that the conclusion of a derivation
involving elimination d e s is shorter than the longest of the prernises,l99 I
will not characterize elimination rules in this way. Rather, we will allow not

only for the elimination of logical concepts such as 'and'and 'only if, but

also for concepts such as 'mother of. In the latter case, for example, we
might follow Sperber and Wilson in noting that if'mother of is understood
as 'fernale parent of, then one might propose an elimination d e which

1g8

Note that one can only characterize what we might callpure

elimination d e s syntactically,i-e., those elimination d e s which are not
both cllimination d e s and introduction d e s . 1deal with those rules which
involve both the elllnination of an occurrence of a concept and the
introduction of an occurrence of a concept below.
Ig9

As noted in the previous footnote, this w i l l be true only for pure

ehmhation rules.
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takes as input 'x is the mother of y' and yields 'x is a femde parent of y'.200
An occurrence of 'mother of would occur in a premiss which would not occur
in the conclusion.

It is important to note that there are concepts which occur in the
conclusion which do not occur in the premisses, e.g., "fernale" and "parent."

The d e is thus not a pure elimination d e since it also involves the
introduction of concepts. It is both an introduction d e and an elimination

d e . Accordingly, we can distinguish between three types of d e s : 1)pure
elimination d e s , 2) pure introduction d e s , and 3) d e s which involve
both the elimination of a concept and the introduction of a concept.20'The
point to note is that d e s which involve the elimination of a concept, Le..
elimination d e s , explicate the content of the premisses in a manner in

which pure introduction d e s do not.
Although Sperber and Wilson say nothing about d e s which involve
both the introduction of a concept and the elimination of a concept, their
intuitions about the triviality of introduction d e s are only correct in cases
involving pure introduction d e s . Accordlligly, 1 will focus on the distinction

between elimination d e s and pure introduction d e s in my discussion of

-

-

-

-

-
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FOI ease of exposition, 1 will use the expression 'elimination d e pto

refer to any d e which ùivolves the elimination of an occurrence of a
concept, and 'introduction d e ' to refer to any d e which involves the
introduction of an occurrence of a concept.

th eir account, even though they do not speak in such t e r m ~ . ~ ~
Why then might one take it that conclusions obtained by means of pure

introduction rules are trivial whereas those obtained by means of
elimination d e s are n03.t

Sperber and Wilson have the fohwing to Say

on the matter:
The intuition oftriviality relates to the fact that they [pure introduction
d e s ] leave the content of their input assumptions unchanged except for

the addition of arbitrary material; they can in no sense be regarded as
analysing or explicating the content of theh input assumptions.

Elimination d e s , by contrast, are genuinely interpretive: the output
assumptions explicate or analyse the content of the input assumptions.2oJ

*O2

Such an approach seems warranted in part because the only cases of

trivial introduction d e s which they discuss are cases of what 1 have called

pure introduction d e s .
2u3

As will be seen below, some of those elimination d e s which involve

both the elimination of an occurrence of a concept and the introduction of an
occurrence of a concept, d o w us to obtain trivial conclusions. Pure
elimination d e s , on the other hand, do not permit this. Since this result
does not obtain for a l l impure elimination d e s , and since this unfortunate
result can be dealt with, 1wiu continue to focus on the distinction between
elimination d e s and pure introduction d e s .
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last footnote, 1 wiU assume that the elimination d e s mentioned in this
quote include those elimination d e s which also involve the intzoduction of
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From this, we might conclude that d e s which involve the elhination of a
concept extend our knowledge in a way in which pure introduction d e s do
not, i-e.. they exploit the content of the premises rather than simply add to
that content.

It is this latter, somewhat vague distinction between exploiting the
content of premises and simply adding to their content which is of interest
for our purposes. Ifwe reflect for a moment on those logicd implications of
sentences which seem to have a bearing on the relative entrenchment of
sentences, and those which do not, it can be seen that s u c . a distinction
may be relevant. Consider several examples.

An or-introduction d e , it might be recalled, does not serve our
purposes.20S Suppose that the sentences under consideration are P and Q.

Since any sentence which can be disjoined with P c m likewise be disjoined
with

Q,such a d e will not serve our purposes. Such logical implications

provide us with no means for assessing relative entrenchment. Though such
a rule adds to the content of the union of the commitment set and the
sentence under examination, there is a sense in which it does not do so
discrimiuately. It is because of this Iack of discriminateness that there is no
contribution made to the assessrnent of relative entrenchment.
Suppose, on the other hand, that we consider an dimination d e mch
as modus p o n e n ~If. ~the sentences we are assessing are P and Q, and the
-

-

an occurrence of a concept.
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Note that this is a pure introduction d e .
Note that modusponens is a pure elimiaation d e .

commitment set in question, Say r, contains a conditional with P as the
antecedent but no conditional with Q as the antecedent, then we do have a
means of assessing relative entrenchment. The addition of P to the
commitment set may d o w an extension of knowledge which would not be
available to us if we added Q to r instead.207 Such elimination rules allow us
to discriminate between the effects which the addition of different sentences
to a given commitment set would have.
It should also be noted that any contextual implication which we derive
must ultimately be derived by means of an elimination d e which requires
two premisses. Our concern is with implications of a sentence and a set
which are not implications of either taken on its own. Accordingly, we are

looking at implications which must initially involve the sentence and
members of the commitment set.*08Admittedly we may also examine
implications of such implications for which we need not appeal to the
original sentence and commitment set. The point to note, however, is that

one round of implications must involve both the sentence and the
cornmitment set,

This proves signiticant for several reasons. First, it allows us to deal

m7 Assuming, of course, that the consequents of the conditionah in

question are not already members of r.
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Alternatively, we may look at sentences derived fiom one or both by

means of elimination d e s . The point remains, however, that contextual
implications must at some stage involve both the sentence and the
cornmitment set,
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with one unfortunate consequence of focussing on any d e which involves
the elimination of an occurrence of a concept. In particular, since some of
the d e s thus delimited also dlow the introduction of concepts, we find that

we can derive (-A v B) from -A solely by means of such rules.209 Thus, we
can derive a result that we can deem trivial solely by means of d e s which
involve the elimination of a concept. It is not clear, however, that a similar
result can be obtained if we focus on those d e s which involve the
elimination of a concept, and require at least two premisses.
Second, since our concern is with contextual implications obtained by
means of elimination d e s , we have a guarantee that the sentence which
we are considering adding bears some signifîcant relation to the
commitment set under examination. Our concern is with logical
implications of a sentence, say P,and a commitment set. say ï,which are
not logical implications of either of them taken on their own. Accordingly,
any contexhial implication must be a conclusion of a derivation which

includes P (or some sentence derived fiom P solely by means of elhination

d e s ) and a t least one member of r (or some sentence derived fkom that
sentence solely by means of elimination d e s ) .

Zog

Both iA/(A + B) and (A + B)/(-A v B) involve the elimlliation of an

occurrence of a concept. Since each involves the introduction of at least one
occurrence of a concept, we can derive (-A v B) from 7 A solely by means of

d e s which involve the elimination of an occurrence of a concept. Note,
however, that neither of the d e s involved in such a derivation is apure
elhination rule.
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Any contextual implication of P and r must be obtained fiom both P and
some member of r by means of elimination d e s , i-e.. d e s which explicate
or analyse the content of at least one of the sentences involved Accordingly,
there must be some relation between P and that member of r if there are
any contextual implications of P with respect to r. There is thus a sense in

which contextual implications provide us with an indication of the relations
between the sentence we are considering accepting and the commitment set
in question, since we will only have contexhial implications if there is some

relation between that sentence and members of that commitment set. With
an introduction d e , on the other hand, we have no guarantee that the
extension permitted by the application of the d e will be based on such
relations obtaining between the sentence and the cornmitment set.

This proves signincant when two sentences do not bear the same
relations to some same commitment set. In such situations, there will be
different contextual implications obtained by augmenting the commitment
set with one of the sentences rather than the other. Accordingly, since
contextual implications provide us with a means of assessing the relations

between a given sentence and cornmitment set, and also provide us with a
means of determinhg which extensions of a given cornmiment set would be
permitted only if the sentence in question were added to that commitment
set, we have a means of assessing the relative entrenchment of the
sentences in question. Furthemore, such implications rely on the content of
the sentence involved. The entrenchment of a sentence relative to a given
cornmitment set will then be seen to be a function of the extensions of our
lmowledge that would be perxnitted only if a given sentence were in fact

integrated with that set and not simply added to it. It would not be a
function of those extensions to our commitment sets which differ only in
having an occurrence of one sentence where another set has an occurrence

of another. Thus. we have a means of assessing relative entrenchment

which focuses on significant extensions to our knowledge which would be
permitted o d y if we were to accept some sentence.
4.7 Contextual Effect

Although we focused on deductive relations between sentences, there

are other sorts of relations by means of which sentences can lend epistemic
support to other sentences. In the last few sections we looked primarily at
contextual implications of sentences and suggested how such implications
might contribute towards assessing the relative entrenchment of sentences.

We now need a broader notion than contextual implication.

On Sperber and Wilson's account, contextual implications are simply
one type of contextual effect which an assumption might have in a context.

The notion of contextual effect is a broader notion. It encompasses the
notion of contextual implication, which enables them to extend their
account of relevance to account for information which, though relevant t o a
context, bears no deductive relation to that context.

The notion of contextual effect is less weU defined than is the notion of
contextual implication. This should not be surpnsing, however, since the
intuition which they are trying to capture is a somewhat slippery one:
To mod* and improve a context is to have some &kt

on that context-

but not just any modincation w i l l do. As we have seen, the addition of

new information which merely duplicates old information does not count
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as an Mprovement; nor does the addition of new information which is
entirely unrelated to old information. The sort of &ect we are interested
in is a result of interaction between new and old infonnation.210

It would appear that what we are after are sentences which c m be
obtained, by means of an elimination d e , when a sentence is added to a
given commitment set which cannot be obtained otherwise. Non-trivial
implication provides us with one acceptable means of obtaining such
sentences.

Such an interpretation of this passage, however, is misleading. Sperber
and Wilson are concerned with any &ect on a context, and this includes
contractions of that context, occasioned, for example, by the recognition of

an inconsistency. Admittedly, they speak primarily of allowable extensions
of contexts, but they also consider other sorts of contextual effects. AU they
require is that the context be improued.

This sits well with our account. As noted earlier, a sentence is a
candidate for acceptance only if one's reasons for accepting it are good
enough. Admittedly the acceptance of a sentence may occasion the removal
of other sentences fkom one's commitment sets. In order to be a live

candidate for acceptance. however, the positive effects of acceptance must
outweigh the value of the idormation lost.
There are several motivations for acceptance of some sentence.
Acceptance of a sentence may permit extensions of our knowledge which we
take to be desirable. Alternatively. we may recognize that we are

210
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epistemically committed to accepting some sentence on the basis of one of
our commitment sets. In such a case, we may accept the sentence in order to

extend our knowledge. We may, on the other hand, determine that it is
epistemically undesirable to accept the sentence. It may, for example, be
inconsistent with other sentences which one is particularly bathe to give
up. Accordingly, if we recognize that we are epistemically committed to

accepting it, o u r primary motivation may be to contract our commitment
sets so as to minimine information loss.*ll In short, our primary concern is
with improving o u conception of the world, i.e., with revising our
commitment sets so as to accord with what we take to be epistemically
praiseworthy epistemic goals.

With this in mind, we can examine the three basic types of contextual
effect. In the Ç s t instance, we have those contexhial eEects characterized
by extensions of contexts. Second, we have those characterized by
contractions of contexts. FinaIly, we have those characterized by
modification of the strength of members of the context. These three types of
contextual &ect loosely parallel those which Sperber and Wilson discuss. It

will prove useful, however, to note where 1diverge fkom their account.
Sperber and Wilson identify the followïng types of contextual effects,
viz., those:
in the form of an erasure of some assumptions fiom the context, a
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Alternatively there rnay be situations in which other intellectual

virtues outweigh our conceni with information loss, e-g., a concern with
simplicity or cognitive &ciency.
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modification of the strength of some assumptions in the context, or the
derivation of contextual impli~ations.~l2

This account is too narrow. It dues not include processes of extending
commitment sets which do not involve the derivation of contextual
implications. Suppose, for example, that the addition of some sentence, P, to
a commitment set, r, would provide one with adequate, though not
conclusive, reasons for accepting some sentence, Q, which is not a member

of T.Suppose further that r itself does not provide one with adequate
evidential support for accepting Q.The union of r and P may provide one

with adequate reasons for accepting Q even though P does not contextudy
imply Q relative to T. Accordingly, we should focus our attention on any

acceptable means for extending commitment sets rather than sixnply on
contextual implications.
That said, the fhst thing to note about the revised account of contextual
effect is that quite a variety of situations can be captured by focussing on

the three basic types of contextual effects. We can have situations in which
the sentence under examination is inconsistent with the commitment set in
question, thus rnotivating a contraction of that cornmitment set.
Alternatively, we could have a situation in which the sentence undermines

members of that set. In such a situation we might &O have some grounds
for contracting that commitment set.
Note that 1 am not claiming that the fact that some sentence
undermines members of some commitment set provides one with suficient

2'2
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motivation for contracting that commitment set. It may only provide one
with motivation for modifying the strength of members of that commitment

set, in the sense that although one would continue to accept the sentence in
question, one would be more willing to reject that sentence in light of

further evidence than one would have been otherwise. Thus, although one
may continue to accept undermined members of the commitment set, one
might be more prepared to reject them in light of further disconnrming
evidence.

We might also have a situation in which a sentence either supports,or
is supported by, members of the commitment set. Such situations may also

provide us with motivation for modifyuig the strength of the assumptions,

in the sense described above.
Finally, we have those situations in which a new sentence, in

conjunction with members of the commitment set in question, provides one
with means for extending that commitment set. It may allow one to derive

contextual implications. Alternatively, it may provide one with the

resources to construct a better, though not necessarily conclusive, argument
for some condusion.2~3
To summarize then, there are three basic types of contextual &ect:
those characterized by an extension of a commitment set, those
characterized by a contraction of a commitment set, and those characterized

*13

In the h i t i n g case, it rnay allow one to constnict an argument which

one could not have constructed otherwlse. This would &O count as a better
argument than one would have had otherwise.

by the modification of the strength of members of that commitment set.

There are also quite a variety of situations which can give rise to these
three basic types of contextual efXects. Furthermore, the range of situations
which give rise to at least one of these sorts of contextual &ects is
suf6ciently broad. There appear to be no interesting cases of b&ef revision

which would be left out by focussing on these basic types of contextual
effects.

How then might these factors aid in the assessrnent of relative
entrenchment? In the first instance, we have those contextual effects
characterized by the extension of a commitment set. So long as the
commitment set is extended in some acceptable manner, those sentences
which are members of the extension of the commitment set which are not

members of the original commitment set can provide us with an indication
of relative entrenchment for much the same reasons as contextual
implications provide u s with an indication of relative entrenchment. We
simply examine those extensions which can be obtained fiom the sentence

and the commitment set by means of elimination niles, which could not be
obtained fkom either on its own. These are the extensions of our
commitment sets which would result fiom the integration of the sentence
into our cornmitment sets and conception of the worldThere remain, however, the situations involving contractions of
comrnitment sets,or situations in which the strength of members of
commitment sets are modified, The latter sort of situations are either those
in which we have more reason to accept a sentence, or more reason to reject
it. Accordingly, the former might be subsumed under our discussion of

extensions to our commitment sets. If we have more reason to accept a
sentence which we already accept, then we have more reason to make
inferences on the basis of it. Accordingly, our concern will be with
extensions to our knowledge which would be permitted were we more
confident about accepthg a sentence, that would not be permitted
otherwise.

If we have more reason to reject a sentence, on the other hand, then we
have less reason to make inferences on the basis of it, and may have some
reason to question inferences which have been made on the basis ofit. Our
focus should then ultimatdy be on contractions which may be occasioned by

the incorporation of such underminhg evidence. The evidence makes
certain sentences more vulnerabie to revision in light of further

disconfirming evidence. Accordingly, our motivation for modifying our
degree of coddence in sentences in such a manner would involve
consideration of the sorts of issues we would consider when determining
whether to contract our commitment sets. Accordingly, 1now turn to the
latter sort of situation, Le., those situations in which one contracts one's
commitment sets. Since there would clearly be information loss in such
situations, we have to consider the sorts of situations in which information
loss is acceptable.
The fbst thing to note is that if our primary concern is with improving

our conception of the world, then extensions of our commitment sets will

likely be the primary determinants of how we revise our commitment sets.
Suppose, for example, that one is determining whether to accept some
sentence, Say P, which is recognized tu be inconsistent with one of one's
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commitment sets, Say r. In order for the acceptance of P to be a Iive option,
it must be supported to some extent by some other commitment set, Say A.

To simplif'y the discussion,suppose that ï' and A are the only
commitment sets which we need to consider when deterrnining whether to
accept P. So we have it that

r provides us with reasons for rejecting P,

whereas A provides us with reasons for accepting P.

If we were to accept P, however, then we would have to revise r so as to
resolved the recognized inconsistency between P and T.Accordingly, we
would have to withdraw our acceptance of various members of r and s d e r

the idormation loss which would likely be occasioned by this. The epistemic
value of a commitment set, however, is in part a fûnction of the information
content of that commitment set. The removal of the sentences &om ï would
thus be likely to negatively affect the epistemic value of T.

To see this, one need o d y note that P, though suppoaed by A, may in
fact be false, and the members of ï might be m e . In such a case, the
acceptance of P and the subsequent revision of T would lower the overall
truth ratio of one's commitment sets. Since the epistemic value of one's

commitment sets is in part a function of the truth ratio of those sets,*14this
would negatively affect the epistemic value of one's cornmitment sets.

In accepting some new sentence, we risk incorporating error into our
commitment sets. Accordingly, we should do so only if the potential gain to
our commitment sets outweighs the risk. Whether the value of accepting a
particular sentence outweighs the risk of incorporating error is then
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Although ifs c l e d y not the only determinant of epistemic value.

determined on the basis of whether its acceptance would further our
epistemic goals.

So, for example, if the addition of P to one of our commitment sets would
Mprove the predictive power, or explanatory or inferential integration of
that commitment set, then its acceptance may well be wmanted. Such
concerns are concerns about the information which might be incorporated

into one's conception of the world, or concerns about strengthening those
relations between the members of our commitment sets which support
either explanation or inference, which would be occasioned by accepting the
new sentence. In either case, we need to concern ourselves with extensions

of our conmitment sets which result fiom the interaction of the new
sentence with those commitment sets. Since our concern is with improving
our conception of the world, we should thus focus o u attention primarily
upon extensions of commitment sets which would be permitted by accepting
some new sentence,
Relative enkenchment of two sentences which bear certain ixlference or
explanation supporting relations to a given cornmitment set is to be
assessed initiaIly by examining the strength of those relations. One must
also make some assessment of the information gain or loss which would be

occasioned by the acceptance, respectively, of the two sentences. Admittedly
the situation is more m c u l t to deal with if the relations are not deductive,
Situations involving non-deductive support relations, however, are not in
practice easy to resolve. Accordingly, it should not be surprising that we can
corne up with no simple prescriptions about how one should go about
making assessments of relative entrenchment in such situations.
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It should be noted that there are several consequences of dealing with
situations in the m a m e r 1 prescribe. First, explanatory coherence, though a
relevant concern in making assessments of relative epistemic value, is nct

an overriding concern.216 Our concern is not simply with whether a given set
of sentences coheres. Often we are concerned with stronger, or a t least
different, relations than those we may be taken to constitute coherence. We
rnay,for example, be concerned more with increasing the truth ratio of our
commitment sets than with their explanatory coherence.

We also do not want to focus soldy on explanatory relations. Such a
focus would be too narrow. Often,we are concerned with, for example, how
the addition of some sentence to a commitment set would be likely to aEect
the truth ratio of that commitment set. There rnay be a situation, for
example, in which the acceptance of some sentence provides us with no
explanatory power, however we have good grounds for accepting that it is
true.
There are also situations in which epistemic d e s other than truth

and explanatory coherence should be taken into account. The sort of
arguments that 1 am thinking of range fkom those which attempt to
establish that truth is not an epistemic virtue,216 to those which attempt to
establish that tnith is simply one of several epistemic virtues and that there

*15

Accordingly, an account such as Lycan develops in William G. Lycan,

Judgement and Jwtijication (Cambridge: Cambridge University Press,

1988),will not do.
See, e.g., Stich,Fragmentation of Reason.

are situations in which concem for the other episternic virtues overrides
concern for tauth.217 In such cases there is some desired feature of a
contracted commitment set which is not a feature of the original
commitment set. Thus, for example, the contracted commitment set may be
more parsimonious than the original commitment set even though one has
lost some information. It may also give one more predictive power. The

value of the new sentence which is added would then outweigh the value of
the sentences which would have to be removed fiom the commitment set.
Not all situations of this sort, however, are situations in which the
contraction is preferable to simply not accepting the new sentence. There
may be situations in which the contracted commitment set provides one
with more predictive power, but where one would still not want to contract
the commitment set in question. It could be that one has much independent
support for the sentences which one would have to remove hom the
commitment set in order to accept the new sentence. Thus,the independent

grounds for accepting these sentences would outweigh the gain in predictive
power.
To summarize then, we assess the relative entrenchment of sentences in

our conception of the world by examining the contexhial effects of those
sentences. We begin by focussing on those sentences which we would be
p e d t t e d to add to our commitment sets were we to integrate, respectively,
each of the sentences into o u conception of the world.

In particular, we f m s on those sentences which we would be able t o

2n See,

eg.. Elgin, "Epistemic EtFcacy ofstupidiw-*

obtain, by means of an elimination d e , were the sentence in question

added to our c o d t m e n t set which could not be obtained 6.om either the

commitment set alone, or the sentence alone. We then determine which of
these sets of contextual effects would better serve to impmve our overall

conception of the world, and judge the relative entrenchment of the two
sentences on this basis.
So, for example, ifthe acceptance of one set of contextual efZects would

serve to improve the inferential or explanatory integration of our
commitment sets more than would the acceptance of the other, we would
decide in favour of the sentence which permitted us to obtain the former set

of contextual effects.

5. Conclusion

My primary goal in this thesis has been with developing an account of

belief revision which can account for actud improvements in our epistemic
situation. The latter concern resulted in the decision to take account of the
actual cognitive capabzties and limitations of human epistemic agents
when determining the factors to consider when assessing epistemic
practices. With this limiting condition in mind, the thesis can be
summarized as follows.

We begin with a notion of a cornmitment set. These sets of sentences are
to represent an agent's epistemiccommitments.

Since our account is to be tempered by the known cognitive limitations
of epistemic agents, we need t u focus on those sentences which can be
cognitively grasped by a human epistemic agent. She must be able to
understand them, recognize the propositions expressed by them, and
recognize the relations which obtain between them. Only then can she be
epistemically committed to accepting them.
Among the sentences which we have delimited, we need to focus on
those which an agent is epistemically committed to accepting. In short, they
need to bear the right sort of epistemic relations to sentences which the
epistemic agent accepts, so long as she is j d e d in accepting them. Our
conceni is now with determining which sorts of relations are a t issue.
In determining the som of relations which must obtain, it will not serve
our purposes to focus solely on those which make ît epistemically

permissible to accept a sentence. Our concern is with epistemically
praiseworthy belief revision, and such a course of action would not enable

us to discriminate between beliefrevision practices which are more
preferable than others. There are also far too many beliefs which it is
epistemically permissible to accept.
We need to focus on those which an epistemic agent is more strongly
justified in accepting. Which sentences an agent is justified in accepting
depends on the relevant epistemic standards.Among the various epistemic
communities to which she belongs, we consider those epistemic standards of
those epistemic communities which apply in her situation. In this sense, the
epistemic standards which apply are a function of the agent and her
context.

By examining the standards of the epistemic communities to which an
epistemic agent belongs, we determine which of those apply in her
situation. These standards enable us to determine which information is to
count as being intersubjectively evident in her situation, and it is this
information which is to be taken into account by her if she is to be an
epistemically responsible agent.
Having determined which information is to count as intersubjectively

evident, we need to determine how she should make use of this information.

The information is to be assessed relative to her cornmitment sets. Her
appraisal of the information, and the extent to which ît motivates revision

of those sets, depends on the extent to which it can be integrated with those
sets, i.e., the extent to which it coheres with those sets.
A sentence coheres with a commitment set if members of that set can

serve as pzemisses in an argument in support of that sentence, so long as
the argument in question enables one to infer the conclusion on the basis of
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the premisses. Since the argument in question may be an abductive one, our
conceni can be with irnproving either the inferential or explanatory
integration of our commitment sets. What is important is that the relations
between sentences which are required for commitment sets are those which
permit the inference of some members of the set fkom other members of the
set.
We must also consider the extent to which a sentence coheres with a
given commitment set, and how we are to assess relative coherence when

determining how to deal with sentences which cohere to ditrerent extents
with M e r e n t commitment sets. In such situations, we tend to defer to those
sentences which cohere to a greater extent with their respective
commitment sets, or to those sentences which cohere with the commitment
sets which we take to be epistemically more valuable.

Our determination of which commitment set is epistemically more
valuable is not determined solely on the basis of which is more coherent.
Often, we tend to defer to the commitment set whose members are more

firmly entrenched in our conception of the world. They are more f k d y
entrenched in the sense that they play a greater role in the maintenance
and improvement of our conception of the world. Their removal fkom our

commitment sets would thus occasion revisions too far-ranging and deep to
be acceptable.

In assessing relative entrenchment of sentences in one's conception of
the world, we need to assess the relative contribution which each makes to
our conception of the world We can do this by focussing on the contexhial
eEects of the sentences. We focus on those sentences which can be obtained
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by elimination d e s were the sentence integrated with a commitment set,

which could not be obtained fiom the commitment set alone, or the sentence
alone. We focus on elimination d e s since they are the sorts of d e s which

analyze or explicate the content of the sentences to which they are applied.

In such a way, we can focus on the contribution which the acceptance of
the respective sentences would make to maintaining and improWlg our
conception of the world. We then decide in favour of the sorts of epistemic
practices which would better enable us to further o u epistemic goals, e.g.,
improving the inferential and explanatory integration of our commitment

sets, or improving their truth ratio.
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