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Abstract

Networks and distributed processing systems are of growing importance and have
become an important substrate of modern information technology. As local area networks
(LAN) increase in size and complexity, it becomes necessary to automate network
management processes. Fault management is one of the functional areas of network
management. It entails detection, identification and correction of anomalies that disrupt
services on anetwork.
In this thesis, aframework is proposed for distributed computation and detection
of LAN faults by introducing Intelligent Agents (IA). The IA agents make use of
Bayesian networks as an intuitive modeling tool for bridging the gap between the wealth
of information found in the Management Information Base (MIB) and the actual usage of
such MIB variables in achieving fault identification. Decision making is handled by
different distributed software entities, each with different capabilities and range of
information. A Prototype reflecting the ideas discussed in this thesis is presented.
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Chapter One:

INTRODUCTION

Networks and distributed processing systems are of growing significance and have
become an important substrate of modern information technology (IT). IT managers
constantly face many challenges related to their work. Some of these challenges include
staying abreast of the rapid advance of technology and the heterogeneous mix of vendor
products that make up current networks, sustaining networks that are scalable,
maintaining reliability, and anticipating customer demands, amongst other things. As
networks increase in size and complexity, it becomes increasingly difficult for human
operators to keep track of all data items, correlate and assign meaning to them in order to
actually diagnose faults in the network systems, while avoiding cognitive overload:
Tools and applications are required for automating the process of identification,
correlation, and resolution of faults, and these tools should have capabilities for
intelligent reasoning and learning. Distributed Artificial Intelligence (DAI), which is
basically the study, construction and application of multi-agent systems [Weiss 1999],
provides anatural solution to the problem of network management and is currently being
actively researched. This, thesis is a contribution to the ongoing research on this very
practical and relevant subject of network management.
1.1

Network Fault Management: An Introduction

It is perhaps best to begin by providing a few definitions: A network is an
interconnection of hardware for the purpose of data transfer and sharing. A computer
network consists of general-purpose programmable hardware and is able to support a
wide range of applications and data types. Subsequent use of the word network in this
thesis refers to computer networks in general and local area networks in particular.
Management refers to the act, manner or practice of guidance, control, care, or
supervision of an entity or process.
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Network management is concerned with the management of network resources (such
as switches, routers and gateways) that ensure connectivity and data transfer in the
network. System management refers to the management of systems and system resources
(such as the cntral processing unit), while service management is the management of
applications and services (such as file servers, database servers, web servers and domain
name servers) provided by the network. In practice, it is desirable to integrate all three
forms of management into what is commonly termed enterprise management. This is
because the integration of information from the different management modules allows for
amore efficient diagnosis of network problems and consequent control of anetwork.
This thesis focuses on the application of DAI techniques to network management.
However, because of the nature of the management domain, we may sometimes integrate
service and system information for better management of anetwork.
The International Organization for Standardization (ISO) identified five functional
areas of network management for the OSI environment [Subramanian 2000] (see Table
1.1). This categorization has gained broad acceptance in the network community and is
adopted by the Internet Management Standard. Fault management is one of those
functional areas, along with performance, configuration, accounting and security
management.
Table 1.1 Functional Areas of Network Management [Subramanian 2000]
Fault Management
consists df monitoring, detection, diagnosis and correction of anomalous events that occur in the
network.
Performance Management
consists of monitoring performance metrics, such as throughput, response time, network
availability and reliability, to help managers understand typical network behavibr for resource
planning etc.
Configuration Management
consists of gathering, displaying, setting and changing network configuration data for purposes
of assisting in control and provision of network services.
Accounting Management
defines metrics for measuring the use of resources and services and assigning costs to the users.
Security Management
involves securing information flowing in anetwork by securing access to the network and it's
stored data.
-

-

-

-

-

3
Afault is an abnormal operation that disrupts communication or degrades performance
of an active entity in anetwork. The term fault and error are used in the sense that an
error occurs when asystem deviates from its specified normal behavior, and the error is
caused by afault [Far, Nakamichi 1993]. A fault is assumed to be atomic (either happens
fully or not) non-intermittent (i.e., lasts over a considerable long time, as opposed to
transient faults) and logical (i.e., affecting the system behavior).
The concept of normalcy is subjective and depends on time and situation. Abnormal
implies that there is aviolation of expectations. Normal does not necessarily mean correct
[Maxion 1990]. A complicating factor is that network protocols make allowances for
various error conditions. Collisions, for example, are normal phenomena in an Ethernet.
How many collisions per second can therefore be considered indicative of afault: tens,
hundreds, or thousands? And at what times of the day: mid-day or nighttime? Therefore,
it can be said that the concept of normalcy changes, or drifts over time; it is not a
stationary concept or process, because its mean and variance drifts [Maxion 1990].
Therefore, any system that must be used to automate fault management, optimally should
be capable of learning the concept of normalcy in achanging non-stationary environment
and tracking the drift in the concept of nonnal behavior [Maxion 1990].
Network faults can be classified as hard faults and soft faults [Hasan et al., 1999].
Hard faults are characterized by the absence of connectivity either due to apower failure,
link failure or anetwork device (such as arouter or switch) failure. Hard faults are easy
to detect since users will immediately report such failures as soon as they occur, if the
network manager has not noticed already. Soft faults on the other hand are rather illdefined.

Soft faults are characterized by degraded performance, or the loss of network

bandwidth. Since soft faults are characterized by performance degradations, this suggests
that certain performance parameters have to be monitored with the goal of detecting
abnormal shifts in performance. Some examples include incorrect routing table entries,
failed host software, failure of higher-level protocols, or mischievous users. Restoration
of hard faults usually requires that the maintenance and technical personnel intervene.
Soft faults, on the other hand, may be diagnosed and corrected by software applications.
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Most software faults may be considered to be soft faults. Hard faults may lead to soft
faults and vice versa.
Network fault management systems usually consist of two main subsystems: atrouble
ticketing system and a fault management system. The trouble ticket system is the
administrative part of fault management and is used to track problems in the network
until they are resolved. There are automatic systems that track problems from the
automatic generation of atrouble ticket by anetwork management system or user to the
resolution of the problem [Subramanian 2000][Stalling 1999]. The fault management
subsystem carries out the tasks of fault detection, isolation, service restoration, fault
identification and fault correction. Fault detection answers the question "Is there a
problem?" fault isolation answers the question "Where is the problem?", and fault
identification answers the question "What is the nature of the problem?". When afault is
identified the first course of action is to ensure some level of continued service provision
before looking into correcting the fault. This is because the process of fault correction
may require time, expenses and more expertise.
1.2

Network Fault Management: Requirements
Computer networks consist of a large number of interconnected hardware and

software components, providing ameans of data transfer and sharing system resources.
The fundamental activity of any form of management is monitoring and collection of
relevant data. The ultimate goal of management is the control of the network. The bridge
between monitoring and control is data correlation. There are certain basic requirements
that should be met by the management system. The requirements [Hajji, Far 2000]
include:
1.

Scalability: scale up well to arbitrarily large networks..

2. Performance: network management function should be non-intrusive, i.e. should
not interfere with the normal operations of the network, except when necessary.
3.

Robustness: management functions should be available even when the network is
not fully operational.
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There are afew other desirable qualities of anetwork management system, which
include its ability to monitor the drift in normalcy, the integration of the trouble ticketing
subsystem with the fault management subsystem, real-time computational support and
compatibility with current networking standards. The de-factor standard for network
management in any standard-setting organization is the simple network management
protocol (see Section 1.2.1). The requirements for network management listed in this
section also apply to management systems built on the simple network management
protocol.
1.2.1

Simple Network Management Protocol (SNMP)

Probably due to its simplicity, the most widely implemented network management
systems today are based on the Simple Network Management Protocol (SNMP). SNMP
management began in the 1970s. Originally developed as an enhancement for the Simple
Gateway Monitoring Protocol (SGMP), SNMP has evolved to become very much like a
de-facto standard specification for any standard-setting organization. Many commercial
network devices come with embedded SNMP agents that can be queried for management
statistics. Even devices that do not have an embedded SNMP agent can be monitored via
proxy agents. Transportation of management information for SNMP is TCP/IP- (TCPTransmission Control Protocol, IP

-

Internet Protocol) based and the TCP/IP protocol

suite has become increasingly popular with the growth of the Internet.
The SNMP architecture specifies an organization model, information model, and a
communication model for management functions. The organization model identifies two
sets of network devices (e.g., routers, hosts, switches, etc.): managed and unmanaged
devices. All managed devices are further classified as Network Management Stations
(NMS), and agents. The NMS is a stand-alone machine that runs the management
application. The agent is asoftware process that runs on all managed devices, retrieving
and forwarding parameters reflectingthe static and dynamic states of each resource. The
information model specifies the abstraction of resources. The resulting information
objects are called Managed Objects (MO). Each MO has five parameters: textual name,
syntax, definition, access, and status as defined in [RFC 1155].
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Managed objects
V

SNMP Agent
Unmanaged device

UDP
'p
Data Link & Physical

Figure 1.1 Architecture of the SNMP Protocol

The information database is called the Management Information Base (MIB). It is a
virtual database that ensures that both SNMP agents and management stations (NMS)
have the same definition for each piece of information. The real database that contains
measured or administratively configured values of monitored objects is called the
Management Database (MDB), and resides in the NMS. The communication model
specifies communication between the NMS and the agents. The three basic messages are
set, get

and

request and

trap.

To retrieve data, the manager generates

get-next-request.

The

set-request

get

get

and

set

messages with

messages. Unsolicited messages, known as traps, can be sent from

an SNMP agent to the NMS anytime. There are three types of traps:
specific-trap and

time-trap.

transport protocol.

get-

message is used to initialize and edit the

parameters of the network element. SNMP agents respond to
get-response-request

messages such as

generic-trap,

These messages are exchanged using the connectionless UDP
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More current versions of the SNMP, such as SNMPv2 and SNMPv3 improve
SNMPvl by providing security functions, bulk data transfer capabilities, manager—tomanager communication capabilities, and MIB enhancements, among other things.
1.2.2

SNMP: Shortcomings

The SNMP management architecture follows aplatform-centric approach. Being a
polling-based system, it allocates all the burden of monitoring, information —abstraction
and decision making to the manager agent at the NMS [Hajji, Far 2000]. This
organizational structure presents several difficulties. Firstly, to maintain a sufficiently
accurate view of the network, the NMS needs to poll agents frequently for different
network statistics. With the increasing amount of information that SNMP agents maintain
(for instance, arouter can have as much as 5000 Mffi entries), the bandwidth and time
consumed during the transfer of such bulky data is a concern. Secondly, fault
management is required especially when normal operations of anetwork cannot be safely
assumed. A faulty device may lose contact with the central manager, and all faults and
performance problems may consume considerable time and effort before they can be
addressed. Building robust management applications is a difficult undertaking under
centralized management architecture [Hajji, Far 2000]. As a result, the. Manager of
Managers (MoM) organizational structure [Kahani, Beadle 1997] has been adopted in
place of the centralized structure, however this (on its own) is not enough to ensure
robustness as is explained further in Section 1.3.3. Thirdly, the SNMP management
architecture provides no guidelines as to how information may be interpreted or
correlated. In other words, it has no capabilities for diagnostic reasoning and provides no
capabilities for capturing and reusing expert knowledge in the networking domain.
Many users of SNMP have felt the need for amore powerful and intelligent facility to
aid the network manager [Stalling 1999]. Such afacility desirably, should be compatible
with the current network management standard, which is currently widely accepted and
implemented. Herein lies the motivation for this thesis, and is more formally presented in
the next section.
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1.3

Research Motivations and Goals
Alternative solutions have been explored to combat the shortcomings of the SNMP

architecture, presented in Section 1.2. One of such alternatives is the deployment of
several remote monitors. Another is the use of web-based management practices, which
are platform independent. Intelligent, self-healing networks are the direction of nextgeneration networks and are the focus of this thesis. Following is abrief description of
remote monitoring practices, web-based management practices and the current work on
intelligent self-healing networks, which is still in is early stages. The goals of this
research are also presented here.
1.3.1

Remote Monitoring

Remote Monitoring is carried out with the help of atool that "sniffs" or "eavesdrops"
on every packet going across aLAN. A sniffer operates passively, doing nothing to the
packets apart from opening them up and analyzing them, before sending them on their
way. A sniffer tool has a network interface set to "promiscuous mode". When the
monitored information is gathered and analyzed locally, before being transferred to a
remote network management station, the situation is referred to as Remote Network
Monitoring (RMON).
There are several advantages of using RMON, some of which are: (1) the overhead
on network traffic (due to polling) is greatly reduced, (2) information is fairly accurate,
because the remote monitors are located close to the monitored segments, (3) partial
processing of information at the remote monitors reduces cognitive overload at the
network management stations and (4) faults can be diagnosed more quickly by the
RMON, and some cases may be prevented by proactive management. This greatly
improves the performance of RMON managed networks.
Remote monitors are not deployed for individual devices. They monitor all traffic that
passes by them. This means that they collect information about several different devices
simultaneously. As the network size increases, more remote monitors may have to be
deployed. This approach to management greatly improves the scalability of the
management approach.
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Perhaps the only significant disadvantage of implementing the RMON technology is
the cost associated with it.
1.3.2

Web-based Management

Web-based management solves the problem of platform-dependency of network
applications. Also, because information is transferred when changes are noticed and not
regularly (polled), network bandwidth is saved [Subramanian 2000]. The web server
could be astand alone machine or running on the NMS. The web server could then be
accessed from any web browser from any location. Web-based management tools have
Web interfaces that allow users and managers to diagnose and solve problems from any
client with aWeb browser. Management information can be viewed over the web, javabased applications can be launched from the web, software agents can be instructed to
carry out certain tasks via the web, can access central databases and knowledge bases etc.
The possibilities are numerous and the trend towards web-based management is growing.
Companies that currently offer web-based management tools include Bay Networks'
Optivity application [Bay Networks], Hewlett-Packard's OpenView [HP OpenView],
SunSoft's

Solstice SunNet Manager [SunSoft], IBM's NetView [IBM NetView], and

SNMP research [SNMP Research].
1.3.3

Intelligent Agents and Network Management

Previous solutions to the shortcomings of SNMP were aimed at meeting the basic
requirements of scalability and performance. Meeting the requirement of robustness
requires abit more than simply having adecentralized (MoM) management architecture.
All software applications used in network management need to evolve from the basic
simplicity of SNMP

agents, to possessing sophisticated reasoning and learning

techniques. Domain manager agents (MoM) must also be capable of making and carrying
out intelligent decisions.

All other alternatives such as web-based management and

remote monitoring can be incorporated into an intelligent agent framework
believed to be the direction of next generation network management tools.

-

which is
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Intelligent agents are autonomous and adaptive software programs that may be
employed by system administrators for performance monitoring, fault detection and
restoration, and ultimately control of acomputer network [Muller 1997]. The Intelligentagent paradigm contributes adistributive and more robust approach to the management
process.
In the SNMP management architecture, agents have been used for monitoring the
network. However, for software agents to be used efficiently, other capabilities of the
agent, such as symbolic representation and manipulation of knowledge, are required for
control of the network and the provision of relevant information.
The ultimate goal of network administrators is to reduce as much as possible the
probability of faults on anetwork. This requires the use of performance metrics for early
detection of faults, definition of fault types and fault sources, immediate fault
notification, and automation of resolution and compensation procedures. To achieve these
goals network administrators rely on proper interpretation of performance metrics
gathered via network tools such as, tcpdun2p, sniffer, ping, traceroute, analyzers and
SNMP agents. The final decision of what to do is based on anumber of key processes
such as situation analysis, cost and risk analysis, and sequential planning, all of which are
the basis for behavioral flexibility and rationality in an intelligent agent [Weiss, 1999]. A
multi-agent system (MAS) may not be seen as anew technology for discovering faults in
anetwork, but simply atechnology for automating already existing practices used for
network management. The success of MAS in network management operations depends
on the ability to clearly and formally correlate non-symbolic data and the subsequent
interpretation of such data into coherent symbolic knowledge pieces. The practice has
proceeded in an ad-hoc manner so far.
Decision making for an Intelligent Network Agent (INA) does not only entail the
theoretical categorization of the observed data, such that one can say, "There is afault".
It is a structured sequence of situation analysis, identification and prioritization of
intentions, generation and evaluation of alternatives, cost and risk analysis, planning and
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action execution. This is the basis for successful network control and the realization of an
intelligent self-healing network.
1.3.4

ResearchGoals and Achievements

So far, the application of intelligent agents to network management has proceeded in
an ad-hoc manner with no standard system design and modeling. Also the bridge between
monitoring and control

-

event correlation, upon which the accuracy of subsequent

decisions rests, has suffered the same ad-hoc approach. The goals and contributions of
this thesis include:
1.

An improvement of the current Simple Network Management Protocol (SNMP)
agent, by introducing amore intelligent agent that analyzes the information from the
standard SNMP agent to provide better network fault diagnosis and subsequently,
better network control.

2.

An analysis of the suitability of Dynamic Bayesian Networks (DBN) as an event
correlation technique for an intelligent network fault management system.

3.

The suggestion of adistributed approach to network fault identification and network
control in ascalable and non-intrusive manner.

4.

A review and comparison of event correlation techniques for network fault
management, with the subsequent proposal, implementation and testing of a
correlation technique that is aids in identifying network faults, and allows the
incorporation of other techniques.

S.

A complete design of amulti-agent system of intelligent and autonomous agents for
network fault management in particular and network management in general.

6.

An architectural design of each agent model in the system following the conventional
Belief-Desire-Intention architecture, with apractical description to guide the agent
implementation.

The ideas presented in this thesis are mainly focused on the management of Ethernet
Local Area Networks (LAN), but can be adopted for other types of LANs.
This research has led to the publishing of two conference papers [Ekaette, Far, 2003]
[Houari et al., 2003] and one journal paper [Ekaette, Far, 2004].
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1.4

Thesis Structure
The rest of the thesis is structured into five chapters.
In Chapter 2, we take acloser look at some examples of the contributions (current and

potential) of software agents to network management processes. Section 2.1 defines
multi-agent systems. Section 2.2 looks at fault management operations that can be
handled by agents. In Section 2.3, we group current agent applications to network
management into three major classes and identify the classes into which this work falls.
The system architecture is presented hi Section 2.4, agent architecture in Section 2.5 and
the agent mental cycle in Section 2.6.
In Chapter 3, event correlation techniques are introduced, beginning with adiscussion
of the main concepts in Section 3.1, followed by areview of the main approaches found
in literature (Section 3.2), and where applicable the commercial fault management
systems that employ these techniques. In Section 3.3, we identify certain criteria that help
us to compare the techniques discussed in Section 3.2.
In Chapter 4, the proposed framework for event correlation is presented. This
framework describes the organization of the multi-agent society for efficient information
transfer (Section 4.1), certain assumptions that were made about the state of the network
(Section 4.2), identifies critical devices for management on the network (Section 4.3),
guides the selection of information sources and the creation of the situation analysis
mechanism

-

Bayesian networks (Section 4.4). Section 4.5 briefly discusses the directory

service agent and the services it provides the multi-agent system.

In Section 4.6, an

example of the fault identification process is presented. In Section 4.7, information theory
provides the entropy measure as a means of sensitivity analysis, which is further
incorporated into the Bayesian network to help the intelligent agent gauge its level of
uncertainty in the fault identification process.
In Chapter 5, Section 5.1 provides details about the inference algorithm employed in
the bayesian' network module. Section 5.2 explains the rationale behind choosing
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CORBA as 'a communication mechanism for the agent society and Section 5.3 explains
the rationale behind choosing the Java programming language for the prototype
implementation.
Implementation details of the software built to reflect the, ideas presented in this paper
are provided in Chapter 6, with snapshots of the system. Section 6.3 describes how data
was collected for evaluating the DBN as acorrelation mechanism. Section 6.4 describes
the experimental setup and results,
Conclusions are presented in Chapter 7. A summary of the goals achieved, along side
with identification of future potential research areas is presented.
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Chapter Two: SYSTEM ARCHITECTURE

In the previous chapter, intelligent agents were introduced as apotential solution
to the problem of robustness of network management applications. Some current projects
that employ intelligent agents were mentioned briefly. In this chapter, we explore: (1) the
definition of a multi-agent system, (2) current applications of agents to the network
management domain and the contribution of this thesis, (3) the architecture of the
proposed system, (4) the architecture of intelligent network agents (INA) that make up
this system and (5) the reasoning process (mental cycle) of the INA.
2.1

Multi-agent Systems

-

What are they?

Distributed Artificial Intelligence (DAT) is the study, construction, and application
of multi-agent systems, in which several interacting, intelligent agents pursue some set of
goals or perform some set of tasks [Weiss 1999]. There is yet no standard definition for
what the term "agent" means, but for the purposes of this thesis, the intelligent network
agent is acomputational entity (i.e., asoftware application) that receives percepts from its
environment (the network) and acts upon its environment in an autonomous manner. The
term "autonomy" simply reflects the fact that the agent can carry out some operations on
behalf of auser or another program with some degree of independence, and in so doing,
employ some knowledge representation of the user's goals or desires [Gilbert et al.,
1996]. "Intelligence" indicates the agent's goal-directed behavior, in which it seeks to
optimize some performance measures defined within the context of its goals or desires.
Of necessity, member agents of amulti-agent system are interactive, because (1) each
agent has incomplete information and is restricted in its capabilities, (2) system control is
distributed, (3) data is decentralized and (4) computation is asynchronous [Weiss 1999].
The distributed nature of communication networks, the variety of information to be
integrated and the need for distribution of control, together make intelligent autonomous
agents prime candidates for implementing network management systems. Member agents
of this multi-agent system should, desirably, possess the following properties: autonomy,
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intelligence

-

reasoning abilities, communicative abilities, and learning abilities [Ekaette,

Far 2004].
2.2

Examples of Fault Management Operations

2.2.1

Event Correlation

Very commonly, on network interfaces, counters are maintained of certain events,
such as the number of packets seen on the interface, the number of alignment errors, the
number of multiple collisions etc.

The network administrator subjectively defines

threshold values or envelopes for these counters, and an alarm is generated when a
counter value exceeds apredefined threshold. These alarms alert the administrator to the
occurrence of specific events (in this case, that avariable x, has exceeded its threshold)
in the network. Normally, when afault occurs, aseries of alarms are generated at the
same time, some as direct results of the fault, and other as secondary effects, because the
effect of a fault may propagate through the network causing other problems. Event
correlation is the process of diagnosing root causes of alarms by employing all known
relationships, such as causal and temporal relationships that exist between the received
alarms. This process is further described in Chapter 3.
2.2.2

Local Data Processing

There is lot of data flowing around in a network, and by putting an interface in
promiscuous mode, alot of information about the traffic in the network can be recorded
and mined for information. Such traces have information on TCP connections: source and
destination IP addresses for each TCP and UDP connection, packet sizes, state of
connections, etc. These traces are mined for information such as "network utilization
quota" of host machines, "server loads", "connection delays", "protocol distribution" etc.
Distributed agents can not only process these traces for information at the said location,
but can infer network status from the results of their processing (see Section 4.4.1) and
take actions such as: load redistribution, report generations, etc. Such agents can also take
actions to ensure that servers are not overloaded; they can warn the administrator about
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the possibility of aserver crash before it happens. Events generated by such agents are
more informative and very useful for further fault diagnosis.
2.2.3

Immediate Fault Notification

Event correlation and data processing activities by distributed agents ensure that a
proactive fault management approach can be adopted easily, and at worst faults can be
identified early. Given that the network manager is receiving trouble tickets from
network users complaining of slow network performance, and that the network manager
suspects a faulty equipment or link, the traditional approach is to trace the source of
corrupted packets to their origin. If all intermediate devices

-

switches and hubs

-

have

intelligent agents on them this situation can be detected early, localized, and diagnosed,
with suggestions and cost evaluations for different alternatives provided by the 1NA.
2.2.4

Automated Resolution Procedures

The ultimate goal of an intelligent agent s,'stem for network management is the
realization of an intelligent self-healing network. Certain procedures can be automated in
a network, some of which include: (1) avoiding broadcast storms by monitoring the
"normal" level of broadcast traffic, and allowing only that level of broadcast traffic to
reach critical nodes, (2) adjusting network bandwidth and server load to reduce latency
and ensure quality-of-service agreements, (3) implementing automatic resilient link
switchover, (4) identifying and correcting device mis-configurations when possible, for
example, aduplex

-

mismatch is an example of adevice mis-configuration. This happens

when adevice A, is set to run at full duplex [Spurgeon 1997], and another device B,
connected to A is running in the half-duplex mode. An agent monitoring the connected
port on device B will notice dramatic increases in the number of late collisions, single
collisions, multiple collisions and deferred transmissions recorded on that port. An agent
monitoring the end of the link at device A will notice alignment and frame check
sequence errors. Correlation of information from these two agents can easily suggest the
presence of aduplex mismatch on the shared link.
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2.2.5

Dynamic Setting of Threshold Values
The network is adynamic environment, and the volume of traffic varies depending

on the season of the year, and the time of the day. A measure of traffic volume can help
intelligent agents to dynamically set threshold of monitored parameters.
2.3

Current Implementations and Possible Improvements
The frameworks of management systems that employ software agents can be grouped

into three main categories:
1.

Category A: Frameworks that section the network into sub-domains with agents in
charge of each domain [Hajji, Far 2000] [Steinder, Sethi 2002].

2.

Category B: Frameworks that decompose the management tasks, so that, the network
is managed by specialized agents [Li et al., 2001]. Mobile agents [Papavassiliou et
al., 2002][Naylor 2000][Chen, Hu 2001] fall within this category, because they are
not restricted by domains, and mostly have predefined tasks.

3.

Category C: Franeworks that combine the ideas in categories A and B [Biron et al.,
1993].
The framework presented in this research falls under category C. It consists of

manager and service agents (see Section 2.4). Manager agents are put in charge of
particular domains of the network and service agents are more specialized agents with
different capabilities.
In the last few years, the artificial intelligence (Al) community has been vigorously
investigating the use of mobile agents for network management. The attraction lies in
advantages such as, decentralized computation, localized execution of micromanagement
operations, use of code on demand, and use of remote evaluation [Papavassiliou et al.,
2002]. However the mobile agent architecture still requires abackbone, from which the
agents are spawn, controlled and defined. The framework described here can potentially
support the integration of mobile agents.
A lot of effort has also been made in modeling the network management task as a
collection of subtasks that can be assigned to cooperative intelligent agents to accomplish
[Li et al. 2001] [Biron et al., 1993]. Within the IDEAL framework [Biron et al., 1993],
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there exist two types of agents: generic agents and specialized agents. The use of
specialized agents allows better refinement of the network management process.
However, housekeeping duties for such agent community, such as task delegation, agent
instantiation and control, require the presence of a domain manager agent. Again the
advantages of such an approach can be integrated into the present framework.
Most companies that develop network management systems such as HP OpenView
[HP OpenView], IBM Tivoli [IBM Tivoli], and SMARTS InCharge [Yemini et al.,
1996], have made use of specialized agents for certain management functions. There is
still very little research being done on the redesign of current network management
applications as complete multi-agent systems. This thesis is part of the research effort to
redesign network management applications as systems of intelligent agents that integrate
an administrative trouble-ticket (help-desk) system with afault detection and resolution
system.
2.4

System Architecture
From the control viewpoint,

there are three basic approaches

for network

management systems: centralized, hierarchical and distributed [Kahani, Beadle 1997].
Centralized approaches rely on the existence of acentral manager, with aglobal view
of the network to solve all problems. The central manager is asingle point of failure, and
if it fails, all management services come to ahalt. On the other hand, if fault occurs in a
subsection of the network, that part of the network is detached from the central
management station, and very possibly there will 'be aloss of time and considerably more
effort to detect and restore that section of the network. Despite these, most existing
management systems (e.g. those based on the SNMP) are centralized.
Hierarchical architectures use the concept of Manager ofManagers (MoM) [Kahani,
Beadle 1997]. The network is split into a finite number of domains k, and domain
mangers (DM 1)are put in charge of each domain. The manager of managers sits at the
highest level and communicates with the domain managers. Domain managers may solve
problems within their domains, but are unaware of other domain managers. Problems
outside their dOmain are communicated to the manager of managers. The hierarchical
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approach is definitely a lot more scalable and robust than the centralized approach.
Several levels of MoMs can be added to form multiple level hierarchies, and the
solutions are often optimal [Kahani, Beadle 1997] [Katzela et al. 1993].
The third approach is the distributed approach (see Fig. 2.1), which is apeer-to-peer
architecture. Domain managers, each responsible for their own domain communicate
with each other in apeer-system. Whenever information from another domain is required,
the corresponding manager is contacted and the corresponding domain managers
collaborate to resolve inter-domain problems. With a distributed management system,
there is aremarkable improvement in terms of reliability, robustness

-

fault tolerance and

parallelism, and non-intrusive and quality performance.
In the comparison of the application of these three approaches to fault localization
schemes with respect to precision and time complexity, [Katzela et al., 1993] noted that
although the distributed approach has the least complexity, supports scalability and
reliability amongst other things, it does not always guarantee an optimal solution. In this
work we adopt the distributive approach, because of advantages such as fault tolerance
and parallelism. An integration of both the hierarchical and distributive algorithm can be
explored to ensure finding optimal solutions for each situation.
The ISO standards, the Telecommunication Management Network (TMN), and the
ATM Forum for managing ATM networks, have also adapted the distributive
architecture.
For this thesis, we adopt adistributive architecture, with domain manager agents in
charge of each management domain, such as a class C subnet. But we also include a
lower hierarchy of lightweight service agents that live close to or on the managed devices
and possess some computational capabilities. These service agents perform monitoring,
event correlation and data processing services for the managed device assigned to them.
They provide value-added information to their domain managers. The domain managers
-

manager agents, have a broader view of the network, they oversee correlation and

diagnostic processes in their domain and exercise control over the service agents and
other devices in their domain. Manager agents may cooperate together to resolve inter-

20
domain problems. Computation is distributed, powerful processing resources of managed
devices are used and the management process proceeds in anon-intrusive manner.
We also have directory service agents (registry agent), which maintain a current
directory of agents and agent properties such as name, type, location, capabilities, IP
address, MAC address and their roles in the LAN. The registry agent in figure 2.1 is a
single point of failure and needs to be backed up. With this arrangement it is possible to
later integrate specialized, mobile agents into the MAS.

Manager
Agent
N1

S

S

S

S

S

Manager
Agent
Mk

Registry
Agent
R

Service
Agent
S..,
S

Service
Agent
SI.,'

Service
Agent

Ski

Figure 2.1 Distributive Network Management System (DNMS) Architecture

2.5

Agent Architecture
In previous section, we identified three types of agents in this multi-agent system: the

service-agents, manager agents and directory service agent. In this section we take a
closer look at the architecture of the service agent and the manager agent.
As shown in Figure 2.2, each agent is composed of five main components: The
communication engine, the learning engine, the reasoning engine, the data processing
engine or Tool set and the Bayesian network engine.
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The Data Processing/Tools set
All agents receive information from the environment, either directly (like the service
agent which monitors designated network devices) or from other agents. This data is
processed for useful information by several specific elements of the processing engine,
and the results are forwarded to the Bayesian network model (BNM) for situation
analysis or directly to the reasoning engine component. Owing to the variety of
information that can be gathered from the network such as SNMP statistics (see Table.
2. 1), network traffic measurements, specialized tools are required to process this data and
extract meaningful information from it.

Tools are also required to discover and maintain

acurrent map of the topology of the network as well as effect changes (control) in the
network by changing network configuration etc.

USER INTERFACE

REASONING
ENGINE

LEARNING
ENGINE

COMMUNICATION
ENGINE

Tool Set/Processing Engine

Local Area
Network (LAN)

-

MANAGEMENT
INFORMATION
BASE

Figure 2.2 Components of the Intelligent Network Agent (iNA)
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Table 2.1 SNMP trace data from an IEEE 802.11 wireless interface card, showing
counter values for incoming unicast packets, packets with alignment errors, with FrameCheck Sequence (FCS) errors, single and multiple collision frames.
Timestamp

iflnUcastPkts

dot3StatsAlignmentErrors

dot3 StatsFCSErrors

dot3StatsSingleCollisionFrames

dot3StatsMu1tCollisionFrames

1
2
3
4

26962

36295

6
7

38173
39364

600
655
733
739
774
799
806

1028
1073
1122
1169
1197
1217
1225

4231
4299
4374

5

0
0
0
0
0
0
0

4638
4717

8
9

42202
44743

0
0

816
836

1266
1294

4777
4834

29095

31751
34073

4455
4556

There is a lot of information that can be gathered from network traffic traces and
server logs. For example, one may be interested in (1) the number of current TCP
connections, (2) Heavy bandwidth consumers, (3) Protocol distribution, and (4) Server
load. All of these cannot be quantified without first processing traffic trace files. Table
2.2 shows an example of atrace file for IP traffic to and from aworkstation on acollege
LAN. A lot of useful information can be extracted from such atrace, if taken at aserver
end. Web servers and proxies also keep log records of each client request, client IP, time
of day, size of file requested etc, Processing of such logs in real time may reveal alot of
information useful for managing the server and maintaining quality service to clients.
More active approaches and tools exist for diagnosing network problems. Such tools
include the ping utility, which estimates network latency to aparticular destination, the
traceroute utility, which determines routing paths, and the pathchar todl, which estimates
link capacities and latencies along aLAN path [Williamson 2001].

23

Table 2.2 TCP/IP packet trace file of university IP traffic measurements showing sources
and destination IP addresses and port numbers, packet sequence numbers and ACK
numbers.
Timestamp

Source
'P

0
14966
15015
22090
22126
29960
31724
36055

307.12.12.222
427.86.12.704
307.12.12.222
427.86.12.704
307.12.12.222
427.86.12.704
427.86.12.704
307.12.12.222

Source
Port
40
80
40
80
40
80
80
40

Destination
IP
427.86.12.704
307.12.12.222
427.86.12.704
307.12.12.222
427.86.12.704
307.12.12.222
307.12.12.222
427.86.12.704

Destination
Port
80
40
80
40
80
40
40
80

Sequence
Number

ACK
Number

4261124578
2114483852
4261124579
2114483853
4261124579
2114483999
2114483999
4261124596

0
4261124579
2114483853
4261124579
2114483999
4261124596
4261124596
2114484191

The efficiency of the intelligent agent lies in its ability to use these tools and interpret
the results correctly. The tool set/data processing engine may therefore, be seen as a
collection of various tools that process data and forward useful information to the
reasoning engine and/or the BNM, where such information is integrated for aquantitative
evaluation of the state of the network. This engine is amajor component of the service
and manager agent but its components are different in each agent type. On the service
agent the tools required are mainly data processing tools. On the manager agent, these
tools are mainly control tools.
The BNM may therefore be seen as an integrator of evidence and/dr information with
an output, which is aprobability distribution over aset of hypotheses, which may be held
by the agent about the state of the network, network device or network resources. These
probability distributions over aset of hypotheses constitute the belief of the agent about
the state of nature.

The Bayesian Network Module
A Bayesian network is a directed acyclic graph with nodes that represent
prepositional variables and arcs that indicate the presence of a causal relationship
between the start node (from which the are is generated) and the end node (where the arc
ends). There are three main types of nodes on aBayesian network. Hypotheses nodes that
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represent propositions that cannot be directly evaluated from the environment, but over
which we would like aprobabilistic evaluation given certain evidence or sensor readings
from the environment. Evidence or sensory information is received through sensor nodes.
Modeling nodes are used between sensor and hypothesis nodes to achieve a correct
representation of conditional independence between all nodes [Jensen 2001].

Definition 1: A Bayesian network is atuple B = (G,T 1)1<1< ,, where:
•

G =(V, E) is a Directed Acyclic Graph. Vis the set of vertices in the graph,
V = {V,

,...,

i",

1E is
,

aset of arcs in the graph, E = {(V, V) I
V E V, V G V} and nis

the number of nodes on the graph G.
•

For each vertex T', a conditional probability table [ associates each possible
configuration of the parents Pa 1of

'

with aprobability distribution over the states of

Each node J' stores the conditional probability table Ti.Root nodes simply store the
prior probabilities of their possible values. When evidence is received, the probability
distribution over the states of query or hypothesis nodes is re-computed.
Bayesian networks (see section 5.1) are used as the main correlation technique for the
intelligent network agent. A review of other event correlation techniques is provided in
chapter 3, with athorough comparison of these techniques.

The Reasoning Engine
The reasoning engine encapsulates the mechanisms that implement the mental
process of the network agent. It is the agent's seat of reasoning, planning, and action
selection. The reasoning engine receives the belief update or situation analysis report
from the BNM and uses it along with any other information it can get from the tool set
and learning engine to decide on what action to take. The results of the reasoning process
of the intelligent network agent should include asubset of any of the following:
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•

Forewarning of imminent problems in the network.

•

Identification of fault sources and causes.

•

Suggestion of viable alternative action(s) for fault correction, where viability is
defined as afunction of the expected utility of each action taken, the cost of each
action and risk involved (if any).

The reasoning mechanism is discussed in greater detail in Section 2.6.

The Learning Engine
The learning engine handles all learning processes, but its results are used by the
reasoning engine and integrated into the overall decision-making process. The learning
engine allows the INA to:
•

Incorporate past experiences in the decision-making process.

•

Dynamically set the threshold for different sensor readings (for the BN).

•

Dynamically learn the structure of the Bayesian network and values for the
conditional probabilities required for the BN from data.

•

Correctly gauge the load capacity of aserver, router link or any other network
resource.

The Communication Engine
The communication engine handles all communication between the agents. More
information about the communication engine is presented in Sections 6.1 and 6.2.
2.6

Agent's Mental Cycle
As mentioned earlier, event correlation is amajor activity of any network agent, by

which, the agent forms ahypothesis or belief of the state of the network. However it is
not enough for the agent to correctly analyze the state of the network; it must further
rationally decide what to do. The mental cycle is defined as the process by which the
agent rationally selects its course of action. The complexity of this process depends on
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the level of autonomy of the agent, its domain knowledge, and the level of dynamism of
the environment.
There are four different architectures of agents based on the definition of their mental
cycle: (1) Logic-based agents realize decision making through logical deduction; (2)
Reactive agents implement some pre-stored direct mapping from situation to action; (3)
Belief-desire-intention (BDI) agents depend on the definition and manipulation of data
structures representing the beliefs, desires and intentions of the agent; and (4) layered
architectures implement various software level, each of which encapsulates explicit
reasoning about the environment at different levels of abstraction [Weiss 1999].
Based on this categorization of agents, the agents defined in this thesis are designed
as belief-desire-intention (BDI) agents [Weiss 1999]. There are eight main components to
the BDI agent (see Fig. 2.5):
• A set of current perceptual input Per(t).
• A set of current beliefs Bel(t), that the agent holds about the state of the environment
in which it exists, in this case the network.
• A belief update mechanism BUM, which updates the belief of the agent as more
perceptual input and information is received.
BUM: Bel(t —1) xPer(t)

-

Bel(t)

• A set of current options Des(t), representing possible courses of action that the agent
may take.
• An option generation mechanism 0GM, which selects aset of options (desires) Des,
from the option library LIB Q,on the basis of the current belief set of the agent.
0GM :
Bel(t) x(V(Des E LIB 0))

-

4

Des(t)

• A set of plans or options that the agent intends to carry out at the current time Int(t).
• A deliberation mechanism DM, which works on the set of options to select few
viable options, or one option as the intention of the agent
agent is committed to executing.
DM :
Bel(t) xDes(t) xInt(t —1)

-

Int(t)

-

the current focus that the

27

•

An action selection mechanism ASM, which determines an action A

to be

performed on the basis of the current intention(s).
ASM Int(t)
where

t indicates

—k

Aj

the current time step, and

t—1

indicates the previous time step. With a

dynamic Bayesian network it is possible to consider aset of beliefs from time steps

t

-

n,

where n>1, when updating Bel(t).

BUM

Per(t)
-

DEL

Percept
monitors
and
evaluators

0GM

DES

DM
V

INT
Action
output

ASM

Figure 2.3 Schematic diagram of ageneric belief-desire-intention architecture, adapted
from [Weiss 1999].

2.7

Summary
In this chapter, an overview of the system structure and the agent design is

presented. The mental cycle of the agent is introduced in Section 2.6. The BDI
architecture

just

introduced

is

very

generic

in

nature.

Each

mechanism

(BUM, OGM,DM, and ASM) can be implemented using different techniques. In this

28
thesis, much attention was paid to finding a good algorithm for the Belief Update
Mechanism, also referred to as an event correlation mechanism, and the use of SNMP
data for belief update. The mechanism chosen was the Bayesian network. Chapter 3
presents

a comparison of Bayesian networks

update/event correlation.

and other mechanisms

for belief
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Chapter Three: EVENT CORRELATION TECHNIQUES

This chapter introduces across section of event correlation techniques that have been
used by the Al community and network management research groups in abid to assess
the state of a network and form a hypothesis that explains the cause of a fault or
noticeable performance degradation
network.

-

provides aproper interpretation of events in the

In Section 3.1, the basic concepts of event or alarm correlation (as it is

sometimes called) are introduced. Some techniques are reviewed in Section 3.2, and
commercial platforms where these techniques are applied are mentioned where
applicable. This is followed by acomparison of these techniques in Section 3.3.
3.1

Basic Concepts
An important component of anetwork management system is an event correlation

and filtering system [Hasan, et al., 1999]. Event correlation normally includes two main
processes: causal and temporal correlation of events. Filtering is the process of
correlating aflood of events into asingle conceptual event by suppressing the report of
predefined events. It is important that event correlation and filtering systems not suppress
or misinterpret critical events, correctly identify root causes, suppress non-original
alarms, work in real time, correctly handle incomplete data, and perform both causal and
temporal correlation of events [Hasan, et al., 1999].
The term event is used here, not only to refer to alarms that are raised by managed
objects (see Section 2.3), but also to include notification of data processing results sent by
various other management tools in the service agent's tool set.
Definition 3.1: An event is an instantaneous occurrence at atime point.
Definition 3.2: An alarm is an asynchronous notification of the occurrence of a
specific event, which may or may not represent an error.
Events may be classed as observable and non-observable. Events that are directly
generated in response to the change of state of amanaged object may be considered
observable. Non- observable events cannot be directly detected on the hardware or
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software, either because the Managed Object is unreachable or the event was not
reported. A non-observable event is often therefore, aconceptual construct [Hasan, et al.,
1999]. Non-observable events are the results of the correlation of obse
rvable events.
Events may also be classified as primary or secondary. When faults occur in the
network, their effects propagate to other devices in the network causing these devices to
malfunction. The events that are generated can therefore be identified as coming from or
referring to the primary source of afault or from the secondary source (object that is
malfunctioning, but not in fault).
The simplest relationship between events that is considered during correlation is the
causal relationship. Causal correlation is the problem of identifying root causes of faults
using the causality relationship. All causal relationships being modeled in acorrelation
task may be represented with adirected acyclic graph (DAG), where the nodes represent
events and arcs indicate the direction of causality between nodes, such that the graph
does not contain any directed cycles [Hasan, et al., 1999]. An event eis said to correlate
the reported events

e, e2,

...

ek,

if it is the one event that best explains the presence of all

reported events. Propositional and Boolean condition terms may also be used as an
alternative representation of causal information. For example, using the operators
for logical conjunction and disjunction, respectively, we can define e=

(ci A e2)

A

and v

v e3 to

mean that the event e occurs when both events el and e2 occur or when e3 occurs.
However, with logical operators, it is difficult to quantify the strength of acausal link, or
the strength of acombination of causal influences on an event.
Temporal correlation is equally important, because events happen at particular time
instants and sometimes knowing the order of events can help to discover the root cause of
a series of events. Some examples of temporal relationships are: e1 follows e2 within
interval I, el followed by e2,etc. To be able to make use of the temporal relationships
between events, each event must be reported with the specific time instants of their
occurrence. In atemporal case, we therefore take the correlation relation to be between
histories of events time stamped with their instants of occurrence [Hasan, et al., 1999].
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Although several correlation techniques allow for causal correlation of events, only
few consider temporal correlation.
In the next section, we take alook at event correlation techniques specially geared
towards network management in general and network fault management in particular.
3.2

Event Correlation Techniques
There are several techniques available for the diagnosis of network faults. These

techniques attempt to provide one or all of the following functions: (1) detection and
filtering of events, (2) correlation of observed events to localize the fault either
topologically or functionally, and (3) identification of the root cause of the problem. We
will discuss seven approaches to correlation techniques: (1) rule-based reasoning, (2)
model-based reasoning, (3) Finite State Machine (FSM) models, (4) code-book
correlation model, (5) Bayesian networks, (6) artificial neural networks and (7) Other
approaches requiring Bayesian theory, optimization algorithms and machine learning
techniques.
3.2.1

Rule-Based Reasoning (RBR)

This is probably the most basic and intuitive approach to event correlation and is
almost always used in some component of amanagement system. It is also known by
other names, including rule-based expert system, production system, and blackboard
system. A rule-based system consists of three main components: the working memory, an
inference engine and aknowledge base. Facts or data about the topology and the state of
the network are stored in the working memory. Domain knowledge in the form of rules
and assertions are stored in the knowledge base, and the inference engine acting as a
control mechanism chooses which rules are to be fired, the order in which they are to be
fired and the time to cease computation, when an acceptable stop condition is found in
the knowledge base. The rules come in the popularifthen construct. The left side of the
rule contains the prerequisites, which must be satisfied before the rule can be fired. These
prerequisites are the working memory elements, which if detected would execute the
appropriate rule.

The right side describes the beliefs or hypothesis to be held.

The
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process of correlation of events is iterative. When aspecific rule has been chosen, the
action taken changes certain elements in the working memory, this in turn triggers off
another rule, and the process continues until the correct state (aim of the correlation
process) is identified. Updates may be made to the knowledge base as new rules are
inferred [Crank et al., 1998] [Russell, Norvig 1995].
Despite its relatively intuitive and simple approach to the event correlation problem,
rule-based systems have some major drawbacks, some of which are listed below:
•

A rule is executed only if the antecedent is an exact match. The hypothesis to be held
is also very specific. Having its knowledge limited to the rules in the database, the
system cannot deal with situations to which concrete rules do not apply. This
situation is described in literature as brittleness, and can be fixed by adding more
rules, but this increases the knowledge base size and degrades performance resulting
in what is known as aknowledge acquisition bottleneck. Some adaptation strategies
may be included in the rule base, which helps the system adapt old rules to 'similar'
contexts. This might help the problem, but will not necessarily eliminate it.

•

Because rules in the knowledge base are very precise, boundary conditions are very
crisp, causing rules to flip back and forth. Applications of fuzzy logic [Lirov 1993]
and/or probability theory can be used to remedy this problem.

•

Another limitation of rule-based systems is that they do not take advantage of past
experiences in the deductive process, that is, they are memoryless. Because of this
some rule-based systems have been upgraded with case-based reasoning capabilities
[Lewis 1993].

•

Traditional rule-based systems have been modified with concepts such as the
"certainty factor" concept [Nilison 1998], which allows decision makers to express
their confidence in acertain rule. However, it is still hard for these systems to deal
with incomplete, nonspecific and unreliable data in an efficient and formalized
manner.

•

Rule based systems are not capable of non-monotonic reasoning [Pearl 1988].
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In dynamic environments, where devices

and management activities

change

frequently, rule based systems tend to quickly become obsolete. However, it must be
noted that a significant part of several other approaches to alarm correlation are
constituted around the classic rule-based approach.
RBR is employed in several commercial management platforms, such as: Computer
Associates' Unicenter TNG [CA], Hewlett Packard's Event Correlation Services (ECS)

-

part of the OpenView Platform [HP OpenView] and Tivoli's (an IBM company) TME
[IBM Tivoli].
3.2.2

Model-Based Reasoning (MBR)

Model-based reasoning consists of representing asystem through astructural model
and a functional model. Every managed object is associated with an object-oriented
model with attributes, relationships (both structural and functional) to other models, and
behaviors. The object-oriented models are software mirrors of real-world devices or
resources that are being monitored. They communicate with their real world counterparts
(such as routers and workstations) and with software models of other devices in the
network.
Model-based reasoning has been employed in the Generic Maintenance System,
which is amodel-based fault management system [Kehl, Hopfinuller 1993]. The system
consists of two main models: afunctional model, consisting of astructural and behavioral
model, and aphysical model, with knowledge of the physical structure of the network.
The structural model consists of units and ports. A unit consists of internal attributes,
reflecting internal states indicative of faults, and ports, which specify the interaction
between components and error propagation patterns. The behavioral model specifies the
states of output ports as afunction of input port states and the internal attributes of aunit.
It captures the expected behavior of the unit asifthen rules. It is very important to be
able to map the structural model to the physical model. Due to the complexity of
networks (as opposed to circuits and simple physical systems, for which model-based
reasoning is commonly applied), the MBR methodology has been extended to allow the
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modeling of non-physical entities, hierarchical modeling, management domains, and
dynamic behavior [Kehl, HopfinUller 1993].
The MBR methodology leans heavily on the definition of managed objects. The
instances in the structural model are at the same time managed objects, communicating
with the network resources and management application functions via actions and events
[Kehl,

Hopfinuller

1993].

This method

of reasoning provides

understanding of the system being managed

-

a very detailed

this can be viewed both as an advantage

and adisadvantage. This is because, although it allows for the natural integration of the
fault management system with the MIB

-

which is a standard resource, it requires

detailed knowledge of the system components, the complex and dynamic nature of
components and functions, for robust and efficient management of the network.
Model-based reasoning is also implemented in MegaSys's Telenium [Megasys],
where the model-based event correlation is enabled by relational information stored in the
database.
3.2.3

Finite State Machine (FSM) Model

Finite State Machines are used for passive testing of network entities. Passive testing
simply observes the network, without actively trying to inject test conditions on the
network. Active testing methods of fault diagnosis actively gather information from the
network by injecting test messages or carrying out test procedures on the network.
The FSM model is aspecification model for the expected behavior of the network.
The network is viewed as a black box where only the input and output behavior is
observable. Non-conformance in the output of the implemented machine to that of the
specification machine is indicative of afault.
[Lee et al., 1997] applied passive testing on aFSM model for fault detection. This
model was enhanced by [Miller 1998] to specify anetwork, in [Miller, Arisha 2000] to
demonstrate some fault localization capabilities, and in [Miller, Arisha 2001] to
demonstrate some fault identification capabilities. So far research has centered on
deterministic finite state machines.
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A deterministic finite state machine (DFSM) M is asix—tuple: M

=

(I, 0, S, so,

&))

where:
•

I, 0, and Sare finite non-empty sets of input symbols, output symbols, and states
respectively,

•

so is adesignated initial state.

•

8: S x I-* Sis the state transition function.

•

,%: S x I-

0 is the output function.

When the machine is in state sE Sand receives an input a e I, it moves to the next
state specified by 6(s, a) and produces an output given by 1(s, a) [Miller, Arisha 2001].
The FSM is a deterministic model, which means all "necessary" information is
available to indicate deterministically and uniquely, the behavior of the machine. All
unspecified transitions lead to an implicitly defined fault state. One of the disadvantages
of the FSM model is its lack of ability to support the identification of multiple faults.
Sun Microsystems' Solstice [SunSoft] has an event correlator called NerveCenter
within the Solstice Enterprise Manager, which defines "behavior models" as finite state
machines to perform event correlation.
3.2.4

Codebook Crnielation Model (CCM)

The Codebook Correlation Model first introduced by [Kilger et al., 1996] is avery
fast and robust event correlation technique that has several advantages over the traditional
rule-based system and finite-state machine approaches. The CCM is the second
component in the Distributed Event Management Architecture, the first component being
the Event Information Modeler. Domain management information such as the classes and
instances of managed objects in the managed domain, the problems that can originate in
each object, inter-object relationships, and propagation pattern of events from one object
to another, is specified with the help of the Modeled Object Definition Language
(MODEL). The MODEL language is an extension of CORBA IDL, with acompiler that
generates C++ code to implement classes.
The event correlation technique is based on coding techniques. The underlying idea is
that each problem causes several symptom events or alarms. The complete set of events
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caused by aproblem is a"code". When aproblem occurs, an event vector is generated by
the system and sent to the event correlator. Correlation is then simply the process of
decoding the set of observed symptoms by determining which problem is identified by
the received event vector. So, the first step in the correlation process is the generation of a
problem-symptom matrix. This phase is known as the codebook selection phase. The next
step is the selection of asmaller set of symptoms that uniquely identifies all the problems
in the problem-symptom matrix. The result is what is known as the codebook.
Let us consider for example, that we have three problems p1, P2, and p, and three
possible symptoms S1,

52, S3,

that form aone-by-three event vector or code, in that order.

A code is avector of Os and is, where 0 indicates the absence of a symptom, and 1
indicates the presence of asymptom. Therefore the code (1, 0, 1) for pi indicates that pi
causes

Si

and

S3,

but does not cause

S2.

Sometimes an event vector may be received which

does not match any code in the codebook. This may be due to aloss of symptoms or to
the spurious generation of false events, and can lead to potential decoding errors. To help
distinguish problems, the correlation matrix is derived to be the minimal causal matrix,
meaning that each column in the code matrix is differentiated from other columns by at
least one bit. From coding theory, this value corresponds to aHamming distance of 1,
which means that the codebook can identify one-bit changes in acodebook resulting from
spurious noise in the event detection. The radius of the codebook is half the minimal
Hamming distance among codes. When the radius is 0.5, the code provides distinction
among problems, but is not resilient to noise. A Hamming distance of 2 and
corresponding radius of 1is required for any detection of spurious noise. A radius of 1.5
means that spurious noise affecting any two symptoms can be detected and any singlesymptom error can be corrected.
There are several advantages of the codebook approach. These include the facts that
(1) codebook technology is very fast and noise-insensitive, (2) domain-wide cross-object
correlation rules are computed automatically, (3) codebook reduction automatically
determines whether there are sufficient symptoms to distinguish between the problems of
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interest, and (4) the codebook automatically adapts to topology changes affecting
correlation rules.
The CCM along with the MODEL language have been implemented in the
InChargeTM system developed by System Management Arts (SMARTS) for distributed
event management and applied in Motorola's IRIDIUM® system, aworldwide satelittebased communications system [Yemini etal., 1996].
3.2.5

Artificial Neural Networks (ANN)

Artificial neural networks are adaptive systems with aparallel architecture that can be
used to solve problems of pattern recognition, classification or temporal series prediction
[Jiang et al., 1995]. ANNs are particularly useful in problem domains with highly nonlinear data.
The learning process in ANNs could be supervised or unsupervised. The aim of the
learning process may be to learn the mapping between input data (events, alarms) and
output data (faults), and to extract common characteristics from the input and thus realize
adata clustering

-

classification (unsupervised learning) [Jiang et al., 1995].

Applications of ANN to network fault management span faults at the network layer

-

routing and traffic management [Sanford et al. 2002], [Gardner, Harle, 1997], and the
application layer [Nuansri et al., 1997], [Jiang, et al., 1995].
As ameans of detecting faults, neural networks may be applied for the classification
of network performance information, [Sandford et al., 2002] propose the use of the
Kolmogorov-Smirnov statistic test for establishing that there has been a significant
change in data profile (network traffic profile) and a neural network to classify
accurately, examples of known profiles. Unrecognized profiles are still reported as
unclassified results. Fault detection does not occur in real time. A similar approach is
proposed in [Gardner, Harle 1997], where aself- organizing Map or Kohonen network,
which is aform of competitive learning ANN, .is applied to the task of analyzing and
classifying complex vectorial input space for the purpose of identifying unknown data
clusters.
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In [Baras et al., 1997], Radial Basis Function Networks, which are three- layered
neural networks, are used for reactive fault management of X.25 networks.
The more popular approaches for real-time management is the integration of the
neural network with other Al techniques, such as the integration of model-based expert
systems, case-based reasoning and neural networks [Jiang et al., 1995]. Neural networks
can also be used not only for classification purposes, but also as aknowledge acquisition
tool. The result of the learning process is therefore symbolic knowledge in the format of
IF-THEN rules, which can be used to create aknowledge-base for arule-based system
[Nuansri, et al., 1997].
The advantages of neural networks include (1) the ability to learn the concept of
normalcy and tracking its drift [Maxion, Feather 1990] in adynamic environment; (2)
identification and classification of different fault conditions through supervised and
unsupervised learning processes; (3) dynamic upgrade of the rule-base of an expert
system as changes in configuration, topology and technology occur in the network; and
(4) support for proactive management of the network through network traffic and route
monitoring.
Despite these advantages, very few (if any) standard network management systems
have adopted neural networks in their event correlation component, perhaps because of
the amount of data required to train the network. We might however see this trend
change, as. research in neural networks evolves.
Implementation wise, asystem named BRAII\TNE (Building Representations for Al
using Neural Networks), aneural network system, and NEXPERT, arule-based expert
system, have been used together as ahybrid system for the purpose of identifying domain
name server (DNS) application problems [Nuansri, et al., 1997].
3.2.6

Bayesian Networks

The Bayesian network (see Section 2.5 for definition), also known as a causal
network, belief network or Bayes net, is aprobabilistic reasoning model that has recently
gained popularity in the Al community. This is because aBayesian network is not merely
apassive code for storing factual knowledge, but also acomputational architecture for

39
reasoning about that knowledge [Pearl 1988]. Bayesian networks allow for the fusion and
propagation of new evidence through the knowledge representation of any domain by
means of a self-activated propagation mechanism as described in [Pearl 1988]. This
computational paradigm is adopted in evidential reasoning tasks for the following
reasons: (1) it automatically exploits the independencies embodied in acausal network;
(2) it leads to atransparent belief revision process, that is understandable; (3) it offers
complete separation of the stored knowledge from the control mechanism of an expert
system; and (4) the uniformity of this propagation scheme makes it easy to formulate in
object-oriented languages [Pearl 1988]. For these and other reasons, Bayesian networks
have made ahuge impact on the research of expert systems in the Al community.
In different ways, Bayesian networks have been employed as an event correlation
technique for fault management. They have been applied to Linear Lightwave Networks
[Deng, et al., 1993], Telecommunications Networks [Meira 1997], and Computer
Networks [Hood, Ji 1998] [Brodie, et al., 2002] [Steinder, Sethi 2002].
[Hood, Ji 1998] employ Bayesian networks for fault detection purposes. MIB
variables indicating the health of IP layer, interface layer and UDP processes on a
managed device are monitored. Alarms from this monitoring process are received as
evidence on the BN model and correlated with the aim of providing a probabilistic
estimate of the health of the network. The BN model is part of the reasoning component
of an intelligent agent resident on the managed device. No attempt is made at fault
identification; the goal is to recognize changes that are important in the context of
network behavioral anomalies that correspond to network faults.
In [Brodie et al., 2002], a more active approach to fault diagnosis is taken.
Information about the state of the network is gathered through probes (e.g., ping or
traceroute commands, email messages, web-page access request) and provided to the BN
model as evidence. The task is then to determine the most likely configuration of the
states of the network elements. A simple BN for this problem diagnosis would be a
bipartite (two-layer) graph where the top-layer nodes represent marginally independent
faults or other problems and the bottom-layer nodes represent probe results. The probe
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selection problem is formulated as aconstrained optimization problem, whose aim is to
find the smallest probe subset that can uniquely diagnose afailure in any node. The BN
model can definitely be used for fault localization purposes and help in fault
identification to some degree.
Another approach to fault localization that employs the use of Bayesian networks is
explored in [Steinder, Sethi 2002]. Fault Localization is carried out by multiple,
hierarchically organized managers. Each manager is responsible for the correlation of
events within its domain and reports to ahigher-level manager, which correlates events
involving multiple domains. The Bayesian network is a bipartite directed graph,
containing undirected loops that have basically two types of nodes: symptom nodes
indicating paths with problems, and link nodes indicating the links making up the paths.
All links are weighted with prior probabilities of failure. Failures of inter-domain paths
have to be isolated by domain managers, and failures of intra-domain paths require the
collaboration of ahigher level manager and domain managers.
Bayesian networks are used to make four basic queries: (1) belief assessment; (2)
most probable explanation; (3) maximum a posteriori hypothesis; and (4) maximum
expected utility [Dechter 1996]. It is known that these tasks are NP-hard in general
Bayesian networks [Cooper 1990], hence the introduction of approximation schemes
[Dagum, Luby 1993].
3.2.7

Other Approaches

There have been other approaches to the event correlation process. These approaches
span the use of optimization algorithms, machine-learning techniques and Bayesian
theory amongst other things. Several of these techniques are aimed at faults at the
physical and datalink layers of the OSI model.
In [Wang, Schwartz 1993], the focus is on link failures in a heterogeneous
environment. Given information about the availability or unavailability of particular
nodes, 'a ranked list of the most probable failed links is identified using amaximum a
posteriori (MAP) method. This method requires prior estimates of link failure
probabilities and some testing tools such as ping and traceroute.
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[Bouloutas et al., 1994] propose an algorithm for physical layer fault localization.
Fault identification is simply the identification of the failed component or link. Each
system alarm is associated with aset of all possible locations (other devices or links) that
may be primary or secondary fault sources that could have triggered the alarm. Given a
set of alarms, the fault (which corresponds to adevice or link) lies in the intersection of
the set of locations indicated by each alarm. Alarms with acommon intersection are said
to be correlated, and a set of correlated alarms is known as an incident. The fault
identification problem can therefore be defined as an optimization problem, which has as
an objective, to find aset of faults, such that the information cost, that is, the negative of
the logarithm of the prior probability of failure of the selected device or link, associated
with the joint description of the alarms and the faults, is minimized. In other words, the
objective is to find the set of faults that best explains the observed alarms.
[Katzela, Schwartz 1995] improve on the algorithm proposed by [Bouloutas et al.,
1994] by considering dependencies between the components and devices in the network.
The smallest set of entities that best explain all the alarms observed is that which
maximizes the probability that at least one of the objects in it is aprimary fault. The
algorithms used to search for this optimal set of entities span the basic exhaustive search,
greedy search, and divide and conquer.
Proponents of proactive fault management, often resort to machine learning
techniques with the aim of learning the concept of normalcy and subsequent recognition
of deviations from the normal as faults. [Maxion, Feather, 1990]

characterize normal

behavior by using different templates, obtained by taking the standard deviations of
observations at different times. From these templates, atolerance envelope is described
for measured variables (such as packet count). Readings are said to be normal if they fall
within the confines of the tolerance envelope (threshold), and abnormal otherwise.

In

[Hood, Ji 1998], data from the network is segmented into variable-length pieces, each of
which contains aportion of the time series that is statistically similar. Observations are
declared to be abnormal if they do not fit an auto-regressive model of the traffic inside
segments. In [Hajji, Far 2001], network traffic variables are viewed as finite mixture
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models, which are stationary with zero mean under normal operations and non-zero under
abnormal operations. Network operations are baselined using the asymptotic distribution
of the difference between successive estimates of the model parameters.
3.3

Comparing the Various Techniques
The wide diversity in task formulation, system representation and modeling of the

techniques described in Section 3.2 make it difficult to choose any one technique as being
the optimal one. In practice, it is not uncommon to find that fault management
applications employ the use of two or more of these techniques. It is important however,
to have some criteria against which to compare these techniques. This would guide
researchers and software designers in the design of future applications for automating
fault management.
Any fault management application desirably should have the following capabilities:
•

Robustness: Insensitivity to noise, where noise could mean incomplete data,
conflicting data, and/or unreliable data.

•

Scalability: Ability to scale well to changes in the size of the managed network.

•

Cross-object/Cross-layer correlation: Ability to correlate events from objects at
the different layers of the OSI model.

•

Causal Correlation: Ability to identify causal relationships between objects, and
to use such information in the diagnosis process.

•

Temporal correlation: Events happen at particular time instants. Richer
correlations

between

events

can

be

established

by

defining

temporal

relationships between them [Hasan, et al:, 1999].
•

Non-monotonic reasoning: Computer networks are dynamic environments,
therefore it is necessary that the beliefs about the causes of observed events be
recomputed (updated) as new evidence arrives.

•

Adaptability: ability to handle topological and technological changes efficiently.

•

Learning capabilities: It is important that any intelligent system be able to learn
from experience, and it would be desirable for network fault applications to be
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able to learn model parameters of the network and track deviations from the
norm [Maxion 1990].
•

Facility for representation and modeling of the object network.

•

Multiplicity: Ability to handle the identification of concurrent, multiple faults.

•

Completeness: Ability to handle fault detection, localization and identification
processes.

•

Real-time computation: Ability to support the fault management process in real
time.

•

Complexity: Referring to algorithmic complexity and/or complexity in system
modeling.

Based on literature review of the event correlation techniques in Section 3.2 with
respects to their abilities to support the criteria listed above, acomparison of the event
correlation techniques was carried out and the results are presented in Table 3.1 below.
Based on Table 3.1, Bayesian networks support criteria such as robustness,
scalability, cross object/layer correlation, causal and temporal correlation, non-monotonic
reasoning, adaptability, representation and modeling, multiplicity, completeness, realtime computation and complexity, as defined above. To support learning capabilities, a
hybrid system of bayesian and neural networks could be explored.
Table 3.1 Comparison of Event Correlation Techniques
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3.4

Summary
Among the several techniques presented above, the Bayesian network is readily

identified as having the most desirable qualities. Its ability to handle non-monotonic
reasoning is quite promising. It provides all the services of an expert system, with
additional capabilities for uncertainty management and distributed problem solving
(scalability). It is the technique, which is further explored in this thesis.
The Codebook Correlation Model (CCM) also has several practical advantages, but
demands agreat deal of effort in the modeling of the object network. It also does not have
the capability for non-monotonic reasoning.
Artificial Neural network is the only technique identified above that fully supports
"learning" in the network environment. It however requires alot of data and on its own
cannot be used for real-time management of the network.
A hybrid system with little complexity is the optimal technique for correlation of
events in computer networks. As singletons however, the Bayesian network is an obvious
choice.
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Chapter Four: EVENT CORRELATION: METHODOLOGY

In this chapter, we discuss in more detail the proposed method for event correlation.
Event Correlation is the same as the Belief Update Mechanism (BUM) introduced in
Section 2.6. In the previous chapter, we reviewed some common methods and algorithms
that have been employed by the network management and AT community for event
correlation purposes. From that review, the Bayesian network model was chosen as the
event correlation techniques for the intelligent network agents described in this thesis.
In this chapter, the framework that guides the type of information to be processed
with the BNM, the structure of the BNM, and the transfer of results from the BNM on the
service agents to the manager agents are presented.
4.1

Overview of Framework

The system may be seen as consisting of layered subsystems. At each layer specialized
agents carry out event correlation and forward their findings to other agents with amuch
broader view of the network (see Fig. 2.1). The framework is presented with the help of
two views: the organization view and the information view. The roles for constituent
agents and views are explained below.
4. 1.1

The Organization View

Due to the growth of local area networks in size and complexity, a distributive
organizational structure is adopted. Every network is partitioned into a reasonable
number of management domains. Each management domain consists of network devices
such as routers, switches and servers, whose performances are critical to the overall
performance of the network.
With relation to the distribution of the correlation process, three approaches for fault
localization are identified in [Katzela et al., 1993]. The distributive approach is adopted
in this thesis for reasons already discussed in Section 2.4.

46
There are 3types of agents in this model (see Fig. 2.1). The service agent is an agent
residing on each monitored device in the system. It oversees event correlation on its
individual device. Its role is to collect device specific data, correlate them and
communicate potential fault situations to the higher ranked manager agent.
The manager agent has abroader view of the network and resides on each segment of
the network, such as aclass C subnet (or management domain). Manager agents oversee
correlation processes

in

their

domains.

They possess

probing,

processing

and

communication capabilities.
The directory service agent provides the registry service to the MAS. All agents in the
MAS must be registered with the directory service agent. The entry for each agent
includes attributes such as agent name, agent_type, location,, domain, IP address, and
capabilities. This helps agents to locate each other.
For networks that already have applications for monitoring and retrieving management
statistics, such as the Simple Network Management Protocol, agent (SNMP) and the
Remote Monitoring agent (RMON), these agents would be sandwiched between the
service agent and the monitored device. That is, the service agent communicates directly
with such agents to receive required statistics.
4.1.2

The Information View

Information processing in the 1NMS occurs in alayered fashion. Decision-making is
handled by different software layers, each of which is explicitly reasoning about the
environment at different levels of abstraction. At each layer, the INA seeks to derive clear
explanations for the events occurring, and to resolve any faults. The INA's ability to
proactively seek information that may resolve their uncertainty about the state of
environment, in this case the network, depends on its processing capabilities and degree
of automation.
The most primary focus is the communication port of the monitored device, e.g.,
switch, router, or bridge. Network statistics gathered (via SNMP) from ports or network
interface cards (NIC) reflect the health

of achannel

or link from the end point of the

monitored port or NIC. Causal and temporal relationships between management variables
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are identified. Events are correlated within atime frame before alarms are raised and sent
to the next information level as observations. Alarms are generated asynchronously. The
correlation over time aids in eliminating transient conditions.
At each focus, it is possible to utilize different management tools for event correlation.
Every communication network may be viewed as ahierarchy of information levels. For
demonstrative purposes, we look at anetwork with three correlation levels as depicted in
Table 4.1.
Events local to a network device are correlated at level one, to determine the
probability of the occurrence of a fault or set of faults. The network administrator
determines the level of detail required. The results from each stage of correlation may be
in the form of hard evidence (e.g., stating that alink is down with aprobability of 1or 0),
or soft evidence (e.g., stating that the probability of the link being down is x,
where O≤x≤l).

Table 4.1 Information levels
Level
1

Foci
Single
device
and/or resource on
the network.

2

Management
domain

3

Network as awhole

Description of correlation process
Causal relationships between managed objects, network traffic
state, and fault types are identified. The result is probability
distribution over the probable faults that can occur on that
device.
Information from service agents in amanagement domain is
correlated to determine fault type and primary source in a
domain.
Information from different management domains and links that
do not fall within any -management domains are correlated to
determine most probable hypothesis for faults that affect
multiple domains.

At each information level (see Table 4. 1), there is an agent with reasoning capabilities
and the ability to communicate with agents at ahigher level. At the first level there are
service agents, at the second level there are manager agents and at the third level there are
groups of manager agents, whose management domains have been affected by the current
fault.
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Information flow between information levels occurs asynchronously unless otherwise
decided by ahigher-level agent (such as amanager agent) for ashort period of time. This
may be required for proper diagnosis of afault. Selective polling in this manner ensures
that the network management function is non-intrusive, that is, not wasting bandwidth
that would otherwise have been available for other important services.
4.2

Assumptions and Methodology

In this section, we describe a method for event correlation, which is specifically
tailored to the problem of fault localization and identification. There are a few
assumptions that the methodology is based upon:
1)

The manager agents have current information on the topology of the network and
update this information automatically.

2)

All network devices are up, unless proven otherwise.

3)

If there is an intermediary network device A, on the only path to another device B,
and A is unreachable, then B is unreachable.

4)

The manager agents have the capability to ping any device in its domain in the
course of its fault localization process.

5)

The presence of anetwork monitoring application such as the Simple Network
Management Protocol (SNMP) or Remote Network Monitoring (RMON) from
which service agents can retrieve network statistics. In the absence of these tools,
the service agent may be provided with such capabilities. In this project we have
assumed the availability of statistics from an SNMP agent.

Bayesian networks are used as the main correlation technique that best suits network
management for the reasons explored in detail in Section 3.2.6.
All the network agents use the Bayesian network (BN) for event correlation. The
structure of the BN can be provided by ahuman network manager or the intelligent agent
and varies from device to device. The network manager also supplies the conditional
probabilities for the BN structure. Our implemented tool presently offers capability to
create and edit static BNs and is able to retrieve management statistics and carry out
inference with the help of the BN. The belief in any defined BN node is progressively
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and automatically updated as, new evidence is gathered. The agents can generate and
forward messages to other agents or to the human network manager whenever a
predefined event occurs
4.3

-

such as the health of alink becoming critical.

Critical Devices to monitor on aLAN
A local area network (LAN) is a network of computer workstations that share

information and services such as printers, servers and the like. The network spans
distances of up to afew thousand meters and is based on one network technology, e.g.,
Ethernet, FDDI.
A switch is '
anetwork device that is used to build reasonably large LANs. It has
several input and output ports leading to and from host devices (e.g., workstations,
routers, other switches, etc.) that the switch interconnects. The core job of the switch is to
take data packets that arrive on one port and forward them out on another port, that is
either the destination port, or an intermediary port, on which a device closer to the
destination device is connected. Switching is done based on the MAC addresses on the
received packets. The several ways of determining the right output for areceived packet
are broadly divided into two groups: connection-oriented and connectionless approaches
[Peterson, Davie 2000]. A key problem that switches have to handle is the problem of
congestion. If the arrival rate of packets for aparticular port exceeds the capacity of the
output, the switch queues these packets in buffers until they can be processed. If the
switch runs out of space in the buffer, it will be forced to discard some packets. This
affects applications on end hosts and may be seen as faults with the network. The
performance of switches is critical to the performance of local area networks. In Section
4.4.1 we discuss some of the metrics that can be monitored by aservice agent managing a
switch, and a sample structure of the BN it might hold for belief formulation and
updating (belief formulation and updating is the process by which an agent forms abelief
about the state of its environment).
Single-technology networks or networks that use one technology, such as 802.5,
Ethernet, and FDDI ring can be connected to form an internetwork, through the use of
routers. A router is a network node that connects two or more networks. It forwards
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packets based on the IP address of hosts for which the packets are intended. A router is
therefore said to work on the IP layer. Routers maintain routing tables and carry out
fragmentation and reassembly of packets to fit the destination ,network. Fragmentation
and reassembly are necessary because each network technology defines different
maximum transmission units (MTU) for IP datagrams. Ethernet for example has an MTU
of 1500 bytes, and FDDI has an MTU of 4500 bytes. In many ways the router may be
considered as a switch between networks, and the LAN switch

-

a switch between

devices in anetwork. In Section 4.4.2, we discuss the Bayesian network of a service
agent that manages arouter.
There are several other devices such as repeaters, bridges, hubs and the like that are
necessary for building networks. However, in this thesis we concentrate on switches and
routers as network devices.
It may not be possible to assign service agents to every workstation on anetwork.
However, there are certain workstations that provide critical services to other devices
such as mail servers, web servers, and file servers. Depending on the services that these
workstations offer, we may be looking at protocols such as the transmission oriented
protocol and gathering performance statistics that reflect the state of applications that run
over these protocols. In Section 4.4.3 we discuss the Bayesian network of aservice agent
set to monitor afile server.
There are several other devices that could be monitored on a network. The BN
structure for service agents on these devices depend on: (1) the primary focus of the
network administrator; (2) the type of information that can be gathered from the device;
and (3) the causal relationships between events and probable faults that can be identified
on the device. In the next section, we discuss briefly the type of information available on
an SNMP managed network, and ways of discovering and building aBayesian network
for aservice agent on aswitch, router and file server.
4.4

Building the Bayesian Network
The aim of the Bayesian network structure on the services agent is to identify

pertinent metrics that are indicative of faults in general and asubset of faults in particular,

51
and model the causal and temporal relationships between these metrics. Here we take a
look at some of the information that can be gathered via SNMP and how to build aBN
from the information.
All managed objects, representing some device resource or activity in the SNMP
environment are arranged in atree structure. The tree structure defines a grouping of
objects into logically related sets. Branching out from the iso (international organization
for standardization) root node is anode for organizations org, one of which is the U.S.
Department of Defense dod. The U.S. Department of Defense defines several sub groups
for administration, one of which is the internet group, asub tree from dod. There are four
sub trees under the internet node: (1) directory
directory, (2) mgmt

-

-

reserved for future use with the OSI

used for the management of internets in general, defined by the

Internet Activities Board (lAB), (3) experimental: used to identify objects in Internet
experiments and (4) private: used to identify objects defined by various vendors to
enhance the management of their devices (see Fig 4.1).
The mgmt subtree holds one subtree called mib-2, in which objects are defined for
network management of TCP/IP based internets. This supports monitoring activities, and
subsequently fault and configuration management of networks. The mgmt node holds
eleven other subtrees:
•

system: objects provide overall information about the system e.g. sysServices object
provides information about whether a device offers service at a particular layer
(physical (e.g. repeaters and hubs), datalink/subnetwork (e.g. switches), internet (e.g.
IP routers), end-to-end (e.g. IP hosts) and applications (e.g. web servers).

•

interfaces: information about each interface from the system to the network. This is
noniially information collected about activities at the NIC, switch/router port etc.

•

at: This holds adescription of the address translation table for internet- to- subnet
mapping.

•

ip: the objects in this group record information about activities on the IP layer of a
device, such as the total number of IP datagrams, the IP routing table etc.
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Figure 4.1 MIB-II object groups
•

icmp: the objects in this group record information about activities of the Internet
Control Message Protocol (ICMP) on the system.

•

tcp: information on the TCP activities, such as the number of active connections, the
number of connections reset, and the number of retransmitted segments can be
retrieved from the objects in this group.

•

udp: information on the UDP activities on a device, such as the total number of
received UDP datagrams for which there was no application at the destination port, is
recorded with the help of objects in this group.

•

egp: contains information relevant to the implementation and operation of the
External Gateway Protocol (EGP) at anode. This group also contains information on
neighboring gateways such as their IP addresses.

•

transmission: While the interface group provides information of a more generic
format for all interface types, the transmission group may contain interface-specific
details. For example, it may be objects defined in the Ethernet Interface MIB [RFC
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1643]

-

the dot3 group (defined according to the IEEE 802.3 standard), that provide

information such as the number of alignment errors, packets that experienced
deferred transmissions, collisions and the like, noticed at an interface.
•

snmp: holds information related to the implementation and execution of SNMP on
the system.
In subsequent examples, we will consider the management of an Ethernet LAN.
BN fora Network Switch

4.4.1

In this section we will introduce aservice agent that provides an estimate of the
probability of the presence of different network faults. The service agent here will
attempt to identify different faults using only information from an SNMP managed
device.
A LAN switch is adevice that forwards packets between data-link segments based
on MAC addresses. Multi-layer switches are an intelligent subset of LAN switches that
filter and forward packets based on MAC addresses and network addresses. If we
consider only LAN switches that forward packets based on MAC addresses, then such a
device is said to provide service at the data-link layer. Some MIB-II object groups that
provide information on the state of the switch and the state of the network from the
switch end include the (1) interface group, (2) the transmission group, and (3) the icmp

group. We recall that the transmission group is dependent on the type of interface, so on
an Ethernet, the Ethernet Interface MIB group would form the transmission group, for a
Token Ring, it would be another MIB group. Table 4.2 below shows across section of
some objects in this group that might provide useful information to the service agent
[RFC 1213, 1643]:
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Table 4.2

Some Managed Objects

Object Na inc
interface group
IfMtu
I,fSpeed
IfAdminStatus
4/In Octets
I,flnDiscards

IfOutUcastPkts

Icmp group
icmpinDestUnreachs
IcinpInTinieExcds
Dot3 group
dot3StatsFCSErrors

Dot3StatsDeferredTransmissions

Dot3StatsExcessive Collisions

-

Names and Descriptions

Object Dscription
The size of the largest protocol data unit, in octets, that can
be sent /received on the interface.
An estimate of the interface's current bandwidth.
Indicates the state of the device: up(1), down(2) or testing
(3).
Total number of octets received on the interface including
framing characters.
The number of inbound packets, which were chosen to be
discarded even though no errors were detected to prevent
their being deliverable to a higher-layer protocol. One
possible reason for discarding the packet may be to free up
buffer space.
Total number of packets that higher-level protocols
requested to be transmitted to a subnetwork-unicast
address, including those that were discarded or not sent.
The number of ICMP destination Unreachable messages
received.
The number of ICMP Time Exceeded messages received.
A count of frames received on aparticular interface that are
an integral number of octets in length but do not pass the
FCS check.
A count of frames for which the first transmission attempt
on aparticular interface is delayed because the medium is
busy.
A count of frames for which transmission on aparticular
interface fails due to excessive collisions.

Based on the descriptions of the managed objects (a more complete description can
be found in Appendix A) and from experience, some causal relationships can be
identified, such as:
•

The number of packets discarded is apossible indication of abuffer overflow.

•

The number of frame check sequence errors and alignment errors, are possible
indications of adevice misconfiguration or adegrading channel line.

•

The amount of collisions, deferred transmissions, discarded packets due to
excessive collisions are indicative of the load on the channel.
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•

If the number of broadcast packets increases abnormally, it could indicate the
onset of abroadcast storm.

•

The amount of data received on the interface, could explain the sudden increase
in bit errors, broadcast packets and discarded packets.

•

A faulty Network Interface Card could explain the presence of carrier sense loss,
or lost packets due to "excessive" collisions.

•

Symptoms such as interface transmit/receive errors could indicate afault NIC.

•

ICMP destination unreachable messages and time-exceeded messages could be
indicative of aconnection failure in the network or arouting problem leading to
aloop somewhere in the network.

These are just a few causal relationships. An expert network system administrator
usually has quite afew of such rules.
The next step would then be to build aBayesian network model for the service agent
monitoring the switch. A sample of such aBayesian network is in Figure 4.2.
After discovering the causal relationship between the managed objects and possible
faults that can be identified on adevice, the next step is to carry out baselining for the
different managed objects. In other words, it is necessary to study and recognize the
normal trend of values for the managed objects. This allows the network administrator to
set proper baseline parameters for each managed object. This is required for proper
interpretation of events on adevice and in the network as awhole.
The type of devices being used and the topology of the network both affect the normal
values of some managed objects. For example in ashared medium Ethernet LAN, one
would expect more deferred transmissions (the number of packets for which transmission
is delayed due to activity on the channel) however in an Ethernet LAN that utilizes the
star-topology, where every host device is provided its direct channel to the switch or
router, one expects alot less deferred transmissions and collisions as well.
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Figure 4.2 Causal relationships between managed objects of an Ethernet LAN switch.

The age of the equipments and the physical channel could affect the amount of frame
check sequence errors and alignment errors. The size of the local area network can affect
the amount of non-unicast packet seen, as well as the amount of traffic at different times
of the day. The size of buffers on the switches and routers and the switching technology
implemented on the switches can affect the number of packets dropped due to buffer
overflow and the frequency with which this occurs. A list of factors that affect the
baseline parameters for different LANs is given below:
• Network Topology
• Network devices

-

-

bus, star, ring?

technology and age

• Time of day
• Data transport medium

-

cable, wireless, optical etc

• Traffic volume and network size
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Baselining network parameters is very critical to the accuracy of the service agent. It
is already acommon practice of network administrators. There is alot of research on how
to automate network baselining [Hajji et al., 2001][Hajji, Far 2003].
Finally, and probably the most important one is defining the conditional probabilities
for each node on the BN. This defines how each node is affected by the state of its parent
nodes, and consequently, how each node affects the state of its parents. The strength of
Bayesian networks is that they accept both subjective and objective probabilities. Given a
set of data, it is possible to learn the conditional probability table (CPT) from the data,
thus providing objective probabilities. In the absence of such data, experienced network
administrators can provide subjective probabilities. Another area of research is to provide
the service agent with capabilities to progressively refine the values in the CPT as it
monitors the network over time.
Figure 4.3 shows the belief update process of aservice agent monitoring aswitch
port. With this BN the service agent can identify seven possible faults (depicted by root
nodes on the BN in Fig. 4.3):
•

Channel overload

•

NIC failure

•

Duplex-Mismatch

•

Buffer Overflow

•

Lost connection (due to the loss of aremote device or link)

•

Channel errors

•

Broadcast storm

A duplex mismatch is adevice misconfiguration in which aport xon adevice A is
set to run at half duplex and the port yon another device B, connected to A is set to run at
full-duplex. The CSMAICD algorithm used on ashared Ethernet channels is not used on
a full-duplex link. A device set on full-duplex ignores carrier sense (CS), collision
detection

(CD)

and

does not defer to traffic when transmitting.

Because the

misconfigured link will still support data flow (although with errors), this situation may
not be identified on time unless, one is aware of the possibility of its occurrence. This is a
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common misconfiguration fault that can lead to alot of packet drops, late collisions, and
errors on the channel. There are two possible scenarios: If the service agent is on device
A, it will notice alot of excessive collision, leading to packet drops, it will also notice
late collisions (collisions occurring outside the expected time frame) and multiple
collisions.

This is the situation shown on the service agent in Figure 4.3
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Figure 4.3 A service agent monitoring aswitch port that is experiencing aduplex
mismatch.

A service agent on device B, will notice amarked increase in frame check sequence
errors and alignment errors. Neither of the two agents reporting may be able to
completely diagnose the problem, but acollaboration of information from adjacent agents
(one reporting DuplexMismatch 1and the other DuplexMismatch 2), can help to identify
the situation as aduplex mismatch.
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A duplex mismatch is easy to set up and generate actual data for verification.
4.4.2

BN fora Network Router

There is one important difference between a router and a switch: routers can
interconnect two different single-technology networks, such as Ethernet and token ring,
and routers forward packets based on the IP address on the packet, whereas switches
operate in single technology networks. Otherwise routers and switches both receive
packets on input ports and forward them out on output ports. Because of this similarity, a
lot of data found on aswitch may be of interest on arouter as well. However, considering
that arouter is designed to provide service on the IP layer of the Internet Protocol stack,
we will pay more attention to information that may be collected from the IP layer and
how it may be interpreted. The example shown in this section is by no means exhaustive.
In the SNMP environment, the ip group of MIBs provides

information

such as

presented in Appendix A. From such information, faults such as those listed below can be
monitored and identified from the onset (see Fig. 4.4):
•

CPU overload

•

Channel overload

•

Routing errors

•

Channel errors

On the discovery of the possibility of routing errors, the service agent forwards
information to the manager agent, which is able, not only to query other nodes for
verification of this anomaly, but may be fitted with the capability to read and interpret the
routing table on the router.
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Figure 4.4 Discovering routing errors from monitoring arouter.
4.4.3

BN fora File Server

On a file server, a web server or mail server, the service layer is the TCP layer,
because FTP, HTTP and SMTP run over TCP. There are some intuitive causal
relationships that can be identified readily between information that can be collected on
this layer and possible fault scenarios. Some of them are listed below:
•

A large number of retransmissions and connection failures may indicate a
transmission problem associated with the channel and not necessarily the server.

•

A large number of TCP transmissions with the RESET flag from the server may
indicate acongestion problem at the server.

•

Depending on the time of day, there is an expected average of received and
transmitted TCP segments. An unusual drop in transmitted TCP segments, and
excessive delay in server response are indicative of the possibility of the server
hanging in the near future.
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•

Lots of errors in the received TCP segments are indicative of noise on the
channel.

There are lots of other correlations that can be made. Some are easy to verify via SNMP
collected data, but other require the use of traffic analyzers. For example, it is difficult to
measure the response time of the server, and the time required to transmit different sizes
of requested files via SNMP. Based on the above correlations, the service agent may be
able to warn the manager agent of the possibility of the presence of the following faults:
•

Channel failure

•

Server overload

•

Channel noise

The term "channel failure" here, refers to the failure of an intermediate device such
as arouter or switch between the filer server and its client. "channel noise" here is used to
refer to bit errors, which may be due to electrical faults, hardware fault etc. The resultant
BN would ahave astructure similar to that shown in Figure 4.5.
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Figure 4.5 Discovering aproblem with afile transfer operation that is not due to the
file server, but to some problems on the channel (could also be from the client end).
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4.4.4

BN for aManager Agent

The manager agent carries out three main functions:
• Fault Identification
• Fault Localization
• Fault Notification/Resolution
As aresult of this, the manager agent holds two types of BN structures: one is static
and monitors the links on the network, the other is atemporary structure, created when
required for fault diagnosis.
The static BN structure is required for fault localization purposes. This is aprocess
by which amanager agent identifies devices on the network that are being affected by a
reported fault, and attempts to identify the primary source of afault.

Fault Identification
By fault identification, we mean the identification of the nature or type of afault,
which then helps to think of means of compensating and resolving faults.
The temporary structure, created when required, is necessary for identifying the type
or nature of the fault. In Section 4.6, we see an example of such atemporary structure
used for finding the most probable explanation for afault. The result of this correlation
process, will allow the network administrator decide where to channel his/her efforts in
seeking the reason for the errors observed. However, the manager agent can do better
than this. Given more intelligent service agents such as presented in Sections 4.4.1, 4.4.2
and 4.4.3, the manager agent can provide an estimate of the possibility of the presence of
different fault types, such as:
•

Duplex Mismatch

•

Physical link degradation

•

NIC failure

•

Router bottleneck

•

Switch bottleneck

•

File Server Overload
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•

Web Server Overload

•

Application failure

•

Bandwidth Over utilization —I (identify the client responsible).

•

Bandwidth Over utilization —II (identify the application responsible)

•

Broadcast Storms

•

Port Sweep

This will require that the master agent be able to instantiate and maintain different
BN structures at different times since some faults are unrelated. When aservice agent
reports achannel fault, it is marked on the static BN structure as having aproblem. The
extent of the problem (transient/non-transient) is determined from subsequent polls from
the manager agent or reports from that service agent. The nature of the problem reported
is passed to the temporary structure, from which the type of fault may be determined. In
the event that the information received is not sufficient to draw satisfactory conclusions,
the manager agent may need to poll other service agents (assuming they have not already
reported an anomaly), and/or other specialized agents like those with capabilities to
analyze the traffic flow, to receive more information. The manager agent uses the entropy
measure introduced in Section 4.7 to measure its level of uncertainty.
Figure 4.6 below shows the causal relationships identified on the manager agent's
temporary bayesian network structure and Figure 4.8 shows an example of the static
bayesian network structure that amanager agent can hold.

Fault Localization
By fault localization, we mean identifying the faulty device or the faulty link. We
assume that by knowing the overall health of adevice or link, it is possible to identify a
section of anetwork that is experiencing afault, irrespective of the type of the fault.
Every monitored communication link is represented on the manager agent's Bayesian
network as an unobservable node. Every unobservable node has at least one observable
node, which holds the results from the monitoring service agents at the end ports of the
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link. In Figure 4.8 we show asample Bayesian network of amanager agent monitoring
links Li to L9 from the network topology in Figure 4.7(a).
We consider two types of packet switching elements: MAC-layer switches and
Network-layer routers.MAC-layer switches do not have the capability to discriminate
between routes. They run a standard spanning tree algorithm that defines a single
connecting route through all the vertices or switches. There can only be one path between
any two devices on anetwork of switches that run the spanning tree algorithm (see Figure
4.7(b)) [Peterson, Davie 2000]. Network-layer routers run routing protocols and can
discriminate between routes. Nowadays, most switches are endowed with network—layer
capabilities and can discriminate between routes as well.
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Figure 4.7 A switched network with (a) multiple routes and (b) corresponding
spanning tree (Li = Link i, Si = switch i).

This information (of whether or not the network topology allows multiple routes) is
useful when diagnosing the most probable explanation of an event as explained in
Section 4.6. Observations from service agents are entered into the BN-structure as
evidence, based on which the probable status of alink or device is calculated.

Link

Q

Switch Port
Switch

Figure 4.8 A static bayesian network for monitoring links in amanager agent's domain

66
4.5

The Directory Service Agent

Unlike the other agents, the directory service agent does not carry out any fault
management services. It exists to ensure that the multi-agent system works in ahitch free
manner by providing ameans by which agents may register themselves and find other
agents. It is also required for security purposes.
The directory service agent maintains a directory of all agents in the intelligent
network management system. Once an agent is up and running, it must get registered
with the directory service agent. This facilitates communication between service agents
and manager agents. Manager agents are notified of new service agents in their domain,
and subsequently of new monitored devices, and the services rendered by those devices.
The directory service agent also facilitates communication between manager agents. The
resolution of faults that span several management domains require that the manager
agents of the involved domains identify each other and correlate information between the
different domains for proper fault diagnosis.
4.6

Finding the Most Probable Explanation

-

An Example

When afault is reported through the trouble-ticketing component of the network fault
management system, using our developed system, a temporary BN is created by the
manager agent. This Bayesian network is created specifically to either identify the
particular fault (see Fig. 4.6) or at least to find the most probable explanation for the
observed event. Note that even when there is insufficient information, the BNM can still
provide some diagnosis of the situation.
For example, let us suppose that atrouble ticket was received from ahost connected to
Si (Figure 4.7(a)) indicating any of the following:
• Ihave no access to file server

Q.

• The file transfer is taking too long.
• There are too many errors in the file received.
Let us suppose that the file server

Qis

attached to S5 (Figure 4.7(a)). These switches

have some network layer service capabilities, meaning they can select routes (no
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spanning tree algorithm to lock them in). There are three possible paths from Si to S5. It
is unknown which route, the message was sent out on. The three paths and their
constituent links are shown in the Table 4.3.

Table 4.3 Paths and constituent links
Path
P1
P2
P3

Constituent Links
L1, L5
L3,L4,L6
L2, L6

The network manager may create the temporary BN structure in Figure 4.9, for the
manager agent. Links Li to L6 represent the links that form the available paths from Si
to S5. They are evidence nodes. Their values are results from the more pennanent BN
structure used in monitoring the links (such as in Figure 4.8). Nodes P1 to P3 represent
the three possible paths (see Table 4.3). Nodes B and C represent the two (in this case)
possible causes of the file transfer failure or slow transfer rate. It could be that there is a
problem with the routes or some other cause (for example, congestion at the file server).
At node A the probability distribution over the possible states ('normal', 'abnormal') of
the file transfer process is calculated. Node D is an evidence node from which, evidence
from the trouble ticket is introduced to the system. The result of the correlation process
should help the network manager plan his/her next course of action.
To demonstrate the suitability of Bayesian networks for finding the most probable
explanation for an observed event, we carried out a simulation of the situation just
presented.
We investigate four scenarios: In Cases 1and 2, we assume the receipt of atrouble
ticket indicating the failure of afile transfer process. In Cases 3 and 4, we assume the
receipt of a trouble ticket indicating that the file transfer is taking much longer than
expected. Based on the evidence collected on the health of the links and this report from a
user, the network manager specifies the temporary BN shown in Figure 4.9.
Presented below are the results of correlations for four time slices: this ensures that
transient events are not reported. Each test case is generated five times and the results
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presented below are averages. The probability of not having a route p(no_route), is
calculated from the probabilities p(pathl —down), p(path2=down) and p(path3=down)
based on the conditional probability table values provided at the nodes P1, P2 and P3
respectively. Note that p(no_route) is not equal to the product of p(pathl=down),
p(path2=down) and p(path3 =down). The probabilities of 'no—route' and 'other fault' are
normalized ('other fault' represents all other possible explanations for the observed
event)

-

these probabilities tell us which hypothesis (fault) best explains the reported

event.

A: File transfer
B: No Route
C: Other fault
D: Trouble ticket

Figure 4.9 A causal graph to diagnose afile transfer fault.

To interpret each case we have to compare the probability of the unavailability of a
route p(no_route)

-

and the probability of some other fault p(otherjault)

which could explain the file

-

either of

transfer problem. A 'clear distinction' between the

probabilities definitely places the fault on either of the two causes (route unavailability or
other fault), but not on both. However if the two probabilities are 'comparable', we say
there is a great level of uncertainty. In order to quantify what we mean by 'clear
distinction' and 'comparable', we have to define ametric for measuring our uncertainty
in the explanation offered. In other words, what measure of distinction must we have
between these two probability values for the final conclusion to be acceptable? We use
the entropy measure as ameasure of uncertainty. This is discussed further in Section 4.7.
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In Test Case I (Figure 4.10), the fault is clearly not a route problem because
p(otherjault) is much larger than p(nojoute).

In Test Case 2(Figure 4.11), it is aroute

problem because p(no_route) is much larger than p(otherjault). In Test Case 3(Figure
4.12), despite the fact that one path is down, the communication channels seem to be able
to handle the load, and so the network manager must look elsewhere for explanations
because p(otherjault) is still larger than p(nojoutc). Test Case 4 (Figure 4.13) is a
situation of high uncertainty because p(otherjault) and p(no_route) are comparable. The
agent is unable to say with absolute certainty that it is aroute problem or some other
problem in the network. From the results, it could well be a combination of the two
different causes. Evidence from other sources is required to reduce the uncertainty of the
manager agent.

Case 1: Communication channels are doing fine.
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Figure 4.10 Definitely not aroute problem
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Case 2: Channel fault
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Figure 4.11 Definitely aroute problem
Case 3: Slow File Transfer(1)
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Figure 4.12 One path is down, but it is most probably not aroute problem
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Figure 4.13 Not sure whether it is aroute problem
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It can be said that fault management occurs in two stages:
•

Continuous monitoring of critical links in the network. This is done in an
asynchronous manner.

•

Temporal correlation of events for the diagnosis of the actual fault or the provision of
the most probable explanation for an observed event.
Even though in this experiment, we have restricted ourselves to just two states for the

link status

-

up or down, with the help of information from management protocols such

as the SNMP, one could be more fine-grained. The level of granularity required depends
on the network manager.
The structure of the Bayesian network allows the inclusion of results from other
networking tools in the process of drawing inferences. The level to which the agent trusts
an information source and the manner in which any observation affects its belief in any
one hypothesis is encoded through the conditional probability values.
4.7

A Measure for Uncertainty

How does the INA measure its level of uncertainty, so that it might take proactive
steps to gather more information that might help reduce its uncertainty? That is the
question that is tackled in this section.
In [Hajji, Far 2000] [Ekaette, Far 2003], the use of the entropy measure as ameasure of
the level of uncertainty of anetwork agent is proposed. In general, if we denote F = {F1,
F,1
} to be the set of hypotheses the agent can propose as an explanation for some
noticeable secondary event and we denote P(F) the probability that hypothesis F is
present, the entropy measure is defined as follows:
H(P)—P(F) log P(F)
The entropy measure has many interesting properties. If all faults are equally likely,
the network agent has avery uncertain estimate of which hypothesis best explains the
given situation. The entropy measure is then maximal. The entropy measure tends
towards zero as the probability of any one hypothesis tends to one.
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The entropy measure may also be used to select the set of informative observations,
which might help to reduce the level of uncertainty of the network agent [Hajji, Far
2000] [Ekaette, Far 2003].
4.8

Summary
In this chapter, the event correlation methodology was presented in greater detail.

However, the only tool considered for gathering statistics is the SNMP driver, which
reports the state of important counters that are informative for fault diagnosis. No use has
been made of other tools such as traffic analyzers and the like. The inclusion of such
tools in the tool set of aservice agent is important for amore accurate diagnosis.
Samples of the Bayesian Network structure were provided along with a detailed
description of how to build them. Building the BN structure required five major steps:
1.

Identify the device to be monitored and the service level

-

datalink, network,

transport, or application, of that device.
2. Identify the kind of managed objects (in an SNMP managed network) that can be
queried on this device, and the kind of faults that can be identified.
3.

List the causal relationships between the managed devices and the different faults
-

4.

this gives the structural view of the BN structure.

Create the Conditional Probability table for each node, populating the table with
either subjective probabilities or objective probabilities, if available.

S.

Carry out baselining of BN variables, setting thresholds for each node.

For the manager agent, these steps are different. Since the manager agent is not
directly monitoring any device, its sensory information depends on the information it
receives from the service agents in its domain. It is clear that the versatility of the
manager agent depends agreat deal on the level of intelligence of the service agents or
the quality of information it receives from the service agents as well the expectations
from the network administrator.
The next chapter discusses the implementation of the prototype that was built for the
evaluation of the ideas presented in this thesis and an evaluation of the DBN as abelief
updating mechanism for the manager agent.
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Chapter Five:

SYSTEM ALGORITHMS AND REQUIREMENTS

In this chapter, we discuss the BN algorithm implemented in this prototype, the interagent communication protocol and. the agent programming language chosen for
implementation.
5.1

Bayesian Networks and Dynamic Bayesian Networks
In section 2.5, the Bayesian network module was introduced as abelief updating

mechanism for the intelligent network agent. In section 3.2 and 3.3, the Bayesian network
was compared to other possible belief updating mechanisms, such as rule based reasoning
techniques, neural networks, the codebook correlation technique etc, and was found to
offer several distinctive advantages over the other mechanisms, some of which includes:
its ability to correctly model causal relationships in the environment, the ability to handle
uncertainty and the capability for non-monotonic reasoning.

In Section 6.4,

a

performance evaluation of the BN via simulations is presented and the results were
favorable. In this section, we take a closer look at inference algorithms for Bayesian
networks, with particular attention to the variable elimination algorithm, which is the
inference algorithm, implemented in the prototype agents.
5.1.1

Bayesian Networks: Representation

A problem domain is assumed to be characterized by a set of random variables
X1..... ,X,,, representing variables of interest (e.g., the temperature of adevice, the state
of acommunication channel, the load on aserver), which can be represented as nodes on
adirected acyclic graph (DAG), the arcs of which, indicate causal influences among the
variables. Each variable may be discrete or continuous. Assuming that the variables are
discrete, then each variable Xican take up different values Xj E {x 1..... xi,, I. A
,

complete assignment of values to all random variables that describe adomain is referred
to as an atomic event. The joint probability distribution (JPD) P(X 1

,. •.,

X,1), assigns

probability values to all possible atomic events of a problem domain. The joint
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probability distribution can be used to answer any query about adomain. However, it is
almost impossible to provide acomplete joint probability distribution for every domain.
In adomain represented by 30 binary variables for example, probabilities would have to
be assigned for 2"30

atomic events. A more compact representation of the joint

distribution makes use of the Markov condition, which states that every variable is
independent of its ancestors given its parents. This conditions leads to the chain rule of
probability [Nilison, 1998]:
p(X1,
... ,X,)

=Hp(Xi I
pa(X ))
1

All random variables are associated with a Conditional Probability Distribution
(CPD), p(X1I
pa(X,)), which encode the strength of the influence exerted on the child
node X1,by the parents pa(X1). For discrete variables, the CPD is simply known as a
Conditional Probability Table (CPT). Root nodes have prior probabilities associated
with them. The conditional independence relationships allow us to represent the JPD
more compactly, and are captured graphically on the Bayesian network. A more complete
relationship between probabilistic independence and the graphical structure of the
network is given by the concept of d-separation [Russell, Norvig, 1995][Murphy, 2002].
Figure 5.1 shows aBayesian network of four random variables: Cloudy, Sprinkler,
Rain, and WetGrass. The grass is wet, if the sprinkler is on or rain is falling. If it is
cloudy, then it is likely to rain, and therefore the sprinkler is more likely to be off,
otherwise, the sprinkler is more likely to be on.

75
P(C=F) P(O=T)
0.5

0.5

C P(S=F) P(S=T)
F
T

03
0.9

SR
F
T
FT
TT

Figure

5.1.2

C

0.7
0.1

F
T

P(W=F) P(W=T)
1.0
0.1
0.1
0.01

0.0
0.9
0.9
0.99

P(R=F) P(R=T)
0.8
0.2

0.2
08

WetGms''

5.1 A Bayesian network describing causal influences among four variables

Inference

The most common task for which Bayesian networks are used is probabilistic
inference. Inference refers to the process of computing the posterior probability
P(XQ I
XE), of avariable, or set of variables XQ ,called the query set after obtaining
some evidence or instantiations of another set of variables

XE,

known as the evidence

set. Theoretically, given the JPD, we can answer all possible queries by marginalization
(summing out over irrelevant variables). However, as earlier explained, the size of the
JPD grows exponentially with the number of random variables, and summing over would
take exponential time. More efficient methods can be grouped into three categories
[Murphy 2002]:
1.

Variable and Bucket Elimination algorithms, which focus on algebraic operations,

2.

Dynamic programming, in which the nodes are considered to be autonomous
objects with local processing capabilities, and its arcs are bi-directional interobject communication channels. In singly connected networks (networks without
loops), a polynomial-time message-passing algorithm defined by [Pearl 1988]
ensures the Bayesian network calculates the posterior probability of all the nodes
and reaches anew equilibrium state after each inclusion of evidence. The junction
tree algorithm [Huang 1994], was developed to convert multiply-connected
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networks to singly-connected networks, by clustering some nodes on the network
before running the message-passing algorithm, and
3.

Approximation algorithms which attempt to apply approximation techniques to
multiply connected networks. Although approximate inference is NP-hard, it often
works well in practice. Some of the major techniques include: Variational
methods, Sampling (Monte Carlo) methods, Loopy belief propagation, Bounded
cutest

conditioning

and

parametric

approximation

methods

[Murphy

2002][Dagum, Luby 1993].
Of all the approaches mentioned, variable elimination is relatively easy to understand
and implement. It also maintains all the characteristics of sophisticated algorithms. For
those reasons, it is the inference algorithm implemented here and described in the next
section.
5.1.3

Variable Elimination

The idea behind the variable elimination algorithm is to use the factored
representation of the JPD to carry out marginalization efficiently. The JPD may therefore
be seen as aproduct of factors (functions). A function generally maps agiven set of
variables onto aparticular variable. In programming terms, afunction receives arguments
and returns avalue. Let f(x 1

,...,

particular value x1 redefines
from

the
f(x 1

x,, )
be afunction of variables x1..... x,,. Setting x1 to a

fas

,

afunction of the variables X2

factor

x11 X2
,

1

..

.x,,) +

....

f(x 1

,...,

+ f(x 1

x111,
,

x,),
,..,

1

... I

we

x,), where

x,1.To sum out x1

redefine

fas

..... x1111 are the different
,

values that x1 can take.
According to equation 5. 1, aBN can be viewed as aproduct of factors, and the joint
probability for the BN in Figure 5.1 can be expressed as aproduct of the following list of
factors: P(C),P(S I
C),P(R

I
C),P(W I
S, R).
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In general, aJPD p(z 1

,

, ..

.
z,,) can be expressed as aproduct of factors

f1 .f.
,. .

To

sum out avariable z1 from p(z 1 Z21 ... Zn) Igetting p(z2. .... z,,) we can use the algorithm
,

[Zhang, Poole 1996]:

Procedure sum

-

out(F, z):

•
•

Inputs: F alist offactors; z avariables.
Outputs: A list offactors

1.

Remove from F all the factors, say

2.

Add anew factorf

-

-

f1 .f,,
,. .

that are functions ofz,

to the list offactors, where

[Jf1

f,,ew
zi

3.

1=1

Return F.
Figure 5.2 The sum-out algorithm

For example, to find the probability that the grass is wet, one needs to sum out the
variables C, Sand R from the joint distribution p(c,s, r, w = t). The idea is to push sums
in as far as possible when summing out irrelevant terms.

p(w=t)= EEp(c,s,r,w= t)
C
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f.

(c, w) is afunction of the variables s, c, and w. The variable sis summed out at this

function and the result is afunction of cand w only.

f(w) is

afunction of the variables cand w. The variable cis summed out at this

function, and the result is afunction of w only.
The probability of grass being wet can therefore be expressed as p(w = t)

=

f(w).

In the example presented above, the order in which the variables are eliminated
(otherwise known as the elimination ordering) or summed out was not discussed. The
elimination ordering determines the complexity of the variable elimination algorithm,
which can be measured by the number of numerical multiplications and numerical
summations it performs. An optimal elimination ordering is one that results in the least
complexity. Unfortunately, the problem of finding an optimal elimination ordering is NPhard [Murphy 2002], although greedy algorithms work well in practice.
In general, any query of the form p(X Q I
X) can be calculated using the following
formula:
p(X

IX)=

P(X ,X.)

E

E

P(X E)

=

LXIX

X.}p
'

p(X)

(5.2)

The Variable Elimination algorithm may be summarized as shown in Figure 5.3
[Zhang, Poole 1996].
The idea of distributing sums over products has been re-invented several times under
different names, such as: symbolic probabilistic inference (SPI) [Li, D'Ambrosio 1994],
variable elimination [Zhang, Poole 1996], bucket elimination [Dechter 1998], etc.
This algorithm has been generalized and implemented in the JavaBayes system
[Cozman, 2001], a freely distributed system for construction and manipulation of
Bayesian networks. This open-source tool has been integrated with our system, because it
encapsulates some major functionality desired for the bayesian network module. It
however fails as atemporal model, and has had to be upgraded to adynamic bayesian
network.
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Procedure VE(F, X, Y, Y
O,p)

• Inputs: F The list of conditional probabilities in aBN;
X A list of query variables;
XX
Y A list of observed variables;
-

-

-

XX Y

)'

-

XX Y

The corresponding list of observed values;
p

-

An

elimination

ordering for variables

outside

XuY.
P
1.
2.

Outputs: P(XIY=Y0).

Set the observed variables in all factors to their corresponding observed
values.
While p is not empty,
(a) Remove the first variable zfrom p,
('b) Call sum

3.

-

out(F, z). Endwhile.

Set h= the multiplication of all the factors on F.
/* his afunction of variables in X. */

4. Return h(X)

h(X). /* Renormalization */

Figure 5.3 The Variable Elimination Algorithm

5.1.4

Modeling Sequential Data

Modeling sequential data is important in many areas of science and engineering
[Murphy 2002]. Hidden Markov Models (HMMs) and Kalman Filter Models (KPMs) are
popular for this because they are simple and flexible. Dynamic Bayesian Networks
(DBN) are directed graphical models of stochastic processes, that generalize HMMs and
KFMs by representing the hidden (and observed) state in terms of state variables, which
can have complex dependencies.
There is alot of data in alocal area network (and in communication networks in
general). For proper diagnosis of events in the network data has to be correlated between
time instants. In other words, the belief held by the agent about the status of the link in
time instant t, is used in conditioning the belief that will be held by the agent in time
instant t+n, where n is any whole number. Time slices are connected through temporal
links. If the structure of the BN in each time slice is identical, and if the temporal links
are the same, we say that the model is arepetitive temporal model. It is always possible
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to add new nodes to particular time slices to capture periodic non-stationarity. If the
conditional probabilities also are identical, we call the model strictly repetitive. A HMM
is astrictly repetitive model with an extra assumption that the past has no impact on the
future given the present. A HMM where exactly one variable has relatives outside the
time slice is what is known as aKFM.
To define aDBN, one needs to define: the structure of the BN, nodes, intra-slice arcs,
inter-slice arcs, the number of time slices, and the CPT for each node on the DBN. The
DBN ensures greater smoothening effect on the data, modeling of temporal and causal
relationships between elements of sequential data.
5.2

Communication Mechanism: CORBA
One of the distinguishing features of an intelligent agent community is the ability

for these agents to communicate with each other using an expressive communication
language; work together cooperatively to accomplish complex goals, handle reque.sts
from peers, etc. Communication in agent societies encompasses three primary tasks:
A definition of acceptable message-passing procedures, for example: if Iask you
for something and you have to send it, send it, and await aresponse from me stating that I
have received it. If you do not have it, send amessage telling me that you do not have it,
and await aresponse from me stating that Ireceived your response

-

in other words, the

initiator of acommunication session must also end it. Such rules are defined within the
interaction protocol.
Mutual understanding of the message requires both shared semantic and syntactic
understanding of message content. The second task is therefore that of defining the
communication language.
Interchange Format

-

A popular representation language

is

the Knowledge

which is aversion of first order predicate calculus with extensions

to support non-monotonic reasoning and definitions. The Knowledge Query and
Manipulation Language (KQML) is a communication language that provides both a
message format

-

performatives, and amessage-handling or interaction protocol. It can

carry messages in any representation language.
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The third task is that of defining the transportation mechanism for the messages. To
this aim, several mechanisms have been proposed and implemented. CORBA is one such
implementation along with SOAP for XML defined webservices, Remote Procedure Call
(RPC), Microsoft Distributed Component Object Model (DCOM) and Java Remote
Method Invocation (RMI)

,

all running over the TCP or UDP protocols. The Common

Object Request Broker Architecture (CORBA) [Sridharan 1997] is astandard developed
by the Object Management group (0MG), the organization responsible for standardizing
and promoting CORBA.
In this thesis, we have not adhered to any formal language or interaction
specification, as a result of which this system is presently a closed system. The
communication task that has made use of aformal open specification is the third task.
The chosen vehicle for message transportation is the CORBA (see Section 6.1) for the
following reasons:
• Platform independence: CORBA objects can be used on any platform for which
there is a CORBA ORB implementation (this includes Windows, UNIX, and
Solaris platforms).
• Language independence: CORBA objects and clients can be implemented in just
about any programming language, and objects created in different languages can
communicate.
• A registry service is provided, that allows remote objects to find each other.
On the other hand, adistributed object approach results in areliance on the RPC
style of communication. This single thread programming style does not facilitate parallel
computation, and does not scale well for high-volume transactions [Martin et al., 1999].
5.3

Programming Language: JAVA
Java is a programming language that was conceived by James Gosling, Patrick

Naughton, Chris Warth, Ed Frank, and Mike Sheridan at Sun Microsystem, Inc. in 1991.
Their goal was to produce aportable, platform-independent language that could be used
to produce code that could run on a variety of CPUs, under differing environments
without requiring the creation of expensive, target-dependent compilers as the C++
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language does. This goal has been achieved through the creation of the Java
programming language.
Java was designed as acomplete execution environment, rather than simply another
programming language. The output of the Java compiler is aset of instructions called the
bytecode and not executable code, as is common for other programming languages. The
bytecode is executed by the Java run-time system, known as the Java Virtual Machine
(JVM).

The JVM differs for different platforms, but is alot easier to produce than a

compiler. Once the JVM exists for agiven system, any Java program can run on it. The
interpretation of bytecode by the JVM is the easiest way to create portable programs.
As aprogramming language, Java is object-oriented and shares several similarities
with the C++ language in that respect. As an object oriented programming language, it
handles complexity through abstraction. A powerful way to manage abstraction is
through the use of hierarchical classifications, through which we see acomplex system as
consisting of several manageable pieces, which in turn may be made up of specialized
units. This is the heart of object orientation.
A system is therefore seen to consist of objects

-

objects have states and behaviors

(functionality). A class is a definition of the structure and behavior (variables and
methods) that will be shared by aset of objects. An object is therefore an instantiation of
aclass, object—oriented mechanisms such as Encapsulation (this mechanism leads to class
definitions), Inheritance (by which an object acquires the properties of another) and
Polymorphism (by which one interface can be used for ageneral class of actions) form
the bed-rock of object-orientation [Booch 1993].
As adevelopment language for building distributed applications, Java offers several
advantages, some of which are listed below:
•

Portability— Support portable executable code.

•

Robustness

•

Object-orientation

-

Supports amulti-platformed environment.
-

Offers abstraction for proper design and implementation of

complex systems.
•

Multi-threading

-

Java allows simultaneous execution of multiple tasks.
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•

Distribution

-

Java supports low-level network programming.

For these reasons, Java was chosen as the implementation language for the prototype
implemented as part of this thesis.
5.4

Summary
Section 5.1 introduces the BN inference algorithm used in our prototype system, the

need for updating the structure from astatic Bayesian network to aDynamic Bayesian
Network is also discussed in detail. In Section 5.2, the advantages of using CORBA as a
transport protocol for messages within this MAS is discussed. The programming
language with which the prototype is implemented is the Java programming language,
and the advantages of using Java are elicited in Section 5.3. In the next chapter, we take
alook at the implemented system prototype, experiments and results.
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Chapter Six:

SYSTEM DESIGN, IMPLEMENTATION AND EVALUATION

In this chapter, the software prototype implemented as a"proof of concept" to test
the ideas presented in the previous chapter is introduced.

Section 6.1 provides a

structural view of this system, the behavioral view is discussed in Section 6.2. Section 6.3
presents the process of collecting data for evaluating the use of aBN as abelief update
mechanism. Section 6.4 describes the experimental setup and results.
6.1

Structural View of the INA
In this section, the structural view of the implemented system is presented. The

system uses a package-based design, to decrease coupling and allow maximum
reusability of general-type packages. Some packages described in Section 2.5, are yet to
be implemented and therefore are not shown on Figures 6.1 and 6.2.
The Bayesian Network Module, the Reasoning Engine and the Communication
engine (see Section 2.5) are packages that are present in both the service agent and
manager agent.
The SNMP Driver tool on the service agent is atool for retrieving MIB statistics of
managed objects on the host device. Variable thresholds are set by the network
administrator through the user interface. The SNMP driver tool compares current values
of selected variables with the threshold value and raises appropriate alarms, which are
received on the Bayesian Network Module as sensory information. The Bayesian
Network Module is reused in both the service and manager agent.
The Topology Manager on the manager agent is atool used by the manager agent to
maintain atopology map of the network. Such information is useful to the manager agent
during diagnosis, to determine which service agents to pool for information and
consequently, which nodes are to be instantiated on the Bayesian network to represent the
variable of interest from the selected service agent.
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Figure 6.1 Internal Architecture of the
Service Agent

Figure 6.2 Internal Architecture of the
Manager Agent

Due to the fact that the system is distributed, inter-agent communication is of great
importance.

Important considerations for the communication engine include platform

independence, language independence, location transparency, and extensibility. CORBA
as a standard provides these features. It provides a standard mechanism for defining
interfaces between components, services for distributed objects, and tools for the
implementation of those interfaces using the developer's choice of languages [Sridharan
1997]. The communication engines are designed using Object Request Brokers (ORB)
with the capability to locate remote objects given object references, and return values to
and from remote method invocations. ORBs from different vendors communicate via the
standard protocol known as the Internet Inter-ORB Protocol (hOP).
The BNM on both manager and service agents are identical, and so this module is
implemented as apackage that is fully reusable. A description of the different packages
that make up the agents is provided below.
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6.1.1

Package Descriptions

There are six main modules in the implemented system. All modules, excluding the
Bayesian Network Module, were implemented exclusively as part of this thesis.
The Bayesian I/etwork Module consists of several packages, mostly adopted from the
JavaBayes system [Cozman 2001] with modifications to enable it carry work as a
dynamic bayesian network. The packages in this module include:
1.

Bayesianlnferences:

Contains the classes required for efficient re-calculation of

probability values, such as Ordering, Dseparation etc.
2.

BayesianNetworks: Holds classes that describe generic Bayesian Network Inference
calculation using the variable elimination algorithm (see Section 6.2).

3.

InferenceGraphs: Holds classes required to describe the nodes of the BN

-

fault

nodes (which are hidden nodes representing the different fault states that the agent
can detect), sensor nodes (through which, sensory information is received into the
BN structure) and modeling nodes (required for proper representation of conditional
independence between the nodes).
4.

QuasiBayesianinferences: All classes in this package are specializations of classes in
the Bayesianlnferences package.

5.

QuasiBayesianNetworks: All classes in this package are specializations of classes in
the BayesianNetwork package.
The Communication engine on the service agent contains a package called

SAgentRemotelntApp. The communication engine on the manager agent contains a
package called the MagentRemotelntApp. These packages hold classes that are
automatically generated by the IDL (Interface Definition Language) to JAVA compiler.
The IDL file Sagent. idi, defines the services provided by the service agents, while the
Magent.idl defines services provided by the manager agents.
The SNMP Driver holds three dynamic link library (dli) files: (1) mibget. dll

-

an

external library that allows processes to retrieve MIB variables. It allows for a
combination of C++ and Java method calls for retrieving and reporting MIB values, (2)
snmp..pp.dll

-

created by Hewlett-Packard as part of the SNMP++ standard [Mellquist
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1998], creates accessible interfaces to the MIB variables, (3) wsnmp32.dll

-

specified by

Microsoft for access to an SNMP agent running on the Windows operating system.
The Topology manager on the manager agent contains classes for discovering the
topology of the network, the service agents, and the type of devices they are monitoring.
Reasoning on both the service agent and the manager agent is not well developed at
this stage. At the moment it is simply aseries of IF THEN statements as the agents have
not yet been fitted with capabilities to control the network. They simply report on the
state of the network. The reasoning engine holds two packages for each agent type:
•

agent: defines the common programming interface and behavior for the intelligent
agents [Bigus, Bigus 2000], provides support for synchronous and asynchronous
event processing.

•

sAgent: contains core classes that define the service agent, its reasoning process, and
other control activities. Classes in this package inherit some classes from the agent
package.

•

mAgent :contains core classes that define the manager agent, its reasoning process,
and other control activities. Classes in this package inherit some classes from the
agent package.
The User Interface consists of asingle package called the BNlnterface Package. This

package holds all the classes that define Graphical User Interface (GUI) package for both
agents.
The main thread of control for the INA is within the main package, which holds a
single class defined within the BNApp.java file.
Figure 6.3 shows the package view of the service agent.
6.1.2

The Graphical User Interface

Figure 6.4 shows asnapshot of the main window of aservice agent.
The graphical user interface for both the service and the manager agent includes a
menu and toolbar, which allows the user or network administrator to carry out certain
functions. There are presently 6main items on the main menu:
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Figure 6.3 Package View of the service agent
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Network

Settings
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Agent
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Options
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Figure 6.4 Main Window of the Service Agent.
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•

File:

Provides options to: (1) create new BN, using the submenu item New, (2)

Open existing text files in which BN parameters have been saved. The file is used to
recreate the BN, (3) Save created BN onto afile (4) Close current BN structure and
(5) Quit
•

-

stop the service agent and shut down the program.

Network: Provides options to (1) Create Modeling Node, (2) Create Fault Node,
(3) Create Sensor Node, (4) Move anode around on the BN canvas and (5) Delete a
node from the current BN.

•

Settings: Provides Options to (1) Edit aVariable

-

could be afault variable (see Fig

6.5), sensor variable (see Fig. 6.6) or modeling variable (see Fig. 6.7). There are
different dialog boxes for the different variable types; (2) Edit the Probability Table
for the different variables (see Fig. 6.8); and (3) set the value of avariable using the
sub-menu item Observe (see Fig. 6.9).
When editing asensor node, the user gets achance to choose the sensor node,
state whether its value should be considered in their absolute form, or the difference
in subsequent values, or the rate of change of the values are to be considered. For
most MIB variables, the service agent is getting counter values, which always
increase, and therefore might be more interested in considering the difference
between subsequent values or the rate of change of the counter values. When editing
afault node, the user gets to set the name of the node and the threshold value, which
is used by the service agent to issue alarms.
When Editing a Modeling node, the user gets to input a name for the node,
identify the different states in which the node might exist (e.g. {high, low}), and edit
the probability table for the node using the Edit function button (see Figure 6.7).
To edit the probability table of avariable, the user clicks on the Probability Table
item under the Settings menu item. This brings up the Edit Function dialog box
shown in Figure 6.8. Sometimes, the user might want to investigate different
scenarios, by setting some variables to particular states, and watching the effect on
other nodes on the BN. To do this the Set Observe Value dialog box is provided
through the observe submenu item (see Fig. 6.9).
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Figure 6.6 Editing asensor node.

Figure 6.5 Editing afault node
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Figure 6.8 Editing the probability table.
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critical
•check
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Figure 6.9 Setting an observed value

•

Agent: Provides options to (I) Change Agent Settings

-

set the agent name, the IP

address and port number of the service agent as well as the name, IP address and port
number of its manager agent, (2) Start Agent Processing, (3) Suspend Agent
Processing, and (4) Stop Agent Processing (see Fig. 6.10).
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Figure 6.10 Changing Agent Communication Settings

•

Options: Provides options to (1) carry out Online Processing, in which the service
agent is collecting performance data and feeding it into the BN in real time (see Fig.
6.11) and (2) carry out Offline Processing, in which the system administrator may
carry out diagnostic processes by setting the service agent to use data from saved
data files (see Fig. 6.12). In both cases, the user has to supply afile that holds the list
of sensor variable: their names and object identification numbers (OlD), and afile
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that holds the list of fault nodes. The data column count holds the number of sensor
node types. The user also has to provide afile that holds the input data.
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Figure 6.11 Editing parameters for online processing
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Figure 6.12 Editing parameters for offline processing

•

Help: Provides (1) an Online Help Contents link and (2) Information About this
prototype system.

6.2

Behavioral View of the INA
Before an agent is started, the communication settings should be edited using the

dialog box in Figure 6.7. Once the settings have been properly entered and the buttons
"Apply" and "Dismiss" are clicked in that sequence, new information is set for the agent.
For the manager agent, it simply means that the name server is set and running, and the
manager agent is ready to receive information from the service agents. For the service
agents, it means that the name server is contacted, and the master agent is notified of the
presence of anew service agent in its domain.
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Once an agent's communication settings are applied, the agent begins processing,
when the Start Agent Processing sub menu is selected from the menu item Agent. This
invokes the agent to

run

the startAgentProcessing() method. This method performs two

major tasks. The first task is to start the timer. The second task is to set the Agent State to
ACTIVE (see Figure 6.13 for asequence diagram describing the startup of an agent).

NetworkPanel

MAgent

gentEventQueue

AgentStnte
I

startAgent()
startAgentProcessing()
startlimero (Threaded]
processAsynchronousEventsQ

_-2 setStateQ
-I-

getStateQ
tnt
—1

setStateO

-

I-

Figure 6.13 Sequence diagram for starting up amanager agent

The key feature is the ability to autonomously fork synchronous and asynchronous
processes that handle belief-update notifications and other reasoning processing at the
same time. To allow for this, our design is thread-based. The timer running on the thread
forces synchronous activity by performing afunction after agiven time interval.
To allow for asynchronous events, our design uses an event queue. Other agents or
users can make requests of agiven agent by placing an event in its event queue, without
blocking the originator or receiver. The receiving agent is not obligated to perform this
activity immediately, preserving the autonomous characteristic of agents. The timer
running in the thread will inform the agent to examine its event queue at given intervals.
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On the service agent, the key synchronous event is MIB polling. On the manager agent,
the key synchronous event is belief-reduction (i.e., decreasing the likelihood of afailure).
This occurs when the manager agent is trying to come up with the most probable
explanation for an event. The manager agent will asynchronously respond to error reports
from service agents. Figure 6.14 shows the sequence diagram for alerting amanager
agent of changes on the service agent.
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Figure 6.14 Sequence diagram for alerting amanager agent

6.3

Data Collection
There are two ways of collecting the data required to validate the prototype presented

here:
1. Collect data from areal network and feed it to the INA or allow the INA to collect
the data in real time.
2. Collect data from asimulator.
The difficulty with the first approach is that networks are fairly stable, and some fault
situations may not occur as frequently, and may not occur at all during the evaluation
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period. In anetwork of workstations running the Linux Operating system, it is possible to
get access to the network layer code and insert error packages to force the SNMP
counters to record different values. Although this takes care of the problem of recording
actual faults during the evaluation period, it would be very costly to evaluate the
effectiveness of our proposed system in networks of different sizes.
The second approach provides more flexibility and is less expensive. Networks of
different sizes can be simulated. The behavior of different managed objects can be
directly controlled and the relationships between them can be encoded. The problem is
that this approach occurs in acontrolled environment where all parameters are known
and defined. It also assumes that the statistics gathered via SNMP are accurate.
Experiments [Stalling 1999] show that sometimes the SNMP agents from different
vendors may fail to provide accurate statistics and hence serious conditions on the
network may go unnoticed for long periods of time.
As part of the verification and evaluation process in this thesis, an SNMP simulator
is used to generate data reflecting different fault patterns. There are a few SNMP
simulators with which one can simulate huge networks. For data collection, the
SimpleAgentPro by SimpleSoft [SNMP_Simulator] is used. This is a SNMP Agent
Simulator that can simulate an entire network of LAN-WAN components made up of
thousands of SNMPvl, SNMPv2 and SNMPv3 manageable devices. Using this tool, one
can develop, test and demonstrate SNMP management applications without requiring
thousands of networking devices. SNMP agents set up on this device can learn MIB
values from an actual device on the network, or read the MIB values from an already
existing file connected to devices in the device library. There is an inbuilt MIB compiler
to load MIBs supported by the agents. Users can define the behavior of the agents and
change the acceptable range of MIB values using Tel based scripts. One can instantiate
switches such as the Cisco Catalyst 2950 Series switches, and routers such as the BSR
64000 router from Motorola. Agents on these devices can be polled at intervals by
defining aTcl script and associating it with the device. Functions are provided that can be
included in the "var" file to help enforce relationships between MIB variables.
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When anetwork is being baselined certain relationships are identified, for example it
may be discovered that:
• Non-unicast packets form 20% of normal traffic.
• Packets with errors range from 0to 3every minute.
• Alignment and FCS errors each form 50% of error packets.
To get these baseline parameters, we set up the SNMP agents on 4main switches of
the campus network to report the values of MIB variables for aperiod of 4 days. No
faults were noticed during this time, but some baseline parameters were defined from the
data gathered. With the baseline parameters defined, the simulator can be used to
simulate different fault scenarios.
The information in MIB-11 is categorized into 10 groups (see Section 4.4). Other
inter-group relationships between MIB variables of any particular group are provided via
case diagrams [Stalling 1999], some of which are shown in Figures 6.15 and 6.16:
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Figure 6.15 Case diagram for MIB-II interfaces group

If we denote all packets coming in from the physical medium (with and without
errors) j'InPkts, and the all packets that make out on the medium i
fOutPlas, then the
following relationship holds:
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1.

(iflnUcastPkts

+

iflnNTjcastPkts)

=

iflnpkts

-

(ifinErrors + iflnUnknownProtos

+

ifinDiscards)
2.

ifOutPkts

=

(ifOutUcastPkts

+

ifOutNUcastPkts)

-

(ifOutErrors

+

ifOutDiscards)

The Ether-Like MIB [RFC 1643] is one of the MIBs defined under the transmission
node of the MIB-II hierarchy. The Ether-Like MIB objects represent attributes of an
interface to

an Ethernet-like communication channel.

It provides more detailed

information about what is happening at the interface than the interface group, which is
more general in nature (see Fig. 6.16).
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Figure 6.16 Case Diagram for Ether-Like MIB

The Information about the pattern of faults and the MIB variables that they affect has
been retrieved from device documentations and several interviews with network
administrators

within and outside the University of Calgary community.

These

relationships have been shown on the Snap shots of the BN structure for switches,
routers, file servers and the manager agent in Chapter 4.
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6.4

Experimental Setup and Results
A simulation approach is adopted for evaluation purposes. The aim is to evaluate how

successful the manager agent is in identifying different faults that may occur in the
network either in singletons or multiples.
6.4.1

The Bayesian Network Structure

We identify seven possible faults (fault nodes on the manager agent's Bayesian
network, see Figure 4.6) and the symptoms (fault nodes on the service agent's Bayesian
network) associated with each fault (see Table 6.19). The Bayesian network model has 22
nodes in each time slice (see table 6.1). A conditional probability table is associated with
each node. This conditional probability table captures the strength of the relationship
between the node and it's parent nodes. The CPT values for each node are presented in
tables 6.2 to 6.18.
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Table 6.1 Nodes that constitute the sample bayesian network in Figure 4.6

1
2
3
4
5

NODE NAME
File_Server_down

NODE TYPE
Fault node

BroadcastStorm
Channel Overload

Fault node
Fault node

Duplex_Mismatch

Fault node
Fault node

6

Degrading—Link
Faulty_NIC

7

Device/Link down

Fault node

Fault node

PARENT NODES
-

-

-

-

-

-

-

8

rn_BroadcastStorm

Modeling node

BroadcastStorm

9
10

m_DuplexMisrnatch
m_ChannelLoad

Modeling node
Modeling node

Duplex—Mismatch
ChannelOverload,
m_BroadcastStorm,
m_DuplexMismatch

11

m_DegradingLink

Modeling node

Degrading—Link

12

m_Fau1tyNIC

Modeling node

Faulty_NIC

13

Server_Overload

Sensor node

File_Server_down
BroadcastStorm

14

Channel—Failure

Sensor node

Duplex—Mismatch,
DegradingLink

15
16

Broadcast_Storm

Sensor node

m_BroadcastStorm

17
18

Buffer_overflow
Channel_load

Sensor node
Sensor node

m_BroadcastStorm
m_ChannelLoad

DuplexMismatch_1

Sensor node

m_DuplexMismatch,
m_DegradingLink

19

DuplexMismatöh_2

Sensor node

m_DuplexMismatch

20

Channel—Errors

Sensor node

m_DegradingLink,
m_Fau1tyNIC

21

NIC_failure

Sensor node

m_FaultyNlC

lost connection

Sensor node

m_Fau1tyNIC
Device/Link_down

22

Table 6.2 Initial probabilities for all fault nodes (see Table 6.1)
NODE STATE

INITIAL PROBABILITIES

warning
stable

0.1
0.9
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Table 6.3 Conditional probability table for the rn_B roadcastStorm node
STATE OF PARENT(S)
BroadcastStorrn

NODE STATE
false

warning

true
0.8

stable

0.2

0.95

0.05

Table 6.4 Conditional probability table for the rn_DuplexMisrnatch node
STATE OF PARENT(S)

NODE STATE

DuplexMismatch

true

false
0.05

0.75
0.25

warning

warning

0.95

Table 6.5 Conditional probability table for the rn_ChannelLoad node
STATE OF PARENT(S)
ChannelOverload

m_BroadcastStorm

warning
warning
warning
warning

stable
stable
stable
stable

NODE STATE

.

m_DuplexMismatch

true

true

true

0.95

0.05

true

false

0.8

0.2

false
false

true

0.7

false

true

true

0.6
0.8

0.3
0.4

0.7

0.3

0.7
0.2

0.3

true

false

false

true

false

false

false

0.2

0.8
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Table 6.6 Conditional probability table for the m_DegradingLink node
STATE OF PARENT(S)

NODE STATE

Degrading—Link
warning

true
0.75

false
0.25

stable

0.05

0.95

Table 6.7 Conditional probability table for the m_FaultyNlC node
STATE OF PARENT(S)

NODE STATE

Faulty_NIC
warning

true
0.75

stable

0.05

false
0.25
0.95

Table 6.8 Conditional probability table for the server Overload node
STATE OF PARENT(S)
File_Server_down BroadcastStorni
warning
warning

NODE STATE
above

warning
stable

stable
warning

0.7
0.7

stable

stable

0.1

0.9

below
0.1
0.3
0.3
0.9

Table 6.9 Conditional probability table for the Channel Failure node
STATE OF PARENT(S)
Duplex—Mismatch
warning

.

DegradingLink

NODE STATE
above
0.8

below
0.2

warning

warning
stable

0.6

0.4

stable

warning

0.7

0.3

stable

stable

0.2

0.8
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Table 6.10 Conditional probability table for the Broadcast Storm node
STATE OF PARENT(S)

NODE STATE

m_BroadcastStorm

above

below

true
false

0.80

0.20

0.05

0.95

Table 6.11 Conditional probability table for the Buffer_Overflow node
STATE OF PARENT(S)

NODE STATE

m_BroadcastStorm

above

below

true

0.60
0.10

0.40

false

0.90

Table 6.12 Conditional probability table for the Channel load node
STATE OF PARENT(S)

NODE STATE

m_ChannelLoad

above

below

true

0.80
0.01

0.20

false

0.99

Table 6.13 Conditional probability table for the DuplexMismatchj node
STATE OF PARENT(S)

NODE STATE

m_DuplexMismatch

m_DegradingLink
true

above

below

0.8

0.2

false
true

0.05

0.95

0.8
0.05

0.2
0.95

true
true
false
false

false
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Table 6.14 Conditional probability table for the DuplexMismatch_2 node
STATE OF PARENT(S)

NODE STATE

rn_DuplexMismateh
true
false

above
0.70

below
0.30

0.10

0.90

Table 6.15 Conditional probability table for the Channel Errors node
STATE OF PARENT(S)

NODE STATE

m_DegradingLink
true

m_FaultyNlC
true

above
0.90

true

0.70

false

false
true

0.10
0.30

0.70

0.30

false

false

0.10

0.90

below

Table 6.16 COnditional probability table for the NICJailure node
STATE OF PARENT(S)

NODE STATE

NIC_failure

above

warning

0.85
0.05

stable

below
0.15
0.95

Table 6.17 Conditional probability table for the lost connection node
STATE OF PARENT(S)

NODE STATE

Device/Link_down
warning

m_FaultyNIC
true

above

below

0.80

0.20

warning

false

0.30

0.70

stable

true

0.70

0.30

.false

0.05

0.95

stable
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When building dynamic bayesian networks, inter-slice links are defined (see Section
5.1.4), between definite nodes of sequential time slices. In the sample presented here, for
dynamic baysian network, inter-slice links exist between fault nodes of adjacent time
slices. For example, there is alink from the node File_Server_down in time slice t, to the
node File_Server_down in time slice t+1. This means that the probability of afile server
being down in time t+1 is conditioned on the probability that it was down in the previous
time step t. Fault nodes in the second time slice for example will not hold prior
probabilities as provided in Table 6.2, but will hold conditional probability tables with
values shown in Table 6.18.

Table 6.18 Conditional probability table for fault nodes in the second time step.
STATE OF NODE AT
PREVIOUS TIME-STEP

STATE OF NODE AT PRESENT TIME STEP
warning

warning
stable

6.4.2

0.65
0.30

stable
0.35
0.70

Perfoimance Evaluation of the DBN for Fault Identification

We test the manager agent's ability to identify:
1.

One fault occurring at atime

2.

Two faults occurring at atime

3.

Four faults occurring at atime.

The number of time slices on the Dynamic Bayesian Network model used by the
manager agent is varied. We investigate:
1.

A static Bayesian Network

2.

A 2-slice DBN, meaning that the manager agent considers evidence at the
previous time step when making an evaluation at the current time.

3.

A 4-slice DBN, meaning that the manager agent considers evidence from the last
three time steps, when making an evaluation at the current time step.
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To measure the performance of the manager agent, we calculate and compare the
percentage of correctly identified faults, weakly identified faults, falsely identified faults
and faults that were not identified at all. A fault is strongly identified if the probability of
that fault is greater than or equal to- 0.8 during the time of the experiment. A fault is
weakly identified if its probability 0.6 ≤p < 0.8 during the time of the experiment.
Falsely identified faults have aprobability, 0.6 ≤p ≤1.0 during the time of experiment
and all faults that were expected to be seen, but whose probability is less than 0.6 are
classified as unidentified. The rationale is that the manager agent gives the highest
priority to the well identified faults, and will treat weakly identified faults only after
dealing with the well-identified faults. For faults with probability p < 0.6, the manager
agent may need to await further evidence or actively seek out such evidence, by polling
selected agents in its management domain.
Each fault situation is assumed to last through 25 consecutive poll sessions. So if
devices are polled every 30 seconds, each fault scenario lasts for 12.5 minutes. The
strength of the fault varies within this time, as sometimes, the symptoms may not be
reported, or the report may be delayed in getting to the manager agent. Table 6.19 below
shows the fault symptom matrix:

Table 6.19 The Fault-Symptom matrix on the manager agent
Fault

Symptoms

File_Server_down
BroadcastStorm

Server_0ver10adf8
Server Overload,
Broadcast—Storm,
Buffer Overflow,
Channel—load
Channel—load
DuplexMismatch_1, DuplexMismatch_2, Channel—Errors,
Channel—load, Channel_Failure f5
Channel—Failure, Channel_Errors, DuplexMismatch_l
NIC_Failure, Channel_Errors, DuplexMismatch_1, lost—connection
Lost connection

Channel—Overload
DuplexMismatch
Degrading link
Faulty_NIC
Device/Link—down

Symptoms with subscriptfs are reported from the service agent on the file server, all other symptoms are assumed to be
reported by service agents on switches
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File_Server_down
Before afile server goes down or freezes, the service agent begins to notice that the
number of outgoing segments decreases, perhaps a lot more segments sent with the
RESET flag, and the number of currently established connections may be quite high.
These are indicative of the fact that the CPU is overloaded and the server may soon go
down. A few reports of this situation may succeed in getting to the manager agent and
alerting it to the situation.
Broadcast Storm
A broadcast storm is asituation in which amalicious user floods the network with
broadcast packets. This means all devices on the network will be busy processing these
packets and so may not process actual, legitimate packets. When a broadcast storm
occurs, it might be notices on aswitch due to asudden increase in non-unicast packets
seen, an increase in channel load and possible buffer overflow. The server will serve
fewer clients and actually may refuse connections due to the sudden influx of non-unicast
packets that have to be processed.
Channel Overload
We can gauge the load on the channel by noting the number of packets that suffer
multiple collisions before they are finally transmitted, the number of packets that are
deferred before transmission because the channel is busy, and the number of packets that
are dropped due to excessive collisions.
Duplex Mismatch
A duplex mismatch occurs when one interface, running in full-duplex mode, is
connected to another, running in half-duplex mode. Though this is arare fault, it is quite
disturbing if it occurs, because the fault is identified only when both interfaces try to
transmit within the same time interval. The network administrator must be aware of the
possibility of this situation in order to identify it. There will be reports from service
agents about the possibility of these situations, channel errors, and channel failure (from a
file server, due to the number of retransmissions required to complete file transfers
between the server and clients that are affected by the mismatch).
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Degrading Link
A degrading link may be responsible for the service agent noticing alot of channel
errors, when there is not duplex mismatch occurring and no faulty network interface card.
Although alink degrades over time, it will be noticed and reported when the number of
errors seen by service agents constantly/frequently exceeds apredefined threshold.
Faulty_NIC
A service agent may notice internal transmit and receive errors on its interface and
report it as aNIC_failure. Other service agents may simply report channel errors and lost
connections, if the device with the faulty NIC is anetwork service device, such as a
server or router.
Device/Link down
When aremote device or link goes down, there is aloss of connection between the
downstream section of the network and the other part of the network. These faults are
easy to identify using the PING facility, and can be reported by all service agents.
Due to the structure of the Bayesian network on the service agent monitoring a
switch, every time channel errors are reported, the probability of aduplex mismatch is
also reported through the node DuplexMismatch_l.
We simulated these seven possible fault scenarios, twenty-one scenarios of pairs of
faults occurring together and seven scenarios of four faults occurring together. The
experiments were repeated three times to ensure repeatability and to gain confidence in
the results.
LANs are fairly stable. It is possible to monitor aLAN network over along period of
time and not notice alot of faults or alot of different faults. There has been no extensive
study that formally defines the noise parameters of SNMP collected data. It has therefore
been difficult to generate experimental data that adequately captures the uncertainties that
rig SNMP data for different fault scenarios. As aresult of this the experimental data
population presented here is quite small. They were generated under the assumption that
SNMP collected data always correctly represents the condition of the network. Messages
from service agents to the manager agent may get missing and not be reported, but when
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reported, they are assumed to be atrue representation of the state of the network. As part
of future research, an SNMP simulator that formally defines noise in SNMP data
collected from LANs of different sizes is proposed.

Case 1: Using the Static Bayesian Network
The static Bayesian network does not average evidence over time when evaluating
the probability of the presence of afault. As aresult faults, whose symptoms are more of
a general nature are not identified. The more the number of faults occurring
simultaneously, the less the capability of the manager agent to identify individual faults.
Case 2: Using aDBN with two time slices
The results show that faults are identified better in this case, than with astatic BN.
It's ability to use evidence from the previous time step allows it to identify more faults
that were weakly identified by the static BN. However, this same capability leads to some
erroneous fault identification, when there are multiple faults occurring simultaneously.
Case 3: Using a.DBN with four time slices
When afour-slice DBN is used, the manager agent is able to identify many more
faults. Faults such as aserver overload are well identified, even though symptoms come
sparingly. However, there still remain some falsely identified faults.
Table 6.20 shows the results of these experiments.
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Table 6.20 The Distribution of correctly identified faults, weakly identified faults, falsely
identified faults and non-identified faults for the static BN, 2-slice DBN and 4-slice
DBN.
Correctly
Identified (%)

Weakly
Identified
(%)

Falsely
Identified
(%)

NonIdentified
(%)

42.86
37.50
24.14

14.28
10.00
0.00

0.00
0.00
0.00

42.86
52.50
75.86

57.14
48.84
42.86

0.00
25.58
28.57

0.00
6.98
3.57

42.86
18.60
25.00

75.00
65.91
64.29

12.50
22.73
25.00

0.00
9.09
3.57

12.50
2.27
7.14

Static Bayesian Network
1fault
2faults
4faults
2-slice Dynamic Bayesian Network
1fault
2faults
4faults
4-slice Dynamic Bayesian Network
1fault
2faults
3faults

Three performance metrics are defined for this experiment:
1.

Detection Rate (DR)

-

The percentage of faults occurring in the network, which

are correctly identified by the Bayesian Network.
DR=
2.

CIF +WIF
*100%
CIF +WIF +FIF +NIF

False Positive Rate (FPR)

-

The percentage of faults incorrectly identified by the

Bayesian Network.
FPR-

3.

FIF
*100%
CIF +WIF+FIF+NIF
.

False Negative Rate (FNR)

-

The percentage of faults not identified by the

Bayesian Network.
FNR=

NIF
CIF +WJF+FIF+NIF

*100%
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FIF
NIF

Falsely Identified Faults

-

-

Non-Identified Faults

Results of these simulations (see Table 6.21) show that the detection rate increases
with an increase in the number of time slices in the Bayesian network. This is due to the
ability of the Dynamic Bayesian network to carry out non-monotonic reasoning, in which
the probability of a fault builds up or reduces gradually as more evidence becomes
available.
The increase in the false positive rate can mainly be attributed to the inability of the
BN to correctly distinguish two or more different faults. This is aproperty of the structure
of the BN, the conditional probability distribution at each node of the BN and the nature
of the faults. Some subsets of faults share similar symptoms and are difficult to
distinguish. Such faults can only be identified by sequentially treating each fault, until the
symptoms disappear. To optimize this operation, faults in such subsets can be graded
either by their frequency of occurrence, their fatality rate and their dependence
relationship(primary faults are treated first).
The false negative rate decreases as the number of time slices in the Bayesian
Network increases, and the detection rate increases. DBNs with larger time slices are
more suitable for identifying subtle faults, for which the symptoms are infrequent or do
not clearly identify any one fault.

Table 6.21 Performance Evaluation of DBN Detection Rate, False Positive Rate and
False Negative Rate
-

Static Bayesian Network
2-slice Dynamic Bayesian Network
4-slice Dynamic Bayesian Network

Detection
DR (%)
34.48
75.64
89.74

Rate,

False Positive
Rate, FPR (%)
0.00
5.13
7.69

False Negative
Rate, FNR (%)
65.52
19.23
2.57

III
These results show that:
1.

The DBN can identify faults, when they occur either singly or in groups.

2.

The performance of the DBN improves with the number of times slices. It is
important to note that after acertain number of time slices, there might cease to be
substantial improvements. A six-slice DBN for example is not shown on this table
because the results are very similar to that received using a4-slice DBN. The level of
uncertainty in the incoming data (from the network) determines the number of time
slices (the memory bank of the DBN) required on the DBN. The larger the number of
slices in the DBN, the greater the time and space complexity of the evaluation
process. A tradeoff is required between the computational complexity and the
accuracy of the correlation process [Cooper 1990].

3.

A DBN is more likely to falsely identify faults than astatic BN. When this occurs, it
indicates that the conditional probabilities can still be revised for more accurate
results. In an ideal situation, the DBN should not false identify faults.

6.4.3

Validating the Bayesian Network Structure

It is important to note that the performance of the DBN depends greatly on the
probability values in the conditional probability table and the structure of the BN.
Comprehensive analysis and evaluation of Bayesian models provides a firm basis for
estimation of performance of diagnostic tools based on these models [Przytula et al.,
2003]. Currently, bayesian networks have been applied to several fields, such as,
medicine, manufacturing, power generation, transportation, etc. However, there is very
little research on the testing and evaluation of bayesian network models. The most current
and relevant work that has been done on the evaluation of bayesian network models is
found in [Przytula et al., 2003]

.

The evaluation method uses Monte-Carlo simulation to

automatically generate diagnostic cases that uniformly cover all the parts of the bayesian
network model, The evaluation is comprehensive, and aimed at identifying hypotheses
(in their case, components) and sensors (or observations) that are incorrectly modeled on
the bayesian model and subsequently responsible for errors in diagnosis. Experts can use
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these evaluation results to modify the model and design additional testing on the model.
The software implementation of this evaluation method takes in BN model files created
by popular commercial bayesian network tools such as Hugin [HUGIN], Netica [Netica]
and GeNIe [GeNIe].
To validate the bayesian network model presented here, we follow asimilar process,
howbeit at asmaller scale. Test scenarios (different set of data input to the BN model) are
generated and fed into the BN model. A measure of the validity of the Bayesian network
structure is dependent on the level to which the received diagnostic results agree with the
intuitive assessment of each test scenario by an expert network administrator. The
Bayesian network structure is considered satisfactory if: (1) it does not provide
contradictory results for known test scenarios and (2) faults are well identified within an
acceptable time interval. The accuracy of the DBN is dependent both on the graphical
structure of the bayesian network and the probability values in the conditional probability
table.
A future direction for this research requires:
1. An objective method for creating the conditional probability table.
2. Identifying the structure of the BN objectively.
3. Automating an upgrade of the model with time.
4. A more comprehensive evaluation of the bayesian network model.
More of this is discussed in the concluding chapter of this thesis.
6.5

Summary
In this chapter, a practical guide for using the software prototype was provided,

including adescription of packages in the system, and the graphical user interface.
An evaluation of the suitability of Dynamic Bayesian Networks for the identification
of network faults is also presented. We adopt a simulation based approach for the
performance evaluation of DBNs with varying number of time slices, defining three
performance metrics of (1) detection rate, (2) false positive rate and (3) false negative
rate. Based on these performance metrics, a4-slice DBN shows the best detection rate
and false negative rate.
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Chapter Seven: CONCLUSIONS AND FUTURE WORK

As more and more businesses get connected to the Internet, and networks grow in
size and complexity, intelligent network management applications are becoming more
and more necessary. The application of intelligent agents in network management has
proceeded along in an adhoc manner, and software modules that merely monitor and
report on events have been called network agents. However, an intelligent agent has alot
more to offer to the networking world other than merely monitoring and notification
services.

An intelligent

agent

should have properties

of autonomy,

rationality,

communication and learning capabilities. Any domain can be automated, if the
knowledge in that domain can be structured and formally presented. The problem with
the network management domain is that alarge part of the knowledge from experts in
this domain is informal and intuitive. It is gathered over years by experience. This is not
good enough, and hence several efforts have been made to formally represent and reason
with such knowledge (see Chapter 3).
7.1

Research Contributions
This thesis is a contribution to ongoing research on automating network fault

management and makes three major contributions to this field:
1.

Supplementing the services of the SNMP agent with services that allow the
network manager/administrator to provide more meaningful interpretation of
the SNMP-gathered data (and subsequently all other possible data that can
be gathered form other tools)

-

this allows amore distributive approach to

network data processing, cutting down on bandwidth usage and response
time of management applications.
2. The introduction and evaluation of dynamic Bayesian networks for gathering
and integrating information from the network for proper network fault
identification. The simulation results show that the 4-slice DBN handles
multiple fault identification in asatisfactory manner.
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3. With a DBN, it is easy to integrate information from various network
management tools

and

evidence

from

the

network trouble-ticketing

subsystem in network situation analysis and control.
Other contributions of this research include:
4. A complete design of amulti-agent system of intelligent and autonomous agents
for network fault management in particular and network management in general.
5. An architectural design of each agent model in the system following the
conventional Belief-Desire-Intention architecture, with apractical description to
guide the agent implementation.
This long-term goal of this research is to develop a multi-agent system that will
autonomously and adaptively control or manage alocal area network, providing much
needed assistance to network administrators and reliable service to the network users.
7.2

Future Works

Research in the creation of self-healing networks is amulti-disciplinary task that will
benefit

from

advances

in machine-learning,

algorithms for acting under uncertainty.

knowledge processing,

models

and

There are three main directions for future

research in this area.
1. Automating the instantiation and evaluation of the DBN
2.

Improving the Multi-agent system as awhole

3. Providing astandard environment for evaluating the system.

Automating the instantiation and evaluation of the DBN
1.

Learning and Upgrading the Conditional Probability Table (CPT)
The normative theory of statistical learning has been extensively studied and
applied to the estimation of probabilistic values for the CPT from complete and
incomplete data sets. Computer Networks are riddled with data. The service agent
can easily extract the CPT table from annotated data sets, in the absence of which it
can begin to work with rough estimates supplied by the network administrator, and
progressively refine it.
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2.

Automatic discovery of causal relationships between data items and subsequent
generation of appropriate BN structures.
Network measurements contain implicit causal relationships. Several data mining
techniques and even Bayesian network may be applied to identify these relationships,
and subsequently automate the creation of Bayesian networks for early fault
prognosis.

3.

Validation of the Bayesian Network Structure
Having created aBN, it is important to validate the BN, by using it to process
benchmarked data comparing the results from the sample BN and the expected
results.

4.

Instantiation of different BNs for simultaneous tracking of non-related faults
The prototype currently does not support the diagnosis of non-related faults. This
is definitely important for anetwork management system.

5.

Integration of information from other networking tools
There are currently several useful tools for network traffic analysis, network
topology discovery, weblog parsing, tcpdump analysis and the like. Information from
these tools can easily be integrated into the BN structure as evidence nodes.

6.

Fault Localization
The focus of this thesis is fault identification. A brief mention was made about
fault localization in section 4.4.4. It is important to integrate fault localization results
with the identification results for optimum fault management.

Improving the multi-agent system as awhole
As amulti-agent system this research will benefit from:
1.

Mobile service agents
The integration of specialized mobile agents that can be deployed for specific
tasks is currently one of the pertinent research areas in network management. The
introduction of mobile agents in network management provides abuilding block for
specific

network

customization,

introduction

of new

network

functionality,
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introduction of service on demand etc [Chen, Hu, 2001]. The issue of security
however,

is

paramount

in

all

mobile

agent-based

approaches

to

network

management.
2.

Agent Reasoning and Planning Methodologies
Research into agent reasoning methodologies, planning and plan verification
procedures, inter-agent co-ordination strategies and security management for multiagent system is still required.

A standard environment for simulation and evaluation purposes
It is important to provide astandard environment for evaluating the system. In this
thesis, focus was on the suitability of the DBN for proper fault identification using SNMP
collected data. It is important to emulate a full network with several hundreds and
thousands of active devices and evaluate the performance of the DBN in networks of
varying sizes.
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APPENDIX A: MIB-11 STRUCTURE

A.1 MIB Structure and Object Syntax
All managed objects, representing some device resource or activity, in the SNMP
environment are arranged in atree structure. The tree structure defines agrouping of objects into
logically related sets. Branching out from the iso root node is anode for organizations org, one of
which is the U.S. Department of Defense dod. The U.S. Department of Defense defines several
sub groups for administration, one of which is the internet group, asub tree from dod. There are
four sub trees under the internet node:
1. directory reserved for future use with the OSI directory,
2. mgmt used for the management of internets in general, defined by the Internet Activities
Board (LAB),
3. experimental: used to identify objects in Internet experiments and
4. private: used to identify objects defined by various vendors to enhance the management of
their devices (see fig xx).
The mgmt subtree holds one subtree called mib-2, in which objects are defined for network
management of TCP/IP based internets. This supports monitoring activities, and subsequently
fault and configuration management of networks. The mgmt node holds eleven other subtrees:
-

-

iso(1)
org(3)
dod(6)
inthrrt(i.)

exrimnt(3'

mgmt(2)

private(4)

enterprise(l)

Mib-2(1)
systems(1)
interfa ces(2)
at(3)
ip(4)
icmp(5)
tcp(6)
udp(7)
egp(8)
transmission(10)
snmp(11)

Figure A.l MIB-Il object groups
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Object Syntax
Every object within an SNMP Mifi is defined in aformal way using the Abstract Syntax
Notation One (ASN. 1), which is aformal language used to define data structures. The definition
of each object specifies aname for the object, atype, definition, value range and access attributes.
Managed objects are accessed via avirtual information store, termed the Management
Information Base or Mifi. Objects in the Mifi are defined using the subset of Abstract Syntax
Notation One (ASN. 1) defined in the SMI [Rose, McCloghrie 1990]. In particular, each object
has aname, asyntax, and an encoding. The name is an object identifier, an administratively
assigned name, which specifies an object type. The object type together with an object instance
serves to uniquely identify aspecific instantiation of the object. For human convenience, we
often use atextual string, termed the OBJECT DESCRIPTOR, to also refer to the object type.
The syntax of an object type defines the abstract data structure corresponding to that object
type. The ASN.1 language is used for this purpose. However, the SMI [Rose, McClogbrie 1990]
purposely restricts the ASN. 1constructs, which may be used. These restrictions are explicitly
made for simplicity.
The encoding of an object type is simply how that object type is represented using the object
type's syntax. Implicitly tied to the notion of an object type's syntax and encoding is how the
object type is represented when being transmitted on the network. The SMI specifies the use of
the basic encoding rules of ASN. 1[9], subject to the additional requirements imposed by the
SNMP.
±fLastChange OBJECT-TYPE
SYNTAX
TimeTicks
ACCESS
read-only
STATUS
mandatory
DESCRIPTION
"The value of sysupTilne at the time the interface
entered its current operational state.
If the
current state was entered prior to the last reinitialization of the local network management
subsystem, then this object contains a zero

value."
( ifEntry 9

).

Description of the object i
jLaitChange
A.2 The system Group
The system group provides general information about the managed system. All vendors using
SNMP must implement this group.

sysDescr

DisplayString (SIZE
(0.. .255))

RO

sysObj ectiD

OBJECT IDENTIFIER

Read

Textual description of the entity including
name, version, hardware type, operatingsystem, and networking software.
Vendor's authoritative identification of the
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Only

network management subsystem contained in
the entity.
The time (in hundredth of asecond) since the
network management portion of the system was
last re-initialized.
The identification and contact information of
the contact person for this managed node.
An administratively-assigned name for this
managed node.
The physical location of this node.

sysUpTime

Time-Ticks

Read
Only

sysContact

DisplayString (SIZE
(0.. .255))
DisplayString (SIZE
(0.. .255))
DisplayString (SIZE
(0.. .255))
INTEGER (0.. .127)

Read
Write
Read
Write
Read
Write
Read
A value which indicates the set of services that
Only.
, this entity primarily offers.

sysName
sysLocation
sysServices

A.3 The interface group
Implementation of the Interfaces group is mandatory for all systems. It contains generic
information about the physical interfaces of the entity.

ifNumber

INTEGER

Read only

ifTable

SEQUENCE
OF ifEntry

ifEntry

SEQUENCE

ifindex
ifDescr

INTEGER
DisplayString
(SIZE 0..255))

Not
accessible
(NA)
Not
accessible
(NA)
Read only
Read only

ifl'ype

INTEGER

Read only

ifMtu

INTEGER

Read only

ifSpeed

Gauge

Read only

ifPhysAddress

PhysAddress

Read only

ifAdminStatus

INTEGER

ifOperStatus

INTEGER

Read
Write
Read
Only

The number of network interfaces (regardless of
their current state) present on the system.
A list of interface entries.

An interface entry containing objects at the
subnetwork layer and below for aparticular
interface.
A unique value for each interface.
A textual string containing information about the
interface, such as name of manufacturer, product
name and version of the hardware interface.
The type of the interface, distinguished
according to the physical/link protocol (s), such
as Ethernet-csmacd (6), iso88025-tokenRing (9).
The size of the largest datagram which can be
sent/received on the interface.
An estimate of the interface's current bandwidth
in bits per second.
Interface address at the protocol layer
immediately below the network layer in the
protocol stack.
The desired state of the interface. Up (1), down
(2), testing (3).
The current operational state of the interface.
Up(1) down (2) and testing (3).
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ifLastChange

TimeTicks

Read only

ifinOctets

Counter

Read only

iflnUcastPkts

Counter

Read only

ifNTJcastPkts

Counter

Read only

ifiriDiscards

Counter

Read only

ifinErrors

Counter

Read only

iflnUnknownProtos

Counter

Read only

ifOutOctets

Counter

Read only

ifOutUcastPkts

Counter

Read only

ifOutNUcastPkts

Counter

Read only

ifOutDiscards

Counter

Read only

ifOutErrors

Counter

Read only

ifOutQLen

Gauge

Read only

ifSpecific

OBJECT
IDENTIFIER

Read only

A.4 The ip group

The value of sysUpTime at the time the interface
entered its current operational state.
Total number of octets received on the interface,
including framing characters.
The number of subnetwork unicast packets
delivered to ahigher-layer protocol.
The number of non-unicast (i.e. subnetworkbroadcast or subnetwork-multicast) packets
delivered to ahigher-level protocol.
The number of inbound packets which were
discarded even though no errors had been
detetcted to prevent their being deliverable to a
higher-layer protocol, except perhaps for reasons
such as buffer overflow.
The number of inbound packets that contained
errors and so were not delivered to ahigher-layer
protocol.
The number of received packets that were
discarded because of an unknown or unsupported
protocol.
The total number of octets transmitted out of the
interface, including framing characters.
The total number of packets that higher-level
protocols requested be transmitted to a
subnetwork-unicast address, including those that
were discarded or not sent.
The total number of packets that higher-level
protocols requested be transmitted to anon
unicast (subnetwork-broadcast or subnetworkniulticast) address address, including those that
were discarded or not sent.
The number of outbound packets which were
discarded even though no errors were detected in
them, possibly to free up buffer space.
The number of outbound packets that could not
be transmitted because of errors.
The length of the output packet queue (in
packets).
A reference to Mifi definitions specific to the
particular media being used to realize the
interface. For example, if the interface is realized
by an Ethernet, then the value of this object
refers to adocument defining objects specific to
Ethernet.
-
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Implementation of the IP group is mandatory for all systems.

ipForwarding

Syntax
INTEGER

Access
Read only

ipDefaultTTL

INTEGER

Read write

ipinReceives

Counter

Read only

IpInHdrErrors

Counter

Read only

ipinAddrErrors

Counter

Read only

ipForwDatagrams

Counter

Read only

ipUnknownProtos

Counter

Read only

ipinDiscards

Counter

Read only

ipinDelivers

Counter

Read only

ipOutRequests

Counter

Read only

ipOutDiscards

Counter

Read only

ipOutNoRoutes

Counter

Read-only

ipReasmTimeout

INTEGER

Read only

ipReasmRecjds

Counter

Read only

Descritin
The indication of whether this entity is acting as
an IP gateway in respect to the forwarding of
datagrams received by, but not addressed to, this
entity.
The default value inserted into the Time-To-Live
field of the IP header of datagrams originated at
this entity.
The total number of input datagrams received
from interfaces, including those received in
error.
The number of input datagrams discarded due to
errors in their IP header, including bad
checksums, version number mismatch, other
format errors, time-to-live exceeded, errors
discovered in processing their IP options, etc.
The number of input datagrams discarded
because the IP address in their IP header's
destination field was not avalid address to be
received at this entity.
The number of input datagrams for which this
entity was not their final IP destination, and so
have to be forwarded.
The number of locally-addressed datagrams
received successfully but discarded because of
an unknown or unsupported protocol.
Number of input IP datagrams for which no
problems were encountered to prevent their
continued processing, but which were discarded
(e.g. for lack of buffer space).
The total number of input datagrams successfully
delivered to IP user-protocols (including ICMP).
The total number of IP datagrams which local IP
user-protocols (including ICMP) supplied to IP
In requests for transmission.
The number of output IP datagrams for which no
problem was encountered to prevent their
transmission to their destination, but which were
discarded (e.g., for lack of buffer space).
The number of IP datagrams discarded because
no route could be found to transmit them to their
destination.
The maximum number of seconds which
received fragments are held while they are
awaiting reassembly at this entity.
The number of IP fragments received which
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ipReasmOKs

Counter

Read only

ipReasmFails

Counter

Read only

ipFragsOKs

Counter

Read-only

ipFragsFails

Counter

Read only

ipFragCreates

Counter

Read only

needed to be reassembled at this entity.
The number of 1P datagrams successfully
reassembled.
The number of failures detected by the IP
reassembly algorithm (
for whatever reason:
timed out, errors, etc).
The number of IP datagrams that have been
successfully fragmented at this entity.
The number of IP datagrams that have been
discarded because they needed to be fragmented
at this entity but could not be, e.g. because their
don't fragment flag was set.
The number of 1P datagram fragments that have
been generated as aresult of fragmentation at
this entity.
ebleofaddressrng id
kiffiiU•V Mw
t

ipAddrEntry

NA

ipAdEntAddr

IpAddress

Read only

ipAdEntlfindex

INTEGER

Read only

ipAdEntNetMask

IpAddress

Read only

ipAdEntBcastAddr

INTEGER

Read only

ipAdEntReasmMaxSize

INTEGER

Read only

IpRouteEntry
IpRouteDest
IpRouteIfindex

RdutèE
SEQUENCE
IpAddress
INTEGER

NA
Read Write
Read Write

IpRouteMetrici
IpRouteMetric2
ipRouteMetric3
ipRouteMetric4
ipRouteNextHop
ipRouteType
inRouteProto

INTEGER
INTEGER
INTEGER
INTEGER
IpAddress
INTEGER
INTEGER

Read Write
Read Write
Read Write
Read Write
Read Write
Read Write
Read only

Addressing information for one of this entity's
lIP .addresses..
IP address to which the entry's addressing
information pertains.
Index value that uniquely identifies the interface
to which this entry is applicable.
Subnet mask associated with the IP address of
this entity.
Value of the least significant bit in the IP
broadcast address used for sending datagrams on
the logical interface associated with the IP
address of this entry.
Size of the largest IP datagram which this entity
can reassembly for incoming datagrams on this
interface.

A route to aparticular destination
Destination IP address of this route.
Index value that uniquely identifies the local
interface through which the next hop of this
route should be reached.
Primary routing metric for this route.
Alternate routing metric for this route.
Alternate routing metric for this route.
Alternate routing metric for this route.
IP address of next hop of this route.
Other (1); invalid (2); direct (3); indirect (4)
The routing mechanism by which this route was
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ipRouteAge

INTEGER

Read write

ipRouteMask

IpAddress

Read Write

ipRouteMetrics5
ipRoutelnfo

INTEGER

Read Write
OBJECT
IDENTIFI
ER

learned.
The number of seconds since this route was last
updated or otherwise determined to be correct.
Indicate the mask to be logical-ANDed with the
destination address before being compared to the
value in the ipRouteDest field.
An alternative routing metric for this route.
A reference to Mifi definitions specific to the
particular routing protocol which is responsible
for this route, as determined by ipRouteProto.
e,
M56K
Translation table used>fo
ml

ipNetToMediaEntry
ipNetToMediaIflndex
ipNetToMediaPhysAddress
ipNetToMediaNetAddress
ipNetToMediaType
ipRoutingDiscards

NA
INTEGER

Read Write

PhysAddress

Read Write

IpAddress

Read Write

INTEGER

Read Write

Counter

Read only

Contains one IpAddress for each physical
address.
The interface on which this entry's equivalence
is effective.
The media-dependent 'physical' address.
The IpAddress corresponding to the mediadependent 'physical' address.
The type of mapping: other (1); invalid (2);
dynamic (3); static (4).
The number of routing entries, which were
chosen to be discarded even though they are
valid.

A.5 The tcp group:
Implementation of the TCP group is mandatory for all systems that implement the TCP.

tcpRtoAlgorithm

INTEGER

Read only

tcpRtoMin

INTEGER

Read only

tcpRtoMax

INTEGER

Read only

tcpMaxConn

INTEGER

Read only

tcpActiveOpens

Counter

Read only

The algorithm used to determine the
timeout value used for retransmitting
unacknowledged octets.
The minimum value permitted by aTCP
implementation for the retransmission
timeout, measured in milliseconds.
The maximum value permitted by aTCP
implementation for the retransmission
timeout, measured in milliseconds.
The limit on the total number of TCP
connections the entity can support.
The number of times TCP connections
have made adirect transition to the SYN-
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tcpPassiveOpens

Counter

Read only

tcpAtternptFails

Counter

Read only

tcpEstabResets

Counter

Read only

tcpCurrEstab

Gauge

Read only

tcpinSegs

Counter

Read only

tepOutSegs

Counter

Read only

tcpRetransSegs

Counter

Read only

SENT state from the CLOSED state.
The number of times TCP connections
have made adirect transition to the SYNRCVD state from the LISTEN state.
Number of times TCP connections have
made adirect transition to the CLOSED
state from either the SYN-SENT state or
the SYN-RCVD state, plus the number of
times TCP connections have made adirect
transition to the LISTEN state from the
SYN-RCVD state.
Number of times TCP connections have
made adirect transition to the CLOSED
state from either the ESTABLISHED state
or the CLOSED-WAIT state.
The number of TCP connections for which
the current state is either ESTABLISHED
or CLOSE-WAIT.
The total number of segments received,
including those received in error.
The total number of segments sent,
including those on current connections but
excluding those containing only
retransmitted octets.
The total number of segments
retransmitted that is , the number of TCP
segments transmitted containing one or
more previously transmitted octets.
A table containing TCP connectionspecific information.
-

tcpConnTable

NA

tcpConnEntry

SEQUENCE
OF
tcpConnEntry
SEQUENCE

tcpConnState

INTEGER

Read write

tcpConnLocalAddress
tcpConnLocalPort

IpAddress

Read only

INTEGER

Read only

NA

tcpCormRemAddress
tcpConnRemPort

IpAddress

Read only

INTEGER

Read only

tcpinBrrs

Counter

Read only

Information about aparticular current TCP
connection.
The state of this TCP Connection: closed
(1), listen (2), synSent (3), synReceived
(4), established (5), finWaiti (6), finWait
(7), closeWait (8), lastAck (9), closing
(10), timeWait (11), deleteTCB (12).
The local IP address for this TCP
connection.
The local port number for this TCP
connection.
The remote IP address for this TCP
connection.
The remote port number for this TCP
connection.
The total number of segments received in
error.
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tcpOutRsts

Counter

Read only

The number of TCP segments sent
containing the RST flag

A.6 The udp group
Implementation of the UDP group is mandatory for all systems, which implement the UDP.
bbjëei:
udpinDatagrams

St*'•• Counter

Read only

udpNoPorts

Counter

Read only

udpinErrors

Counter

Read only

udpOutDatagrams

Counter

Read only

udpTable

NA

udpEntry

SEQUENCE
OF UdpEntry
SEQUENCE

udpLocalAddress
udpLocalPort

IpAddress
INTEGER

Read only
Read only

NA

The total number of UDP datagrams
delivered to UDP users.
The total number of received UDP datagrams
for which there was no application at the
destination port.
The number of received UDP datagrams that
could not be delivered for reasons other than
the lack of an application at the destination
port.
The total number of UDP datagrams sent
from this entity.
A table containing UDP listener information.
Information about aparticular current UDP
listener.
The local IP address for this UDP listener.
The local port number for this UDP listener.

A.7 The dot3 group
Managed objects for the Ethernet-Like Interface Types.

.T

J°'

..

Descriptione
'..

..

.

dot3StatsTab
interfaces attached1to aparticu1arsy
dot3 StatsEntry

bt3.StàthEiitt
SEQUENCE

dot3 Statslndex

INTEGER

Read
only

dot3 StatsAlignmentErrors

Counter

Read
only

NA

Statistics for aparticular interface to an
ethernet-like medium.
An index value that uniquely identifies an
interface to an ethernet-like medium. The
interface identified by aparticular values of
this index is the same interface identified by
the same value of ifindex.
A count of frames received on aparticular
interface that are not an integral number of
octets in length and do not pass the FCS
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dot3StatsFCS-.
Errors

Counter

Read
only

dot3 Stats SingleCollisionFrames

Counter

Read
only

dot3StatsMultipleCollisionFrames

Counter

Read
only

dot3 StatsSQETestErrors

Counter

Read
only

dot3 StatsDeferredTransmissions

Counter

Read
only

dot3 StatsLateCollisions

Counter

Read
only

dotStatsExcessiveCollisions

Counter

Read
only

dotStatslnternalMacTransmitErrors

Counter

Read
only

dot3 StatCarrierSenseErrors

Counter

Read
only

dot3 StatsFrameTooLongs

Counter

Read
only

dot2StatslnternalMacReceiveErrors

Counter

Read
only

dot3 StatsEthernetChipSet

OBJECT
IDENTIFIER

Read
only

check.
A count of frames received on aparticular
interface that are an integral number of
octets in length but do not pass the FCS
check.
A count of successfully transmitted frames
on aparticular interface for which
transmission is inhibited by exactly one
collision.
Count of successfully transmitted frames on
aparticular interface for which transmission
is inhibited by more than one collision.
Count of times that the SQE TEST ERROR
message is generated by the PLS sublayer
for aparticular interface.
Count of frames for which the first
transmission attempt on aparticular
interface is delayed because the medium is
busy.
The number of times that acollision is
detected on aparticular interface later than
512 bit-times into the transmission of a
packet.
Count of frames for which transmission on
aparticular interface fails due to excessive
collisions.
A count of frames for which transmission
on aparticular interface fails due to an
internal MAC sublayer transmit error.
The number of times that the carrier sense
condition was lost or never asserted when
attempting to transmit aframe on a
particular interface.
A count of frames received on aparticular
interface that exceed the maximum
permitted frame size.
A count of frames for which reception on a
particular interface fails due to an internal
MAC sublayer receive error.
Contains an OBJECT IDENTIFIER, which
identifies the chipset used to realize the
interface.
'
his toai

dot3Co
dot3Co11Entry

SEQUENCE

NA

dot3CollCount

INTEGER

NA

A cell in the histogram of per-frame
collisions for aparticular interface.
The number of per-frame media collisions
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dot3CollFrequencies

Counter

Read
only

dot3TestTdr

OBJECT
IDENTIFIER

Read
only

dot3Test-LoopBack

OBJECT
IDENTIFIER
OBJECT
IDENTIFIER
OBJECT
IDENTIFIER
OBJECT
IDENTIFIER

Read
only
Read
only
Read
only
Read
oni

dot3Errors
dot3ErrorTnitError
dot3ErrorLoopbackError

for which aparticular collision histogram
cell represents the frequency on aparticular
interface.
A count of individual MAC frames for wich
the transmission (Successful or otherwiseO
on aparticular interface occurs after the
frame has experienced exactly the number
of collisions in the associated
dot3CollCount object.
The Time-Domain Reflectometry (TDR)
test is specific to ethernet-like interfaces
with the exception of lOBaseT and
lOBaseF.
The full-duplex loopback test
A collection of errors that may occur during
atest
MAC chip for test could not be initialized
Expected data not received or not received
correctly in loopback test.
-

