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Abstract

This thesis investigates the problem of determining the position and identification of
chess pieces on achess board from an image. This is aproblem in the field of computer
vision, where computers are used to interpret data derived from vision sensors. The chess
problem is divided into an empty board problem, and an isolated chess piece problem,
before the problem containing both is attempted. Several computer vision techniques are
investigated and analyzed for their applicability to the problems. A complete vision
system incorporating image preprocessing, low level processing, segmentation, and
recognition is implemented and tested. Test results show that the system is successful in
solving the given problem.
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Chapter One

Introduction

1

Humans obtain over 80% of their sensory input through their eyes. It is
interesting to note that, in spite of many diverse efforts in the field of computer vision,
computers currently obtain almost none of their data from vision.
Computer vision researchers Haralick and Shapiro ( 1993,

p.

601) proffer this

definition:
Computer vision, image understanding, or scene analysis is
the combination of image processing, pattern recognition,
and artificial intelligence technologies that focuses on the
computer analysis of one or more images, taken with a
single/multiband sensor or in time sequence. The analysis
recognizes, locates the position and orientation of, and
provides a sufficiently detailed symbolic description or
recognition of those imaged objects deemed to be of
interest in the three-dimensional environment.
Many of the topics mentioned in the above definition will be explained in this
thesis. Because the overall vision problem is too large to be solved in awork of this
nature, asub-problem has been selected as acase study. This sub-problem will pose a
sufficient challenge because afully implemented computer vision system will be required
to solve it.

Specifically, we implement asystem to analyze images of chess boards with

chess pieces on them. The objects of interest in these images are the chess pieces and the
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chess board squares. The task that our vision system will be required to complete will be
the location and identification of chess pieces and chess board squares in the input image.
Why choose analysis of chess board images? Because this is apractical problem

--

one that can be solved with concepts and techniques that are already available

--

and

yet this problem is complex enough to expose the major difficulties in the field of
computer vision. The evaluation, selection, and amalgamation of the various computer
vision techniques will serve as amajor part of this thesis. Furthermore, the collection of
these techniques, applied towards this particular problem, will serve as anovel aspect of
the thesis.
Since vision systems can be highly complex (cf. the above definition on computer
vision), the main problem was decomposed into two smaller problems, each dealing with
input§ containing only asubset of the objects in the main problem. These smaller
problems could be simpler to solve, and the solutions could later be combined to solve
the problem mentioned above. The first smaller problem involves the analysis of images
containing only achess board (no chess pieces), with the aim of finding the locations of
board squares in the image. The second smaller problem is the analysis of images, with
the objective of locating and identifying chess pieces.
The images to be analyzed contain the following configurations of objects:
1. A chess board with no chess pieces on it.

3

2.

One or more chess pieces on ablank background. If more than one chess piece is
present, some occlusion (visual blockage of pieces by each other) of chess pieces
may be present

3.

One or more chess pieces on achess board, with some occlusion of chess pieces
and chess board squares.
These images were selected because they form ascale of increasing difficulty. In

images containing abare chess board, the board should be relatively easy to recognize,
and its squares should be relatively easy to position. The images containing chess pieces
will serve to test the vision system's handling of shape representation (how aparticular
shape is represented by the system) in terms of recognizing pieces, as well as its ability to
find chess pieces in an image. Finally, the last type of input image will test the system's
overall ability; this should include acapability to locate and recognize squares or pieces
that are only partially in view.
The above types of input images would be interesting for the following reasons:
1. The input image is acluttered three dimensional scene (
ascene is the original
space and objects that the image was taken from). This makes the image more
difficult to process than an image of atwo-dimensional scene because the distance
between the camera and the objects in the image varies within the image, and the
relationships between objects change with changes in viewpoint.
2.

Chess pieces commonly occlude each other and the chess board (the clutter
mentioned above); occlusion is adifficult problem in terms of extracting an object
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from an image

--

either the one in the foreground or the one in the background

--

and identifying that object.
3. The viewpoint of the camera (the orientation of the camera lens) in relation to the
objects in the scene is unknown; this makes it much more difficult to use
geometry to solve the problems of locating and identifying objects in the scene.
4. the chess board forms anatural grid; this should assist in its location.
5.

assuming only one specific chess set is used for all input images, then only six
types of chess pieces need to be identified (king, queen, bishop, knight, rook, and
pawn); this simplifies the variety of objects that have to be searched for.

6. the color of the two sides of achess piece set is usually well defined (white versus
black), so some differentiation between objects in the image can be expected.
7. the shapes of chess pieces are rotationally symmetric (except for the knight, while
the king and queen are rotationally symmetric except for their heads).

1.1 Difficulties in Computer Vision
Why is computer vision difficult? For one thing, while humans are able to see
easily, the process of vision itself is not very well understood, and hence is in turn
difficult to implement. Additionally, where three-dimensional scenes are involved, the
input images to acomputer vision system are two-dimensional projections of that
three-dimensional world. This produces what is known as an underconstrained problem
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--

not enough information is available in the two-dimensional projection to accurately

solve the geometric equations that can reconstruct the three-dimensional world. Figure 1
illustrates such an example; here, two differently shaped three-dimensional objects
project identically onto atwo-dimensional plane. The information lost in the
transformation can generally only be recovered if some knowledge of the
three-dimensional world is known. For example, if it is known that only cubes are in the
scene in figure 1, then the vision system analyzing the image can identify the projected
object as acube of acertain size.

Figure 1. The underconstrained nature of computer vision. Both objects
have the same projection onto the projection plane.

Finally, amajor difficulty is that the original input data to avision system is
commonly atwo-dimensional array of numbers (the image referred to previously). Each
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number in the image, referred to as apixel (
picture element), represents only the
properties of position, and avalue related to that position. Each pixel taken alone
provides little useful information. Hence the input array must be organized into one or
more higher level representations before any information can be derived from it. This is a
problem of synthesis, which is known to be difficult using computers (Parker, personal
communication).

1.2 What Can Be Learned
In designing and implementing acomputer vision system to solve the chess board
problems, we may find novel uses for existing techniques. We may also find that certain
known techniques are shown to be inadequate for certain tasks. As well, the effectiveness
of an iterative, decompositional approach towards designing asystem for aspecific vision
problem will be tested. The iterative part of the system will involve the implementation
and testing of components (starting with image acquisition and ending with the analyzed
scene). The decompositional aspect of the system has been seen above to be the solution
of asimplified version of the problem before the full problem is tackled.

1.3 Layout of the Thesis
This thesis is composed of an introduction, an overview of the field of computer
vision, and chapters where we describe specific solutions to the three related computer
vision problems mentioned above. In chapter two we examine some previously
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implemented computer vision systems with an eye towards introducing topics and
techniques that were either examined or implemented in our system. Certain important
concepts in the field are covered here. In chapter three we explain the design and
implementation of asystem to analyze the first type of scene

--

that of abare chess board.

Various avenues that were examined will be elucidated upon. In chapter four we do the
same for chess pieces. In chapter five we explain the integration of the techniques of the
previous two chapters towards analyzing scenes with achess board and chess pieces.
Finally, in chapter six we wrap up the thesis with adiscussion of the results, and we also
discuss possible future work.

1.4 Approach
Since computer vision is alarge and active field, it would be foolish to attempt to
implement astate of the art system for all subsystems of our vision system. Therefore,
we will be guided by pragmatism: if the results provided by aparticular system module
are successful in obtaining the desired output, we will use that module.
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Chapter Two

2

Computer Vision Overview

The main purpose of computer vision is to extract information from images about
the outside world. Two basic types of computer vision research exist. The first type is the
implementation of acomplete vision system that solves some known problem, such as
identifying an object in apicture. The second type of research is the in-depth
investigation of some computer vision process or technique, which may be used in a
complete system if successful. Although the latter type of research is important and
voluminous, we cover mostly the former type of vision work, since this thesis deals with
the design and implementation of acomplete vision system.
The purpose of this overview is to give the reader agrasp of some basic concepts
involving the design and implementation of computer vision systems. We accomplish this
by describing afew computer vision systems, followed by abroad overview of the
structure of computer vision systems. This chapter will conclude with abrief survey
of the major computer vision paradigms.

9

2.1 Examples of Computer Vision Systems
Any kind of system or program in computer science needs to perform three main
tasks: input, processing, and output. In vision systems, the input consists of obtaining
some digital representation of the real-world, and the output is some internal computer
representation or understanding of the input, or some computer action based on that
understanding. The processing takes the form of whatever algorithms and data structures
are necessary to obtain the desired output. These algorithms and data structures are the
area of research concentration in computer vision.
We start with arelatively simple system in order to illustrate the above sequence.
Perkins ( 1978) implemented avision system that recognized objects in an input image.
An image is atwo-dimensional sampling of areal-world scene, commonly acquired by
use of adigital camera. One can envision an image as apicture inside the computer,
usually represented by atwo-dimensional array of values. Each value in the array
represents the color or light intensity at that particular point in the picture. In Perkins
(1978), images were captured from avidicon camera, resulting in a256 x256 array of
values (
256 x256 is the size of the image; this is afunction of hardware resolution and
desired application). The values are called gray levels because they corresponded to the
light intensity at that point in the image. Gray levels are commonly represented by one or
two bytes, with ranges of 256 or 65535. The images that Perkins ( 1978) used had 32
possible intensities or values

--

asample image is shown in figure 2a.
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Figure 2. Sample processing sequence from Perkins ( 1978). (a) Original
input image. (b) Detected edges.

Each black part of the edge image

represents the location of an edge point (c) Separate edge points have
been grouped into chains. Ends of the chains are dotted. (d) Curves and
lines have been fitted to the chains, forming concurves. (from Perkins,
1978)
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The first processing step in their system was edge detection. Because uniformly
valued regions of an image contain little information, it is important for avision system to
detect boundaries or discontinuities in gray level in an image; an edge detector
accomplishes this task. Edge detection is commonly done by convolving afilter through
an image. More will be said about this important technique later; Perkins ( 1978) used the
Hueckel Edge Operator (Hueckel,1973), which provided output in the form of edge
points. Figure 2b shows asample output from this step. Each of their edge points
contained information on the location of the edge, the direction of the edge, and the
average intensity on both sides of the edge. The points were organized by linking edge
points if specific conditions were met. These conditions included directional continuity
(whether the direction of the combined edge points would be the same as the edges they
may already be linked to), intensity continuity (whether the edges the points may already
be part of have similar intensities on either of their sides), and most importantly, the
proximity of the edge points to each other. One edge point could be linked to as many as
six other edge points, each in one of the six directions formed by the vertices of a
hexagon around the edge point. This meant that further processing of edges was
necessary in order to reduce the number of connections to two, and hence to ensure that
each edge point was part of only one edge. This was accomplished by eliminating extra
branches from edge points, using the length of abranch and its local continuity as
controls. The net result transformed the edge point data into links or chains. Figure 2c
shows asample output of chains. Regions were formed if chains closed upon themselves.

12
The above processing gathered together related edge points. The next step took
the related edge points and computed shape information from them. Each chain was
broken into arcs and straight lines by curve-fitting. This produced one sequence of arcs
and straight lines for each chain, ordered by their trace. Perkins ( 1978) called these
sequences concurves. Sequential elements in aconcurve were generally contiguous, but
could be separated by small gap, due to the absence of aperfect curve fit. Closed
concurves were sequences of curves and lines that eventually terminated back at their
start curve or line. Figure 2d shows concurves extracted from the chains of figure 2c.
The concurve represented the final primitive extracted from the input data. Primitives are
any representation of image data that falls short of acomplete object description. The
concurves were then organized into an object form which was similar to the structure of
the models in the model database. A model database is apre-existing collection of object
records; each describes aknown object. Typically, image objects are structured into a
similar form as the database objects. The two types of object are then compared with
each other. A close match (i.e., asmall difference) between an image object and amodel
object indicates that the image object may be the object represented by the model object.
Perkins ( 1978) constructed image primitives into adatabase object thus: first, the
concurves that belonged to the object in the image (only one object was assumed to be in
the image) had to be singled out. This involved looking for the largest closed concurve
(typically representing the outside boundary of the object), and eliminating all concurves
outside it if most of the other concurves in the image were contained within it. Very short
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open concurves were then eliminated. The center of the object was then assumed to be
the center of the largest closed concurve, unless asmaller closed concurve occurs near
this center. In this case, the center of the smaller closed concurve was taken as the center
of the object. The major axis of the largest closed concurve was then calculated, as well
as the location and direction of aset of perpendicular lines at equally spaced points along
the boundary (these lines were called multisectors, and can be viewed as boundary
normals). Finally, the rotational symmetry of each concurve and of the object was
calculated. Rotational symmetry was defined as ameasure of the number of times a
boundary configuration was repeated when aconcurve was rotated about its center of
symmetry (taken to be the center of area). An unsymmetrical object would have 1-fold
symmetry. In order to determine the rotational symmetry of the object, the multisectors
were rotated about the center of symmetry. If more than 90% of the rotated multisectors
matched the object boundary (in both position of the multisector and perpendicularity of
the multisector to the boundary), then asymmetry had been detected.
The image data was now in aform that allowed it to be matched against objects in
the model database. In vision systems, matching typically consists of finding an entry in
adatabase that matches the input data. Perkins ( 1978) used the image object concurves to
match against model concurves. In the simplest case, one or two concurves of the object
extracted from the image were matched against concurves from amodel object. In order
to match concurves from the image to concurves of amodel, aconcurve from the image
was first transformed into

e-sspace.

This space is arepresentation of aconcurve where
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8represents the angle at adistance S along the concurve. Model and image concurves are
aligned by cross correlation in

e-sspace.

The knowledge of the relation in

e.-sspace

between corresponding image and model points was sufficient to determine the
transformation between model and image spaces. Some arrangements of model and
image concurves required more complex matching techniques. Figure 3a shows an
example of amore complex type of matching. Here, the circular concurve of the image is
aligned with the circular concurve of the model. This forms aconstraint on the model
concurves, since the relative positions of the other concurves in the model are fixed in
relation to the circular concurve. A circle
concurve

--

--

which passes through apoint it the image

is constructed about the center of the circular concurve. The model points

that are intersected by this circle are then matched in

e-sspace.

In figure 3a, the

intersection marked with an "0" was the best fit out of the six intersections.
For each concurve match, atransformation (translation and rotation, but not
scaling) was obtained from model concurve to image concurve. Figure 3b illustrates an
example of amatch. Here, the transformed model concurves follow the image concurves
closely. If this transformation was essentially the same for each concurve, then there was
agood match. The quality of amatch was determined by matching of model multisectors
to image concurves. The higher the number of multisectors that matched, the better the
match. An example of this is shown in figure 3c. The final output of the system was the
identity of the object in the image. This was the model which had the highest quality

15

Figure 3. (a) Constrained match of image concurve to model concurve

--

the points at the intersection of the circle with the model (dotted line)
locate concurves that are matched against the image concurve at the point
marked by the star. (b) Model concurves (dotted lines) overlain over
image concurves (solid lines). (c) Multisectors of model concurves
matched against image concurves. Matches are indicated by dotted lines;
mismatches are indicated by stars. (d) Model superimposed upon grey
scale image. (from Perkins, 1978).
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match to the image concurves. Figure 3d shows amatched model overlain on the image
object.
From this first sample system, we can see that much of the processing in avision
system involves transforming the input image into aform similar to that chosen for the
objects in the model database. Matching of the image object to database objects is also
an important processing step. In terms of data structures, each step in the transformation
requires some type of structure to represent the result. For example, the image is initially
represented by atwo-dimensional array; the edges from that image may be represented by
alist of the edge points; the proximally related edge points are themselves gathered into
separate lists; each list of edge points is transformed into an ordered sequence of lines and
arcs; finally, the relevant concurves are grouped into one object. As we shall see, other
processing steps and more complex data structures are used as the complexity of the
vision system (and of the vision task) increases.
Mitchell and Lutton ( 1978) constructed avision system to identify military
vehicles (targets) in forward-looking infrared radar (FUR) reconnaissance images. The
targets appeared as the lightest or "hottest" areas in the image, which was otherwise
generally dark. Only one target was assumed to be in each image. The input image was
sampled with eight bit values per pixel, so the net effect was to have agray-level light
intensity image with arange of 256. These input images were 500 x480 pixels in size.
Figure 4shows atypical input to the system.
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Figure 4. FUR image representing atypical input to Mitchell and Lutton
(1978). A tank is represented by the light blob in the middle right area of
the image (from Mitchell and Lutton, 1978).

Three main stages were present in this system: the first stage selected potential
object locations; the second stage separated the potential objects from the image (a
process known as segmentation); the last stage recognized or classified the segmented
objects. For the first step, Mitchell and Lutton ( 1978) used three criteria for selecting
possible targets: edges, gray level (or intensity), and texture (
texture is asmall-scale
repeating pattern, often represented by agroup of pixels). Edges consisted of any abrupt
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changes in the intensity of the image; these were detected by examining asquare 7x7
pixel area around every pixel in the original grey level intensity image. An edge image of
the same size as the original was produced. In this edge image, each edge pixel's value
was calculated as either the absolute difference between the upper 21 intensity pixels and
the lower 21 intensity pixels or the absolute difference between the left 21 intensity pixels
and the right 21 intensity pixels, whichever was higher. Figure 5illustrates this edge
detection process, and figure 6illustrates the process applied to figure 4.

Figure 5.

Detecting intensity differences in an image by examining the

intensity values of the greyed 7x7 areas around each of its pixels
(represented here by the circle in the centre of the grid).

The intensity

values of the left area and right areas (left figure) are summed.

The

absolute value of their difference is taken and compared to the absolute
difference calculated from the top and bottom areas (right figure).
larger of the two values represents the edge value for aparticular pixel.

The
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Figure 6.

Edge feature image extracted from image in figure 4 (from

Mitchell and Lutton, 1978).

The second criterion that Mitchell and Lutton ( 1978) used, gray level intensity,
was present as input data, hence no further processing was required to obtain them. The
third criteria, textures, were obtained by smoothing the gray-level image and then
detecting variations in gray level in each row of the smoothed image. Smoothing is
essentially the blurring of an image. The higher the amount of smoothing in an image,
the more uniform it becomes. Local extrema (defined as the maximum and minimum
gray levels found for each row of the smoothed image) were extracted from each image.
Mitchell and Lutton's ( 1978) algorithm depended on athreshold value to control the
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amount of smoothing: the larger the threshold, the smoother the result. Three thresholds
were used; each represented an additional feature which was not removed by the
smoothing process. The largest threshold reduced variations in arow to those resulting
mainly from edges. The middle threshold produced extrema which represented both
edges and local texture. The smallest threshold produced extrema which represented
edges, local texture, and noise. The texture features in the image were obtained from the
medium threshold-smoothed extrema image by averaging the number of medium level
extrema over a10x10 area for each pixel location. Each pixel thus had atexture value
representing the average number of medium level extrema in a10x10 window around that
pixel. The locations of medium level extrema for the image in figure 6are shown in
figure 7, and the texture feature image formed from the image in figure 7is shown in
figure 8. Thus, each pixel of the image was assigned three values

--

agray level value, a

texture value, and an edge value. These three feature types were combined in a3D
histogram with 32 gray levels, 16 texture values, and 8edge values. This histogram may
be viewed as athree-dimensional counting graph, with its three axes being gray level
value, texture value, and edge value.
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Figure 7. Medium level local grey level extrema locations represented by
dark pixels in the image; original image was figure 4 (from Mitchell and
Lutton, 1978).
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Figure 8. Texture feature image formed by averaging figure 7with a 10 x
10 window size (from Mitchell and Lutton,1978).

A particular point in the graph would be incremented if apixel in the image had those
values (or "coordinates").

For segmentation, Mitchell and Lutton ( 1978) used the

observation that aFUR image was mostly uniform except where warmer objects
(possible targets) existed. Possible target pixels were those whose values occurred least
frequently in the histogram (this would mean that they occurred least frequently in the
image).

The target pixels also had to be grouped close together in the original image,

otherwise they were rejected.
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Once possible object locations had been determined, it was important to segment
them out as accurately ,as possible. This is the process of extracting interesting areas from
an image; accurate segmentation lowers the rate of mistaken identification. Mitchell and
Lutton ( 1978) perform segmentation by statistically quantifying the background around
each possible object. Points in the object area that did not match the background were
assigned as belonging to the object.
Classification of the segmented objects was performed by matching their
projections to known projections. A projection was ameasure that Mitchell and Lutton
(1978) devised for their segmented objects. Projections were created by summing the
gray levels along straight lines projected through the object. For example, aprojection
along avertical line would sum the gray levels along each column of the segmented
object, producing agraph (called aprojection curve) where the x-axis represented the
distance along the projection (the column in the case of vertical lines) and the y-axis
represented the sum of the gray levels along that line at that distance. Figure 9illustrates
this for vertical and horizontal projections. Eight of these projection lines were
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Sum
of pixels

Distance (row)
Horizontal (900) projection
0 1
Sum
of pixels
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6

Distance (column)
Vertical (0°) projection
Figure 9.

Sample object represented by black pixels in grid, and the

horizontal and vertical projections obtained from it.
value 1, white pixels have value 0.

Black pixels have

Bottom right figure illustrates the

directions used for the projections.

used, starting with avertical line and progressively rotating the lines through 22.5 degree
angles. Only the projection curves that were widest and narrowest were used for
classification. The narrowest curve was assumed to represent the projection along the
length of the object, while the widest curve was assumed to represent the projection along
the width of the object. The segmented objects were classified into one of four types:
truck, tank, armoured personnel carrier (APC), and error. It was found that the four types
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had different projection signatures. For example, atank would have adominant peak in
the widest projection and apeaked middle in the narrowest projection; the result of ahot
engine. Figure 10 shows some examples of projections, with the narrow projection on
the left and the wide projection on the right. The numbers beside the projections
represent the directions of the projections.

Figure 10. Some sam1e projections. Narrow projections are on the right
and wide projections are on the left.

Object for which the projection

applies is on the upper left of each row of projections. The direction of the
projections is represented by the numbers to the left of each projection
(from Mitchell and Lutton, 1978).
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In order to quantify aprojection, certain measures were taken from each one. The
measures taken from the projections were the dominant peak height, the second peak
height, and the height of the valley between the dominant peak and the second peak.
These measures were- compared against measures of known targets to arrive at the type of
object that the projection represented. Thirty out of 32 test targets were correctly
classified by Mitchell and Lutton's ( 1978) system. The two errors were caused by
inaccurate segmentation and partial blockage of the image object by trees.
While the Perkins ( 1978) system involved analyzing an image with only one
unknown object, Mitchell and Lutton's ( 1978) system is an example of asystem that had
to segment one or more desirable unknown objects from an image that also contained
unwanted objects. We will later see more evidence that segmentation is an important and
difficult problem to solve in computer vision. As for the other aspects of Mitchell and
Lutton ( 1978), note that the same progression of processing was performed to derive the
output from the input. Differences from Perkins ( 1978) include the choice of
representation for the object and the matching process

--

these are also active fields in

computer vision.
Horaud ( 1987) used adifferent approach to computer vision than the above two
examples. No real problem was solved; rather acomputer vision technique was
developed and tested. Horaud ( 1987) used backprojection of 2D linear features to
recognize 3D objects. Backprojection is the process of projecting the points or features of
a2D image back into 3D space. As mentioned in chapter one, this process is considered
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underconstrained. Horaud ( 1987) developed constraints from camera geometry and
heuristics to guide the backprojection process. Following the work of Barnard ( 1983),
they first defined the perspective camera model. This model used aview-centred
coordinate system, with its origin at the camera's focal point. The image plane is parallel
to the x-yplane at distance f (the focal length) along the z-axis from the focal point. The
perspective transform maps points in space to points on the image plane. From figure 11
it is clear that if the space point is at x,y,z, that the image point will be at xflz, yf/z, and f.

Image Plane perpendicular to x-y
axis at distance f along z-axis from
focal point.

• Point in 3D space with
coordinates (x,y,z).

y-axis

0 4,

Focal
Point

Ray from focal point to
x-axis

point in 3D space
intersects image plane
at coordinates (xflz,yflz,f).

Figure 11. Perspective Camera Model.

Unit vectors can be used to indicate directions of lines and normals to planes.
These unit vectors can be represented as points on aunit sphere (also known as a
Gaussian sphere). The center of the sphere is at the origin of the perspective coordinate
system. A point on the sphere represents aunit vector from the center of the sphere to
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that point. A point on the Gaussian sphere can be represented by two polar coordinates.
The azimuth a is the angle from the positive zaxis in the y-zplane. The elevation
the angle from the y-zplane towards the positive x-axis. Figure 12 shows this.

Figure 12.

A unit space vector n may be represented as apoint on the

surface of the Gaussian sphere (where the unit vector intersects the
sphere).
1987).

The point is located by its a and

13

coordinates (after Horaud,

13 is
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An interpretation plane was defined as the plane formed by the focal point and an
image line. Since this interpretation plane passes through the focal point, its intersection
with the Gaussian sphere takes the form of agreat circle.

Figure 13 illustrates this. This

great circle forms the locus of all possible directions of lines (in the form of their a and
coordinates) contained in the interpretation plane. It is thus possible to constrain the 3D

Figure 13.

Intersection of the interpretation plane formed by the focal

point and the image line forms agreat circle around the Gaussian sphere
(after Barnard, 1983).

13
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line forming aparticular image line to certain a and

f3

combinations

--

namely those

inscribed by the great circle formed by the interpretation plane for that image line.
Horaud ( 1987) developed three constraints for backprojection

--

one for si'ngle

lines in an image, one for two image lines forming an angle in the image, and one for
three or more image lines intersecting at apoint in the image. For backprojection of
lines, the constraint was:
P•L=0.
where P represents the normal vector of the interpretation plane and L represents the
direction vector of aline in the interpretation plane. In spherical coordinates:
P sin

P-I-P

sin a COS f3+P COS a

cos P = 0.

where P, P and P are the Cartesian coordinates of P.
Using two image lines, Horaud ( 1981) developed aconstraint on the orientation of
aplane in space. The two image lines had to form an angle in the image plane. Then, the
two three-dimensional lines that formed these two image lines were assumed to lie on the
same plane in space:
(SxP1) •(
SxP 2)

=

IISxPiII IISxP2H cos

where P1 and P2 are the normals to the interpretation planes of the two image lines
forming the image angle, Sis the normal to the plane formed by the two backprojected
lines in space, and 15 is the angle between the two backprojected lines in space. &is
assumed to be an imposed value. This "imposed value" was developed in the form of
assumptions about the angle that formed the two image lines

--

for example if the two 3D
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lines were assumed to be part of asquare then 15 would be set to 90 degrees, because the
two lines would be assumed to form aright angle in space. A constraint on
backprojection of three or more image lines intersecting in an image point, (called an
image junction) was similarly derived. In this case aconstraint on the orientation of the
space figure formed by the backprojected image lines was developed.
Horaud ( 1987) implemented acomputer vision system which used the above
backprojection constraints in order to test them. This system operated on lines that were
extracted from the image. Lines were initially detected by performing edge detection,
then connecting the edges that were oriented in straight lines. Shorter edge-chains were
considered to be noise, and were manually eliminated. Figure 14a shows atest image, and
figure 14b shows the manually extracted lines. Junctions were then obtained from the
extracted lines, and the angles of the junctions were assumed to be 90 degrees. Solving
for S, the orientation of the face marked by the dot in figure 14b, was then accomplished
by solving the above constraint equations for the orientation of aplane from two image
lines. The solutions were plotted on the Gaussian sphere (represented by figure 14c).
Intersections of lines in the Gaussian sphere plot indicate possible solutions that agree
between the three junctions involved. In figure 14c, three junctions have been plotted,
and their one intersection indicates aunique solution for the orientation of the face in
question.
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Figure 14. (a) Original image of acube taken with a 10 mm lens. (b)
Lines extracted and selected from the image. Dot represents the face for
which three junctions (circled)

are to be backprojected for. (c)

Representation of the Gaussian sphere where the horizontal axis represents
a and the vertical axis represents

P.

Solutions where the junction angles

are set to 90 degrees are marked by the lines. The arrow points to aunique
solution involving the intersection of the junctions from (b) (modified
from Horaud, 1987).
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After testing the above solution, Horaud ( 1987) concluded that correctly
segmenting object lines from anoisy image (or line-labelling) is impossible without
higher-level knowledge. Hence they implemented their system so that line-labelling
occurred at the same time as recognition. Image angles were detected by intersecting
every image line pairwise, determining whether the intersection was within the image
boundary, and forming an angle if each line had an end point close to the intersection
point. Image junctions were detected by checking image angles for common intersections
and common lines. A sample of this is shown in figure 15, where figure 15a shows the
original image, figure 15c shows the extracted lines, figure 15d shows the angles obtained
from the lines, and figure 15e shows the junctions. The extracted image lines, angles, and
junctions were backprojected to obtain the possible orientations in space that could have
created them. These were then matched to models in the model database. Figure 1Sf
shows the solutions (marked by 1and 2) for the junction marked by the arrow in figure
15e, with the assumption that the junction is formed by perpendicular lines. Objects in
the database were represented by lists of particular features such as lists of edges, lists of
edges bounding aparticular planar face, and lists of collinear edges. The objects were
also represented as CAD models

--

models using constructive solid geometry and the

like. Matching was done using hypothesize-and-test. This technique generates a
hypothesis from afew image features.
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Figure 15. Horaud's ( 1987) processing sequence. (a) original image taken
with a 90 rmii lens. (b) The positions of backprojected lines after
recognition. (c) Lines extracted from (a). (d) Angles detected from
extracted lines. (e) Junctions detected from extracted lines.

The arrow

points to the junction for which backprojection is to be performed. (f)
Result of backprojection, with the junction pointed to in (e) interpreted as
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aright vertex.

The numbered intersections represent possible solutions.

(from Horaud, 1987).

The hypothesis consists of apossible object and object orientation that may be
responsible for the detected features. This enables aprediction of other image features to
be made. The test section of this method checks the image to see if the predicted image
features do in fact occur. This process was repeated until aparticular hypothesis was
satisfied. Figure 15b shows the projected model overlaid on the image.
With Horaud ( 1987), we see an example of the implementation of avision system
to test aparticular technique, rather than one to solve aparticular problem. An
enhancement that this system has over the others is in its three-dimensional representation
of the objects. This allows the orientation as well as the identity of the objects in the
image to be determined; abig step in obtaining acomplete description of the scene which
produced the image. However, this system required that some assumptions be made
concerning the form of the objects in the scene. The next section summarizes some of the
common concepts of the vision systems we have covered, and of vision systems in
general.

2.2 Components of Modern Vision Systems
From the above descriptions of computer vision systems, we can detect common
themes. Indeed, amethodology for such systems can be said to exist. Computer vision
systems commonly divide their processing into two main levels: apreliminary low level
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phase, and ahigh level analysis phase. Low level processing encompasses all techniques
that prepare the image for the extraction offeatures, as well as the extraction of the
features themselves. Features are any measure or combination of measures of some
image quality. Image qualities include such things as color, texture, and intensity edges.
Features obtained from image qualities include segmented areas and geometric entities
such as lines and curves. Measurements of features, such as the length of lines or the area
of aregion, may also be considered to be features. Once the low level phase has
extracted the pertinent features, the high level image analysis can operate on them.
Analysis typically consists of object recognition, shape analysis, or object localization. A
higher-level analysis involves actual computer understanding of the scene. As mentioned
in the definition for computer vision, this may be avery complex process, involving
knowledge acquisition and manipulation. As well, some computer vision systems utilize
several iterations of low level and high level processing, using the results of aprevious
iteration to refine their results.
Vision systems, whether 2D or 3D, perform the same basic processing. The first
step is the acquisition of the image; this is followed by apreprocessing stage that
improves the quality of the input image. The extraction of features from the resulting
image comes next. Then, the extracted features are used to recognize or categorize
important parts of the image. Finally, reasoning about the scene may be performed with
respect to the objects that have been recognized. This methodology is illustrated in figure
16
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Input

Preprocessing
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Feature
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Figure 16. Classic Vision Methodology.

A further breakdown in modularity can be made by differentiating between
different levels of feature extraction. This is shown in table 1.

Processing Objective

Underlying Model

Typical Algorithms

preprocessing

image formation (physical or
assumed)

noise removal
contrast enhancement

lowest-level feature
extraction

low-level image function
greyvalue variation (e.g., edges,
lines, texture)

edge detection
texture detection

intermediate-level
feature identification

intermediate level features and their connectivity
pattern matching
relationships (e.g., scene object
boundary coding
models)

high-level scene
interpretation via
images

scene models and 3-D world
knowledge

Table 1.

model unification

3D Vision Hierarchy (from Schalkoff ( 1989)).
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Much research work has been expended on each of these steps. Early work
concentrated on the acquisition of images and image processing because they were a
prerequisite to the latter two stages. Initial work on feature extraction and attendant
recognition used simpler input such as characters before attempting the 3D recognition
challenge we have today.

2.2.1

Image Acquisition
The image acquisition module is responsible for providing the raw input data to

the computer vision system. The two most common devices used today are the charge
coupled device (CCD) camera connected to aframe grabber, and the flatbed scanner.
Inexpensive IBM PC-compatible frame grabbers that can receive input from home video
cameras are now ubiquitous. Flatbed scanners are more expensive, but can provide a
higher resolution image.
CCD technology was developed around 1970 (Boyle and Smith, 1970). Buss and
Mellen ( 1977) cover CCD technology in greater detail. Both CCD cameras and flatbed
scanners are solid-state sensors operating on the same principle: charge storage and
charge transfer. Individual CCD cells are organized in ,a 2D array or in a1D line. Photon
energy creates acharge at each cell proportional to the amount of photon energy incident
upon that cell, the area of the cell, and the amount of time the cell is exposed to
luminance energy (typically 1/30th second). The charges are collected aline at atime by
shifting each successive line of charges out to atransport array of registers. From there,
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the charges can be converted into an analog value for serial output or output directly in
digital form. The charge coupling derives from the way that the sensing cells are used to
transfer the collected charges to the transport array. If the output of the CCD device is a
video signal, aframe grabber must be used to digitize the video signal.
The primary difference between ascanner and aCCD camera is that the scanner
obtains data on aline-by-line basis, while the CCD camera works on an area basis.
Relative motion between the line scanner and the image being scanned is used to cover
the image. Scanners do not necessarily need to use CCD's, although they commonly use
them. Scanners have higher resolution than CCD cameras, but are much slower in
operation. They are good for scanning in photographs and documents. CCD cameras are
better for 3D scenes.
Whether captured by CCD camera, scanner, or some other device, the digitized
image is represented and stored as asequence of bytes within the computer. Typically,
the entire image is stored in one file on the computer's hard drive. Many image file
formats exist. Some of the more popular file formats include GIF, TIFF, BMP, and PPM.

2.2.2

Image Preprocessing
Image processing as afield of computer science originated from aneed to

improve the quality of digital images for human consumption. An important early
application of this type was the improvement of images from space probes of the middle
1960's. Image processing techniques eventually expanded towards applications in
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enhancing images as apreprocessing stage as computer vision systems became more
developed (i.e., as the need for image processing within computer vision systems arose).

The more common techniques used to enhance images include:
-

improving contrast so that features are more easily detected- this can be done

through histogram stretching, histogram equalization,
-

smoothing, which removes noise and blurs the image so that small-scale

irregularities from undersampling are removed. Blurring is typically accomplished by
taking the average value for afixed area around each pixel. Noise removal can be
accomplished by amedian filter, which takes the median value of the area around each
pixel.
-

enhancing edges with ahighpass filter or unsharp masking (subtracting a

smoothed image from the original image).

2.2.3

Segmentation
Once the image has been improved to an acceptable state by preprocessing (the

definition of " acceptable" is dependent on the application), the feature extraction phase
can begin. This phase can be divided into two main stages: the first stage segments the
image into areas of interest (objects); the second stage extracts features or descriptors
from the objects that have been segmented.
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Segmentation is the most important phase in acomputer vision. According to
Gonzalez and Wintz ( 1992,

p.

413):

"In general, autonomous segmentation is one of the most
difficulty tasks in image processing. This step in the
process determines the eventual success or failure of the
analysis. In fact, effective segmentation rarely fails to lead
to asuccessful solution."
And yet, according to Haralick and Shapiro ( 1993,

p.

510):

"Image segmentation techniques are basically ad hoc and
differ precisely in the way they emphasize one or more of
the desired properties and in the way they balance and
compromise one desired property against another."
Furthermore, Jain and Binford ( 1991) state:
"After avery active early period in segmentation research,
the problems in segmentation have usually been ignored.
Due to the limitations of segmentation approaches, not
much success was accomplished."
So we have aparadox in that to create afunctioning vision system, we have to
complete the very difficult step of segmentation. Yet this step is the very one for which
the least research has been focused on. Nevertheless, functioning vision systems do exist,
and the segmentation approaches they utilize do work to alarge degree.
We can divide segmentation approaches into four major categories. The first
approach relies on the detection of discontinuities within the image. Typically, the
discontinuities are intensity based, hence the segmentation is via the detection of edges.
The second approach is the use of thresholding based on the global distribution of pixel
values. The third approach is the opposite of the second in that objects are segmented
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starting from asmall area, typically one pixel, which is expanded outward. The final
approach takes elements of the previous three, and combines them with knowledge of the
objects to be segmented to complete the segmentation successfully.
Segmentation via discontinuity detection, which we generally see implemented as
edge detection, is one area within segmentation which has seen much research. Edge
detection consists of determining the boundaries between areas that have radically
different pixel values. The pixel values generally used are intensity values, although
other measures such as range (the distance to the nearest object for the area covered by a
particular pixel), color, and infrared (which uses infrared data instead of light intensity)
have also been used. The end result is the location of pixels that comprise the boundaries
of the above regions. These are generally the pixels that have ahigh gradient

--

ahigh

difference in pixel value from neighboring pixels. Various techniques are used to
determine edge pixels (see 7.4 of Haralick and Shapiro ( 1993), 9.4 of Jam ( 1989) and
7.1.3 of Gonzalez and Wintz ( 1992) for details).
The edge pixels are usually then linked to form contiguous boundaries by edge
linking. Edge linking is necessary because the edges that have been detected will have
breaks between them and extra edge pixels due to noise, undersampling, and nonuniform
illumination. One edge linking method is to use gradient difference and direction to link
"similar" edge pixels. Another is to use the Hough transform (Hough,1962) to detect
edge pixels that are aligned as lines in the edge image. Other techniques use heuristics
and knowledge of what is expected in the scene to assist in forming the completed edges.

43

Edges are an example of segmentation based on discontinuities within an image.
Segmentation based on regional affinities can also be done. A good example of this type
of segmentation is thresholding. Typically, ahistogram of the image pixel values is used
to partition the image into areas of similarly valued pixels. These similarly valued pixels
will show themselves as clusters in the histogram. This technique is best used in images
where only afew types of regions are present. Furthermore, varying illumination within
the image creates complications. In such cases, heuristics and other ad hoc methods will
have to be applied. Another method of segmentation using regional affinity is by starting
at aseed location and growing aregion outward while the candidate pixels for inclusion
are similar to the seed pixel. This is called region growing. The reverse of this is the
region splitting method, where regions are split until they are homogeneous in some
respect. The quad-tree representation (Klinger, 1976) of an image arises from this type of
segmentation.
The above segmentation methods usually are based on the intensity or color of the
pixels in the image. Segmentation has also been attempted using the texture of the
objects in the image. The study of texture forms alarge sub-area of computer vision, but
will not be covered further here.
As well, because the above methods have no knowledge of the objects to be
segmented, they frequently produce erroneous results. If the objects to be segmented are
known by the system designer, segmentation algorithms can proceed by searching
specifically for those objects. This is atype of template segmentation. For more
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complicated scenes, rule-based segmentation (Nazif and Levine, 1984) may have to be
used.
Most segmentation techniques seem to have been developed for 2D applications,
but problems arise when these techniques are extended to 3D applications. These
include the lack of regional contiguity because of varying illumination and occlusion. For
example, if we choose to segment regions based on intensity values, an area in an image
representing an object that is shadowed may not be segmented into one complete object,
but two or more objects

--

objects which are shadowed and objects which are illuminated

to varying intensities.
2.2.4

Feature Representation And Extraction
Features may be extracted from segmented objects or they may be extracted from

the image directly. Once the features are extracted, they are measured and possibly
structured into higher level objects containing agglomerates of lower-level features.
These extracted objects are then matched against known models in the recognition phase.
The first decision that is made during feature extraction is the representation used for the
features; this is known as feature selection. Feature selection is important because the
choice of features dictates the type of segmentation performed as well as the
representations used in the object database. In effect, the representation chosen for the
features performs as abridge between the raw data of the image and the synthetic
constructs of the object database. Many feature representations have been devised over
the years. Since these feature representations are often identical to model representations,
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we will cover them both at the same time. We refer to both types of representation as
object representation.
The final arbiter as to the type of feature used is often up to the system designers;
they often choose features which best distinguish the objects that they seek to segment
and/or recognize. Of great importance is the invariance of the feature chosen. That is, if
the orientation, or pose, of the object changes (within the scene), the feature measured
from that object should remain as constant as possible. Computational complexity is also
afactor in deciding the type of feature to be used.
Many types of object representation have been devised for 3D vision systems.
The earlier representations arose from representations used in pattern recognition. As a
result, these were 2D-based representations. Later representations used some definition
of volume or multiple views within them. These are 3D-based representations. In
general, 2D-based representations are less invariant with changes in viewpoint than
3D-based representations.
2D-representations utilize such image qualities as raw pixel intensities, segmented
boundaries, and segmented areas. Region-based representations use segmented areas,
while contour-based representations use segmented boundaries. Region-based
representations include: geometric measures (area, perimeter, radius, corners, roundness,
holes, symmetry, Euler number

--

the number of holes in an object), moments (center of

mass, orientation, bounding rectangle, eccentricity, bounding rectangle), binary templates,
topological features, regional intensity statistical descriptors, regional frequency
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characteristics, and skeletons. Contour-based representations include: syntactic
combinations of low-level features such as points, lines and curves, parametric
representations of the boundaries, fourier descriptors and chain codes. Region-based
measures and some boundary-based measures suffer from sensitivity to noise and are not
applicable to scenes containing occlusion. This is aresult of the global nature of the
measures; if some variation in the image occurs, the global measure is changed. The use
of local measures obviates some of the problems that global measures have. The basic
approach in the use of local measures is to obtain alocal feature (such as aline), and its
attributes. These local features are then combined with other local features (using various
empirical rules) to obtain the feature description (e.g., acorner). A more sophisticated
application of this approach uses local features that are more complex than lines (such as
apolygon fitted to bounded areas).
3D-based representations often utilize 2D-based representations. They commonly
attempt to fit volume structures to segmented areas or boundaries. Common volume
structures include quadrics, superquadrics, octrees, and generalized cylinders. Other
attempts to represent 3D objects include wireframes, aspect graphs, surface-edge-vertex
models, extended gaussian images, and sticks-plates-blobs. All these 3D representations
have to deal with the more difficult invariance requirements of the 3D environment.
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2.2.5

Recognition
One of the main goals of acomputer vision system, is the location and

recognition of objects in an image, or the recovery of ascene. If the image is of a
three-dimensional scene, and the camera distance to the objects in it is significant, then
the vision system may be considered to be a3D vision system. Recognition is the process
whereby the extracted features used to identify objects in the image. This is typically
done by some sort of matching against models in amodel database. Many such types of
matching procedures exist. These include statistical classification, neural networks,
finding distances between feature vectors, correlation, and syntactic methods (see chapter
9of Gonzalez and Woods, 1992 for agood overview of these techniques).

2.3 Major Paradigms

2.3.1

Model Based Approach
One approach to computer vision systems separates the task of extracting the

object and that of identifying it. Typically, objects or features extracted from the scene are
matched against objects in adatabase. Here, objects are considered as conglomerations
of features. This is called the model-based approach. Surveys of this approach include
Besi and Jam

(1985) and Chin and Dyer ( 1986). Important aspects of such systems

include the choice of representation for the models and the type of matching chosen.
One of the seminal papers for vision systems of this type was Nevatia and
Binford ( 1977). They used generalized cones as their representation primitive. Objects
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in ascene were described in terms of generalized cones organized as graphs, where the
graph structure was dependent on the relation of the generalized cones in an object to
each other. Matching was accomplished by using subgraph isomorphism. Since the
number of models in adatabase may be large, piece by piece comparison of each
unknown to each model was impractical (0(n2)). Nevatia and Binford ( 1977) used
important features to group similar objects and models together. The preferred model
was then chosen from this group as the model which was closest to the object description.
A stated advantage of their approach was that it could deal with articulated objects such
as dolls. On the other hand, the number of objects that could be described by generalized
cones is limited.
The various model-based approaches proposed since Nevatia and Binford ( 1977)
have been variations on the same theme. Differences occur in the choice of
representation and matching. Kumar and Majumder ( 1991) used a
hypothesize-and-verify scheme for recognition of objects in range images (images in
which the pixel value represents distance to an object, rather than the object's light
intensity). Their objects were described in terms of principal curvatures, mean
curvatures, and Gaussian curvatures. Local invariant features were used to narrow the
search space down. Qian et al. ( 1992) use voxels as their representation primitive.
Caponetti et al. ( 1992) use amulti-view representation for objects.
Criticisms of this type of vision system include the lack of feedback from the
high-level stages to the low-level stages (control strategy), the inadequacy of any single
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level of representation scheme for more general inputs, and the importance placed on
correct segmentation of the objects.
An alternate approach to the model-based strategy is to solve low-level,
intermediate-level, and high-level problems jointly by formulating the vision problem as a
single objective function, which could be then minimized. Bhattacharjya and Roysam
(1994) implement such an approach.

2.3.2

A Priori Knowledge Approach
Similar to the model-based approach is the use of apriori high-level knowledge

to guide the vision process. Instead of detecting objects in the image and matching them
to models, the image is instead searched for an object known to be in it. An example of
this approach is implemented by Stratoforini et al. ( 1992). They use the knowledge that
the vision system is viewing images from aspecific location (e.g., acorridor) in the
polyhedral world Legoland to assist the recognition process. This approach is only useful
if it is known what objects are in the scene, but it is more computationally efficient than
an approach which uses simple 2D processing and afew geometrical rules.
The above approaches are based on aparadigm in which scene recovery is the
ultimate objective. Two more recent paradigms are goal-oriented vision and active
vision. In goal-oriented vision, recovery of ascene is less important than achieving
specific objectives, such as obstacle avoidance. In active vision, an actively moving
imaging sensor within the environment is exploited to better and more easily understand
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the scene. This approach implicitly relies on multiple images, however. Blake and Yuille
(1992) provide agood overview on active vision, while Bajcsy ( 1988) first proposed
goal-directed vision.
This thesis uses acombination of some of the approaches covered above; for
detecting the chess board, we use high-level knowledge to search the image for board-like
structures, and for detecting chess pieces, we use both model-based and knowledge-based
approaches. In subsequent chapters, we will show exactly how this is achieved.
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Chapter Three
3

Bare Chess Board

3.1 Description of Problem
A vision system is usually designed to solve some specific problem. In this case,
the problem to be addressed is as follows: given acolor image of an unpopulated chess
board, identify the areas of the image that contain chess board squares. Furthermore,
these squares are to be mapped onto achess board's organization. That is, the image
areas representing chess board squares must be organized into an equal number of rows
and columns (i.e., identical to that of achess board). Viewed another way, the problem is
to label areas of the image as specific squares of achess board. For example, the area
identified as asquare in figure 17 should be labeled as chess board square e4.
Complicating the problem is the variability of the input. Although the input
images each contain only one chess board, the boards are variable in size, type, color of
their "black" and "white" squares, and their orientations. The image may contain objects
other than the chess board, and while it is preferable that the entire chess board be in the
image, this should not be necessary for squares to be located.
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Figure 17. Mapping of an image area to aboard square. The area marked
with the white square E4 on the chess board image to the left should be
related to chess board square e4 within the computer representation of a
chess board

--

here represented graphically by the board on the right.

Some restrictions are necessary in order to reduce the complexity of the problem.
One restriction is that the point of view from which the image is taken is restricted to no
more than 45 degrees from the straight-on viewpoint. Figure 18 illustrates the possible
range of viewpoints. Another restriction is that aclear and unobstructed view of all areas
of the chess board in the image is present. Furthermore, it can be assumed that the board
will occupy afairly large proportion of the image. Figure 19 shows arepresentative
selection of images used in this thesis.
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Figure 18.

Allowable range of viewpoints.

Figure 19. Some sample images.
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3.2 Analysis of the Problem
The chess board within the image will be manifested as asingle area of
contiguous quadrilaterals. Theses quadrilaterals are the result of the perspective
projection of the three-dimensional board squares onto the two-dimensional image plane.
The corners of the squares abut, hence the square edges form straight lines the length and
breadth of the chess board. This is the result of the contrasting colors used for the "black"
and " white" squares, which create strong edges between squares that share aboundary.
Hence two primary low level features are present: the edges formed by the chess board
squares; and the areas of contiguous color forming the squares.

3.3 Possible Solutions
Any solution needs not only to determine the location of squares within the image,
but to determine their position within the chess board. Initial processing will involve the
extraction of the squares and/or square edges. Higher-level processing must then
organize the extracted squares into achess board.
Three solutions that have been investigated are:
1.

Use the inverse perspective projection of amodel chess board to find the 2D
projection of the 3D chess board and from that, all the squares in the image.

2. Use the colors of the squares to segment them out.
3.

Use the board-length edges formed by the squares to find them, and from that
define the board.
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3.3.1

Inverse Projection
The geometry for the perspective projection of a3D scene onto a2D plane is well

known and used in avariety of applications, especially in computer graphics. The inverse
perspective projection (also known as back-projection) involves taking the 2D
coordinates in aperspective projection and calculating their 3D coordinates. Chapter 13
of Haralick and Shapiro ( 1993) provides agood overview of the techniques used for
calculating the inverse perspective projection.
For this problem, the inverse perspective projection has the advantage that the
locations of only afew squares need be known. The location of unknown squares can be
found from the inverse projection process because the chess board has aknown geometric
structure. Additionally, acompletely solved inverse perspective projection would give
distance and length information. The disadvantages of this technique revolve around the
difficulty in solving for the perspective projection. Not only do the camera parameters
(the exterior and interior orientation in photogrammetry parlance) have to be calculated,
but lens distortion must be corrected for.
3.3.2

Color Segmentation
The technique for segmenting an image using color can be similar to the technique

for segmenting an image using intensity. In essence, ahistogram of the color values in
the image is made. Since the board squares provide two contrasting colors, we would
expect to find abimodal histogram, with each peak representing asquare color. We
could then assign pixels to one of the peaks, depending upon its value.
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Using the colors and/or luminance of the squares has the attraction that if the
squares are uniformly colored, segmentation of the squares would be relatively simple.
On the other hand, other objects in the image may skew the determination of " black" and
"white" colors. Another problem is that the chess board may have areas of high sheen,
which would obscure the color of the board in those areas. See figure 20 for an example.

Figure 20. Board with large highlight.

Furthermore, chess boards commonly have textured squares, which would be
more difficult to segment using techniques based strictly on color or luminance (see
figure 21).
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Figure 21. Example of textured squares.

Finally, provision must be made for recognition of chess pieces, and chess pieces
are commonly the same colors as the chess squares; if color was used to segment the
squares, segmentation of pieces from squares would be difficult. This was the primary
reason that color segmentation was rejected as asolution.

3.3.3

Edges
Using edges to extract the squares is desirable because of the existence of strong

edges (caused by the strong luminance contrast created by the juxtaposition of "black"
and " white" squares noted above). One disadvantage is that other edges may be present
in the scene. Some method of differentiating square edges from other edges must be
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devised. The use of edges as features, and the amalgamation of those edges into square
edges, is the technique adopted here.

3.4 Description of Solution
Contiguous squares create long strong edges. In fact, since we chose not to use
color, edges are the main primitive left for us to use. So our solution utilizes the
existence of long edges as its foundation. In essence, the solution involves the extraction
of straight lines comprising chess board square boundaries. Once we have these lines, it
should be asimple matter to intersect them to get the square locations.
Line extraction is arelatively well studied field in computer vision. Several
techniques have been developed in the past. One technique involves using edge pixels or
gradient information, along with orientation, to detect contours, from which straight lines
are obtained. Examples of this approach include Nevatia and Babu ( 1980), Nalwa and
Pauchon ( 1987), Zhou et al. ( 1989), and Burns et al. ( 1986). Another technique uses the
Hough transform (Rough ( 1962), Duda and Hart ( 1972)). This is aglobal approach that
uses edge pixels to "vote" for all lines that they may be consistent with. A third approach
takes linear features in the image and groups them into increasingly larger linear features,
until the largest linear features in the image are found (Saund ( 1990), Boldt et al. ( 1989),
and Scher et al. ( 1982)). A hypothesize and test approach was taken by Mansouri et al.
(1987). They hypothesize an ideal digital line segment from local information and

59
statistically test for it. Finally, Nelson ( 1994) used astick-growing technique to find line
segments.
The technique used in this thesis is based on the grouping technique. Straight line
segments, commonly short, are extracted from an edge image by tracing of edge pixels.
The line segments are often short for three reasons. The first reason is related to the
digitization process; since long edges are often variable in their strength along their
length, an edge section with alow strength may be taken as background. The second
reason for the existance of short edges lies in the structure of the chess boards: chess
board squares often have gaps in their corners

--

these break up edges which might

otherwise be contiguous. Finally, our algorithm assigns each edge pixel to only one edge
--

if two edges cross, as often happens on achess board, one of the edges will be broken

(as the edge pixel at the intersection will be assigned to the other edge). These line
segments are then coalesced into the largest possible lines. The coalesced lines can then
be used to find the squares on the chess board. So four stages are used: edge detection,
line segment extraction, line segment coalescence, and using the coalesced lines to find
the chess board squares.

3.4.1

Edge Detection
Before edge detection is performed, the input RGB image is first converted to a

gray scale image. This reduces the data to be processed by two-thirds, but still allows for
the extraction of edges. The conversion used the NTSC coefficients:
grey

=

.
299(red) + .
587(green) + .
114(blue)
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How are edges detected? An image can be thought of as adiscrete array of real
values which comes about by sampling of afunctionf, wheref is acontinuous function of
two variables defined on some bounded region of aplane. A differentiable functionf of
two variables (x,y) can define ascalar field in aplane. If zis the value of the scalar field
at point P = (x,y), then we can say z = f(x,y). Given adirection in the plane by aunit
vector:
1= ai+Lj
we can determine the rate of change of the scalar field zalong u, or the directional
derivative of the functionf:
Dz= ax

ay

ax

ay

Ox

5
j

OXI V

The gradient Vz or Vf of the scalar field zor of the function fis represented by the above
vector

ax i
+V

so

D=i.VzorDf(x,y)=i.Vf(x,y)
So the directional derivative of ascalar field in agiven direction is the dot product of a
unit vector in this direction and the gradient of the scalar field. The gradient is avector
that points in the direction in which the scalar field increases most rapidly. The length of
the gradient vector is equal to the instantaneous rate of increase of the field.
How does this relate to edge detection? Since we can find the rate of change of
pixel values along any direction in the image, we can find areas of rapid change (or areas
of high gradient). These areas would correspond to edges in the image. We can also take
higher order derivatives of the image function. This would give us the rate of change in
the gradient, and might be useful for images where the gradient changes more gradually.
A common way to obtain the second-order derivative of an image is to take its Laplacian.
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The Laplacian V2f of an image functionf is defined to be the sum of the second spatial
derivatives:
alf

V 2f
-

_

+
ay 2

The second-order derivative can be obtained by the Laplacian operator. An operator, also
known as akernel, atemplate, or amask is an array of values that is placed step-wise over
every pixel in the image. The value produced by the operator is obtained by a
mathematical operation involving the pixels over which the operator is placed and the
values in the operator itself. Typically, amultiplication of the underlying pixel value with
the overlying operator value is performed. The products are then summed, and the result
represents the value of that operator at the pixel upon which the operator is centered.
This operation is also known as convolution. A pictorial representation of the effect of
taking the derivatives of an image is shown in figure 22.
The specific edge detection method used for this implementation is the
Shen-Castan filter (Shen and Castan, 1992). This edge detector has the effect of first
smoothing the image (with an infinite symmetric exponential filter) and then calculating
the first derivatives of the smoothed image. The edge pixels are then detected by the
local maximum gradient. Hysteresis is then used to remove certain edge pixels; in this
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Figure 22. Pictorial representation of first and second derivatives.

process, two thresholds are used, ahigh one and alow one; the high threshold is used to
locate an edge pixel to start atrace from, then edge pixels are traced until an edge pixel
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below the low threshold is reached. This trace defines achain of " good" edge pixels, or
an edge. Another threshold defining the minimum allowable length of an edge is used as
well. Figure 23 shows the gradient image used as input into the Shen-Castan edge
detector in the top left, as well as edge detection results using various thresholds.
The Shen-Castan edge detection algorithm was used because it has precise
location of edge points, high tolerance to noise, and is relatively simple when compared
to edge detectors such as Canny ( 1983), Deriche ( 1987). Another advantage of this edge
detector is that the hysteresis thresholds can be adjusted for different edge strengths and
image sizes. An example of atypical edge-map produced by the above detector is shown
in figure 24.

64

Figure 23.

Various results using the Shen-Castan edge detector.

Input

gradient image is at top left. Image at top right had highest (least tolerant)
threshold for edges while image at bottom right had lowest threshold for
edges. Image at bottom left had threshold in between the two on the right.
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Figure 24. Edges detected from achess board image. The original image
is shown in the top left (due to scaling effects, not all edges are shown).

3.4.2

Extracting Line Segments
The edge detection process produces an edge map; an image where the only two

types of pixels are present: foreground pixels denoting edge pixels and background pixels
denoting non-edge pixels. We organize the edge pixels into higher-level structures to
make better use of them. In this case, the higher-level structures are lines. These are
extracted from the edge image by edge tracing or edge linking. This technique involves

66

linking contiguous edge pixels in the edge image into chains or connected components.
Linking essentially involves adding apixel to alinked list of pixels, where pixels that are
adjacent in the image are adjacent in the linked list. Since we are concerned only with
obtaining straight lines, we need to link pixels only if the chain the new pixel is added to
remains straight with that pixel (straightness will be defined later). The line extraction
routine works as follows:
1.

Start atrace at the first unmarked edge pixel

2. Find the next unmarked edge pixel, scanning the image in the following order
around the first edge pixel:
123
8

P4
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3. The direction from the pixel in 1.) to the pixel in 2.) defines the direction that
edge pixels will be searched for

--

the "dominant" direction. Edge pixels are only

traced in the dominant direction and the two directions to either side of it

--

the

first direction checked is the dominant one, then the direction "left" (or
counter-clockwise) of it is checked, and finally the direction "right" (or clockwise)
is checked for an edge pixel.
4. Mark alocated edge pixel as "found", meaning it is no longer eligible for use in
another line. If no edge pixel was found in any of the three directions, the trace
terminates.
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5. While unmarked edge pixels can be found and all pixels in the line are straight,
find unmarked edge pixels and mark them as found, at the same time placing them
into apixel list for that particular line.

The straightness of atraced line was controlled by athreshold representing the
maximum distance any line pixel was allowed to be from its line. Each new edge pixel
found formed the endpoint of atest line, with the original starting pixel always forming
the start point of the test line. All pixels currently in the line were then tested for distance
from this test line. If any of the calculated distances was over the threshold, then the
endpoint ws rejected and the trace terminated. A threshold of 1.5 pixels was used for all
cases (i.e., apixel to be added could not change the line so that any other pixel already in
the line was more than 1.5 pixels away from the line). To gain agood sense of the
direction that aline was taking, the line straightness test was only used after three pixels
had first been traced. Figure 25 illustrates the tracing procedure; in the first pixel, the
trace starts looking towards direction a, and finds apixel there. Directions band care
ignored. From the second pixel, the first direction looked towards is a, where apixel is
found. The pixel towards bis thus ignored. In the third search, no pixel is found in
direction A, so direction B is used. Since apixel is found here, direction C is ignored.
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Figure 25.
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Tracing straight edge pixel segments.

From the start, the

process searches in the direction that the previous pixel was found, one
pixel counter-clockwise of that direction, and then one pixel clockwise.
The first pixel found terminates the search from the current pixel, and the
search resumes at the newly found pixel. For this example, the start pixel
is part of alonger line segment, rather than the absolute start pixel.

The above procedure is simple, but it works well for our purposes. Since the
tracing process will tend to create many very short line segments (which have the effect
of noise), these are removed after the line segments have all been extracted. The removal
process involves deleting any line segments that have fewer than about seven pixels. This
threshold was reached by trial and error, and the observation that contiguous lines usually
have segments of at least seven pixels length. A typical output after this deletion is
shown in figure 26. Here, each contiguous individual line segment is represented by a
different color, although some line segments may be colored the same.
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Figure 26.

Line segments extracted by tracing.

Each line segment is

shown in adifferent color.

3.4.3

Line Coalescence
The process of line tracing produces acollection of straight line segments.

However, because the digitising process often leaves small gaps between lines, and the
tracing process may take "the wrong turn", perceptually straight lines in the image will
rarely be traced in their entirety. Therefore, we need to group collinear line segments and
coalesce them into longer line segments. The goal in line coalescence is to obtain the
longest lines that are perceptually straight in the image. This involves comparing each
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line segment to every other line segment, and coalescing the two if certain conditions are
met. Although this is afairly low-level procedure, it is quite important to do it well, as
our approach relies on the existence of long lines.
How do we determine whether two line segments should be grouped together?
Because we are dealing with perceptual collinearity (whether humans perceive two line
segments as one linear line) as well as geometric collinearity (whether ageometric
measure of the two line segments concludes that they lie on or near the same line), we
need some measure of both types of collinearity. The more important criterion is the
perception criterion because several closely spaced parallel and/or overlapping lines can
be coalesced this way. Quantifying perception can be difficult. Nacken ( 1993) has
devised ametric for determining the geometrical relation between two line segments. For
the problem at hand, the following combination of measures was used to determine
whether two line segments were to be coalesced:

1. The line segments' comparative angle of orientation must be within some limit.
2. The line connecting the two line segments' endpoints must be within some angle
of orientation difference to the two line segments.
3. The gap between the line segments must not be greater than the length of the
shorter line segment.
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The thresholds used for the above measures were arrived at through trial and
error. Figure 27 shows asample of what the coalesced lines look like.

Figure 27.

Coalesced lines. Each coalesced line is shown in adifferent

color.

3.4.4

Finding The Squares
Once we have the lines that are present in the image, it is arelatively simple

matter to obtain the squares. First, the lines have to be grouped such that lines are in the
same group if they have the same orientation in the scene

--

i.e., we group lines into either
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vertical, horizontal, or neither. This allows us to intersect the vertical group of lines with
the horizontal group of lines to obtain the squares.
The grouping of coalesced lines occurs in two stages. The first stage groups lines
according to their angle of orientation. The second stage groups lines from the first stage
according to their calculated direction cosine. The two-stage process is required because
perspective distortion may give vertical lines in the scene radically different angles of
orientation (see figure 28).

Figure 28. Viewpoint from which the vertical lines of the chess board have
aradically different 2D angle of orientation.

The above method assumes that the coalesced lines with the same angle of
orientation are parallel in 3D space. Given this, we can calculate the direction cosine
(which is a3D measure) of each line group by:
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This gives us the direction cosines for each line segment. We then group the line
segments according to their direction cosines. Each group should then contain lines that
are parallel to each other in 3D (since they have the same direction cosine). The lines in
each of these groups are then sorted according to either their xor y-intercepts (depending
on their slope). Then apairwise intersection test is done for every pair of grouped lines.
That is, from each group, successive pairs of sorted lines are intersected against
successive pairs of sorted lines from another group. The resulting intersections should
give us the corners of the squares in the chess board (see figure 29 for asample result),
and in fact, each successful intersection of two pairs of lines results in four junctions that
give the location of asquare. In figure 29, the small light squares indicate the
intersections that have been detected by the system.
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Figure 29. Intersected lines overlain over the original image. Dots at the
corners represent the intersections that have been detected.

Once we have the squares, we structure them into achess board. Figure 30
illustrates asample output of an image with the board coordinate labels superimposed
upon the chess board squares in the image. This phase uses explicit knowledge about the
structure of achess board to label each square correctly.
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Figure 30. Image with position labels overlain over the squares.

Each

label is positioned at alocation where the system has detected the centre of
asquare.

3.5 Implementation

3.5.1

Hardware
The implementation was carried out both on aSparc 2workstation and a486/66

PC. The C programming language was used. 24-bit images were captured from aSony 8
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mm HandyCam with aVideo Clipper frame grabber card on a386/25 or aVideo Snappy
attached to the parallel port of the 486/66.
3.5.2

Data Representation
The data structure used to represent the chess board contains all the major data

structures for the implementation, so we go over it here. Each board is organized as a
collection of one or more sub-boards. These sub-boards are collections of maximally
contiguous squares, hence distinct sub-boards within aboard share no squares, nor are
they contiguous with each other (otherwise they would have contiguous squares and
hence would have been merged). Each square is composed of four corner points and
four edges. The corner points are organized by location: upper left, upper right, lower
left, and lower right. The edges are represented as astart point and an endpoint. Both
corner points and edges may be shared between contiguous squares. In addition, each
data structure contains descriptive information

--

for example, the edge data structure

contains slope, direction cosine, angle and length information. This organization is
shown in figure 31.. The square structure that figures prominently in the chess board
structure is as follows:

struct board—square
C
mt red, green,blue, grayscale;
mt piece_on;
mt col_width, row_height;
7* the
struct
struct
struct

square's corners /
junction *upper left, *upper right;
junction * lower left, *lower right;
square_edge * left edge, *r±ght edge;
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struct square—edge

*

top_edge,

*bottom

edge;

/* adjacent squares /
struct board— square
*adj square above, *adj square below;
struct board—square
*adj square right, * adj square left;

1* squares in the next direction
may or may not
be adjacent */
struct board— square
* next_square_right, *next
square left;
struct board— square
*next squ ar e above, *next squarebe low;
-

/* used when squares are first located */
struct board—square * flt board square;

used for putting squares in separate cols
struct board—square * next_co1_sq1are;
/*

*1

/* used for putting squares in separate rows /
struct board_square * next_row_square;
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Figure 31. Chess board structure hierarchy. A chess board is divided into
discrete non-contiguous sub-boards, which are in turn composed of rows
and columns of squares. Squares are shared between columns and rows.

3.6 Evaluation and Analysis

For any of the tested input images, good results could be obtained provided that
the various thresholds mentioned in the implementation were adjusted correctly.
This process unfortunately requires some human intervention. On the other hand, images
with similar board sizes (in terms of pixel height and width) could often use the same set
of thresholds. If afixed set of thresholds was used for all input images, the results ranged
from excellent to poor. The most significant threshold appears to be one used for
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coalescence of lines. Specifically, the coalescence threshold determines the maximum
angle difference permitted between aline connecting two candidate lines and the two
candidate lines. If the coalescence threshold was too large, lines that were not
perceptually collinear would be coalesced; if the coalescence threshold was too small,
lines that look collinear would not be coalesced. Figure 32 shows an example of the first
type of error.

Figure 32. Line coalescence error. Line that is circled has been coalesced
so that it terminates at the right corner of achess board, instead of being
coalesced with the line at the bottom of the bottommost chess board row.
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This is important because well-coalesced lines are required in order to obtain the
intersections of the chess board edges. It was found that the coalescence threshold was
dependent on the scale of the board within the image. If the board was small, then a
smaller coalescence threshold needed to be used, and vice-versa. One partial solution to
this problem was to use thresholds that are dependent on image size. The larger image
sizes generally contain larger images of chess boards, hence larger thresholds should be
used. A test was run to determine threshold values that provided good results for certain
image sizes. Two thresholds were tested: one was the coalescence threshold; the other
was athreshold for viable connected edge length. Table 2illustrates the results.

Image Size

% Image Size

Coalescence
Threshold

Edge Length Threshold

256x160

40

4

3

384x240

60

5

3

512x320

80

6

7

640x400

100

6

7

768 x480

120

8

10

Table 2. Thresholds vary with image size.

The original test image, represented by the " 100" in table 2, was 640x400 pixels in size.
The other test images were various scalings of this test image. For example, "40"
represents the original test image scaled to 40% of its original size. Using the above
results, an implementation of the above automatic thresholds improved the accuracy of
line extraction, and hence of the entire system.
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Chapter Four

Chess Pieces

4

In this chapter, we will see how the difference in the types of objects within an image
affects the algorithms and data structures needed to recognize those objects.

4.1

Description of the Problem

The problem to be addressed in this chapter is as follows: given acolor image of
one or more chess pieces, locate and identify the chess pieces in the image. For this
problem, the following simplifying assumptions were made:
1. The chess pieces are from the same chess set.
2. The shape of the chess pieces is previously known.
3. The chess pieces are the only objects in the image.
4. The image background's color is distinct from the chess piece's color. In fact,
since we choose to make segmentation easy, we use either black pieces or white
pieces in an image, but not both together.
5. The chess pieces, except for the knight, are rotationally symmetrical.
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6.

Limited occlusion of chess pieces may occur. We restrict occlusion to the form
where an entire silhouette of one side of apiece is visible; furthermore, only two
pieces may be present in acontiguous occluded object.

The above problem was made more difficult by the following circumstances:
1. More than one piece may be in the image.
2.

Some of the chess pieces used (such as pawns and rooks) were similar in shape.

3. The range of possible viewing angles is the same as for the chess board problem
of the previous chapter.
4. The size of the chess pieces in an image may vary from taking up most of an
image to only occupying asmall part of the image.

Some sample images are shown in figure 33. Figure 33A shows asolitary black
rook; this should be easy to segment and recognize. Figure 33B is an image containing
some of the types of chess pieces used in our test set arrayed in arow. Figure 33C is an
image in which the pieces have been arranged so that their apparent height is
approximately the same. Finally, figure 33D is an example of amore complex image,
one with many rooks and pawns. For all these images, note how the background is
relatively uniform.
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Figure 33. Various chess piece images used for testing. (A) Black rook
on aclear background. (B) Three pieces in arow. (C) Pieces arranged so
that their apparent height is similar. (D) Many pieces scattered throughout
the image.

4.2 Analysis of the Problem
This problem differs from the problem of the previous chapter in the structure of
the objects to be identified. Chess pieces are commonly composed of several short
curved and straight features. The chess boards of the previous chapter were composed of
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long intersecting edges that were the primary feature in the image. Furthermore, chess
pieces will have internal edges as well as boundary edges

--

internal edges are those

formed by contours inside the boundary of the piece. Therefore, either we will have to
find away to deal with small edges, or we will have to use some other feature present in
the image. Functionally, the problem of the previous chapter concerned locating objects
known to be in the scene. For this problem, we may have to locate unknown objects and
then identify them. The conclusion is that some new approach must be taken to solve the
problem.
What types of variation can we expect from the chess pieces? From ageometric
standpoint, we can see that rotation of chess pieces is not afactor, since they are always
close to vertical. Movement of the viewpoint with respect to the pieces is, however,
present. This will result in differences in the height and profile of the chess pieces
between images. Translation of the chess pieces is inherent in the problem, as they may
be anywhere in the image. Scaling of the chess pieces will probably be the most common
variation encountered; even an image with aknown viewpoint for all its pieces will still
contain different sizes of chess pieces (due to the perspective transformation

--

farther

pieces will appear to be smaller). A major problem resulting from scaling is that the
resolution of apiece drops as it becomes smaller (due to the piece being represented by
fewer pixels). This means that afairly coarse-grained representation of chess pieces may
have to be used. These possible variations in the chess pieces will have to be addressed
during the recognition phase. The chess pieces can also be expected to vary in color as
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well as intensity. Figure 34 gives us an idea of what we have to work with: the image on
the left contains a " model" chess piece

--

one that would be easy to recognize

--

the image

on the right is apossible input to our system. Here, lens distortion and shadow effects,
combined with asmaller piece in the image, make the piece's identity less apparent even
to the human eye.

Figure 34. Images of easy and hard bishops to recognize. The image to
the left contains apiece which is large, has well defined boundaries, and
which is distinct from the background. The image to the right contains a
piece which is small and which has asizable shadow distorting its bottom
left boundary.

4.3 Possible Solutions
The ultimate goal is to locate and identify the chess pieces in the image. Hence a
two-stage approach can be envisioned, the first locating, or segmenting, apiece, and the
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second recognizing the segmented object. One might counter this by stating that it is
difficult to segment apiece unless its identity is already known. From this point of view,
an alternative approach would be to identify and locate apiece in one step

--

by scanning

the image for features that are distinctive for each piece. No theoretical measure exists for
determining the superiority of one technique over another, so it was decided to implement.
both techniques. In fact, nothing precludes the use of both techniques in an integrated
vision system.

4.4 Segmentation of Pieces
As has been stated, segmentation of objects in ascene is one of the most difficult
and important task avision system must accomplish. Fortunately, the restrictions we
have placed on the current problem mean that we have only two types of pixels in the
image: those belonging to achess piece, and those belonging to the background. This
simplifies the segmentation process greatly (there is athird type of pixel that may be
present: the pixels representing the shadow of apiece, but this is not present in all
images). Given that the intensity of the image's background is relatively uniform and
distinct from the intensity of the chess pieces, the basic procedure for segmenting the
pieces should involve thresholding. Since intensity is acomponent of the color of an
object, and the initial input image is acolor image, it may be useful to cover various
aspects of color now.
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4.4.1

Color
Color images were obtained in the same manner as in the previous chapter. These

images encode each pixel location in an image using atriplet of byte values. Each byte
records the strength of either the red, green, or blue primary colors at that pixel location.
For color segmentation, the images were transformed from their RGB (red-green-blue)
representation to their HSI (hue-saturation-intensity) representation.
The HSI representation was used because it more closely approximates the
perception of colors as humans have it. What is the HSI representation? Hue is defined
as the dominant pure color perceived. It is represented by atriangle with red, green, and
blue at the vertices. Measurements of hue are taken as counter-clockwise angles from a
line between the center of the triangle and the red vertex. Hence ahue of

1200

represents

green and ahue of 2400 represents blue. Saturation is ameasure of the purity of the
color. The purer acolor, the less white light is mixed in with it. This is represented by
the distance from the center of the hue triangle to the edges of the hue triangle; the purest
colors lie at the edge, while completely unsaturated (colorless or gray) light is positioned
at the center of the triangle. Saturation can also be described as mixtures of the primary
colors, with the center of the triangle representing the point at which all the colors are
equally strong. Intensity is the brightness of the color. The HSI color space can be
perceived as shown in figure 35. The algorithm used to convert from RGB space to HSI
space relied mainly on that described in

pp.

235-237 of Gonzalez and Woods ( 1992).

The algorithm to produce intensity was taken from Foley et al. ( 1990). Some difficulties
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that may arise with the HSI representation are: hue and saturation are undefined at the
points of the intensity line (completely black or completely white); hue is undefined when
saturation is zero; and hue is described by acircular scale. The greatest difficulty in color
segmentation involved the representation of hue, which was represented as an angle in the
hue triangle. Some manner of comparing angles on the wraparound from

3600

to 0° had

to be implemented. In our case, aform of modulo division was used.

Figure 35. (
a) HSI color triangle. (b) A diagram of the HSI color space in
the form of two pyramids with their bottoms together.

A vertical line

connects white and black at the apexes of the pyramids.
represents the intensity
intensity.

--

This line

colors positioned towards white have ahigher
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Once the conversion to HSI was accomplished, the resulting image was scanned
for differences in hue, saturation, and intensity. Different combinations of hue,
saturation, and intensity were tried. No one combination was found useful for all test
cases (see figure 36. For example, the use of hue was useless for black pieces, since these
by

Figure 36.

Segmentation using the HSI representation.

Each frame

represents a segmentation performed with one of hue, saturation, or
intensity.

definition had no hue. On the other hand, certain lighting conditions with white pieces
produced such awide variation in hue and saturation that agood segmentation was not
possible. The conclusion drawn from these results is: while color may be useful for
drawing attention to aparticular area (by noting some lack of uniformity in that area), it is
difficult to use as the only solution for segmentation. This conclusion was based on the
use of chess pieces that were relatively unsaturated in color. The use of different chess
pieces

--

say blue and yellow chess pieces on ablack background

--

would have produced
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better results. In the end, segmentation using intensity alone seemed to provide the best
results.

4.4.2

Intensity
The use of intensity alone to segment an image means that we need only to

determine which intensity values belong to chess pieces, and which chess pieces belong
to the background. Since one of the conditions we stipulated at the beginning of the
chapter was that the background be distinct from the chess pieces, this seems to be a
relatively simple matter. However, because of variations in lighting, even if the intensity
value of the chess piece is known, its segmentation based on that intensity threshold will
be imperfect. Figures 37a and 37b illustrate this condition. Therefore, some means of
obtaining amore correct thresholded chess piece is necessary. In our case, we make use
of the fact that most chess pieces are rotationally symmetric to double-check the
thresholded chess piece. Since all we are interested in is the boundary of the image, we
first detect the left and right bounds at each row of the chess piece (see figure 37c). Then,
we trace the boundary upwards, noting how much of adifference there is between bounds
columns of successive rows. If the difference exceeds some threshold (in this case four

--

reached by trial and error), then the column difference from the other side of the chess
piece is used to modify the aberrant boundary column (see figure 37d). This provides us
with arow-by-row boundary of the chess piece. We use this boundary template to extract
the chess piece from the image. This extracted chess piece is what is used in the
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recognition phase. The extracted chess piece is in the form of asilhouette. This means
that the only information that can be used to differentiate between chess pieces is
contained in the boundary of the piece. This is an important factor when we choose the
representation to be used for the chess pieces.

Figure 37.
(b)

Sequence showing boundary correction. (a) Original image.

Thresholded image.

Note that the top of the piece has not been

segmented well. (c) Image with side contours from (b). Note that the top
contour markers on the left are far to the right of the rest of the left
contour. This was caused by poor thresholding of the top of the piece. (d)
Corrected contours using symmetry. Note how most of the left contour
markers
left.

--

the dark pixels at the top left of the piece

--

have been adjusted
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4.4.3

Edges
Edges are useful in segmentation because they demarcate areas of different

intensity. The primary difficulty with using edges lies in finding the complete area that a
particular edge encloses. Breaks within an edge frequently occur due to the sampling
process or because of lighting. Furthermore, edges occur inside achess piece as well as
outside it ( see figure 38). It was felt that the added complexity added by edges
outweighed their usefulness.

Figure 38.

Edges detected from an image of a knight using the

Shen-Castan edge detection algorithm.
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4.5 Recognition of Pieces
The recognition of segmented objects is essentially the matching of the unknown
object (in whatever representation was chosen), to some known representation of the
same type. As such, one of the most significant aspects of object identification is the
representation that is used for both the known and the unknown objects. The most
important factor influencing representation is the type of object being represented.
Chess pieces have some characteristics that are of use when identifying them:
1. They are generally rotationally symmetric

--

this means that they will have the

same shape regardless of their rotational orientation.
2. The relative height of achess piece is often enough to identify it.
3. The distinguishing features of apiece usually exist at the top of the piece.
4. The bases for the chess pieces in aparticular chess set are generally the same size
and/or shape
5.

--

this can be used to scale the chess pieces.

Chess pieces are generally somewhat different from each other.

The above characteristics should be used in any representation that is used for the
piece. As with chess piece segmentation, the use of several features in arepresentation
provides robustness, and should increase identification success.
4.5.1

Representation Of Chess Pieces
Two types of object have to be represented: model chess pieces and unknown

pieces from the image. As we have seen, the representation used for the unknown is
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matched against the model representations. If the representations "match", then the
unknown can be identified as the chess piece represented by the model representation.
Many different object representations have been used by computer vision researchers. In
our case, we ask the question: what makes each piece distinct? It is useless to use a
representation whereby pieces cannot be distinguished from each other (for example,
since the chess pieces used have the same base width, it should not be used as a
distinguishing feature). Our analysis of the structure of chess pieces leads to the
conclusion that the following features are useful:
1. The profile of the piece along its top. This is measured as the change in height (in
rows) along the top contour (measured at 10 percent intervals).
2.

The left and right profiles of the piece, measured as acolumn difference from the
previous measurement at percentage increments from the top to the bottom, i.e.,
we measure the movement of the boundary left or right every 5% of height. This
is aso-called scale-invariant feature, since we are taking ameasurement along
percentages of total height, rather than astrict height as measured in rows.

3. The width of the piece at aparticular baseline height (
250 rows). The pieces are
rescaled in order to measure this.

These feature measurements and others were represented in the following data
structures:
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struct piece
{
/* the actual image of the piece *1
struct sub_img *piece image;
/*

the template for the piece /
struct piece_template * template ;
struct piece * next_pjece ;

struct piece—template
{
*1

/*

the maximum width of the piece in columns
mt max—width;

/*

the row differences along the top of the piece every
tenth of the way along the top *1
double percent_diffs_top[15];

/ the column width of the piece every tenth of the way
up the piece *1
double diffs_width(100];
1* column differences for the left and right profiles
of the piece every 1/20th of the piece from the bottom */
double percent--- diffs_right[21];
double percent_diffs_left [ 21];
/

the name or type of the piece
char name[32];

-

ex. " rook"

*/

The data representation for unknown objects is identical to that of the models.
However, not all fields in the representation structure of unknowns need to be filled. For
example, because apiece may be occluded, we may not have the width of its base or the
trace of the profile for aparticular side. The most commonly available features available
from an unknown segmented object are the traces of its profiles and the width of its base.
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The above representation, which relies on the profile of apiece, has been used
before. For example, Shridhar and Badreldin ( 1985) used acharacter's width as one of
the measures for recognizing handwritten numerals.

4.5.2

Construction Of The Data Representation
The measures that were used in our representation were obtained from the

segmented pieces in asequence of steps. Input to the data extraction portion of the
system was in the form of asegmented object

--

this may represent either one piece or

two occluding pieces. The segmented object was first rescaled to aheight of 250 rows.
This improved the consistency of the data in the representation. Even with the rescaling
however, the scale-tolerant representation discussed above was still found to give better
results. The segmented object was examined to determine whether it was asingle piece
or whether it represented two occluding pieces. This was accomplished by detecting the
leftmost and rightmost extents of the object (this was done before the contour correction
described previously). If the object represented two pieces, then it was likely that the
leftmost and rightmost parts of the object belonged to two different pieces, which in turn
meant that the rows that the leftmost and rightmost parts belonged to would not extend
across the entire object. Figure 39 illustrates this test

--

if either of the two distances A or

B exceeds athreshold, then the object is made up of two occluding pieces. In practice the
threshold varied from 15 to 35 columns in width, depending on the size of the segmented
object. Because of time constraints, setting of this threshold was done manually. An
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automatic threshold adjustment based on object size (similar to the threshold setting for
line coalescence in chapter three) is possible.

Figure 39. Distances measured to determine whether an object is occluded
pieces.

Distance A and distance B could not exceed between 15 to 35

pixels in width, or else the object was deemed to represent two occluding
pieces.

If the object was found to be one chess piece only, then the three types of
measurements (side profiles, top profile, and width profile) could be made. The
measurement of the side profiles started with the determination of the maximum width of
the piece. Then the column differences between rows that were 1/20th of the piece's

98
height in difference was taken. Since the pieces were astandardized 250 rows in height,
this means that the column differences were sampled every 12 to 13 rows. The column
difference between successive sampled rows was divided by the maximum width to
arrive at the final measure of that particular profile quantum. The top profile was
measured similarly, except that the row difference along columns was used, and no
division by the maximum width was used. Finally, the width profile was measured. This
was asimple count of the number of foreground pixels in aparticular row. Ten rows
were sampled evenly from the bottom of the piece to the top.
The same process was used to measure the profiles for both known models and
unknown objects. The acquisition of the model data was done automatically using an
input file. This contained the names of the model chess pieces as well as the names of the
image files which contained their prototype. A sample model data for abishop looked
like this:
name: bishop
right: 5.49 0.00 4.40 6.59 2.20 -4.40 -8.79 7.69 7.69 -20.88 2.20 4.40 4.40
13.19 -3.30 1.10 6.59 -3.30 0.00 -115.38
left: - 1.10 -3.30 -9.89 -7.69 -4.40 4.40 3.30 -3.30 - 10.99 14.29 -3.30 -7.69
-6.59 -14.29 5.49 9.89 -3.30 -3.30 2.20 - 19.78
width: 89.00 90.00 81.00 74.00 43.00 28.00 43.00 44.00 46.00 20.00
top: - 10.00 -7.00 -7.00 -8.00 - 19.00 0.00 2.00 22.00 15.00 8.00
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The models that were used are shown in figure 40.

Figure 40.

The models used for the system.

rotationally asymmetric

--

Note how the knight

--

requires several views in order to fully model it,

while the other pieces need only afew.
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If the object was found to be occluded, then only one side profile can be used to
identify either of the pieces

--

one for each piece (since the abutting sides will be hidden

in the body of the occluded object). This profile was constructed similarly to the profiles
for the unoccluded pieces.
4.5.3

Matching
Matching is the process by which the representations of the unknown objects from

the image are compared with the known representations from the model database. For
this system, the form chosen for the representations can be seen as vectors
is merely asequence of numbers

--

--

each profile

so the comparison of an unknown to each model can

take the form of aEuclidean distance between the two vectors. The total Euclidean
distance between the two vectors can be used to measure the similarity between the
unknown and the model, and the model that gives the smallest total distance is chosen as
the match for the unknown. Straight Euclidean distances were used for all vectors except
for the top profile. Because the top profile was more sensitive to resealing, the Euclidean
distance calculated for it was halved before adding it to the total. This reduced the
contribution that the top profile made towards recognition. The amount to reduce the
contribution was arrived at by experimentation. Figure 41 shows the unknown input and
the resulting match

--

figure 41a shows the input image, figure 41b shows the segmented

object, and figure 41c shows the model with which the closest match was made. Table 3
shows the shortest distances that were found between the unknown in figure 41a and each
type of chess piece.
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Figure 41. Unknown identified as king. (A) Original input image. (B)
Segmented object upon which recognition was based. (C) Model which
was most closely related to the input image.
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Model

Left

Right

Top

Width

Total

King

14.02

11.5

19.55

17.18

62.24

Queen

35.78

32.9

16.9

31.26

116.84

Rook

39.33

42.74

18.06

117.15

217.27

Bishop

38.92

36.45

14.65

68.72

158.74

Knight

36.18

44.23

16.26

92.37

189.04

Pawn

43.79

45.23

12.98

168.81

202.7

Table 3. Model distances calculated for the unknown in figure 41. Higher
values represent greater distances of the unknown from the model, and
hence indicate apoorer match.

4.6 Location and Identification in One Step
The construction of an unknown representation as described in the previous
section may not be necessary. Since it is known in advance which chess pieces may be
present in the image, it should therefore be possible to search the image for the features
which are distinctive to each piece. Locating such adistinctive feature will solve both the
location and identification aspects of the problem.
Many chess pieces are similar except for their relative sizes and the shape of the
top of the piece. The use of relative size as adistinctive feature may be possible if we
had some method of determining the scale of the pieces in the image. However, with
images where only asingle piece exists, this is not possible. Therefore, the shape a
piece's head is the one distinctive feature that can be used in all cases.
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There are two difficulties that must be addressed with this approach: choosing the
distinctive features and selecting arepresentation for the distinctive features.

Often, the

type of distinctive feature influences the representation. For example, the distinctive
feature may be the "ball" on top of apawn, which would be represented by its geometric
equation; or the feature may be the more complex shape of the knight, which might be
represented by aslope-angle vector. Whatever the distinctive feature, it is acertainty that
its appearance will change depending upon the scale of the piece. For example, the "ball"
on top of apawn will appear as aball at larger scales, but will devolve into amore
square-like appearance with smaller scales. What is needed is either ascale-invariant
description, or several descriptions that cover arange of scales.
For the purposes of deciding upon the type of description to use, let us examine
the pawn chess piece. A symmetrical left-and-right trace from the top of the piece would
go left and down as well as right and down. This would occur regardless of scale. The
distance traveled to the left and to the right would be about the same as the distance
traveled downwards. This "trace", since it relies on relative distances, is scale-invariant.
On the other hand, because the pawn's appearance degrades to that of arook as scale
decreases (the top of the pawn becomes squared off), this description is only useful for
determining that the unknown is either apawn or arook. A scale-specific description
may take the form of abinary template that could be overlaid over the unknown. This
would somewhat ameliorate the similarity between the pawn and the rook at smaller
scales, since the pawn would still retain amore rounded form in general for its ball area,
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whereas the rook would have an angular turret area. The disadvantage here is that the
scale must be known with some accuracy. So, it would seem that either type of
description would have its advantages and disadvantages. Which one do we choose?
Since it is problematic to rescale atemplate, and since the scale-invariant description
provides some partitioning of the unknowns, it is the one we use.
How then do we represent such adescription internally? A template method
normalized to some scale is the most obvious approach. Time constraints precluded the
implementation of such arepresentation, but much of the groundwork has been laid for
future work on this particular aspect.

4.7 Evaluation and Analysis
The methods described for segmentation and matching were integrated into one
vision module and tested on several test images.

4.7.1

Testing
A variety of test images were chosen. These varied from images with single chess

pieces at various scales and viewing angles to images with several types of chess pieces.
Figure 42 shows some of the test images that were used.
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Figure 42. Some of the test images used.

The system's function was to take each test image, segment the chess piece(s)
from it, and then match the unknown(s) to the models in the database. The output of the
integrated system was alisting of the distances between the segmented unknowns and the
models in the database. Testing was divided into two phases: testing of images with
unocciuded pieces, and testing of images with occluded pieces. A sample result from an
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image without occlusion is shown in figure 43. Figure 44 shows the result of testing from
an image with occluded pieces.

Figure 43.

Sample result from image with unoccluded pieces.

Top left

image is the original input, the three other images contain the segmented
objects and their matches (on the top title bar for each frame).
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Figure 44.

Typical result from image with occluded pieces.

The same

segmented object is shown in both frames, but different profiles were used
for identification

--

the left profile for the frame on the left and the right

profile for the frame on the right.

The confusion matrices for testing on unoccluded and occluded pieces are shown
in tables xand y, respectively.
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Actual

Matched
pawn

bishop

knight

rook

queen

king

pawn

13

0

0

0

0

0

bishop

0

6

0

0

0

0

knight

0

0

7

0

0

0

rook

0

0

0

11

0

0

queen

0

0

0

1

4

0

king

0

0

0

0

0

5

Table 4. Confusion matrix for unocciuded pieces. Each value represents
the number of times amatch was made between the piece in the top row to
the model in the left column.

Actual

Matched
pawn

bishop

knight

rook

queen

king

pawn

7

1

1

1

0

1

bishop

0

1

0

0

1

0

knight

0

0

4

2

0

0

rook

0

0

0

4

0

0

queen

0

0

0

0

1

0

king

1

2

0

0

0

3

Table 5. Confusion matrix for occluded pieces.

4.7.2

Analysis Of Test Results
Isolated chess pieces could be located and identified with good success. Two

pieces occluding each other could sometimes be successfully located and identified

--

this

depended on the exact configuration of the pieces. Several occluding pieces posed a
problem because this meant that only small parts of some pieces were visible. Pieces that
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were oriented so that they were in-line usually resulted in afailed match for both pieces,
although acorrect identification for the background piece was sometimes made (this, in
the cases where most of the foreground piece's contour was contained within the
background piece's contours). The distinctive feature approach could succeed in this
situation because it operates on edges rather than profiles. The primary problems
exposed by the testing were in segmentation and in occlusion. If the object presented to
the recognition module was poorly segmented, failure was near-certain. The problems
with occlusion could be explained by the fact that occluded pieces allowed the
comparison of only one vector instead of four. This greatly increased the chances that a
wrong match would be made. Figure 45 shows aresult where both problems manifested
themselves: occluded pieces increased the complexity of the object to the point were the
segmentation algorithm produced an erroneous result.
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Figure 45. Incorrect result due to occlusion and poor segmentation. The
object has correctly been detected as occluded (signified by the "
left:" on
the top bar), but three pieces rather than two have been segmented

--

the

top outline of a knight has been incorrectly connected to the occluded
pawn and rook in the bottom half of the image.
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Chapter 5

5

Chess Pieces and Board

5.1 Description of the Problem
The problem to be solved in this chapter is acombination of the problems from
the previous two chapters. The vision system is to be given an image containing achess
board with chess pieces on it in some game configuration. The same constraints on
viewpoint and board orientation, as well as chess piece appearance, apply. The system's
output should indicate where the chess board squares are on the image and which squares
have pieces. The chess pieces on the squares should be identified as to type and color.

5.2 Analysis of the Problem
This problem is easier in some ways and more difficult in others when compared
to the previous chapters' problems. The addition of chess pieces to the chess board
occludes the chess board's squares, which makes square extraction more difficult. Once
the squares have been located, however, they serve to limit the possible locations for
chess pieces, so piece segmentation may be easier. Furthermore, once the squares have
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been located, their size will be known, and this will give us some scale information. The
juxtaposition of pieces and squares will serve to fragment the data available (because of
the presence of occlusion), so the system developed to solve this problem should be fairly
robust and sophisticated.
Since the chess pieces on the board will be in some game orientation, we can use
knowledge of the rules of chess to help us in locating and identifying pieces. The pieces
on achess board can commonly be found only in certain configurations (for example,
two bishops on the same side have to be on different colored squares); if we keep track
of what has already been found, we can rule out certain pieces for certain chess board
locations. The vision system should even be able to infer the positions and identities of
chess pieces, depending on the board configuration

--

for example, the start position when

all pieces are on the board should not require the explicit location and identity of all
pieces.

5.3 Description of Solution
The solutions that have been developed in previous chapters should be directly
applicable here, since they were developed with this chapter's problem in mind. The
basic approach will start with the detection of the chess board. Once the squares have
been located, each square can be searched to see if it contains apiece. If it does, then
segmentation of the piece is performed. The segmented piece is then identified using
previously described techniques. Chess pieces may also be detected and recognized
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directly from the image. The detected pieces are then conceptually located on the chess
board by relating their pixel position to the pixel extents of located chess board squares.

5.4 Implementation

5.4.1

Chess Board Squares
Concerning chess board recognition, amodule to extrapolate new chess board

squares based on the location of known squares was developed. It was partially effective,
but was deemed unnecessary in the end, since the original square locating module worked
in most cases. The primary cause of failure was the occlusion of chess board square
edges by chess pieces.

5.4.2

Chess Piece Segmentation
A new routine was developed to determine whether asquare was occupied by a

piece. This routine performed edge detection on the square and counted the number of
edge pixels that were in the square. A large number of edge pixels indicated that some
object was obscuring the square. To determine whether there was apiece actually on the
square, these conditions had to be met:
1. The bottom edge of the square must be visible. If the bottom of the square was
occluded, it was assumed that apiece was not on the square, but rather apiece
from asquare below was occluding that square.
2. The center of the square had to be occupied.
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3. Foreground pixels in the shape of achess piece base had to be near the square's
center.
The above conditions meant that some chess pieces would not be identified as
being on asquare when in fact they were. An example of this would be apiece that was
behind another piece in the image. The foreground piece would block the bottom edge of
the square that the background piece was on. Location and identification in this case
would rely on the detection of distinctive features.
Once it was ascertained that achess piece was on asquare, it could be segmented.
The segmentation procedure was similar to the segmentation procedure in the previous
chapter in that the profile of the piece was traced from its base upwards. The major
adjustment that was made was to limit the amount of movement that aprofile could
undergo in each successive row. This was made necessary by the fact that asquare edge
crossing the piece may mistakenly be taken as part of the piece.

5.5 Evaluation and Analysis
A chess board with afew non-occluding chess pieces could be successfully
processed. Adding more chess pieces to the board increased the chances for piece and/or
board edge occlusion, and hence increased the chances of failure. Figure 46 shows one
test image. The results of our system's processing for board location and piece
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Figure 46. Sample test image involving achess board with several chess
pieces on it.

recognition are shown in figure 47. Here, we see the outlines of the squares of the chess
board where they have been located. These compare favorably with the actual square
locations as seen in the original image. One slight error is seen in the location of the
topmost edge of the chess board; the top right end of this edge has been connected to the
top right corner of the board. This is the result of acoalescence threshold that has been
set too high. Chess board squares in which apiece has been detected have asmall square
positioned in their top left corner. Note that the pieces at squares E7 and E8 have been
interpreted as one piece located on square E8. These occluding pieces are interpreted as
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one piece. Each of the chess piece frames in figure 47 shows asegmented piece; the top
bar of each piece frame contains information on the location and identity of the piece.

Figure 47. Extracted board and chess piece from image of figure 46.

The occluded pieces are not identified because occlusion is not handled by the present
system. Locations of detected squares are marked by labels overlain over the thresholded
image. Thresholded chess pieces are shown, with their accompanying identification in
the smaller windows above the chess board grid. Squares in which apiece has been
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detected are marked by asmall square in their upper left corner. The king and the pawn
partially occluding it were not detected.
The relative ease with which the final system was assembled (relative to the work
involved in the two previous chapters) indicates that the iterative decompositional
approach taken worked effectively for the problem which was chosen at the start of this
thesis.
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Chapter 6

6

Conclusion

We were given three problems, with an open-ended rein on their solutions. The
first problem was to take an image of achess board and to locate the chess squares within
it; the second problem was to take an image with chess pieces in it and identify the chess
pieces in the image; and the last problem was to process an image of achess board with
chess pieces on it in order to identify the squares and chess pieces in it. We have
constrained those problems to be solvable within the bounds of amaster's thesis, and
explored various techniques for solving the problems before selecting the best solutions.
The solutions that were implemented were not necessarily the ones that worked the best
for all conditions. Instead, abalance was struck between the effectiveness of amethod,
and the time it took to design and implement it. The final solution involved the
amalgamation of the implemented solutions into aworking computer vision system.
In the case of the bare chess board, the extraction and organization of lines from
the image was the primary thrust of the solution. Since long straight lines were rarely
extracted directly from the image, much work involved the coalescence or merging of
line fragments. Once the long straight lines had been extracted, they still needed to be
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grouped into two sets of lines, each of which represented either the vertical or the
horizontal lines of the three-dimensional chess board. This segment relied to some extent
on the known three-dimensional orientation of the lines. Finally, the lines within each set
were sorted and intersected with the lines in the other set to form the squares of the chess
board. This solution was robust because it did not require the presence of complete lines
defining each chess board row or column

--

new squares could be interpolated from

existing squares because of prior knowledge of the structure of achess board.
Furthermore, the line coalescence module can connect lines which were separated by
gaps; this meant that line segments did not need to be in close proximity to be candidates
for coalescence.
With the images containing chess pieces, adifferent approach had to be made, as
these images contained no long straight lines. Instead, the segmentation of each unknown
object from the image was in aform that allowed the use of profiles for the identification
of each unknown. We used atwo-step process

--

the first locating and isolating a

potential chess piece, and the second identifying that extracted chess piece. Several
segmentation techniques were investigated, but simple thresholding was the one chosen,
as it worked in the majority of situations. As for recognition of the chess pieces, amajor
factor in this process was the product of the segmentation module: asilhouette. This
meant that the outer boundary of the segmented object contained the greatest amount of
information that could be used to differentiate chess pieces. The profiles that we used
were profiles along the left, right, and top boundaries of the chess pieces. Rescaling of
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the unknowns to astandard height permitted the use of an additional width profile. The
use of rescaling, along with the scale-tolerance of the profile representation, produced
good performance in images with varying scales of pieces.
The final problem was seen as acombination of the first two problems. Hence, it
was logical that the solution to this problem would involve acombination of the solutions
to the first two problems. Indeed, since the solution to the first problem was implemented
with the final problem in mind, this part of the solution needed little modification.
Furthermore, the additional complexity introduced by the presence of achess board with
chess pieces actually served to simplify the solution to the second part of this problem
the location of chess pieces

--

--

as the located chess board squares served to limit the

possible places achess piece could be present in. In this case, the prior solution of related
subproblems served to make the solution of the final problem relatively easy.
Future work that can be applied directly to the thesis problem includes integration
of more chess configuration knowledge; completion of the chess piece description
database; development of new representations for models and unknown pieces, (possibly
with better descriptions of curves); better integration of the various modules,
development of a3D system with range information; and finally, better techniques to deal
with occlusion, especially of pieces, could be developed. The final product of the thesis
work would likely be arobot that would use computer vision to play chess. However,
since computer vision systems rely very much on modules, much of the work would also
be applicable to other domains.
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In closing, this thesis has covered the gradual implementation of avision system
to locate and identify the chess pieces on an image of achess board. A partial success
can be claimed in that this can be accomplished for certain input images. The problems
that manifested themselves are problems which are present in all vision problems; these
problems will serve to draw much research effort in the future.
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